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Abstract

Architectural decisions shape system quality, yet the design space is too large to explore exhaustively,
so architects often fall back on familiar patterns and weigh few alternatives. Large language models
can propose designs but lack organizational context, and the knowledge that would supply it lies
scattered across decision records, documentation, and code.

This thesis investigates how retrieval-augmented large language models can support the gener-
ation and iterative refinement of context-aware architectural alternatives.

We propose a workflow that structures a problem description into a decision frame, composes a
retrieval query from it, and retrieves from wiki pages, architecture decision records (ADRs), and a
code graph. Two alternatives are generated, each with its reasoning, trade-offs, risks, and sources.
The architect refines them by excluding one with a stated reason or by providing guidance, and
the accepted alternative is published as an ADR and ingested back into the knowledge base. The
prototype was evaluated over five scenarios using automated quantitative metrics and qualitatively
with a software architect.

Retrieval reached a mean context precision of 0.921, and context recall was perfect in four of
the five scenarios. Faithfulness differed between the two alternatives in every scenario, indicating
that generation exposed distinct design directions rather than converging on one.

In conclusion, our work presents an approach for generating and iteratively refining architectural
alternatives that are grounded in organizational knowledge and captured as reusable decision records.
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1. Introduction

The increasing scale and complexity of modern software systems pose challenges for their design and
evolution. As systems grow in size, architectural decisions become critical determinants of system
quality, maintainability, and long-term success [1], [2]. These decisions often require balancing
competing requirements under constraints such as time pressure, incomplete information, and
evolving system contexts.

High-quality architectural decisions typically emerge from the systematic exploration and com-
parison of multiple architectural alternatives, enabling architects to reason about trade-offs and
select solutions that best satisfy desired quality attributes [1], [3]. However, this process is cogni-
tively demanding and difficult to sustain in practice. The architectural design space is large and
complex, making exhaustive exploration unfeasible. As a result, architects frequently rely on prior
experience and familiar design patterns, considering only a limited subset of possible architectural
alternatives, which can lead to suboptimal decisions, resulting in architectural debt and increased
maintenance costs over time [1], [4].

This gap between best practice and everyday practice is what makes generating and compar-
ing alternatives an important part of industrial decision-making to support. Unlike evaluating
a candidate against already-known criteria, exploring alternatives has no natural stopping point,
which is why it demands more effort from architects who are unfamiliar with a given system. Even
architects who are well acquainted with a system spend considerable time doing so, a cost that
competes directly with the pressure under which architectural decisions are made.

Advances in Large Language Models (LLMs) provide new opportunities to support architectural
decision-making by assisting in producing candidate architectural alternatives and reducing the
cognitive burden on architects. Nevertheless, LLMs operate on general-purpose training data and
lack access to organization-specific context. Consequently, the generated alternatives may not
align with existing systems, architectural constraints, or organizational practices, limiting their
applicability in real-world settings.

Organizations often already possess architectural knowledge (AK) in the form of architec-
tural decision records (ADRs), technical documentation, source code, and other artifacts. This
knowledge captures prior decisions, constraints, and implementation details that are relevant for
architectural reasoning, but it is frequently fragmented across multiple sources and underutilized
during decision-making because it is costly to retrieve, interpret, and integrate effectively.

Retrieval-Augmented Generation (RAG) has emerged as an approach to address these limita-
tions by grounding LLM outputs in knowledge sources. By retrieving relevant information from
AK artifacts, RAG enables the generation of contextually relevant outputs. While prior work
has explored AI-based and knowledge-driven approaches to support architectural decision-making
[2], [4], existing solutions provide limited support for systematically generating, comparing, and
refining architectural alternatives within organization-specific contexts.

Therefore, the purpose of this thesis is to investigate how retrieval-augmented LLMs can be used
to generate context-aware architectural alternatives, grounded in organizational knowledge, while
supporting the iterative exploration and refinement of these alternatives to better assist software
architects throughout the decision-making processes. To achieve this, the proposed approach inte-
grates a structured problem formulation, multi-source retrieval, and interactive refinement within
a unified workflow. Furthermore, the approach is evaluated in an industrial setting in collaboration
with Tetra Pak, assessing both the quality of generated alternatives and their practical usefulness.

1.1 Problem Formulation and Goal

Supporting architectural decision-making with generated alternatives requires both grounding
those alternatives in organization-specific knowledge and providing mechanisms for iterative re-
finement. Existing approaches address these aspects only partially: knowledge repositories and
modeling techniques capture and structure AK, but do not actively generate alternatives, while
general-purpose LLMs can produce candidate solutions but lack the organizational context needed
to make them actionable. As a result, architects receive limited support in systematically explor-
ing a broader design space within their specific setting and iterating on candidate architectural
alternatives to reason about trade-offs.
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Addressing this gap requires a pipeline that grounds alternative generation in organizational
knowledge and supports architects in iteratively exploring and reasoning about the resulting alter-
natives.

Based on these considerations, the research question of this thesis is formulated as follows:

• RQ: How can retrieval-augmented large language models support the generation and iterative
refinement of context-aware architectural alternatives?

To answer this question, this thesis aims to:

• Develop a RAG based method for generating architectural alternatives grounded in organi-
zational AK sources.

• Support the iterative refinement of generated alternatives and store accepted ones for future
use.

• Demonstrate the proposed method through its application to an industrial case study con-
ducted in collaboration with Tetra Pak.

1.2 Thesis Outline

This thesis is organized as follows. Chapter 2 presents the necessary background on software
architecture, architectural decision-making, LLMs, and RAG. Chapter 3 reviews related work on
architectural decision support and AI-based approaches. Chapter 4 describes the research method-
ology used in this work. Chapter 5 introduces the proposed approach for generating architectural
alternatives. Chapter 6 details the implementation of the proposed solution. Chapter 7 presents
the qualitative and quantitative evaluation of the proposed solution. Chapter 8 discusses the re-
sults of the thesis. Chapter 9 highlights ethical and societal considerations. Chapter 10 analyzes
the threats to validity. Finally, Chapter 11 concludes the thesis and outlines directions for future
work.

2
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2. Background

This chapter establishes the conceptual basis for the thesis. It is organized into two parts. The
first concerns software architecture and the knowledge used to make architectural decisions. The
second concerns large LLMs and RAG, which provide the technical basis for generation grounded
in an organization’s content.

2.1 Software Architecture

Software architecture is defined as the set of structures needed to reason about a system. It
includes the system’s elements, the relationships among them, the constraints that shape those
relationships, and the design principles that guide a system’s evolution [5], [6]. Specifically, archi-
tecture encompasses architecturally significant interactions, deployment arrangements, behavioral
patterns, and decisions about how a system may evolve over time.

Architecture matters because it shapes how a system is implemented, integrated, maintained,
and extended. Architectural choices influence multiple quality attributes at once, such as perfor-
mance, modifiability, security, and usability, and they often have consequences that extend beyond
a single development task or release [7]. For this reason, architecture provides the context within
which implementation decisions are made and evaluated.

The following subsections examine AK, architectural decision-making, and quality attributes.
Together, they explain what AK consists of, how it is produced through decision-making, and how
alternatives are evaluated against system goals.

2.1.1 Architectural Knowledge

Architectural knowledge (AK) comprises the information that explains a system’s architecture.
Decision documentation sources of AK may cover which decisions were made, why they were
made, what assumptions and constraints shaped them, and what consequences followed from them
[7]. It may also include knowledge about structural elements, design rationale, quality concerns,
dependencies, implementation conventions, and the history of a system’s architectural evolution.
AK is therefore broader than ADRs alone.

Beyond explicit decision documentation, AK also appears in design documents, issue discus-
sions, implementation artifacts, source code, and repository documentation. ADRs capture intent,
while code and related artifacts capture the realized architecture and the conventions that emerged
during implementation. Files such as READMEs, module descriptions, and dependency manifests
can therefore reveal how architectural ideas were translated into working systems. Taken together,
these artifacts provide a more complete account of the architecture than any single source can
offer, especially when architecture changes over time.

ADRs are one mechanism for capturing part of this knowledge. They document the context of a
decision, the alternatives considered, and the reason a particular option was chosen [8]. Their value
lies in making architectural reasoning explicit and recoverable across time and across artifacts.

2.1.2 Architectural Decision-Making

Architectural decision-making is the process of selecting among competing design options under the
constraints of a system context and its requirements [5]. Such decisions may concern decomposition
strategies, interaction styles, deployment arrangements, or mechanisms for accommodating change,
among others. Unlike local implementation choices, architectural decisions are evaluated in terms
of their broader consequences for the relevant architectural scope, whether that scope concerns an
entire system, a subsystem, or an individual architectural component. They are architecturally
significant when they shape the structure, behavior, evolution, or quality characteristics of the
system elements to which they apply.

A central aspect of architectural decision-making is comparison. Decisions are often made by
assessing multiple alternatives against relevant criteria rather than by identifying a single obvious
solution. This comparison exposes trade-offs that are difficult to see when a design is considered
in isolation [9]. Architectural quality therefore depends not only on the selected alternative, but
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also on the extent to which relevant alternatives and their trade-offs are explored during decision-
making.

2.1.3 Quality Attributes and Trade-Offs

Architectural decisions are made in relation to quality attributes, the properties that characterize
a system beyond functional correctness [9]. Examples include those defined in the ISO/IEC 25010
product quality model, such as availability, security, and usability, among others [10]. These
attributes define what it means for an architecture to be effective in its intended setting [9].

Quality attributes are interdependent. Strengthening one attribute can weaken another, so
architecture requires explicit reasoning about trade-offs [6]. For example, a design that improves
modifiability may introduce additional complexity, a design optimized for performance may re-
duce flexibility, and a design that strengthens security may increase cost. Architectural judgment
consists in selecting an alternative whose trade-off profile is acceptable in the system context [6].
This trade-off perspective is central to architecture because it re-frames the task from finding any
plausible solution to identifying the most appropriate solution among several viable alternatives.

2.2 Large Language Models and Retrieval-Augmented Generation

An LLM generates responses in natural language from a given input, while RAG provides the
mechanism by which a response can be grounded on knowledge that is external to an LLM’s
training data [11]. These concepts are important because ungrounded responses may appear to be
correct while remaining unsupported by newer or private information, whereas grounded content
can be traced back to the sources that support it [12].

The following subsections examine LLMs, RAG, and the mechanisms by which relevant content
may be retrieved.

2.2.1 Large Language Models

LLMs are trained on large amounts of textual data to generate coherent responses from a given
input [13]. This training allows the model to perform tasks from natural-language inputs. LLMs
can use information provided in an input, such as instructions or examples, to generate new content
without additional training, through a capability known as in-context learning [13].

An LLMs knowledge is limited to what it learned from training data during pretraining [12].
Given that organizational data is often private, and thus not being included in training datasets,
a language model’s outputs may seem convincing while remaining unsupported by evidence (com-
monly referred to as a hallucination) [12].

2.2.2 Retrieval-Augmented Generation

RAG is the process of grounding a language model’s output in content retrieved from a knowledge
source outside of its training data before generating a response [11]. A query derived from user
input is used to retrieve relevant content, which is then incorporated into the prompt provided to
the model, so that responses depend on the user’s input and the retrieved content [12].

Because the retrieved content is provided within the prompt sent to the model, RAG can
improve the traceability of generated responses by allowing references to be made to the retrieved
sources [12]. This can also reduce hallucinations, since output grounded in retrieved content is less
likely to depart from what the retrieved material actually supports [12]. However, retrieval does
not guarantee that all generated content is supported by the retrieved material.

2.2.3 Retrieval Mechanisms

The effectiveness of RAG depends on its ability to retrieve relevant content, since content that is
irrelevant to the user input negatively impacts the grounding it is meant to provide. Knowledge
sources are typically decomposed into small units known as chunks during ingestion, because
providing an entire document to a language model can dilute the relevance of what is retrieved
[12]. Retrieval can be performed using sparse encoders and dense retrievers. Sparse encoders
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rely on lexical matching (matching terms directly), and are most accurate when both queries
and chunks share the same terminology. Dense retrievers represent queries and chunks as vectors
by using embeddings and retrieve content based on semantic similarity [14], retrieving relevant
content despite differences in terminology. Retrieval is therefore not a matter of finding every
relevant chunk, but of selecting the right amount of relevant chunks to ground a response without
unnecessarily increasing the amount of information sent to the model.

5
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3. Related Work

This chapter reviews related work across two categories: (i) traditional approaches to exploring
and comparing architectural alternatives without LLMs. (ii) LLM-based approaches for supporting
architectural decision-making and knowledge management.

3.1 Exploring and Comparing Architectural Alternatives

Software architecture is defined by design decisions whose trade-offs determine system quality at-
tributes [5]. Current approaches often structure these alternatives around architectural patterns
and tactics [15], [16]. Patterns capture high-level structures that address recurring combinations of
requirements, while tactics are finer-grained design decisions that target specific quality attributes.
To support architects, decision models systematize this knowledge, cataloging patterns and their
effects on quality attributes to enable multi-criteria ranking and the elimination of unsuitable op-
tions [17], [18]. However, the practical application of tactics remains challenging due to inconsistent
definitions, lack of industrial evidence [16], and difficult to handle scattered knowledge [17].

Complementary research treats architecture as AK, prioritizing the rationale behind decisions
over mere structural descriptions [19]. AK tools capture decision issues, alternatives, and conse-
quences, linking them to artifacts to prevent knowledge loss and support system evolution [20].
These repositories allow for the exploration of alternatives by reusing past reasoning and extract-
ing insights from existing issue trackers [21], [7]. The main limitations of AK lie in incomplete
capture of decisions, which leads to higher expenditures, miscommunication [20], fragmented tool
support due to limited integration with architecture description standards [7], and lack of advanced
recommendation, impact analysis, and retrieval across large repositories [21].

Beyond static repositories, Model-Based System Architecting (MBSA) uses models as active
reasoning tools to frame decision points and compare solutions [22]. This shifts models from mere
documentation toward active support for conceptualizing, exploring, and assessing architectural
alternatives. Finally, to evaluate these alternatives, architects identify risks and trade-offs. While
comprehensive methods such as the Architecture Tradeoff Analysis Method (ATAM) provide deep
insights, their heavyweight nature has driven the development of lightweight evaluation methods
better suited for fast-paced industrial adoption [23].

3.2 LLM-Based Approaches for Supporting Architectural Decision-Making
and Knowledge Management

With the increasing complexity of software systems, research on applying LLMs to architectural
decision-making has grown alongside broader interest in automating knowledge-intensive software
engineering tasks. Manual architectural reasoning is cognitively demanding and often relies on
prior experience, which is difficult to systematize and reuse across projects. Consequently, various
approaches have been proposed to leverage LLMs to bridge this gap. This section reviews recent
research in relation to the approach proposed in this thesis.

Dhar et al. [24] investigate whether an LLM can generate the decision of an ADR given only the
ADR’s stated context. Their evaluation shows GPT-4 performing best when zero-shot prompted,
though it still falls short of decisions written by architects. In a subsequent work, Dhar et al. [25]
propose an automated AK management system designed to extract knowledge from heterogeneous
sources to answer architectural queries. Together, these works use retrieval to answer queries about
existing knowledge, and generation to produce a decision from a single given context, but do not
combine the two. In our solution, we move beyond documentation to use retrieved AK to generate
multiple candidate alternatives that the architect can compare, refine, and convert into an ADR.

Diaz-Pace et al. [26] propose ReArch, a framework that uses LLM-based agents to identify ar-
chitectural patterns and tactics from textual requirements and system descriptions. The framework
includes a step where the trade-offs of candidate decisions are iteratively analyzed to refine their
quality. Similarly to our work, ReArch shares a focus on the comparison of different alternatives.
However, ReArch relies on textual requirements and general pattern descriptions, rather than re-
trieving project-specific context through RAG. This limits the agent from grounding its reasoning
in the context of a project’s codebase or internal documentation. Our approach addresses this by
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implementing a RAG pipeline that retrieves context not only from ADRs but also from source
code and internal wikis. By grounding the generation in these organization-specific artifacts, our
system ensures that the proposed alternatives are consistent with established practices.

The generation of architectural alternatives from requirements is also explored by Eisenreich
et al. [4], whose approach uses a semi-automatic process followed by trade-off analysis using the
ATAM method [27]. Their vision is closely aligned with our goal of supporting iterative refinement.
However, their work is currently largely conceptual, particularly regarding the automated evalu-
ation of trade-offs. In our solution, we implement a concrete pipeline that generates structured
alternatives including reasoning, trade-off analysis, and risk identification.

From an industrial perspective, Jahić and Sami [28] found that practitioners are hesitant to
adopt LLMs for software architecture design due to concerns regarding output quality and data
confidentiality. Similarly, Ahmad et al. [29] observed that architectural support still requires
oversight to prevent hallucinations. Our work addresses these industrial barriers by focusing on
local deployment to reduce confidentiality risks and by providing traceable outputs to reduce
hallucinations. Unlike the black-box nature of vanilla LLM interactions described in [28], our
system provides citations to its retrieved sources, allowing the architect to inspect the sources used
to support each generated alternative.

To summarize, the majority of research in this field focuses on either documenting past decisions
[24], [25] or providing general design support without grounding [26]. While RAG has been recog-
nized as a useful technique for architectural support [30], existing applications are often limited to
elicitation tasks [31]. Our solution fills this gap by integrating ADRs, internal wikis, and code into
a unified pipeline. This enables the synthesis of context-aware architectural alternatives that are
both grounded in organizational history and structured for comparative evaluation, representing a
more actionable form of decision support than current frameworks.

7
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4. Research Method

Given the collaboration with Tetra Pak and the industry-facing nature of this work, we adopt the
technology transfer methodology proposed by Gorschek et al. [32], which provides a systematic
approach for bridging academic research with industrial practice through iterative validation stages,
and adapt it to our thesis by adjusting the scale of each step of the methodology. Figure 1 shows
the resulting steps, each described in the remainder of this section.

Figure 1: Adapted technology transfer methodology.

4.1 Basing research agenda on industry needs

The purpose of this step is to gain insight into the industrial context by examining their needs and
problems, with the aim of identifying key challenges and establishing the practical motivation for
the research.

This was achieved through initial scoping meetings with a software architect at Tetra Pak.
These meetings focused on understanding the architect’s experiences and the organization’s prac-
tices. Furthermore, past project documentation and literature were analyzed to complement scop-
ing meetings.

4.2 Problem formulation

Once the industry needs assessment is completed, we proceed with an examination of the state of
the art to begin to formulate our problem statement and research question. The following criteria
were used to compare the gaps in the literature against the challenges identified in the previous
step:

1. The problem is reported as unresolved in literature.

2. The collaborating architect corroborated it as a real obstacle.

3. The problem can be addressed within the scope of a master’s thesis.

4.3 Candidate solution

This step focuses on developing and validating a solution candidate. The candidate solution was
developed through a focused literature review, combined with feedback sessions with a software
architect. The feedback sessions followed a collaborative design format in which the proposed
workflow was presented, and the architect reacted to each stage, suggesting modifications and
identifying missing elements. Notes were taken during each session, that were subsequently used
to make informed design decisions rather than undergoing formal thematic analysis or coding.

8
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4.4 Validation

The candidate solution was validated as a case study [33], with the resulting prototype as the unit
of analysis. It was carried out in two steps, first through academic validation, and then in industry
with one software architect across five scenarios. Either stage could send the solution back for
refinement, repeating until it was judged fit for release.

4.4.1 Academic validation

The prototype was tested in a controlled academic setting by the researcher, using both synthetic
and organizational data. The goal was to verify the correctness of the system without consuming
the resources of the practitioner. When issues were identified, the candidate solution was refined
and re-tested until it produced satisfactory outputs.

4.4.2 Industry validation

Once the prototype passed academic validation, the software architect participated in the eval-
uation of the system across realistic industrial scenarios using organizational data. When the
architect’s feedback identified shortcomings, the candidate solution was refined and validated in
academia again. This cycle continued until the system produced outputs that the architect con-
sidered suitable. The architect’s assessment addressed relevance of retrieved context, quality and
diversity of generated alternatives, utility of the iterative refinement workflow, and trust in the
system’s outputs. Feedback was documented through session notes and written communication.

4.5 Release solution

The release of the candidate solution results in the present thesis, which documents the validated
prototype, its design rationale, and its findings, making them available for future adoption or
further development.

9
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5. Proposed Solution

This chapter presents the proposed solution for supporting software architects in the generation,
refinement, and capture of context-aware architectural alternatives. The solution is intended for
situations in which the relevant knowledge is distributed across multiple artifacts, the design space
is large, and the architect must balance competing quality attributes under time and information
constraints. Rather than treating architectural design as a single-response generation problem,
the proposed approach structures the process as an iterative workflow in which the architect first
formulates a decision problem, the system grounds that problem in organizational knowledge, and
finally generates multiple alternatives that can be compared and refined, as well as captured as an
ADR that feeds back into the system for future use.

The central premise of the solution is that architectural alternatives become more useful when
they are not generated from a single source of knowledge. In practice, architecture-related knowl-
edge is often fragmented across ADRs, internal documentation, and source code. Individually,
these artifacts may only capture a partial view of the system, but together they represent a body
of knowledge that can inform design work. The proposed solution therefore combines architect
input with retrieval of relevant knowledge and structured generation of alternatives, making the
output more context-sensitive than a vanilla language-model interaction.

The solution is also intended to support architectural reasoning as an exploratory activity.
Architects rarely arrive at a final answer immediately. Instead, they refine their understanding
of the problem, revise priorities, and adjust constraints as they inspect candidate solutions. The
proposed workflow therefore includes a feedback loop that allows the architect to revisit earlier
stages after reviewing generated alternatives.

5.1 Solution Overview

Figure 2: End-to-end flow of the proposed system.

Figure 2 illustrates the end-to-end flow of the proposed system. At a high level, the workflow con-
tains four stages. First, the architect describes the decision problem in natural language. Second,
an LLM restructures this input into a decision frame that summarizes the goal, constraints, and
optimization intent. Third, an embedding model turns the decision frame into a retrieval query
and uses it to retrieve relevant knowledge from organizational sources, grounding the generation
process. Fourth, an LLM produces architectural alternatives from the frame and the retrieved
knowledge, which the architect can review, refine, or accept. Each of the four stages addresses a
different challenge in architectural work: expressing the problem, structuring the problem, ground-
ing the problem, and exploring the possible solutions. A fifth activity, preserving the outcome,
closes the loop once an alternative has been accepted, publishing the resulting ADR back into the
knowledge sources so that later decisions can retrieve and build on it (Section 5.8).

10
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This separation is important because architectural reasoning tends to fail when these concerns
are mixed. If the input is too vague, retrieval becomes unfocused. If the framing is too rigid, the
system may miss the architect’s actual intent. If retrieval is not grounded in the right organizational
sources, the generated output risks becoming generic. And if alternatives are produced without a
clear structure, the architect is left with suggestions that are difficult to compare. The proposed
workflow is therefore designed to preserve the distinct role of each stage while still connecting them
into one coherent process.

Another important design choice is that the solution treats the architect as an active participant
throughout the process. The architect is not only the source of the initial prompt, but also the
party that interprets, validates, and redirects the output. The system supports this by allowing
the decision frame to be reviewed and revised, by exposing the retrieved context that informed the
generation, and by structuring the alternatives so that they can be accepted, rejected, or refined.

5.2 Input Elicitation

Figure 3: Input Elicitation.

The first stage of the solution is input elicitation. In this stage, the architect provides a natural-
language description of the decision that needs to be addressed. The purpose of this input is to
capture the architect’s understanding of the problem before the system attempts to structure or
enrich it. Rather than having an architect approach the solution through unstructured prose,
which would make it difficult to identify what information has actually been provided, the solution
introduces a small amount of structure by organizing the input around five broad components that
reflect how architectural decisions are typically discussed in practice. Each component accepts
free-form natural language, so the structure imposed is limited to identifying which concern a
piece of information belongs to, allowing the initial description to be expressed in a flexible way
that reflects how architectural decisions are typically discussed in practice.

The input consists of five related components, shown in Figure 3. The problem statement
identifies what decision must be made and why the issue matters. The context description situates
the decision within the broader system and organizational setting, including relevant architectural
boundaries, dependencies, or domain characteristics. The constraints identify conditions that limit
the acceptable solution space. These may include technical restrictions, compatibility requirements,
organizational policies, or deadlines. The optimization intent describes which quality attributes or
design goals should be prioritized. Finally, supplementary insights allow the architect to include
additional observations, assumptions, or supporting information. Table 1 illustrates a hypothetical
instantiation of these five components for a representative decision.

This stage is important because the quality of all later stages depends on the richness and
clarity of the initial description. A poorly framed problem will lead to weak retrieval and less
useful alternatives. By contrast, a well-described decision gives the system a stronger basis for
identifying relevant knowledge and structuring the generation process. The goal of input elicitation
is therefore to capture the architectural problem in a way that preserves its essential concerns.

The solution intentionally allows the architect to provide more than one kind of input, because
architectural reasoning is rarely reducible to a single question. In practice, the architect may know
part of the problem, have tentative preferences about the solution direction, or possess external
findings that should be taken into account. Supporting these different input types makes the
workflow more aligned with actual design work, where problem formulation often evolves together
with the investigation of possible solutions.
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Table 1: Example input elicitation for a representative decision.

Component Example content
Problem Statement The order-fulfillment service reserves stock by calling the

inventory service synchronously over REST. During peak
sales periods, inventory service latency spikes cause these
calls to time out, and a growing number of orders fail as a
result.

Context Order-fulfillment and inventory are separate services within
the same commerce platform, owned by different teams. An
existing Kafka cluster is already used for order events.

Constraints The inventory service cannot expose a new synchronous
API. The solution must be deliverable within the current
quarter and should reuse existing infrastructure rather than
introduce a new message broker.

Optimization Intent Prioritize reliability and performance efficiency of order
fulfillment under peak load, without significantly harming
maintainability.

Supplementary Insights A similar timeout problem was previously mitigated for the
payment service using a retry queue; this may be a relevant
precedent.

5.3 Decision Framing

After the initial input has been provided, the solution derives a decision frame. The purpose of
this stage is to convert the architect’s free-form description into a structured representation that
can guide the remaining workflow. This is a critical step because retrieval and generation are more
effective when they operate over an explicit decision structure rather than over an unconstrained
prompt. Figure 4 shows this transition from the elicited input to the resulting frame.

Figure 4: From input elicitation to decision framing.

The fields elicited in Section 5.2 do not map one-to-one onto the frame. The problem statement
is carried over directly as the goal, the optimization intent becomes the optimization dimensions,
and the supplementary insights become preferences. The context description is not directly mapped
to a field; it is supplied to the model and informs how the remaining fields are interpreted, but
it is not reproduced as a field of its own. The most consequential transformation concerns the
constraints, as they are mapped to hard constraints that must be satisfied by the alternatives
and soft constraints that alternatives should satisfy where possible. The architect could state the
constraints implicitly in prose and the frame makes them explicit. Table 2 shows the decision
frame that results from applying this mapping to the example input elicitation in Table 1.

A frame is always created, including in cases where the input elicitation is poorly specified.
In all cases, the LLM attempts to fill the gaps to complete the frame rather than requesting
clarification.
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Table 2: Decision frame derived from the example input in Table 1.

Frame field Value
Goal Reduce order-fulfillment failures caused by inventory ser-

vice latency during peak load.
Optimization Dimensions Reliability; Performance Efficiency; Maintainability
Hard Constraints Must not require a new synchronous API from the inventory

service. Must reuse the existing Kafka cluster rather than
introducing a new broker.

Soft Constraints Should be deliverable within the current quarter.
Preferences Consider a retry-queue-based approach similar to the one

previously used for the payment service.

The decision frame captures the most important aspects of the architectural problem in a stan-
dardized form. At a minimum, it expresses the core goal of the decision, the main optimization
dimensions, the relevant constraints, and the architect’s preferences. The goal represents the out-
come that the architect wants to achieve. The optimization dimensions describe which quality
attributes or system properties are most relevant to that outcome. The constraints define the
boundaries within which the solution must remain. The preferences capture tendencies or inclina-
tions that may influence the direction of the solution, even when they are not hard requirements.

This framing step is useful for several reasons. First, it reduces ambiguity. Natural-language
architectural descriptions may contain implicit assumptions, incomplete statements, or overlapping
concerns, and they mix the decision itself with the narrative surrounding it. A framing step
consolidates those descriptions into fixed fields and classifies the constraints, so that every decision
has the same shape regardless of how its author chose to describe it. Second, the organizational
knowledge retrieval query is composed from the decision frame rather than the input elicitation.
Unstructured statements and background may carry meaning for a human reader; however, it
contributes little to a retrieval query and may dilute terms that do. Third, because the frame is
produced by the model, it is the system’s interpretation of the problem rather than the architect’s
view on it. Its value is that it makes that interpretation explicit at a point where it can still
be corrected. The architect can review the frame and modify it before retrieval and generation
proceed, so a misreading is caught while it is cheap to fix, rather than surfacing later as alternatives
that address the wrong problem.

In brief, the decision frame allows the solution to preserve the architect’s intent while also
transforming it into a form that is more suitable for retrieval and generation. In this way, the
framing stage acts as a bridge between human architectural reasoning and alternative generation.

5.4 Knowledge Grounding and Retrieval

Once the decision frame has been established, the solution retrieves relevant organizational knowl-
edge to ground the generation process. This stage is what distinguishes the proposed solution
from a generic language-model interaction. Instead of relying only on general model priors, the
solution seeks to anchor the generated alternatives in context that is specific to the organization,
the system under consideration, and the architectural history that has already been documented.

The need for this grounding step follows from the way AK is distributed in practice. Important
information is often spread across multiple artifacts rather than stored in a single authoritative
source. Prior design decisions may be recorded in ADRs. Implementation rationale may be dis-
cussed in internal documentation or wiki pages. The structure and behavior of the current system
may be reflected in source code and related technical artifacts. Each of these sources contributes
a different perspective on the system, but none of them is sufficient on its own. Retrieval is there-
fore used to assemble a more complete and more contextually relevant view of the architectural
situation.

The retrieved knowledge serves several purposes. It helps the system understand what kinds of
solutions have already been used. It exposes constraints or commitments that may not be obvious
from the architect’s input alone. It provides evidence of existing conventions or patterns that may
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influence the feasibility of a new alternative. And it increases traceability by connecting generated
suggestions back to source material that can be inspected by the architect.

This grounding stage is especially important because architectural alternatives are only useful
when they fit the surrounding environment. A technically elegant solution may still be unsuitable if
it conflicts with the system’s current structure, operational practices, or organizational constraints.
By retrieving knowledge from sources that reflect both design intent and implementation reality,
the proposed solution aims to generate alternatives that are more relevant, more believable, and
easier to evaluate in context.

The retrieval step contributes to trust. Architects are more likely to consider a suggestion
seriously when they can see why it was produced and what sources supported it.

5.5 Generated Alternatives

Figure 5: Generation of alternatives.

With the decision frame and retrieved context available, the system generates a set of architec-
tural alternatives. The purpose of this stage is to present a set of candidate solutions that expose
different design directions and trade-offs. This reflects the nature of architectural decision-making,
where the value of the process lies in understanding the space of plausible options rather than only
in reaching an immediate conclusion. Figure 5 shows the structure of a generated alternative and
how the architect can act on it.

Each generated alternative is intended to represent a valid architectural direction. The alterna-
tive explains what the approach is, why it is relevant to the framed decision, and how it relates to
the retrieved organizational context. The output is structured to support review and comparison.
It includes a title, a narrative explanation, reasoning that justifies the proposal, and a discussion
of quality-attribute implications. Where the retrieved context supports it, the alternative may
also reference the source material that motivated the suggestion. This gives the architect a way to
inspect not only the proposal itself, but also the basis on which it was generated. Table 3 shows two
hypothetical alternatives generated for the running example, continuing from the decision frame
in Table 2.

The structured format of the alternatives matters because architectural outputs need to be
more than text that sounds plausible. They need to be useful as decision artifacts. A useful
alternative should clearly communicate the design intent, show how it addresses the decision frame,
and identify the consequences of adopting it. That means the output should help the architect

14



David Fabbroni Generation of Architectural Alternatives

compare options across the dimensions that matter most, rather than forcing the architect to infer
those comparisons from a loosely structured answer.

Table 3: Two hypothetical alternatives generated for the decision frame in Table 2.

Alternative 1: Asyn-
chronous Stock Reservation
via Kafka

Alternative 2: Synchronous
Calls with Retry Queue and
Circuit Breaker

Narrative Order-fulfillment publishes
a stock-reservation-requested
event; inventory consumes it and
publishes the reservation result
asynchronously.

Order-fulfillment keeps the syn-
chronous REST call but adds a
circuit breaker and a bounded
retry queue that buffers requests
during inventory latency spikes.

Reasoning Reuses the existing Kafka cluster
and removes order-fulfillment’s
dependency on inventory’s re-
sponse latency.

Reuses the retry-queue pattern
already validated for the pay-
ment service, at lower migration
cost.

Quality Attributes Reliability (high); Performance
Efficiency (medium); Maintain-
ability (medium, due to added
eventual-consistency handling)

Maintainability (high, minimal
new infrastructure); Reliability
(medium-high); Performance Ef-
ficiency (medium)

Trade-offs Introduces eventual consistency;
requires idempotent consumers.

Does not fully decouple the two
services; still bounded by inven-
tory’s throughput ceiling.

Risks Message ordering and duplicate
delivery; stuck reservations re-
quire monitoring.

Retry storms during a prolonged
inventory outage; circuit-breaker
tuning complexity.

The generation stage also supports diversity of thinking. By producing multiple alternatives,
the system avoids prematurely collapsing the design space into a single direction. This is especially
important in architecture, where different solutions may each optimize different qualities and where
the best choice depends on the particular priorities of the project. This diversity is encouraged by
producing the two alternatives within a single generation call under an instruction that they must
represent materially different design approaches, and, during iterative refinement (Section 5.7),
previously rejected or drilled-down approaches are named explicitly so that a new alternative does
not reintroduce the same exact approach.

5.6 Trade-Off Analysis and Risk Awareness

A central feature of the solution is that it does not present alternatives as purely positive sugges-
tions. Architectural choices always involve trade-offs, and a useful decision-support system should
make those trade-offs explicit. For this reason, each generated alternative includes an analysis of
the quality attributes it supports strongly, the qualities it may weaken, and the operational or
structural risks associated with the approach.

This emphasis on trade-offs is important because architecture is fundamentally about balancing
competing concerns. An alternative that improves scalability may introduce additional complex-
ity. An alternative that increases modularity may add integration overhead. An alternative that
simplifies deployment may reduce flexibility.

Risk awareness is similarly important. Architectural alternatives should not only identify pos-
sible benefits, but also the conditions under which the approach may fail, become costly, or in-
troduce future maintenance concerns. By highlighting these risks early, the solution helps the
architect think beyond the immediate appeal of a proposal and consider its longer-term implica-
tions. Where possible, these risks should be tied to retrieved organizational knowledge, so that
the architect can understand whether the risk is theoretical, contextual, or directly supported by
prior experience.

15



David Fabbroni Generation of Architectural Alternatives

This stage helps transform the generated alternatives into practical decision material. It en-
courages the architect to evaluate each alternative in terms of fit, cost, and consequence rather
than in terms of abstract elegance alone. In that sense, the solution both generates candidate
designs and also supports the comparative reasoning that architecture requires.

5.7 Iterative Refinement

Architectural decision-making is an inherently iterative process. It is common to refine one’s
understanding of a problem after seeing candidate solutions, especially when the alternatives reveal
assumptions, omissions, or unexpected trade-offs. The proposed solution therefore includes an
iterative refinement loop that allows the architect to return to the alternative generation stage of
the workflow after reviewing the generated alternatives.

Both forms of refinement require the architect to state a rationale. Excluding an alternative
requires a reason, whereas drilling down requires the architect to state what should be kept and
what should be changed. This is a deliberate, since the feedback is only useful if it specifies which
part of the alternative was wrong.

This rationale is carried forward into the next generation cycle as guidance rather than being
discarded once the architect has read it by forwarding the excluded alternative to the system with
the directive not to return that same approach, and a drill-down’s keep and change statements are
given back as directives scoped to that specific alternative, telling the system which aspects of it to
preserve and which to revise. Section 6.2.4 describes how this accumulated feedback is assembled
into the generation prompt.

The refinement loop serves several purposes. It allows the architect to adjust priorities if the
alternatives reveal that certain quality attributes matter more than initially assumed. It also allows
the architect to reject unhelpful directions and guide the system toward more relevant ones in the
next generation cycle. In this way, the workflow remains flexible enough to support exploration.

This iterative capability is particularly important because architectural decisions often evolve
through inspection rather than initial specification. The architect may not know exactly what is
needed until some candidate solutions have been considered. The proposed solution therefore does
not assume that the first generation should be final, and instead treats generation as part of a loop
in which the architect and the system jointly refine designs over time.

The refinement step also helps reduce the risk of premature closure. If a system produces one
authoritative answer too early, it may suppress exploration of better options. By contrast, a work-
flow that supports revision and regeneration keeps the decision open long enough for meaningful
comparison and reflection.

5.8 Decision Capture and ADR Publication

Once an alternative has been accepted, the solution may publish the final decision as an ADR. In
this way, the outcome of the decision-making process is not lost after the interactive exploration
phase, but is instead captured in a structured and reusable form. The generated ADR includes
the selected alternative, the original decision context, the relevant reasoning, and the feedback
accumulated throughout the iteration process.

This means that alternatives which were excluded or drilled down during the workflow can still
contribute to the final record. The ADR therefore reflects the final decision and the reasoning
path that led to it. In particular, excluded alternatives can be recorded as discarded options and
drill-down iterations can be summarized as part of the decision rationale. This makes the resulting
ADR more complete and more useful as organizational knowledge, since it preserves both the
decision outcome and the context in which it emerged, as well as serves as input for future decision
requests.
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6. Implementation

This chapter describes how the proposed solution from Chapter 5. is organized by implementa-
tion concern: system architecture, knowledge ingestion, retrieval, language model integration, the
frontend, and decision capture. Each section explains the technical choices made and how they
support the methodology outlined in the proposed solution.

6.1 System Architecture

The system follows a client-server architecture composed of a frontend, an API backend, a set of
data stores, and the models the backend depends on.

The backend is implemented in Python using the FastAPI framework. The API exposes end-
points for frame and alternative generation, as well as for alternative tuning. Pydantic models
define the data contracts for all inputs and outputs, including the architect’s input, decision frame,
generated alternatives, and ADR responses. This validation layer ensures that malformed requests
are rejected before reaching the service logic and that the frontend can rely on a stable, typed
interface.

The frontend is built with Next.js; it mirrors the backend’s Pydantic schemas as TypeScript
type definitions, ensuring that the data structures used on both sides remain consistent.

Data storage is handled through PostgreSQL, Qdrant, and Neo4j. PostgreSQL stores a registry
of ADR lineage relationships and cached image captions. Qdrant, a vector database, stores ADRs
and internal documentation such as wiki documents as embedded chunks and supports both dense
and sparse search methods. Neo4j, a graph database, stores code entities and their relationships as
a property graph, supporting vector search, full-text search, and graph traversal for relationship-
aware retrieval. All three services are deployed as Docker containers defined in a shared Docker
Compose file.

A separate ingestion process is responsible for loading, processing, and embedding knowledge
artifacts into the databases. This process runs independently of the API server and can be invoked
on demand, supporting the insertion of new entries without restarting the API.

6.1.1 Document Ingestion

ADRs and wiki pages are processed as Markdown files. The ingestion process loads all files recur-
sively in a specified directory. Each file is assigned a source type and a document identifier derived
from its path.

Before a document is split into chunks, an image captioning step processes any embedded
images. Architecture diagrams are common in wiki pages and ADRs, but their visual content
would otherwise be invisible to text-based embedding and retrieval. The system sends each image
to a language model with a prompt requesting a factual description of the diagram’s components,
boundaries, and relationships. The resulting caption is inserted into the document text immediately
below the image reference, so that the diagram’s content becomes part of the text that is later
chunked and embedded. Captions are cached in PostgreSQL, ensuring that unchanged images are
not re-captioned across ingestion runs.

The chunking strategy combines heading-aware splitting with character-level segmentation.
In the first pass, the document is split on Markdown headings into sections that preserve the
document’s logical structure. Sections with fewer than 120 characters, measured after stripping
Markdown formatting, are merged into the preceding section to prevent low-information fragments
from becoming standalone chunks. In the second pass, each section is divided into overlapping
character-based chunks of 1,200 characters with 200 characters of overlap. Chunk boundaries are
selected by preferring natural breakpoints, in descending priority: paragraph breaks, line breaks,
sentence endings, and word boundaries.

Each chunk carries metadata that records its position within the document’s structure. This
includes the document identifier, section heading, section index, chunk position within the section,
and total chunks in the section. For ADR documents, additional lineage metadata is extracted by
parsing the ADR’s metadata table for its number, status, and references to related or superseding
ADRs.
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6.1.2 Code Graph Ingestion

Source code is ingested as a property graph rather than as flat text chunks. The ingestor scans
repositories under a specified directory.

For all source code, the ingestor uses Tree-sitter to construct an abstract syntax tree (AST)
and extracts namespaces, classes, interfaces, structs, methods, constructors, and imports. Code
comments are also extracted as separate entities.

The extracted entities are stored as nodes in Neo4j under a shared label, with properties in-
cluding the entity type, symbol name, source file path, repository, content snippet, and embedding
vector. A vector index and a full-text index on the graph nodes enable dense and sparse search
methods.

6.1.3 Retrieval and Query Construction

The retrieval pipeline assembles relevant knowledge snippets from all sources to ground the alter-
native generation process. Afterwards, it fuses the results, reranks them, and applies a budget to
control the amount of context sent to the language model.

The retrieval query is composed from the full decision frame, consisting of the goal, hard
constraints, soft constraints, optimization dimensions, and preferences, which are concatenated into
a query string. This design choice allows us to capture specific terms, such as technology names,
team names, and compliance terms that the relevant evidence needs to match on. Embedding the
full frame gives the retrieval step access to the same specificity that informs the generation step.

6.1.4 Multi-Source Search

Ranked lists for wiki, ADR, and code retrievals are compiled. Wiki chunks and ADR chunks are
retrieved from Qdrant using dense vector search. Code entities are retrieved from Neo4j using its
native vector index, filtered to entity types such as classes, methods, and interfaces. Namespaces,
constructors, and import statements are excluded, since they identify structure without describing
it. Extracted rationale shorter than 20 characters is also discarded, as trivial comments contribute
no retrievable content. Each source returns up to 30 candidates by default.

Each list is then extended with candidates from keyword-based search. Keyword candidates
are appended after the dense hits rather than merged into them, so they only surface when dense
search found little or nothing for the relevant terms. This is particularly useful for identifier-heavy
queries, where exact matches on service names, ADR numbers, or technology terms may be missed
by embedding similarity.

6.1.5 Fusion, Reranking, and Budget

The three ranked lists are merged using weighted Reciprocal Rank Fusion (RRF). Each snippet
receives a score proportional to its rank position within each source list it appears in, weighted
by configurable source weights that default to 0.5 for wiki, 0.25 for ADR, and 0.25 for code. The
RRF constant is set to 20. This fusion step produces a single ranked list that reflects the relative
importance assigned to each source type while allowing snippets that appear in multiple sources
to receive a boost.

The fused list is then reranked using a cross-encoder model. The top 40 snippets are evaluated
by the relevance of each snippet to the retrieval query as a single inference pass.

A context expansion step retrieves neighboring content around each selected snippet. For wiki
and ADR sources, this fetches adjacent chunks within the same document section. For code, it
traverses graph edges to retrieve related entities such as callers, callees, and commented rationale.
This expansion provides the language model with more complete context around each retrieved
hit.

Finally, the system enforces a maximum number of snippets, where a weighted allocation step
ensures that each source type receives a proportional share of the budget.
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6.2 LLM Integration and Prompt Design

The language model’s primary roles in the system are to convert the architect’s free-form input into
a structured decision frame and to generate architectural alternatives from the frame and retrieved
context. The system abstracts LLM access behind a provider interface, allowing the same pipeline
to operate with different model backends. Two implementations are available: a local provider
using Ollama for self-hosted models and an OpenRouter provider for routing to various model
APIs. A placeholder provider enables offline development by returning stub responses.

6.2.1 Embedding

A dedicated embedding service handles the vectorization of chunks during ingestion and queries
during retrieval. The service implements asymmetric query instructions for models that support
them, such as the Qwen3-Embedding family of models. Here queries are prefixed with a task-
specific instruction that describes the retrieval intent.

6.2.2 Cross-Encoder Reranking Model

The reranking step uses a cross-encoder model that encodes the query and each candidate snippet
to produce a relevance score. The default model is BGE-Reranker-v2-m3, a 568-million-parameter
model which supports a context window of 8,192 tokens. This window is large enough to accom-
modate the full decision frame and a complete document section in a single pair, allowing the
reranker to evaluate relevance against the same level of detail that the retriever sees.

6.2.3 Decision Framing

The decision framing prompt instructs the language model to refine the architect’s input into a
structured decision frame. The prompt specifies the mapping between input fields and frame fields:
the problem statement maps directly to the goal, the optimization intent is categorized as ISO/IEC
25010 quality attributes, constraints are classified as hard or soft based on their language, and
supplementary information becomes preferences. The context description is passed to the model
as part of the serialized input but is given no mapping, so it conditions the interpretation of
the other fields without producing a field of its own. The prompt further instructs the model to
infer reasonable defaults where information is missing, while prohibiting the fabrication of details
unsupported by the input. The output contract requires a single JSON object with exactly five
keys.

6.2.4 Alternative Generation

The alternative generation prompt is composed of the decision frame, a reference catalog of re-
trieved snippets, and any iterative guidance from previous alternatives. The prompt instructs
the language model to produce exactly two architectural alternatives, each with a title, narrative,
reasoning, citations, quality attributes, trade-offs, and risks.

The reference catalog is constructed by assigning each retrieved snippet a one-based numeric
index and formatting it as a catalog entry containing the index, document identifier, title, and
excerpt. For ADR snippets, the title is annotated with the ADR number and, where applicable,
a note indicating that the ADR has been superseded. This catalog is serialized as JSON and
attached to the prompt.

Citation rules specify that the model must use IEEE-style numeric references that point only
to snippets whose text directly supports the claim being made. The decision frame is explicitly
declared non-citable, since restating the architect’s own input is not evidence. Claims with no
supporting snippet must be annotated as such rather than receiving a fabricated citation. These
rules are designed to help ensure that the citations serve their intended purpose of providing
traceability to the retrieved sources.

The prompt also includes conditional guidance blocks that support the iterative refinement
described in Section 5.7. When the architect has excluded alternatives in a previous cycle, the
exclusion block lists the rejected titles and reasons and instructs the model not to return them
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or reuse the same primary approach. When the architect has issued drill-down instructions, the
drill-down block specifies what to keep and what to change for each source alternative.

The system includes a retry mechanism for exclusion violations. If the generated alternatives
contain titles that match the exclusion list, the prompt is reissued with a stricter warning.

For local models, sampling parameters are configured to favor deterministic, focused output:
temperature is set to 0.0, top-p to 0.95, top-k to 20, and presence and repeat penalties are applied
to discourage repetitive phrasing.

6.3 Frontend and Interaction Flow

The frontend implements the interactive workflow described in Chapter 5. as a three-step guided
interface. The steps correspond to the stages of input elicitation, decision framing, and alternative
review, though the underlying retrieval and generation stages are not exposed as separate steps to
the architect.

In the first step, the architect fills in a form with the components described in Section 5.2.
Free-text fields that accept multiple items are split on newlines and commas into lists before
submission.

In the second step, the system presents the decision frame returned by the API. The frame
is editable and also exposes retrieval source weights, allowing the architect to shift the balance
between wiki, ADR, and code sources before generating alternatives.

In the third step, the generated alternatives are displayed in a two-column layout. A reference
catalog panel lists the retrieved snippets that were provided to the language model, allowing the
architect to inspect the knowledge that informed the generation. The architect can interact with
each alternative through accept, drill-down, and reject feedback mechanisms. These feedback
mechanisms implement the iterative refinement loop described in Section 5.7. The architect can
apply any combination of feedback and then regenerate, repeating the cycle until a satisfactory set
of alternatives has been reached.

6.4 Decision Capture and ADR Publication

When the architect selects a final alternative, the system generates an ADR and writes it as a
Markdown file. The ADR is assembled deterministically from the selected alternative and the
accumulated decision context, without an additional language model call. This ensures that the
published ADR reflects the alternative as it was reviewed by the architect, without introducing
variation from a second generation step.

The generated ADR is composed of the following sections.

1. Context: Records the decision frame’s goal and the architect’s acceptance rationale.

2. Decision framing: Lists the goal, optimization dimensions, hard and soft constraints, and
preferences.

3. Decision: Contains the selected alternative’s narrative, reasoning with inline citations, and
quality attributes.

4. Consequences: Derives consequences from the quality attributes and lists the trade-offs
and risks.

5. Supporting references: Includes both the inline citations from the alternative and the full
reference catalog of retrieved snippets.

6. Considered alternatives: Applies only when alternatives were rejected during the work-
flow, documents each alternative with its narrative, reasoning, trade-offs, and risks.

The ADR file is written into the same directory from which ADRs are loaded during inges-
tion. Immediately after writing, the system re-ingests the new ADR through the chunking and
embedding pipeline, ensuring that the newly captured decision becomes part of the retrieval corpus
without requiring a manual re-ingestion run, so that subsequent decisions can retrieve and build
upon it.
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7. Evaluation

This chapter reports the evaluation of the proposed solution. The evaluation is organized into
two parts: Section 7.1 describes the experimental setup, covering the scenarios evaluated, the
quantitative metrics collected, and the procedure used to collect qualitative feedback. Section 7.2
presents the outcome of applying that setup, collecting quantitative and qualitative results for the
same five scenarios.

The quantitative metrics examine retrieval quality, grounding of the generated alternatives
in the retrieved organizational knowledge, and alignment with the expected solution direction.
They do not establish whether a generated alternative is architecturally correct or whether an
architect would find it useful; instead, the qualitative evaluation, conducted over the same scenarios,
addresses these concerns.

7.1 Experimental Setup

This section describes the setup shared by the quantitative and qualitative evaluations, covering
the scenarios evaluated, the quantitative metrics collected and their judge configuration, and the
procedure used to collect qualitative feedback from a software architect. The data obtained by
applying this setup, and the conclusions drawn from it, are presented in Section 7.2.

7.1.1 Scenarios

A run is comprised of one scenario passed through the workflow described in Chapter 5. and
implemented in Chapter 6. The transformation from input elicitation to decision framing, and
alternative generation was made with Qwen3.8:27b. Five scenarios were evaluated, each executed
once, resulting in five runs and ten alternatives. The same ten alternatives are the object of both
the quantitative metrics in Section 7.2.1 and the architect’s feedback in Section 7.2.2, so that the
two can be related to one another for a given scenario.

Each scenario is executed once because, in practice, repeated executions of the workflow on
a given scenario were observed to produce the same initial set of alternatives, consistent with
the language model’s sampling temperature being fixed at zero for generation. A single run per
scenario was therefore considered sufficient to characterize the system’s behavior on that scenario.

The five scenarios were formulated by a software architect at Tetra Pak who also conducted
the qualitative evaluation, based on the following representative architectural change cases:

• First scenario: concerns the migration of an on-premise monitoring workload to a managed
cloud analytics service, subject to the constraint that the user-facing interface must remain
unaware that its data now originates in the cloud. This scenario represents a greenfield
architectural direction, requiring a transition to a service not currently present in the system.

• Second scenario: addresses extending an existing product module to support multilingual
content, where the requirement encompasses not only interface labels but the textual at-
tributes of domain entities themselves. This scenario is grounded primarily in knowledge
captured in the organization’s ADRs.

• Third scenario: concerns extending an existing shared platform capability with additional
governance and observability requirements. This scenario draws on organizational documen-
tation and software artifacts.

• Fourth scenario: addresses the coordination of a major platform version upgrade across a
set of independently versioned components with interdependent compatibility requirements.
This scenario focuses on architectural decisions spanning multiple elements of a broader
system, rather than on a single team’s project.

• Fifth scenario: concerns the choice between event-driven and interface-driven integration
for a new cross-domain workflow, where immediate user confirmation and downstream de-
coupling exert opposing pressures on the design. This scenario represents a challenging or
ambiguous case, in which competing design considerations require explicit reasoning about
trade-offs.
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The scenarios were selected to span different architectural scopes, organizational knowledge
sources, and degrees of ambiguity, rather than repeatedly evaluating the system on a single decision
type. Each scenario is accompanied by an expected solution direction describing the shape a sound
answer would take, authored by the same architect before any system output was generated.

7.1.2 Quantitative Metrics

All metrics requiring a judge use llama3.1:8b, a different model from the one used to generate
the alternatives. Different models were used to avoid a self-preference bias during evaluation,
where a model assigns higher scores to text it produced itself [34]. Temperature was fixed at
zero for judging. Context precision, context recall, and faithfulness are computed using the Ragas
framework’s [35] unmodified metric implementations and without custom prompts.

The metrics are divided into reference-free and reference-based groups. Reference-free metrics
evaluate a run using only the decision frame, retrieved context, and generated alternatives, whereas
reference-based metrics additionally evaluate alignment with the expected solution direction. Re-
trieval quality is assessed using the reference-free context precision metric and the reference-based
context recall metric, whereas generation quality is assessed using the reference-free faithfulness
metric.

The reference-free metrics consist of context precision and faithfulness. Answer relevancy is
not included in the evaluation as it is primarily designed to assess whether a generated answer
addresses a question posed by a user, while the system generates architectural alternative proposals
rather than direct answers. The alternatives contain elements that are not reducible to a question.
Semantic similarity is also omitted because the expected solution direction is not an answer whose
wording or semantic content should necessarily be reproduced. The purpose of the alternatives is to
explore viable design directions, including proposals that may differ substantially while remaining
appropriate to the decision problem. Using either metric as a primary measure of generation
quality could reward similarity to the expected direction without adequately reflecting the quality
or distinctiveness of the generated alternatives.

The sole reference-based metric is context recall, which measures how much of the expected
solution direction is supported by the retrieved context.

Context precision
Context precision assesses whether each retrieved snippet contributed to answering the query. The
judge examines the query alongside the retrieved snippets and evaluates their utility individually,
requiring no reference answer for comparison. The metric measures whether retrieval succeeded in
gathering useful material to answer the query [35]. It is calculated as:

Context Precision@K =

∑︁K
k=1 (Precision@k× vk)

Total number of relevant items in the top K results
(1)

Precision@k =
true positives@k

true positives@k + false positives@k
(2)

Context recall
Context recall measures whether the retrieved context contains the information needed to support
the expected solution direction. It breaks down the expected solution direction into claims, and
analyzes them to determine if they can be attributed to the retrieved context [35]. Unlike context
precision, it is sensitive to relevant material that should have been retrieved but was not. It is
calculated as:

Context Recall =
Number of claims in the reference supported by the retrieved context

Total number of claims in the reference
(3)

Faithfulness
Faithfulness measures the extent to which a generated alternative is grounded in the retrieved
context. The judge decomposes the alternative into claims and determines, for each claim, whether
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it can be inferred from the retrieved context [35]. This is not a measure of architectural correctness,
solution quality, or novelty. It is calculated as:

Faithfulness =
|claims inferable from the retrieved context|

|total claims|
(4)

Since each run outputs two alternatives, the metric is calculated separately for each alternative,
rather than combined. Evaluating the alternatives together would combine the claims of two
distinct proposals into a single evaluation and could obscure their respective degrees of grounding.

To interpret this metric, it is important to consider that it is expected that an architectural
alternative may contain claims that do not appear in any retrieved snippet. A proposal describing
a system that does not yet exist may not be fully grounded by documentation of the system that
does exist. A low score should therefore not be interpreted as evidence of hallucination on its own,
as it may instead reflect a legitimate architectural proposal beyond the retrieved documentation,
a limitation of the retriever, or a limitation of the judge’s assessment.

7.1.3 Qualitative Procedure

The qualitative evaluation is performed as a walkthrough of the system’s output for the same
five scenarios described in Section 7.1.1, conducted with the software architect at Tetra Pak who
formulated the scenarios and their expected solution directions. For each scenario, the architect
reviewed the decision frame, the retrieved context, the two generated alternatives produced by that
scenario’s run, as well as refinements. The architect’s assessment addressed the relevance of the
retrieved context, the quality and diversity of the generated alternatives, the utility of the iterative
refinement workflow, and their trust in the system’s outputs. Feedback was documented through
session notes and written communication, and is reported in Section 7.2.2.

7.2 Results

This section presents the quantitative and qualitative results obtained by applying the setup de-
scribed in Section 7.1 to the five evaluation scenarios.

7.2.1 Quantitative Results

Context precision
The mean value across the five runs is 0.921, with a standard deviation of 0.101 and individual
values of 0.758, 0.954, 1.000, 1.000 and 0.895. These results indicate that retrieval was successful
in identifying material relevant to the query in every scenario.

Context recall
The mean across the five runs is 0.815, with four runs scoring 1.000 and the fifth scoring 0.077.
The fifth run’s score indicates that only one of thirteen claims in the expected solution direction
could be traced to any retrieved snippet. This suggests that the organizational knowledge base
did not clearly contain the material needed to reason about that scenario. The remaining four
runs achieved a perfect score, indicating that retrieval captured all the information necessary to
support the architect’s expected solution direction in those scenarios.

Faithfulness
The mean faithfulness across all ten alternatives is 0.554 (Alternative A: 0.289; Alternative B:
0.818). In every scenario, the two alternatives differ in their faithfulness score, and in scenarios
1 and 4 the difference is substantial. The two alternatives scoring 0.000 (Scenario 1, Alternative
A; Scenario 4, Alternative A) are the cases in which none of that alternative’s claims were judged
inferable from the retrieved context. As scoped in Section 7.1.2, this reflects the extent to which
the retrieved context happened to support that alternative’s specific claims, not a judgment of the
alternative’s soundness.

23



David Fabbroni Generation of Architectural Alternatives

Table 4: Faithfulness per alternative.

Scenario Alternative A Alternative B

1 0.000 1.000
2 0.737 0.933
3 0.682 1.000
4 0.000 0.345
5 0.026 0.813

Mean 0.289 0.818

7.2.2 Qualitative Results

The architect’s feedback is organized below by decision framing, generated alternatives, traceability
to organizational knowledge, and practical value and limitations.

Decision Framing
The decision framing was generally considered clear and readable. In the first scenario, the par-
ticipant viewed the output favorably and considered the extracted goal and constraints under-
standable. The participant also noted that the relative importance of different knowledge sources
depends on the scenario. For example, ADRs were considered more important when they expressed
principles and guidelines, while wiki material and code were viewed as more useful for describing
how particular situations had previously been implemented.

Generated Alternatives
The participant generally found the generated alternatives relevant to the scenarios and technically
plausible. In the first scenario, the alternatives addressed the central requirement that the user
interface remain unaware of the underlying cloud migration, and the participant considered the
suggested architectural patterns technically realistic and appropriately simple. The alternatives
were also judged to be meaningfully different where multiple design paths existed. Lastly, the
participant described the alternatives in the majority of cases as representing two classical ways of
approaching the problem.

The evaluation nevertheless exposed cases where the generated reasoning required refinement.
In the first scenario, for example, a retry mechanism was recognized as a conventional integration
pattern but was judged inadequate for addressing the specific reliability problem being discussed.
A caching-based alternative was considered more appropriate, although it introduced additional
concerns such as cache invalidation and memory management. This indicates that the system
can produce useful architectural starting points while still requiring expert review of whether the
proposed mechanism actually addresses the stated problem.

Traceability to Organizational Knowledge
Traceability emerged as the most important aspect of the system from the participant’s perspec-
tive. The participant emphasized that architectural decisions need to be justified and traceable to
the knowledge on which they were based, particularly because no individual architect can retain
knowledge of the entire organization’s code base and previous architectural decisions. The ability
to search organizational knowledge and use it in decision-making was described as a main benefit
of the system.

The walkthrough demonstrated both the value and the limitations of this capability. In several
cases, the participant verified that retrieved sources were relevant to the generated suggestions. In
one scenario, the two generated alternatives corresponded closely to the participant’s own expected
solution directions. The participant considered the resulting quality attributes and trade-offs
sensible and stated that the output could serve as a precursor to an ADR.

However, the evaluation also revealed that retrieving the correct source is not sufficient to
establish trustworthy reasoning. In the second scenario, the system retrieved the relevant ADRs but
failed to recognize that one had superseded another. The participant observed that the generated
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statement could be reasonable in isolation while still being justified using an outdated ADR. The
desired behavior would have been to recognize the conflict or explicitly surface the superseded
decision and the unresolved status of its replacement.

A similar issue occurred when a retrieved source was associated with a claim that it did not
meaningfully support. The participant described the generated statements as coherent and some-
times correct while questioning how the system arrived at the supporting reference. This distinction
was considered important for building trust in the system’s output.

Practical Value and Limitations
Overall, the participant saw value in the system as an aid to architectural decision-making rather
than as a complete replacement for architectural judgment. The ability to identify previous so-
lutions and make organizational knowledge available to the architect was considered particularly
valuable, provided that the system also uses that knowledge appropriately when constructing a
proposed architecture. The participant also considered some generated alternatives sufficiently
developed to serve as the basis for further investigation and eventual documentation as an ADR.

The evaluation nevertheless identified several limitations. Generated output occasionally con-
tained inappropriate or poorly justified suggestions, and the model sometimes reused the same
retrieved source across different alternatives, raising concern about over-reliance on previously
selected material. The session also exposed model instability, including cases where refined alter-
natives deviated substantially from the intended problem. These observations reinforce that the
system should be treated as a decision-support mechanism requiring expert review rather than as
an autonomous architecture generator.
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8. Discussion

In this chapter, we discuss the main results of the thesis work, reflect on the research question
introduced in Chapter 1., and state how we have achieved the goals of this thesis work.

Our research was focused on answering the following research question: How can retrieval-
augmented large language models support the generation and iterative refinement of context-aware
architectural alternatives? To answer this question, we proposed an approach in Chapter 5. that
organizes the support as a multi-step workflow.

The evaluation in Chapter 7. indicates that the retrieval stage assembles relevant material,
with a mean context precision of 0.921 across the five runs, and a context recall of 1.000 in four
of them. In the fifth run, only one of thirteen claims in the expected solution direction could
be traced to the retrieved context, while context precision for that run remained at 0.895. We
interpret this as the retrieval stage working as intended, while the knowledge base simply did not
contain the material needed to reason about that problem. What limits the context-awareness of
the generated alternatives is therefore the knowledge the organization has recorded, rather than the
retrieval mechanism itself. This observation supports the capture step described in Section 5.8,
since each accepted decision, together with the alternatives that were rejected and the reasons
given for rejecting them, is returned to the knowledge base that grounds the next decision, and
the reasoning that is normally lost is retained.

Regarding the generated alternatives, the faithfulness scores in Table 4 show that the two
alternatives of a run typically differ in the extent to which their claims can be traced to the
retrieved context. Neither a high nor a low score should be read as an indication of an alternative’s
architectural quality, since faithfulness measures grounding in the retrieved material rather than
correctness or usefulness. An alternative describing a system that does not yet exist cannot be
fully supported by documentation of the system that does, and generating only well-grounded
alternatives would likely favor incremental solutions. A difference in faithfulness between two
alternatives also does not by itself establish that they differ substantially as architectural proposals,
since two substantively different alternatives could plausibly score similarly, just as two similar
alternatives could differ in how well the retrieved context happened to support their specific claims.
Independently of the faithfulness scores, the architect judged the alternatives to be meaningfully
different where several design paths existed.

The refinement loop proved to be the step on which the practical value of the alternative gener-
ation step depends. In the first scenario the architect considered the generated alternatives good,
and still judged a retry mechanism inadequate for the reliability problem being discussed while
preferring a caching-based alternative. The system thus produced useful architectural starting
points, while the assessment of whether a mechanism actually addresses the stated problem re-
mained with the architect. This is the kind of judgment the loop is built to accept, since excluding
an alternative requires a stated reason and drilling down requires stating what to keep and what
to change. In other scenarios the regenerated alternatives deviated from the framed problem, so
the loop does not guarantee that each iteration is better than the last. What it does guarantee is
that a generation is just one step of many, which is what allows the approach to be useful without
requiring the model to be correct on the first attempt.
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9. Ethical and Societal Considerations

This chapter considers the ethical and societal considerations of the work presented in the preceding
chapters. The study involves proprietary industrial data and an LLM-based system whose use in
professional decision-making carries risks independent of the research design itself.

9.1 Ethical Considerations

The knowledge sources used to ground generation are Tetra Pak’s intellectual property. They were
accessed and processed under the terms of the industrial collaboration and are not reproduced
in this thesis beyond what is necessary to describe the work. A local, self-hosted deployment
was used and motivated in part by this concern, keeping proprietary content within authorized
infrastructure rather than sending it to a third-party model provider.

A further consideration follows from how convincing generated output can appear. Structured,
reasoned, and cited alternatives could seem more plausible than they are, and an architect re-
viewing one under time pressure may accept it without independently verifying its sources. The
evaluation describes why this matters: in one scenario the system retrieved a relevant ADR with-
out recognizing that it had been superseded, and in another, a citation was attached to a claim
the underlying source did not meaningfully support. In both cases, the outputs were coherent and
plausible, and only inspection of the source revealed the problem, showing that the presence of a
citation does not guarantee its appropriateness.

The workflow is deliberately structured so accountability falls on the architect rather than the
system. No generated output becomes a final decision without the explicit instruction from an
architect. This is a property of the workflow’s design but not a guarantee of how it will be used,
since nothing prevents an architect from accepting a proposal with only cursory review. It also
has a compounding effect, since accepted ADRs are re-ingested into the knowledge base, so a lapse
in accountability at one decision point does not remain isolated, and a flawed but under-examined
alternative may be retrieved to ground later decisions.

9.2 Societal Considerations

Beyond individual decisions, routine reliance on generated alternatives raises a broader concern
about how architectural expertise is exercised and developed. An architect who primarily evaluates
system-produced alternatives, rather than independently producing and comparing them, may have
fewer opportunities to build the judgment needed to catch a plausible-looking alternative that is
wrong. This may however free architects to focus on higher-level concerns, but it could create a
need to preserve opportunities for more independent reasoning.

Lastly, training and running large language models is computationally expensive. Although this
thesis does not train any model, the solution depends on repeated inference for most of its steps, and
this cost accrues with each additional decision the system supports and each additional refinement
iteration an architect performs. Preferring local, self-hosted models gives the organization more
control over the computational resources committed to the system, though it does not guarantee a
reduction in the underlying energy costs and environmental impacts related to using these models.
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10. Threats to Validity

This chapter examines the threats to the validity of our study and the measures we took to mitigate
them. We structure the discussion according to the four categories described by Wohlin et al. [36].

10.1 Construct validity

Construct validity concerns the validity of the metrics used in the evaluations with respect to
what we intend to investigate [36]. The principal threat in our study is that the quantitative
metrics measure aspects of retrieval and grounding rather than architectural quality. None of the
quantitative metrics establish whether an alternative is architecturally sound or useful. This threat
was addressed by stating the scope of each metric in Section 7.1.2 as well as complementing the
quantitative evaluation with a qualitative evaluation.

10.2 Internal validity

Internal validity is concerned with how the dependent variables of a study are influenced by factors
outside of the ones under study [36]. The system under study is not deterministic. Fixing the
temperature at zero reduces the LLM’s output variation between runs but does not eliminate it,
affecting both alternative generation and quantitative evaluation with Ragas. Furthermore, only
a single organization’s knowledge sources were used. To help mitigate this, we report the values
of individual runs alongside the aggregates so that this remains visible to the reader, and we fixed
the system configuration across runs, so that differences between them are only attributable to the
scenarios and LLM.

10.3 External validity

External validity concerns the extent to which the results can be generalized [36]. Our study was
conducted with one organization and one architect. The scenarios were also formulated by the
same architect that participated in all stages of the study, which carries a risk of inadvertently
favoring cases the system handles well. We mitigated this by selecting scenarios that span different
architectural scopes, knowledge sources, and degrees of ambiguity as described in Section 7.1.1.
Furthermore, the expected solution directions for each scenario were authored before any system
output was generated.

10.4 Conclusion validity

Conclusion validity concerns the ability to draw the correct conclusions given the collected data [36].
The quantitative evaluation comprises five runs, so the reported means and standard deviations rest
on few observations and should only be treated as indicative. We therefore based our conclusions
on patterns visible in individual runs, such as context precision remaining high in a run where
context recall collapsed, rather than on aggregate values alone. Lastly, the qualitative conclusions
are drawn from a limited body of material, which carries a risk of over-interpreting individual
remarks. We mitigated this by grounding our interpretations in observations that either recurred
across scenarios or were corroborated by the quantitative results.
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11. Conclusions

This chapter concludes the thesis by summarizing the work carried out, stating our conclusions,
and outlining directions for future work.

The aim of this thesis was to investigate how retrieval-augmented LLMs can support the gener-
ation and iterative refinement of context-aware architectural alternatives. Working from the needs
of a software architect and from the gaps identified in the literature, we proposed an approach that
retrieves organizational knowledge to ground the generation of two alternatives, lets the architect
refine them through exclusion and drill-down, and captures the accepted alternative as an ADR
that is ingested into the knowledge base. The approach was implemented as a prototype and eval-
uated over five decision scenarios, using automated retrieval and grounding metrics together with a
qualitative evaluation by an architect. The evaluation showed that relevant material was retrieved
for all scenarios, and that the generated alternatives were considered meaningfully different and
usable as a starting point for an ADR.

One direction for future work concerns other RAG methods. Our approach retrieves in a single
pass, whereas a graph-based approach would make the relations between ADRs available to the
retrieval stage itself, and an agentic formulation could reformulate its query when the retrieved
context covers the problem poorly, as occurred in one of our scenarios.

The way our approach is evaluated could also be developed further. Measuring reference-based
metrics against an expected solution direction presumes one shape of a sound answer and penalizes
alternatives that are appropriate but different. Beyond this, applying the approach in organizations
that record their AK differently would establish how far the results reported here generalize.
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