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Abstract  
  

  

Large organizations today have an extensive amount of unstructured data that needs 

to be processed, such as PDF documents containing free text, tables, and values 

expressed in different formats or languages. At Ericsson, information from Request 

for Quotation documents is currently extracted manually, which is time-consuming, 

costly and prone to error. This thesis investigates how existing AI-based text 

management tools can be combined to automate this process, and whether Microsoft 

Fabric can fulfill the company’s needs for extracting and normalizing information 

from unstructured Request for Quotation documents.  

  

The work focuses on vehicle leasing Request for Quotation PDF files and presents the 

development of a prototype workflow in Microsoft Fabric. The prototype ingests PDF 

files from SharePoint, processes them through a Python notebook using Fabric AI 

functions, extracts selected vehicle and pricing values, normalizes the result into 

standardized English terms, and exports the structured output into an Excel file. To 

include a human-in-the-loop approach, a Needs Review column is included for values 

that require manual validation.  

  

The results show that Microsoft Fabric can be used to orchestrate a document 

processing workflow and that the prototype performs well on text-based Request for 

Quotation documents with varying formats and languages. However, there are 

limitations, especially for image-based documents where the extraction produced 

unreliable results. The thesis contributes a practical prototype for automated Request 

for Quotation information extraction in an enterprise context.  
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1. Introduction  

  

1.1 Ericsson  

  

Ericsson is a company founded by Lars Magnus Ericsson in Stockholm, Sweden, in 

1876 [1]. Over the years, it has become a world leader in information and 

communication technology. Ericsson has almost 90,000 employees worldwide [2]. 

Ericsson faces an issue reported to affect 95% of organizations: unstructured data [3]. 

In this context, unstructured data refers to documents that contain information in 

varying formats, such as free text, images, and tables. The main issue is that the 

extraction of information process is currently being done manually. Developing an 

automated process that can accurately interpret text in such documents is difficult. 

However, modern artificial intelligence tools can support or automate parts of this 

process.   

  

If such solutions are available, the question remains why they have not yet been 

integrated into Ericsson’s workflow. One possible explanation is that adopting new 

ways of working in large organizations is often a slow process. In contrast, AI and its 

applications are developing rapidly [4].  Therefore, Ericsson needs to identify an 

automated process for extracting information from unstructured data.  

  

  

1.2 Target Audience  

  

The target audience of this thesis is developers who seek to address similar issues in 

organizations where information extraction is still performed manually but could be 

automated using AI. It is also aimed at developers interested in using Microsoft Fabric 

for data management. Microsoft Fabric is a platform that offers AI tools for data 

management. Developers at Microsoft may also find this thesis relevant, as it analyzes 

current limitations of Microsoft Fabric.  

  

1.3 Current Solutions  

  

Optical Character Recognition (OCR) was an early step toward digitizing text analysis. 

OCR is a technology that converts text in images or scanned documents into machine 

readable digital text. However, current research reveals major limitations of this 

technique. OCR can introduce incorrectly recognized values, resulting in noisy data, 

and it may also struggle with certain languages, such as Arabic [5]. Another relevant 

approach is the use of Large Language Models (LLMs). LLMs are a type of AI model 

trained on large volumes of text information to understand and generate human 

language. Compared to OCR, LLMs perform a broader range of language-related tasks. 

However, LLM-based approaches also have limitations. Current research shows that 

deep learning-based predictors can capture complex syntactic patterns but may lack 

semantic depth and contextual features required for accurate extraction requirements 
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from unstructured text. LLMs may excel in contextual reasoning but can overlook fine 

grained local dependencies and linguistic cues because they emphasize global context 

[6]. These are among the shortcomings of current services. Many companies address 

these limitations by using frameworks that combine multiple techniques to meet 

specific requirements. This thesis explores a similar framework-based approach.  

  

1.4 Purpose  

  

The purpose of this thesis is to address Ericsson’s current challenges in extracting 

information from documents. This process is currently performed manually, which 

makes it slow, costly, and prone to errors. An AI-based automated solution could make 

this process faster and more efficient. Research indicates that automated document 

processing can reduce staffing and labor costs by 50% and processing time by 20% [5]. 

In relation to this problem, the first research question will be addressed by developing 

a prototype framework using Microsoft Fabric. To evaluate whether the prototype 

meets the intended requirements, the second research question will be addressed.  

  

• RQ1: How can a Microsoft Fabric-based prototype workflow be designed to 

extract, normalize, validate, and export selected values from unstructured 

vehicle lease RFQ PDF documents?      

  

• RQ2: To what extent does the developed prototype meet predefined evaluation 

criteria for RFQ document processing, including extraction accuracy, 

normalization accuracy, workflow automation, support for different document 

types, and validation support? 

  

  

  

1.5 Motivation  

  

This research is important because the problem of unstructured data affects many 

organizations. Organizations handle large amounts of data, and it is estimated that 80% 

to 90% of company data is unstructured [5].  It is therefore in companies’ interest to 

optimize document processing, as this can reduce costs and resource usage. Although 

techniques such as OCR and LLMs are not new, recent advances in AI continue to 

improve their capabilities. Platforms such as Microsoft Fabric can provide workflows 

that further improve document processing. As is often the case in large organizations, 

including Ericsson, adopting new techniques can be a slow process. Therefore, the 

development of this prototype is valuable for evaluating how AI-based document 

processing can be applied in a large organizational context.  
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2. Background  

  

  

2.1 Request for Quotation  

  

Request for Quotation (RFQ) refers to a document submitted by a company to one or 

more suppliers, requesting prices and terms for a product or service [7]. Such 

documents can take many different forms, which is why they are considered 

unstructured. They may contain free text, tables, and occasionally images, and may also 

be written in multiple languages. In this thesis, the focus is on car lease RFQ 

documents, which include details related to vehicles and pricing. The information 

contained in RFQ documents needs to be extracted and structured in a way that is useful 

for the company.  

  

2.2 Goals  

  

The goal of this thesis is to develop a prototype that extracts values, normalizes them, 

and inserts them into Excel spreadsheets. In this context, normalization refers to 

mapping values with the same meaning as a single standardized representation, even if 

they are expressed differently. For example, one document may use the term ”car”, 

while another uses ”vehicle”. Since these terms share the same meaning, they should 

be mapped to a common standardized value, such as ”car”. The same principle applies 

to documents written in different languages. These documents need to be normalized 

and translated into English.  

  

2.3 Microsoft Fabric  

  

Microsoft Fabric is an analytics platform that supports end-to-end data workflows [8]. 

The platform provides AI capabilities, which can be seen in Figure 1, that assist with 

data preparation, analysis, and development tasks, thereby reducing the need for 

manual service integration and enabling large-scale data analysis. Microsoft Fabric 

utilizes OneLake, a unified data lake designed for analytics data [9]. OneLake is the 

foundation for all Fabric workloads. It is built on Azure Data Lake Storage (ADLS) 

and provides a storage solution that supports both professional and citizen developers. 

OneLake offers a feature known as shortcuts, which are objects that point to other 

storage locations, either internal or external to OneLake [10]. Microsoft LakeHouse is 

also part of Fabric and provides structured data management, computes access, and 

analytical capabilities for data stored in OneLake [11]. Microsoft SharePoint will be 

used to allow users to upload and download files from a shared storage location. 

SharePoint enables collaboration and secure data sharing.   

  

  

 



  

Wilma Wengborn  Extracting Information from Unstructured  
Documents  

  

  

   7      

  

2.4 Intelligent Document Processing  

  

Intelligent Document Processing (IDP) is a paradigm that has been studied and 

developed over several years [12]. IDP is one of the most prominent technologies today, 

as the automation of document handling is highly sought after [5]. It refers to a 

workflow used to process documents in a semi-automated manner using artificial 

intelligence. IDP is the conversion process of unstructured data such as emails, images, 

and PDF documents to functional data [5]. It typically consists of the following stages: 

ingestion and preprocessing, text capture and layout analysis, information extraction 

and interpretation, normalization, validation, and exportation. An overview of this 

workflow is illustrated in Figure 2.  

  

2.5 IDP Pipeline  

  

The first step of the IDP pipeline is document ingestion, followed by preprocessing, 

which aims to improve document quality prior to Optical Character Recognition 

(OCR). During preprocessing, noise and document borders are removed, and contrast 

enhancement is applied, among other techniques, to improve text clarity. To enable 

efficient OCR processing, document layout analysis (DLA) is often applied or 

integrated as part of the OCR system [13]. During this process, the layout of the text 

and other elements is analyzed in preparation for the OCR stage.  

  

2.6 OCR  

  

The OCR stage converts scanned documents into machine-encoded text using deep 

learning-based character recognition models [14]. OCR represented the first steps 

toward automation in text processing. However, by itself, OCR is insufficient for 

handling unstructured documents. Traditional OCR systems rely on training with 

known datasets and often require template-specific configurations. Additionally, OCR 

performance is sensitive to image quality and does not achieve full accuracy. As a 

result, documents processed using OCR typically require manual verification and 

correction. Consequently, OCR alone cannot process unstructured documents to a 

satisfactory level [15].  

  

2.7 LLMs  

  

Next, the document is classified according to its type, after which relevant information 

can be extracted. To extract specific values, key information extraction (KIE) 

techniques are used. KIE is a task that locates, analyzes, and extracts key entities from 

documents [16]. This process is a central component of document understanding. A 

class of extraction and normalization models that is widely used by organizations is 

large language models (LLMs). LLMs are based on deep neural networks containing 

billions, or more, parameters and are trained on large-scale text datasets [17]. This 

enables such models to achieve high performance, in some cases surpassing human 

level results on specific datasets. LLMs can extract, normalize, and interpret 
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information from text. Such models are widely adopted by AI services, such as 

ChatGPT [17].   

  

2.8 Validation  

  

The following stage in the pipeline consists of validation. This stage involves assessing 

and ensuring the quality of the preceding steps. This is commonly performed by an 

automated program or through a human-in-the-loop (HITL) approach. HITL is an 

approach that has evolved alongside the growing interest in human-AI interactions. It 

entails incorporating human input to optimize machine-generated results [18]. The 

system proposes multiple options and iteratively adapts its output based on user 

preference feedback. It involves human intervention during training, evaluation, and 

operation. By incorporating human input, the process becomes more efficient, while 

both quality and user satisfaction are improved.  

  

2.9 Exportation  

  

The final stage involves exporting the processed values into a file type, in this case an 

Excel spreadsheet. This can be accomplished using an existing application 

programming interface (API). APIs provide programmatic access to software services 

[19]. This allows developers to reuse functionality implemented by others. As a result, 

development time is reduced and system integration is simplified.  

 

2.10 AI-Based Document Processing in Microsoft Fabric 

 

 Currently, there are two different ways of extracting information from documents in 

the Microsoft ecosystem. One solution is to use Azure Document Intelligence, which 

is available within Microsoft Foundry. The other solution is with LLM-based 

extraction using Microsoft Fabric, which is the solution that this thesis uses. 

 

LLM-based extraction in Microsoft Fabric uses AI Functions such as ai.extract to 

identify specific information from document content and return it in a structured format 

[30]. In a typical workflow, the PDF is first made available to Fabric, either directly as 

a supported file input or by extracting its text beforehand. The document content is then 

provided to a Large Language Model (LLM) together with predefined field names and 

descriptions that specify what information should be found. The model interprets the 

document semantically rather than relying only on exact keywords, allowing it to 

recognize the same type of information even when it is expressed differently across 

documents. The extracted values are then returned as structured fields or DataFrame 

columns, where they can be further normalized, validated, reviewed, and exported to 

systems such as Excel or a database. 
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Figure 1: Microsoft Fabric overview  

  

  

 

  
 

 

 

 
 

Figure 2: Overview of a typical IDP pipeline 
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3. Related Work  

  

  

3.1 Traditional Document Extraction Methods  

  

Manual extraction of information from documents was the first approach before any 

automated techniques had been implemented. This task is repetitive and slow, which 

made it an area in need of a better solution.  

 

To extract information from text there needs to be a recognition of the text. Optical 

character recognition (OCR) was the first technique that was able to recognize text 

automatically. It can do so by using feature analysis to recognize individual characters 

within words [20]. It can process three types of text: hand-printed text, handwritten 

text, and machine-printed text. However, there are several issues with OCR. Firstly, it 

works best under ideal conditions, meaning clean text in standard font. Even if it has a 

99% success rate in recognizing characters, that will only equate to 95% success rate 

in word recognition [20]. Another issue with OCR is that similar characters often get 

mistaken, such as the letters “O” and “D”. Although OCR is important for converting 

image-based documents into text, it does not by itself solve the full information 

extraction problem. OCR can identify characters and words, but it does not determine 

which values are relevant, how they should be interpreted, or where they should be 

placed in a structured output. For RFQ documents, this is a significant limitation 

because the required information may appear in different layouts, languages, and 

formats. Therefore, OCR is often only one part of a larger document processing 

workflow that also includes information extraction, normalization, validation and 

export. 

 

Other traditional methods for information extraction are rule-based extraction, 

keyword-based extraction, and template-based extraction. Rule-based extraction is 

often ineffective when dealing with text that contain varied patterns, such as different 

formats. Hence it is not a flexible method for unstructured documents. Similarly, 

template-based methods are ineffective when processing documents that do not follow 

a predictable structure. This motivates the need for more flexible document processing 

methods. 

 

 

 

3.2 AI-based Document Information Extraction  

Although AI-based text analysis methods have advanced rapidly, research on their 

application to unstructured document processing has not developed at the same pace 

[4]. The growing demand to use unstructured data effectively highlights the need for 

AI-based frameworks for unstructured document processing [5]. Current AI-based 

document analysis methods can be divided into two main approaches: conventional 

information retrieval systems and natural language processing (NLP) techniques [22]. 

In conventional information retrieval systems, documents are typically searched by 
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parsing keywords and constructing Boolean expressions. In contrast, natural language 

processing (NLP) techniques aim to analyze and interpret human language by 

considering grammatical structure, meaning, and context. These methods can be 

ineffective when applied to unstructured data because they lack inherent understanding 

of context, semantics, and linguistic variation [22].  

 

Natural Language Processing (NLP) is the basis of text analysis techniques that are 

driven by AI. It includes a wide range of methodologies and algorithms that have been 

developed to make computers comprehend, interpret, and generate human language 

[4]. There are challenges that newer methods of NLP face, one of them being ambiguity 

handling. Another challenge for NLP is contextual understanding, which is an 

important aspect of interpreting human language. There are techniques to improve the 

algorithms to handle these issues better, however the issues still remain, especially in 

unstructured documents. Within NLP, Named Entity Recognition (NER) is used. NER 

identifies and categorizes specific entities within text. Relation extraction is also a 

technique within NLP that discovers semantic relationships between identified entities. 

 

Intelligent Document Processing (IDP) refers to workflows that use artificial 

intelligence to transform document data, although specific implementations may vary. 

However, existing approaches still have several limitations [22]. Previous research 

indicates that AI-based IDP is important for processing unstructured documents [5]. 

Currently, several challenges and limitations may affect the performance of systems 

that process unstructured data. 

 

AI-based methods are more flexible than the previous traditional methods for 

information extraction, however the also have limitations. For example, AI-based 

methods are able to interpret context and extract values even when the layout varies, 

but they may produce incorrect, hallucinated or inconsistent values. This means that 

human evaluation and validation is still required. 

 

 

3.3 Intelligent Document Processing Workflows 

 

A typical Intelligent Document Processing (IDP) pipeline is as follows: ingestion, text 

extraction (OCR), information extraction (LLM), normalization, validation, and export. 

For the prototype in this thesis, different tools handle each of these steps. Firstly, 

ingestion is performed by SharePoint and a Fabric shortcut. The extraction phase is 

managed by the ai.extract function within Fabric. For the normalization phase, the 

prompts given to the AI in Fabric define the instructions and terminology. The 

validation phase is in the shape of a needs review column. For the exportation phase, 

this is done by having a Excel output through Lakehouse and suing a dataflow to export 

it to SharePoint. 
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3.4 Research Gap and Positioning of This Thesis 

 

Previous work discusses existing work surrounding OCR, NLP, LLMs and IDP in a 

general manner [31][32]. Fewer studies focus on a practical Microsoft Fabric-based 

workflow. There are few studies that focus specifically on RFQ document processing 

as well. Existing methods focus more specifically on the extraction part, while this 

thesis covers not only extraction, but a workflow including normalization, validation, 

export, and workflow automation. This thesis does not aim to develop a new AI model. 

Instead, it investigates how existing AI functions and Microsoft Fabric components can 

be combined into an end-to-end prototype workflow for vehicle lease RFQ document 

processing. 
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4. Problem Formulation  

  

4.1 Problem Context 

  

RFQ documents are unstructured in the sense that they contain various layouts and 

formatting. The RFQ documents can contain free text, tables, lists, images and more, 

usually with a mix. Another aspect that causes the RFQ documents to be considered 

unstructured is the fact that they come in various languages. Currently, the process of 

extracting information from these unstructured RFQ documents is performed manually 

at Ericsson, as there is no solution integrated into this part of the workflow. The manual 

extraction is slow, costly, and time-consuming. Due to the documents being in various 

languages, it slows the process further as there is no person who can translate from all 

the various languages. This problem can be solved by using modern tools and 

technologies to automate the process, such as Machine Learning, Natural Language 

Processing, and Large Language Models. 

 

 

4.2 Aim of the Thesis 

 

The aim of the thesis is to design and evaluate a Microsoft Fabric-based prototype for 

processing unstructured vehicle lease Request for Quotation documents. The prototype 

is intended to reduce the need for manual information extraction by automating the 

process of ingesting RFQ PDF documents, extracting selected values, normalizing the 

extracted information, supporting validation, and exporting the result into a structured 

Excel file. 

 

The thesis also aims to examine how suitable Microsoft Fabric is for this type of 

intelligent document processing workflow in an enterprise context. This is done by 

evaluating the developed prototype according to predefined criteria, including 

extraction accuracy, normalization accuracy, workflow automation, and support for 

different document types. The purpose of the evaluation is not to determine whether 

the prototype is production-ready, but to identify its possibilities, limitations, and areas 

that require further development. 

 

4.3 Scope and Requirements 

 

The scope of the thesis is limited to vehicle lease RFQ PDF documents. The 

information that is going to be extracted are values that are based on the values within 

the real Excel file output from Ericsson. By using these values, the tests performed 

using the prototype in Microsoft Fabric will be as closely to reality as possible. Most 

of the tests are performed on text-based PDFs, with some image-based files. The 

prototype is developed as a proof of concept and is not intended to be a complete 

production-ready system. 
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The prototype is expected to fulfill the following functional requirements: 

 

• It should ingest RFQ documents from a SharePoint folder through Microsoft Fabric. 

• It should extract predefined vehicle and pricing-related values from the documents. 

• It should normalize extracted values into a consistent format, including English 

terminology where applicable. 

• It should place uncertain values in a Needs Review column. 

• It should export the extracted and normalized values into a structured Excel file. 

• It should transfer the Excel output back to SharePoint where the user can access it. 

  

 

4.4 Evaluation Criteria  

 

To answer the second research question, the prototype is evaluated according to the 

following criteria: 

 

Extraction accuracy: The extracted values are manually compared to the original RFQ 

documents to determine how many of the values are correctly extracted and inserted 

into the Excel output. 

 

Normalization accuracy: The extracted values that need to be translated into English 

or converted into a predefined terminology are manually compared to the values in the 

original RFQ document. For example, using the correct predefined terms for fuel type, 

transmission and other repeated values. 

 

Workflow automation: The workflow is evaluated based on which steps are 

automated, and which steps still need manual interaction. This includes document 

ingestion, notebook execution, value extraction, Excel generation, and export back to 

SharePoint. 

 

Support for different document types: The prototype is tested on different document 

types to identify whether it can process text-based documents and whether limitations 

occur for image-based or scanned documents. 

 

Validation support: A human-in-the-loop validation step will be included in the form 

of a Needs Review column in the Excel output for values that need manual 

identification. 
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5. Method  
  

 

5.1 Research Methodology 

 

This thesis follows a Design Science Research methodology, as the work focuses on 

designing, developing, and evaluating an artifact intended to address a practical 

problem. In this thesis, the artifact is a Microsoft Fabric-based prototype workflow for 

processing unstructured RFQ documents. The methodology is illustrated in Figure 3 

and consists of the following steps: 

 

Problem Identification: The problem addressed in this thesis is that information 

extraction from RFQ documents is currently performed manually. This process is time-

consuming, repetitive, and prone to errors, especially when documents vary in layout, 

format, and language. 

 

Objectives: The objective is to develop a prototype workflow that can extract, 

normalize, validate, and export selected information from RFQ documents in a more 

automated way. The prototype should produce structured Excel output and support 

human review when values are uncertain. 

 

Design and Development: The prototype is designed and developed iteratively using 

Microsoft Fabric. This includes selecting suitable Fabric components, implementing the 

workflow, defining extraction labels, refining prompt instructions, and adjusting the 

output structure based on test results.  

 

Demonstration: The prototype is demonstrated by running it on a selection of RFQ test 

documents. These documents vary in format, layout, and language to show how the 

workflow handles different document characteristics. 

 

Evaluation: The prototype output is evaluated by comparing the extracted values with 

manually defined ground truth values. The evaluation is based on predefined criteria, 

including extraction accuracy, normalization accuracy, workflow automation, support 

for different document types, and validation support. The results from the evaluation 

are used to identify limitations and guide further iterations of the prototype. 

 

Communication: The final step consists of presenting the developed prototype, the 

evaluation results, the identified limitations, and the conclusions in this thesis. 
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5.2 Prototype Design and Development 

 

This section describes how the Microsoft Fabric-based prototype was designed to 

answer the first research question. The prototype was developed as an intelligent 

document processing workflow for vehicle lease RFQ documents. The workflow was 

designed to perform five main tasks: ingest RFQ documents, extract selected values, 

normalize the extracted information, support validation, and export the structured result 

to Excel. 

 

The prototype was implemented using several Microsoft Fabric components. The tools 

that were used within Fabric are Python notebooks, pipelines, triggers, and Dataflows. 

A Python notebook is a file containing Python code that can be run. Within a notebook, 

multiple cells can be created containing their own code, which can be run individually 

or all together. A pipeline in Fabric is a space where you can add events, such as 

notebooks and Dataflows. These can then be connected by triggers. The pipeline 

determines in which order the events should occur. The trigger is an event that decides 

what should happen and when, for example, uploading an Excel file once the Python 

notebook has been successfully run. Dataflow is an event that can move data from one 

point to another. In this case, the data source will be the Excel file, and the data 

destination will be SharePoint. There are many more tools available in Fabric for data 

management, however, these are the tools that are needed for the prototype of this 

thesis.  

  

The architecture of the prototype is illustrated in Figure 4 and operates as follows: a 

user uploads a PDF document to SharePoint. A OneLake shortcut available in Microsoft 

Fabric points to the SharePoint folder, allowing the pipeline to operate directly on data 

stored at its original location. The Shortcut detects when a new file has been uploaded. 

The Fabric Lakehouse serves as the central data store. The shortcut surfaces input files 

in the Lakehouse, and processed output files are written there before being transferred 

back to SharePoint. An additional Excel file containing the mapping key is used, 

defining terms and their corresponding standardized representations. For example, the 

standardized term GPS is used in the final Excel schema. However, within RFQ 

documents, this concept might be referred to as ”Navigation System”, ”NavSys”, or 

”Navigationssystem”. The AI tools utilize this mapping information when extracting 

values, determining their placement, and translating them as needed. A Python 

notebook is used to execute the end-to-end pipeline. This notebook controls the entire 

process, including file discovery, extraction, normalization, flagging, and output 

generation. It also contains the instructions provided to the Fabric AI functions. These 

functions perform the core processing tasks of the pipeline. The output is then 

temporarily stored in the Lakehouse before being exported as an Excel file to a 

SharePoint output folder from which the user can download it.  
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5.3 Dataset and Test Documents 

 

The test documents that the prototype was evaluated on consisted of 10 RFQ’s in PDF 

format. One of the documents was a real, anonymized vehicle lease RFQ. The other 9 

documents were generated using ChatGPT, which is an LLM. The generated documents 

were created with the information from the real RFQ, to make the synthetic documents 

as realistic as possible. The documents varied in format such as tables, free text and list 

formats. They were in different languages as well, including English, Dutch, German, 

Swedish, French and Spanish. 

 

There were some tests conducted on 5 image-based document types as well, which were 

of the type PNG and JPG. These images were just screenshots of some of the 10 

documents of the original test.  

 

There were 113 predefined values that the AI was prompted to extract from each test 

document. These values were based on column names of real Excel sheets containing 

manually extracted information from vehicle lease RFQ documents. The values 

included information such as Model, Brand, Year, Mileage, and Exterior Color. 

 

5.4 Evaluation Procedure 

 

The evaluation process began with going through the 10 test documents and notating 

the expected values for the 113 predefined values that were going to be extracted. The 

extracted values were translated into English when needed. These expected values 

became the ground truth. After this was completed, the prototype processed each test 

document. After the prototype had produced the Excel output with all the extracted 

values from each test document, the values were compared against the ground truth. 

Each value was then classified as correct or incorrect.  

 

The incorrect values were categorized as false positives, false negatives, normalization 

errors, or wrong-column errors. False positives meant that the value was hallucinated 

and not based on any information in the document. False negatives meant that the value 

was missing, but it should have been extracted. A normalization error meant that the 

value was correct, but in the wrong format or language. Wrong-column errors meant 

that the value was correct but inserted into the wrong column.  

 

After this was completed, the process went back to the design and development phase 

to revise the prompts to the AI-function in Fabric based on the type of issue with the 

incorrect values. Then the test documents were processed again and reviewed. This was 

the iterative part of the test and evaluation process. 

 

5.5 Evaluation Metrics  

 

The evaluation metrics were defined to measure how well the prototype fulfilled the 

evaluation criteria presented in Section 4.5, and therefore answer RQ2. Since the 
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prototype extracts predefined values into Excel columns, each extracted field was 

treated as one evaluation case. With 10 test documents and 113 predefined values, the 

evaluation consisted of 1130 field-level cases. 

 

Extraction accuracy means the number of correctly extracted values divided by the total 

number of evaluated values: 

 

Extraction accuracy = Correctly extracted values / Total evaluated values 

 

Normalization accuracy was measured by comparing fields that required translation or 

conversion into predefined terminology with the manually defined ground truth values: 

 

Normalization accuracy = Correctly normalized values / Total values requiring 

normalization 

 

To evaluate workflow automation a checklist was used instead of numerical extraction 

metrics. The automation checklist identified which steps of the workflow were 

automatic, and which were controlled manually. 

 

Support for different document types was evaluated by having the prototype process 

documents of text-based filetype like PDF, and image-based file types like PNG and 

JPG. 

 

Validation support was evaluated by reviewing whether uncertain or incorrect values 

were marked in the Needs review column. 

 

These metrics were used for answering RQ2. 
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Figure 3: Methodology figure of the Thesis 
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Figure 4: Software layers of the developed architecture for intelligent document processing in Fabric  
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6. Ethical and Societal Considerations  

  

  

6.1 Risk of Unemployment  

  

The rapid spread of AI across various areas has significantly affected many people’s 

lives. These areas include industries, organizations, and individuals’ personal lives. 

Data indicate that approximately 40% of the population in the United States has some 

form of fear related to AI [24]. These fears may include concerns about faulty 

automated driving systems, as well as fear of being replaced in workplaces due to AI 

enabled technologies outperforming human workers [24]. In this thesis, a prototype is 

developed and evaluated to automate information extraction from documents, a process 

that is otherwise performed manually and time consumingly. The prototype may 

automate parts of this work, potentially placing individuals who perform these tasks at 

risk of being replaced. From the company’s perspective, this may be beneficial because 

it can reduce costs. However, at the individual level, such automation may have 

negative consequences for affected employees.  

  

6.2 Environmental Concerns  

  

From an environmental perspective, AI raises concerns regarding the energy 

consumption and global resources required throughout the life cycle of an AI system 

[25]. The increasing carbon cost and environmental impact of AI have led to some 

researchers to question the ethical implications of using AI tools. Tools such as 

ChatGPT, which is based on an LLM, have previously received criticism for their 

environmental impact. Recent research estimates that the total computing energy 

required to train a single AI model can amount to approximately 284,000 kg of CO₂ 

emissions [26]. In addition, continuous learning and fine-tuning on new data can 

reintroduce carbon costs.   

  

6.3 Risks of Rapid Development  

  

LLMs have received criticism. The Future of Life Institute released an open letter 

calling for certain AI experiments to be paused. The letter was signed by several 

prominent Figures in AI research and governance [25]. The letter argues that there is a 

race to develop and release powerful AI systems into society, even though the societal 

consequences of these technologies were unknown, uncontrolled, and potentially 

disastrous [25]. The letter urged AI laboratories to pause the development and training 

of LLMs more powerful than GPT-4. Since the letter was released, the development of 

LLMs has continued rather than slowed down.  
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7. Prototype Development  

  

  

7.1 Scope Adjustment  

  

At the start of the development process, the scope was limited to ingesting PDF 

documents from SharePoint, extracting and normalizing relevant values, storing them 

in an Excel file, and exporting the file back to SharePoint. During the implementation 

process, there was an opportunity to expand the scope if time allowed and the initial 

implementation was successful.  

  

7.2 Data Preparation  

  

The data used in the first part of the testing phase consisted of AI-generated PDF files 

that mimicked real RFQ documents. These documents contained synthetic values, 

with information varying in both format and language. These documents were useful 

during the development process; however, the goal was to eventually test the 

prototype on real company data. The process of obtaining approval to use real data in 

the test environment was time-consuming.  

  

7.3 Pipeline Implementation  

  

A full overview of the pipeline is shown in Figure 5. The first step of the 

implementation was to create a Python Notebook in Microsoft Fabric [26]. This 

notebook formed the core of the prototype. With the help of Claude and Copilot,  

Python code was generated to read one or more PDF files placed in a specific folder. 

After the files were ingested, the Fabric function called ai.extract() was used to 

extract specific labels from each file. Ai.extract is a function in Fabric that uses 

generative AI to scan input text and extract specific types of information based on 

labels that are chosen [28]. The extracted labels were then placed in an Excel file, 

which was exported to the LakeHouse environment where the PDF files were initially 

ingested.  

  

The next step was to connect the Fabric environment to SharePoint so that when a 

user uploaded a file to SharePoint, it would also become available directly in Fabric. 

First, a SharePoint site was created called Document Processing. A folder was then 

created on the SharePoint site called Uploads. To connect the two environments, a 

shortcut was created in the Fabric LakeHouse. When the shortcut was created in 

Fabric, it was configured to point to the Uploads folder in SharePoint. Therefore, 

when a file was added to the Uploads folder in SharePoint, it also appeared in the 

corresponding folder in the Fabric LakeHouse. This allowed the Python notebook to 

read files from the Uploads folder.  

  

Next, the goal was to ensure that the Excel output file was exported to SharePoint 

rather than only to the LakeHouse. However, the shortcut could not be used for this 
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purpose because it only supported one-way synchronization. To address this 

limitation, a Dataflow was created in Fabric. This step transferred the Excel output 

from the Python notebook to the SharePoint site as the data destination. This allowed 

Fabric to write files to SharePoint. To further automate this process, a trigger was 

added to the workspace, as shown in Figure 6. This Trigger automatically ran the 

Dataflow after successful completion of the Python notebook. This automated the 

process of exporting the Excel file.  

  

Finally, the intended automation was to trigger the Python notebook when a user 

uploaded a new file to the SharePoint Uploads folder. Normally, this can be achieved 

by adding another trigger. However, triggers cannot currently be applied to shortcut 

folders. This functionality may be added in the future, but it was outside the current 

implementation.  

  

7.4 Normalization and Validation  

  

In the Python notebook, global instructions can be added as prompts for the AI model 

before the extraction process begins. The global instruction used in the prototype was 

“Always return the value in English, regardless of the language in the source 

document. If unsure about a value, insert your best guess into the column, and add the 

column name into the Needs Review column, separated by commas. Do not just make 

guesses. If the value has the description ‘Calculate this value’, you need to calculate it 

yourself. If not, then the value may be found in the document”. This ensured that the 

extracted values were inserted into the Excel file in English. For each defined 

extraction label, specific instructions and type definitions could be specified. For 

example, for the car transmission label, the model could only return ‘AT’ or ‘MT’, as 

seen in Figure 7. Similarly, there are differences between American and British 

English, such as “gasoline” and “petrol”, the fuel type label was instructed to return 

only one of the following values: gasoline, diesel, electric, hybrid or other. All 

numerical labels, such as model year, dealer discount, and mileage, were defined as 

integers. This prevented values from inconsistently appearing as decimals in the 

Excel sheet. It also ensured that the values were assigned the correct data types in the 

sheet and prevented them from being stored as complex data types.  

  

The validation process consisted of testing the prototype on multiple files and 

manually comparing the results with the original PDF files. Any anomalies were 

noted and investigated when they arose. Finally, a Needs Review column was added to 

the Excel file, where the AI model could place values that were difficult to read or 

uncertain to classify. The model was instructed to not guess, but instead to allow a 

human-in-the-loop to review uncertain values and place them into the correct fields. 

Combining AI-based extraction with human review when errors occur can produce a 

more stable and dependable system capable of handling different document formats.  
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7.5 Iterations and Design Decisions  

  

After the minimum viable product was completed, several iterations were performed 

to refine the extraction and ensure that the prototype handled variations in the 

documents as expected. Some improvements were made to the prompt instructions in 

the Python notebook by moving repeated instructions from individual labels to the 

global instruction section. This reduced redundant code, improved readability, and 

may also have improved execution performance.  

  

Some design decisions made during the process concerned the layout of the Excel 

sheet. Alternating row colors were used to make it easier to distinguish between 

different cars. The column names were based on existing Excel files containing real 

company data.  

  

7.6 Configurable Extraction Fields Using a YAML File  

  

A feature that was developed and tested was the ability for users to choose which 

values should be extracted from their document. To make this possible, a YAML file 

containing label names and descriptions was created. This file was then placed on the 

SharePoint site where the document file was uploaded and where the Excel output 

was stored. The code in the Python notebook was then modified to read the YAML 

file through the same shortcut that was already being used and to use the information 

in the YAML file for the labels instead of defining them directly in the code. The 

column names for the Excel sheet were also determined based on the contents of the 

YAML file. This created a sort of semantic layer, where the descriptions could contain 

more personalized information for the specific labels. This made the code shorter and 

allowed users to decide which information they wanted to extract. This feature was 

tested and worked as intended. However, one limitation of this feature was that the 

Excel file could no longer be uploaded automatically to SharePoint. The Dataflow 

responsible for this task had a defined data source and a data destination.  

When the column names in the Excel file created by the Python notebook in the 

LakeHouse were modified, the Dataflow could no longer locate the data source. This 

limitation hindered the automation process, which was an essential part of the 

prototype. However, if Microsoft enables two-way communication through shortcuts 

in the future, the YAML file feature could be revisited while preserving the 

automation process.  

  

7.7 Limitations  

  

One limitation identified during the development process was the inability to create a 

trigger event that was activated when a user uploaded a file to SharePoint. After 

discussions with a Microsoft employee, it was found that trigger events could not 

currently be applied to shortcut folders. Therefore, Fabric could not monitor the 

Uploads folder for newly uploaded files. However, this functionality may be 

implemented by Microsoft in the future. After discussing this issue with Ericsson 
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supervisors, it was decided to exclude this feature from the prototype while noting 

that it may be added in the future.  

  

During the development process, multiple file types were tested in the prototype, 

including PDF, TXT, JPG, and PNG files. The prototype performed well on text based 

documents; however, it performed poorly on image-based documents. It generated 

incorrect values and was unable to extract any of the information correctly. This may 

be due to OCR or other document processing functionality not being included in the 

ai.extract() function. Additional tools, such as Microsoft Foundry, may be required to 

make the prototype capable of handling image-based documents. Although this 

functionality was not part of the original scope, testing it provided useful insight into 

the limitations of the prototype. This information was also useful to Ericsson, since its 

goal is to use this way of working to handle unstructured documents, and 

understanding its limitations may benefit future work.  

  

A third limitation was obtaining permission to test the prototype on real company 

data. Since Microsoft Fabric had not yet been implemented as an employee-facing 

tool, the prototype was developed in a proof-of-concept environment. This 

environment had not yet been approved for sensitive data, which limited the test data 

to synthetic examples in the beginning. Although these tests were still useful, real 

company data would have provided a more accurate indication of how the prototype 

performs in a real use case. After some time, one anonymized RFQ document with 

real company data became available, but more examples were needed to get reliable 

test results.  

  

 

  

  

  

 
Figure 5: Overview of communication between Fabric, SharePoint, and User  
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Figure 6: Trigger Overview  

 

 

 

Figure 7: Label descriptions of extracted values in Python notebook  
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8. Results  

 

8.1 Prototype Workflow Results 

 

 

The workflow of the finished prototype starts with documents that can be uploaded by 

the user to SharePoint. Using a shortcut within Fabric, the documents are processed by 

the Python notebook where the extraction process occurs. The extracted values are 

inserted into predefined Excel columns, where each row represents one document. 

Therefore, multiple documents can be processed in one run. The Excel file is saved to 

Lakehouse, where a pipeline uploads the file back to SharePoint, where the user can 

access it. The implemented workflow therefore supported the complete process from 

document ingestion to delivery of the structured Excel output without requiring the user 

to interact directly with Microsoft Fabric. A fulfillment table of the workflow can be 

observed in Table 1. 

 

 

 

 

Table 1: Workflow fulfillment table 

 

 

 

 

 

 

 

Workflow step Fulfilled? Evidence 

Upload RFQ documents 

through SharePoint 

Yes Input documents placed in 

SharePoint folder 

Make documents 

available in Fabric 

Yes OneLake shortcut 

Automatically trigger 

notebook from upload 

No Shortcut trigger limitation 

Extract predefined values Yes / Partially Quantitative extraction 

results 

Normalize values Yes / Partially Normalization accuracy 

Mark uncertain values for 

review 

Partially Needs Review results 

Generate Excel output Yes Output file created 

Export Excel back to 

SharePoint 

Yes Dataflow transfer 
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8.2 Evaluation Dataset 

 

Ten documents were tested in the evaluation part of the prototype. One of the documents 

was a real, anonymized Dutch vehicle lease RFQ document, and the nine other 

documents were AI-generated in different languages and formats. The evaluation 

dataset can be seen in Table 2. For each document, 113 values were extracted. This 

makes the total number of extracted values for the evaluation test 1130 values. The 

languages of the tested documents were Dutch, English, German, French, Spanish, 

Swedish, Italian, Polish, Portuguese, and Finnish. Not all values existed in all 

documents, which tested if the prototype would leave a field blank or create a pretend 

value in those cases. The format of each tested document can be observed in Table 3. 

The expected values were recorded in a ground-truth dataset, in the form of a separate 

Excel file. 

 
 

Dataset group Number of documents Purpose 

Real anonymized RFQ 1 Realistic company use 

AI-generated RFQs 9 Main quantitative 

evaluation 

Table 2: Evaluation dataset 

  

 

Document Document format 

Anonymized Dutch RFQ Four page formal lease quotation 

AI-generated English RFQ Two-paged proposal with tables and 

summary cards 

AI-generated German RFQ Formal letter with detailed financial 

information 

AI-generated French RFQ Two-column quotation 

AI-generated Spanish RFQ Scanned RFQ 

AI-generated Swedish RFQ Single-page landscape spreadsheet-style 

offer 

AI-generated Italian RFQ Invoice-style offer 

AI-generated Polish RFQ Boxed fleet order with blank cells and 

checkboxes 

AI-generated Portuguese RFQ Email-style offer 

AI-generated Finnish RFQ One-page minimalistic offer 

Table 3: The documents tested, including their formats and correct rate 
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8.3 Overall Extraction Performance 

 

The accuracy of the prototype varied from document to document, but on most 

documents the correct rate was around 90%. This can be seen in Table 4. The 

prototype was able to extract values with higher accuracy on the AI-generated 

documents. The Spanish document was scanned, which distinguishes the results from 

the other documents. Most of the values that were incorrectly extracted were 

consistent with each document, which points to unclear extraction descriptions to the 

AI for these values. 

 

The total overall accuracy can be observed in Table 5 and shows a 74.3% correct rate 

for all the extracted values for the 10 documents.  

 

 

Document Correct Values Incorrect Values Correct Rate 

Anonymized Dutch 

RFQ 

67 46 59.3% 

AI-generated English 

RFQ 

103 10 91.2% 

AI-generated 

German RFQ 

102 11 90.3% 

AI-generated French 

RFQ 

97 16 85.8% 

AI-generated 

Spanish RFQ 

0 113 0% 

AI-generated 

Swedish RFQ 

88 25 77.9% 

AI-generated Italian 

RFQ 

94 19 83.2% 

AI-generated Polish 

RFQ 

97 16 85.8% 

AI-generated 

Portuguese RFQ 

102 11 90.3% 

AI-generated Finnish 

RFQ 

101 12 89.4% 

Table 4: Individual results from each document 
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Documents tested Total Extracted Fields Overall Extraction 

Accuracy 

10 1130 75.3% 

Table 5: Overall extraction accuracy 

 

 

8.4 Normalization Accuracy 

 

All values where the result were textual words, had to be normalized if the document 

was written in another language than English. Therefore, the document in English did 

not need to be translated. All documents contained at least 6 values that needed 

normalization, and if the document were in a language other than English, then 8 more 

values needed normalization. 

 

 

Document Values that Need 

Normalization 

Correctly 

Normalized 

Values 

Normalization 

Accuracy 

Anonymized Dutch 

RFQ 

14 11 78.6% 

AI-generated English 

RFQ 

6 6 100% 

AI-generated German 

RFQ 

14 14 100% 

AI-generated French 

RFQ 

14 13 92.9% 

AI-generated Spanish 

RFQ 

14 0 0% 

AI-generated Swedish 

RFQ 

14 11 78.6% 

AI-generated Italian 

RFQ 

14 14 100% 

AI-generated Polish 

RFQ 

14 14 100% 

AI-generated 

Portuguese RFQ 

14 14 100% 

AI-generated Finnish 

RFQ 

14 14 100% 

Table 6: Normalization results 
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Total normalized 

values 

Correctly normalized 

values 

Overall normalization 

accuracy 

140 119 85% 

 

                                                    Table 7: Overall Normalization Accuracy 
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9. Discussion  

  

  

9.1 Interpretation of Results  

  

The result of this thesis is a prototype created using Microsoft Fabric to ingest, extract, 

normalize, and insert specific values into a new file type in a structured format. The 

prototype achieved a 75.3% success rate, meaning a large majority of the extracted 

values being correct. This indicates that the prototype has strengths in AI-based 

document understanding and can interpret and translate values across different 

document formats and languages.   

  

The results show that prompt engineering was an important part of the development 

process. Prompt engineering involves iteratively refining prompts until the desired 

result is achieved. The label descriptions in the Python notebook determine how the AI 

model behaves, how it interprets each label, and how it searches for the relevant 

information in the document. The success rate of the prototype could potentially 

improve if the label descriptions were made more detailed than those shown in Figure 

7.  

  

One observation was that the results varied slightly between runs. In some runs, the 

prototype was able to find and extract most values correctly; however, in other runs, 

the output differed. This variation may be related to insufficiently detailed label 

descriptions. Since prompt refinement can improve output quality, this may also be the 

case for this prototype. The current label descriptions need further development, which 

is a time-intensive and iterative process required to achieve desired results [29]. Further 

refinement of the label descriptions is likely to improve the dependability and 

consistency of the results.  

  

9.2 Achievement of Aim and Research Questions  

  

The goal of this thesis was to develop a prototype in Microsoft Fabric that could extract, 

normalize, and insert values from unstructured RFQ PDF files into structured Excel 

sheets. This goal was achieved, as the prototype was able to perform these tasks. The 

research questions for this thesis were:   

  

• RQ1: How can a Microsoft Fabric-based prototype workflow be designed to 

extract, normalize, validate, and export selected values from unstructured 

vehicle lease RFQ PDF documents? 

  

• RQ2: To what extent does the developed prototype meet predefined evaluation 

criteria for RFQ document processing, including extraction accuracy, 

normalization accuracy, workflow automation, support for different document 

types, and validation support?  
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The first research question was addressed by testing different functionalities in 

Microsoft Fabric and evaluating the limitations of that environment. The tools used in 

Fabric to achieve as much automation as possible were a Python notebook, a pipeline 

containing a Dataflow, and a trigger. The inability to extract and normalize scanned 

images of text such as TXT files suggested that additional AI tools, such as Microsoft 

Foundry, may need to be integrated to support this functionality. Microsoft Fabric 

allows users to connect other tools within the environment and provides several built-

in AI functions in addition to ai.extract, such as ai.translate, ai.classify, ai.embed, 

ai.fix_grammar, ai.generate_response, ai.similarity, and ai.summarize [30]. In this 

prototype, only ai.extract was used; however, additional AI functions could be used in 

future development to extend the prototype’s functionality.  

  

The second research question was addressed by evaluating the prototype based on 10 

documents and extracting 113 values from each. The extracted values were compared 

to a ground truth file, and therefore the processing, extraction accuracy, normalization 

accuracy, workflow automation, support for different document types, and validation 

support could all be evaluated. The prototype showed a normalization accuracy rate of 

85%, which is a promising result. 

 

The reason why the extraction accuracy varied between documents is because of the 

different formats of the documents. The AI-generated document in Spanish was 

scanned, which resulted in the AI not being able to extract any values at all. Another 

observation that can be made on the extraction results is the difference in accuracy 

when comparing the anonymized Dutch document to the AI-generated documents. The 

AI-generated documents are evidently easier for the AI to read and understand, which 

is not a surprising discovery. 

 

  

9.3 Limitations  

  

First, a limitation that strongly affected the effectiveness of the tests was the shortage 

of real RFQ documents containing real data. Only one such anonymized document was 

made available, which was not sufficient to obtain reliable results. To address this 

limitation, additional documents were generated using an LLM based on the real 

document, with instructions to change the format and language while retaining most of 

the same type of information. From the perspective of prototype development, this 

material was valuable; however, from the company's perspective, the prototype would 

likely have benefited from more realistic testing data. During the development phase, 

there was limited opportunity to address this limitation, as the Fabric environment was 

new and Ericsson was strict about what information could be uploaded to Fabric.   

  

Second, another limitation was that it was not possible to create a trigger that activated 

directly when a user uploaded a file to SharePoint. This represented the final missing 

step required to achieve full automation in the workflow. Ideally, once a new document 
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was uploaded, the Python notebook would run automatically, and the existing pipeline 

would start the Dataflow after successful completion of the notebook, uploading the 

Excel output back to SharePoint. This issue could not be solved during prototype 

development because the connection between Microsoft Fabric and SharePoint relied 

on a Fabric shortcut, which currently does not support triggers.  

  

9.4 Practical Implications  

  

In practice, this prototype represents an initial step toward automated extraction from 

unstructured vehicle lease RFQ documents. Workflow changes often take a long time 

to adopt in large companies, but the process can begin with testing new ways of 

working. In this case, the prototype enabled testing of a new environment and provided 

insights into its possibilities. This prototype has attracted interest from other 

departments at Ericsson, not only for the vehicle lease use case but also for other use 

cases. Since large amounts of unstructured data exist across the organization, the 

research and development of the Microsoft fabric prototype may be valuable for 

multiple departments.  

  

9.5 Relation to Previous Work  

  

Previous research indicates that many large corporations develop their own workflows 

using AI tools, such as OCR and LLMs, to handle unstructured data. The difference 

between those workflows and the workflow developed in this thesis is that Fabric may 

be more accessible to users without extensive programming knowledge. Instead of 

requiring every workflow step to be written in code, Fabric provides tools that can be 

orchestrated directly within the platform. This broadens the possibility for more users 

to work with AI-based document processing, rather than limiting the area to software 

developers.  
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10. Conclusions  

  

  

10.1 Summary of the Thesis  

  

This thesis investigated the use of AI tools in Microsoft fabric by developing a 

prototype for handling unstructured documents. The prototype consisted of a workflow 

that ingested unstructured vehicle lease RFQ PDF documents, extracted specific 

values, normalized them, and inserted them into a structured Excel sheet. Fabric 

communicates with the user through SharePoint, where users can upload PDF 

documents and download the Excel output once it is ready. The prototype contains a 

Python notebook that retrieves available PDF files from SharePoint using a shortcut 

and uses the Fabric AI function ai.extract to extract selected values. To normalize the 

extracted values, specific instructions were written in the Python code, such as always 

translating values into English. If the AI model is uncertain about where to place a 

value, the value is marked as Needs Review, allowing human-in-the-loop validation. 

The notebook then creates an Excel file and inserts the values into the correct columns. 

The Excel file is then exported to the Fabric LakeHouse, after which a fabric pipeline 

activates a Dataflow that exports the file back to the SharePoint site.  

  

 

10.2 Main Findings  

  

The main findings of this thesis show that the Microsoft Fabric prototype can ingest, 

extract, normalize, and export values from unstructured documents into structured 

Excel files with high accuracy. Even when processing multiple RFQ documents, the 

prototype was able to organize the extracted values into structured rows in the Excel 

sheet. However, a limitation was identified for image-based file types, where the 

prototype generated hallucinated values.  

  

10.3 Final Conclusion  

  

In conclusion, Microsoft Fabric is a promising platform for building AI-supported 

document-processing workflows in an enterprise context. However, the developed 

prototype should be seen as an early-stage proof of concept rather than a complete 

production-ready solution. Before practical deployment, more real test data must be 

collected and evaluated, prompts must be further refined, image and OCR support and 

must be improved, and the automation process must be developed further.  
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11. Future Work  

  

  

11.1 Expanded Testing with Real Documents  

  

To evaluate the prototype more accurately, additional real documents should be used 

for testing. Using more real documents would provide a better understanding of how 

well the prototype performs in realistic use cases.  

  

11.2 Handling of Scanned Documents  

  

Since many RFQ documents are scanned and therefore image-based, further 

development of the prototype to support scanned documents could significantly expand 

its use cases.  

  

11.3 Improved Automation and Integration  

  

Automation could be improved by using a trigger that detects when a user uploads a 

file to SharePoint and then runs the Python notebook automatically. This could be 

implemented if Microsoft adds support for two-way communication through shortcuts 

in Fabric.  

  

11.4 Further Development of Extraction Accuracy  

  

To improve extraction accuracy, the label descriptions used to prompt the AI tools 

should be revised and refined further. This is an iterative process that requires 

continuous adjustment and testing. Prompt engineering is therefore needed to improve 

extraction accuracy.  

  

11.5 Include a Semantic Layer  

  

The separate YAML file could be revisited in the future if new automation options 

become available, for example if shortcuts are updated to support two-way 

communication. A semantic layer based on a YAML file could make it possible to 

modify which values the AI model should extract and how those values should be 

interpreted.  
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Appendices  
  

  

  
Figure 8: First page of an anonymized, real RFQ document  
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Figure 9: Second page of an anonymized, real RFQ document  

  



  

Wilma Wengborn  Extracting Information from Unstructured  
Documents  

  

  

   41      

  

 
Figure 10: Third page of an anonymized, real RFQ document  

  



 

 

    

  

 

   
Figure 11: Fourth page of an anonymized, real RFQ document  

  

  



 

 

      


