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ABSTRACT
This paper presents an advanced scheduling approach tailored for real-time tasks executing on heterogeneous computing
platforms common inmodern networked control systems and cyber-physical systems, which encompass bothmulticore processors
and multiple identical GPUs. Building on the server-based scheduling approach for single-GPU systems, our approach extends
these principles to multi-GPU environments, addressing the complexities associated with managing multiple shared GPU re-
sources. Introducing a dedicated server task to handle GPU requests in a priority-driven manner avoids the limitations of busy
waiting and long priority inversions often encountered in traditional lock-based scheduling approaches. The paper also develops
the worst-case response-time analysis of tasks that are scheduled using the proposed scheduling approach on these systems. The
evaluation results demonstrate that our approach achieves comparable performance to the single-GPU server-based approach
while delivering signifcant performance improvements over the traditional lock-based approaches, especially in improving the
schedulability rate of task sets in multicore and multi-GPU systems. Compared to existing synchronization-based approaches, the
proposed framework avoids busy-waiting and reduces priority inversion while enabling analyzable GPU access in multi-GPU
systems. In addition, the proposed response-time analysis explicitly captures GPU blocking and interference.

1 | Introduction

Real-time embedded systems form the computational backbone
of many networked control systems (NCSs) and cyber-physical
systems (CPSs), where timely and predictable execution is es-
sential to ensuring system stability, safety, and responsiveness.
The ever-growing demand for high-performance computing in
real-time embedded systems, driven by advancements in felds
such as artifcial intelligence, machine learning, and data
processing, has brought heterogeneous computing platforms to
the forefront. These platforms, often comprising multicore

CPUs paired with one or more GPUs, ofer signifcant com-
putational power but also pose substantial challenges in
managing real-time tasks that rely on shared GPU resources.
For single-GPU systems, Kim et al. [1, 2] suggested the use of
server-based scheduling to manage the shared GPU. However,
for multi-GPU systems, the state of the art supports traditional
lock-based scheduling approaches to manage GPU access. Yet,
lock-based scheduling introduces issues like busy waiting and
priority inversion, which severely impact system schedulability
and CPU efciency.
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Building upon the server-based scheduling approach developed
by Kim et al. [1, 2], which efectively managed shared GPU
resources in single-GPU systems, this work addresses a critical
gap by extending these principles to systems withmultiple GPUs.
Our novel approach introduces a dedicated server task to handle
GPU requests in a priority-driven manner, eliminating the need
for priority boosting and thereby reducing latency due to busy
waiting. Additionally, we propose a comprehensive response-
time analysis for tasks within multicore and multi-GPU systems
that considers the interplay between CPU and GPU scheduling.
We provide an experimental evaluation that shows that our
approach, when used for single-GPU systems, performs as well as
the existing approach by Kim et al. [1, 2], and for multi-GPU
systems, our approach signifcantly outperforms the existing
synchronization-based approaches [3–5]. The main contribu-
tions in this paper include the following:

• A server-based scheduling approach for real-time tasks on
heterogeneous computing platforms consisting of a multi-
core CPU and several homogeneous GPUs.

• A worst-case response-time (WCRT) analysis for tasks
scheduled on multicore and multi-GPU systems using the
proposed server-based scheduling approach, where each
task is modeled as a sequence of execution segments al-
ternating between CPU and GPU computations.

• An extension of the existing response-time analysis for self-
suspending tasks on multicore and single-GPU systems to
support systems with multiple GPUs and parallel GPU
access.

• We perform a series of experiments to evaluate the efciency
of the proposed server-based scheduling approach,
employing the newly developed response-time analysis. The
evaluation results demonstrate the advantages of the pro-
posed approach over the traditional synchronization-based
approaches, particularly in enhancing the schedulability
rate of the task sets in multicore and multi-GPU systems.

The rest of the paper is organized as follows. Section 2 presents
themotivation behind this work, while Section 3 reviews relevant
related studies. Section 4 introduces the proposed server-based
scheduling approach for multi-GPU systems. The system model
is detailed in Section 5, followed by the response-time analysis in
Section 6. Performance evaluation results are presented in
Section 7, and fnally, Section 8 concludes the paper.

2 | Motivating Example

Employing the conventional synchronization-based approaches,
such as multiprocessor priority ceiling protocol (MPCP) [3] or
fexible multiprocessor locking protocol (FMLP) [4, 5], can in-
troduce signifcant challenges in managing shared resources
among multiple concurrent tasks. These challenges primarily
include busy waiting and priority inversion. Busy waiting occurs
when a task is unable to acquire an already locked shared re-
source, due to which the task repeatedly checks the availability of
the shared resource, thereby consuming CPU time and energy.
This is also referred to as spinlock.

Priority inversion in multicore systems with multiple shared
resources occurs when a higher-priority task is blocked on
a shared resource by a lower-priority task within its allocated

core that has locked the shared resource. During this time,
middle-priority tasks that do not require the locked resource can
preempt the lower-priority task, thereby indirectly increasing the
blocking time of the higher-priority task [6].

The aforementioned classical priority inheritance protocols
mitigate the risk of unbounded priority inversion through the use
of priority-boosting techniques. However, these techniques may
lead to another issue of bounded priority inversion that can be
increasingly long due to all tasks sharing the same resource. This
is identifed as the “long priority inversion” by Kim et al. [1]. In
this scenario, lower-priority tasks holding shared resources are
priority-boosted, which can result in prolonged but bounded
blocking durations for higher-priority tasks. In this paper, we
address the issue of long but bounded priority inversion ex-
plicitly, proposing a server-based scheduling framework that
reduces these prolonged blocking delays without the compli-
cations introduced by priority boosting.

We use a similar example as discussed in the earlier works by
Kim et al. [1, 2], which focused on single-GPU systems. In this
work, the busy-waiting problem in multi-GPU systems is illus-
trated through the example in Figure 1. The system consists of
a dual-core host CPU and two identical GPUs, with each host
core managing two tasks. The tasks have unique priorities, and
the scope of the priorities extends to the system level. Task τ1 is
the lowest-priority task, while task τ4 holds the highest priority.
At time zero, task τ1 commences the execution of its CPU seg-
ment on CPU core 2. Subsequently, tasks τ2, τ3, and τ4 are re-
leased sequentially with a time diference of one unit. Task τ1
initiates its GPU request slightly before t= 1, and since both SG1
and SG2 semaphores are free, it acquires semaphore, boosts its
priority to the highest level in its allocated core, and starts the
execution of its critical section on GPU1. Similarly, task τ3 ac-
quires SG2 semaphore shortly before t= 3 and starts the execution
of the critical section on GPU2, as shown in Figure 1. In the
current stage of operation, tasks τ1 and τ3 are in a state of busy
waiting, actively consuming CPU cycles, and consequently oc-
cupying the CPU cores’ capacity. Additionally, the priorities of τ1
and τ3 have been boosted to the highest priorities in their re-
spective cores. The tasks τ2 and τ4 do not require the shared
resources (GPUs), but they are blocked due to the priority
boosting of τ1 and τ3, which are busy waiting in their cores,
respectively. Hence, τ2 and τ4 sufer from priority inversion until
τ1 and τ3 return their boosted priorities in the respective cores.
Consequently, τ2 and τ4 are prevented from commencing their
respective CPU segments on their allocated CPU cores.

At time t= 8, tasks τ1 and τ3 release semaphores SG1 and SG2,
respectively, and revert to their normal priorities from their
previously boosted priorities. At this point in time, tasks τ2 and τ4
can start the execution of their CPU segments on the respective
CPU cores and acquire the corresponding semaphores to access
the shared resources.

The scenario depicted in Figure 1 underscores the intricacy of
using synchronization-based approaches for scheduling tasks
that rely heavily on shared resources. Additionally, it illustrates
inefciencies in utilizing the CPU cores, leading to higher re-
sponse times for tasks and a reduced schedulability rate.

In multi-GPU systems, the reliance on busy-waiting to manage
critical sections results in CPU cores being occupied

2 of 25 Journal of Control Science and Engineering, 2026

 5197, 2026, 1, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1155/jcse/4222335 by M

alardalen U
niversity, W

iley O
nline L

ibrary on [16/09/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



unnecessarily while waiting for GPU execution to complete. This
prevents other tasks from utilizing these CPU cores, even when
multiple GPUs are available. As a consequence, the system fails
to exploit the full parallelism ofered by both CPUs and GPUs,
leading to underutilized resources and increased scheduling
delays. For instance, in Figure 1, due to inefcient CPU usage
resulting from busy-waiting, GPU1 and GPU2 remain idle during
the interval from time 8 to 9. However, by employing the server-
based scheduling approach, these idle periods can be signif-
cantly reduced, ensuring better GPU utilization.

Hence, utilizing more GPUs in systems with a busy-waiting
approach might result in unpredictable blocking times for the
tasks and, consequently, fail to increase the schedulability rate
of tasks.

This challenge has been discussed extensively in the earlier
works by Kim et al. [1, 2] for scheduling real-time tasks when the
system is equipped with a single global resource. Their evalua-
tion results validate the efectiveness of the server-based ap-
proach compared to synchronization-based approaches in
addressing long priority inversions and busy waiting in CPU
cores. However, the extension of the design and analysis of
a multi-GPU server-based approach has not yet been addressed.
Additionally, another challenge is to develop a response-time
analysis for multicore and multi-GPU systems that use the
server-based scheduling approach.

To address these challenges, this paper presents a server-based
scheduling approach and corresponding response-time analysis

that aims at utilizing multicore and multi-GPU systems in
a predictable and efcient manner.

3 | Related Work

Heterogeneous computing architectures provide high compu-
tational performance, but the timeliness of real-time applications
on these architectures relies on the use of suitable scheduling
policies [7]. In recent years, various scheduling approaches have
been introduced, each addressing specifc aspects of these het-
erogeneous systems. This section explores these strategies and
their implications.

Elliott et al. introduced synchronization-based scheduling ap-
proaches tailored for multicore CPU- and single-GPU systems
[8]. Utilizing mutual exclusion locks, they seamlessly integrated
the use of shared GPUs with multiprocessors for real-time ap-
plications. Their subsequent work extended this approach to an
optimal k-exclusion locking protocol for globally scheduled job-
level static priority tasks, managing a pool of GPU resources [9].
Building on these ideas, the GPUsync platform [10] was de-
veloped, incorporating features such as parallelism and static and
dynamic priority assignment, as well as partitioned, global, or
clustered task allocation for shared GPU management for real-
time applications.

Other synchronization-based scheduling approaches, such as
MPCP [3] and FMLP [4, 5] and their analysis, necessitate “busy-
waiting” during GPU operation tomaintain timing predictability.
These approaches assume critical sections run on the CPU
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without encountering suspensions. Consequently, even during
GPU execution, when no CPU intervention is required, the task
must continue busy-waiting rather than suspending. This re-
striction creates signifcant constraints, especially when man-
aging multiple shared resources, such as multiple GPUs [1, 2].

The concept of a global server task for scheduling parallel real-
time tasks can be traced back to the introduction of server-based
scheduling for parallel tasks in multicore CPUs by Nogueira and
Pinho [11]. This approach has found its application in various
domains, including managing shared resources among real-time
tasks in multicore virtual machines [12] and GPU virtualization,
where a server on the host machine manages GPU requests from
applications running on a remote multicore processor or virtual
machines [13, 14].

The extension of the server-based approach to heterogeneous
computing platforms for predictable GPU access control was ex-
plored in works by Kim et al. [1, 2]. In these studies, a server task
manages GPU requests of parallel tasks running on CPU cores,
ofering a predictable method for accessing a GPU as a shared
resource. This method was further investigated to improve the
schedulability in CPU–GPU heterogeneous real-time systems [15]
and to investigate techniques for efciently ofoading heavy
computations to GPUs [16]. While this approach addresses issues
like long priority inversions and busy waiting in systems with
a multicore CPU and a single GPU, a gap remains in its support for
multicore CPU and multi-GPU systems. Motivated by the notable
enhancement in CPU core utilization, we extend this approach to
encompass multi-GPU systems in this paper.

There are several works that aim at enhancing GPU utilization by
using partitioning techniques. Notable contributions include the
distribution of GPU resources using dynamic partitioning [17],
fractional GPU sharing tomaximize core utilization [18], allocation of
tasks to streaming multiprocessors (SMs) by the GPU scheduler [19],
and hardware-assisted partitioning for efcient concurrent kernel
execution [20]. These studies focus on subdividing GPU resources
into smaller compute units called SMs to increase the computing
efciency of the GPU. Most of these works employ reverse engi-
neering onNVIDIAGPUs to defne the characteristics ofGPUs to run
multiple kernel functions on a single GPU concurrently. While
promising, these methods inherit the challenges of cooperative
multitasking, including the inability to ensure complete task isolation,
which is crucial for real-time applications. Additionally, the com-
plexity of these approaches and requirements for application code
modifcations limits their applicability to real-time applications that
run on multicore and multi-GPU heterogeneous systems.

Furthermore, there are several works that have focused on GPU
scheduling while considering specifc parameters like energy
efciency. Key studies include power management strategies at
the SM and device levels [21], quality of service enhancements in
energy-efcient GPU scheduling [22], and advanced techniques
for energy optimization in GPU operations [23]. Power man-
agement of GPUs occurs at both the SM level and the device level.
However, the details of GPUs’ power management mechanisms
are not publicly disclosed. Owing to these limitations and
complexities, GPU partitioning and energy management are not
considered in our current work.

Response-time analysis of real-time tasks with suspension be-
havior has been extensively investigated for single-core and

multicore systems. In this regard, notable works include limited
pre-emptive scheduling under task suspension [24], suspension-
aware scheduling algorithms [25], schedulability of tasks with
variable execution demands and suspension periods [26], im-
provements to previous suspension-based schedulability ana-
lyses [27], and addressing the challenges in systems with
numerous suspendable tasks [28].

In CPU–GPU systems, while a task executes on the GPU, it is
suspended on the CPU, enabling the application of existing
response-time analysis of self-suspending tasks. Traditional self-
suspension models typically treat the suspension duration as
a fxed parameter. However, in systems that share a GPU, the
waiting time for tasks to access the GPU can variably infuence
this duration, adding complexity to the response time analysis.
This complexity is further amplifed with multiple GPUs, as it
introduces variability in waiting times depending on the task
segments’ allocation to the GPUs. In this regard, the existing
approaches and analysis do not support the systems with
multiple GPUs.

The challenge intensifes with the integration of diferent
scheduling approaches on the CPU and GPU. CPUs typically
employ partitioned fxed-priority (PFP) preemptive scheduling,
whereas GPUs generally adopt a non-preemptive scheduling
approach, driven by the non-preemptive characteristics of
commercially available GPUs. To optimize GPU utilization and
minimize access delays, a global scheduling strategy is imple-
mented on the GPU side, allowing tasks to access the frst
available GPU, thereby maximizing GPU capacity.

The use of multiple GPUs within a server-based scheduling
framework necessitates careful determination of segment allo-
cation across GPUs and identifcation of interfering tasks. Task
allocation signifcantly afects response times, as it infuences
task waiting times and thus impacts overall schedulability
analysis. To date, there is no server-based scheduling approach
and corresponding response-time analysis for real-time tasks in
multicore and multi-GPU systems. This paper addresses this
research gap by proposing a server-based scheduling approach
and response-time analysis for multicore andmulti-GPU systems
by leveraging the existing analysis for multicore and single-GPU
systems.

4 | Multi-GPU Server-Based Scheduling Approach

The proposed approach supports server-based scheduling of
systems that include multicore CPUs and several homogeneous
GPUs. The system contains only one server task that runs on one
of the CPU cores. The server task is responsible for managing all
GPU access requests from all other tasks according to their fxed
priorities. Additionally, the server task is assigned the highest
priority among tasks on its allocated core to avoid any pre-
emptions. In this scheduling approach, all tasks will maintain
their assigned priorities, and no priority boosting will occur
during runtime.

As illustrated in Figure 2, each CPU core has its dedicated ready
queue and an associated local scheduler. This scheduler can
operate under various real-time fxed-priority task scheduling
policies such as rate monotonic (RM) or deadline monotonic
(DM). The scheduler of each core schedules the CPU segments of
tasks that are available in the core’s ready queue. Once a CPU
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segment that is not the last fnishes its execution on the desig-
nated core, it sends a GPU access request to the server task. The
server task is responsible for managing the execution of GPU
segments on GPUs. There is only one global scheduler and
a global ready queue for all GPUs in the system.

When a GPU request is sent to the server task, thememory region
information related to the GPU segment is transmitted to the
server task. To facilitate this memory transfer, the memory re-
gions must be confgured as shared regions to allow the GPU
server task to gain access to them. The server task enqueues
requests in the GPUs’ global waiting queue based on their ex-
clusive priorities. When a GPU becomes available, the server task
dequeues the highest-priority request and the GPU scheduler
executes the corresponding GPU segment based on the
multi-GPU server-based scheduling policy employed by the GPU
scheduler. During the execution of GPU segments, when the
CPU core is inactive, the server task is suspended to conserve
CPU cycles. Once the execution of the GPU segment is complete,
the server notifes the CPU and activates the corresponding task
on its assigned CPU core, allowing the task to execute its sub-
sequent CPU segment at its release time.

The server-based approach introduces some computational
overhead due to the server task. This overhead is incurred during
the following operations: (i) sending a GPU request to the server
and waking up the server task, and (ii) notifying the server task
about the completion of the request. The overhead caused by
these operations can be characterized by a parameter ϵ, which
upper-bounds the computational costs associated with the server
task. The total overhead for handling each GPU request is thus
bounded by 2 ϵ, as the server intervenes before and after the
execution of each GPU segment. Extensive measurements from
prior studies [1, 2] have shown that, for the server-based ap-
proach, the total delay incurred due to server task overheads is
approximately 44.97 μs. In contrast, the overhead of acquiring
and releasing the GPU lock in synchronization-based approaches
such as MPCP amounts to about 14.0 μs.

In order to compare the mechanisms of the proposed approach
with synchronization-based scheduling, the previous example in
Section 2 is discussed with the new scheduling approach as
depicted in Figure 3. The system includes a GPU server task that
manages the GPU requests pending in the waiting queue. The
server task has the highest priority among all tasks in its dedi-
cated core. In this example (shown in Figure 3), all tasks make
their GPU requests in the same sequence as in the previous

example (shown in Figure 1). Due to the server task’s execution
time for handling the GPU requests of τ1 and τ2 on core 1, τ3 will
start its CPU segment execution at 2 + ϵ and τ4 will start its CPU
segment execution at 3 + 2ϵ. When τ3 and τ4 send their GPU
requests at 3 + ϵ and 4 + 2ϵ, respectively, all GPUs are occupied;
therefore, these requests are queued based on their respective
priorities. Subsequently, the GPU server task manages the al-
location of these queued segments to the available GPUs. All
tasks retain priority levels during execution and are treated on
CPU cores according to their static priorities. Therefore, when
GPU2 becomes available at t = 7 + ϵ, the server-based scheduler
decides to allocate the highest priority GPU segment in the
waiting queue (τ4) to this GPU. Similarly, at t = 8 + ϵ, since there
is no other pending request in the waiting queue, the remaining
GPU segment of τ3 will be allocated to GPU1. Unlike
synchronization-based approaches, since the priority of τ3 will
not increase after accessing a GPU, the highest priority task (τ4)
can continue its execution on the CPU core and ends at 12 + 3ϵ.
However, with synchronization-based scheduling, the comple-
tion time of this task was at t= 14. In other words, considering
the estimated value for ϵ, as previously mentioned, the
multi-GPU server-based approach yields a shorter response time
for tasks compared to the synchronization-based approach in this
example.

In the mentioned scheduling approach, the suspension mech-
anism employed on CPU cores will result in shorter response
times of the tasks as well as more efcient utilization of CPU
cores and GPUs, as depicted in Figure 3.

Managing GPU access through a server task allows tasks to be
scheduled according to their priority levels, thereby avoiding the
long priority inversions that can occur with synchronization-
based approaches. Moreover, employing the server task to relay
the segments’ information between the CPU and GPU reduces
the time tasks remain in a busy-waiting state, thereby alleviating
inefciencies and conserving CPU cycles.

5 | System Model

The high-performance heterogeneous computing system con-
sidered in this work comprises a multicore CPU equipped with
multiple identical GPUs. The multicore CPU employs PFP
preemptive scheduling. On the other hand, the GPUs consider
global non-preemptive scheduling when scheduling GPU access
requests by the tasks. This section describes the system and task
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models, as well as the server-based GPU scheduling framework
used tomanageGPU access inmulticore andmulti-GPU systems.

5.1 | Task Model

We consider periodic tasks with constrained deadlines, i.e., the
deadline of a task is less than or equal to its period. Tasks are
decomposed into CPU and GPU segments. That is, each task
starts its execution with one CPU segment and concludes its
execution with another CPU segment. Between these two CPU
segments, the task may include one or more GPU segments and
zero or more CPU segments. It is important to uphold the
precedence constraint across the entirety of the task. This con-
straint implies that a GPU segment cannot begin execution on
the GPU until the preceding CPU segment fnishes its execution.
Similarly, a CPU segment must not start its execution until the
preceding GPU segment has completed its execution. As a result,
data dependencies between consecutive GPU segments are re-
solved through the intermediate CPU segments. Since each GPU
segment includes the necessary data transfers between CPU and
GPU, no explicit GPU-to-GPU data migration is required, even
when GPU segments of a task are executed on diferent GPUs.

A task set, denoted by γ, is composed of N tasks as follows:

γ = τ1, … , τN{ }, (1)

where a task i, denoted by τi, is characterized by the following
parameters:

τi ≔ πi,Ti,Di,Ci,Gi, ηi( ), (2)

• πi is the unique fxed priority assigned to task τi in the
system. A higher value of πi indicates a higher priority.

• Ti is the period of task τi.

• Di is the relative deadline of each job of τi (Di ≤ Ti).

• Ci is the sum of the worst-case execution times (WCETs) of
all CPU segments of τi, which can be calculated as follows:

Ci = ∑
ηi+1

j=1
Ci,j. (3)

• Gi is the sum of the WCETs of all GPU segments of τi
represented in the following equation:

Gi = ∑
ηi

j=1
Gi,j. (4)

• ηi is the number of GPU segments of τi.

As each task can have one or more CPU segments and one or
more GPU segments, the task parameters can be further detailed
as follows:

τi ≔ πi,Ti,Di, Ci,1,Gi,1,Ci,2,Gi,2, … ,Gi,ηi,Ci,ηi+1( )( ), (5)

where Ci,1 and Ci,ηi+1 denote the WCETs of the frst and last CPU
segments of τi, respectively. Note that the frst and second
subscripts in Ci,1 and Ci,ηi+1 represent the task ID to which the
segment belongs and the corresponding segment ID, re-
spectively. If ηi = 0, it indicates that the task does not have any
GPU segment; thus, the task will run entirely on a CPU core.
Similarly, Gi,1 and Gi,ηi represent the frst and last GPU segments
of τi respectively.

CPU segments of diferent tasks may be interleaved on their
assigned CPU cores due to the preemptive fxed-priority
scheduling policy. In contrast, GPU segments execute non-
preemptively and may be dispatched dynamically to any
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6 of 25 Journal of Control Science and Engineering, 2026

 5197, 2026, 1, D
ow

nloaded from
 https://onlinelibrary.w

iley.com
/doi/10.1155/jcse/4222335 by M

alardalen U
niversity, W

iley O
nline L

ibrary on [16/09/2026]. See the T
erm

s and C
onditions (https://onlinelibrary.w

iley.com
/term

s-and-conditions) on W
iley O

nline L
ibrary for rules of use; O

A
 articles are governed by the applicable C

reative C
om

m
ons L

icense



available GPU in the system. This means that diferent GPU
segments of the same task can execute on diferent GPUs, and
diferent tasks’ GPU segments may also be interleaved depending
on GPU availability.

The duration of Gi,j includes several GPU-related components:

• Host-to-device data copy time: The worst-case data copy
time from CPU (host) memory to GPU (device) memory.

• GPU kernel execution time: Theworst-case kernel execution
time on the GPU.

• Device-to-host data copy time: The worst-case data copy
time from GPU (device) memory to CPU (host) memory.

We assume these overheads are already included inGi,j (and thus
in Gi), simplifying the analysis by treating the entire GPU seg-
ment as a single non-preemptive block.

5.1.1 | Period Enforcement

Each task τi releases jobs at intervals of Ti. To avoid any timing
anomalies and ensure sustainability and periodic behavior, we
adopt an ofset-based constraint on the release of each segment.
Specifcally, we associate an ofset ϕi,j with the j-th CPU segment
of τi. This means that even if the preceding segment completes
earlier, the j-th segment cannot start before ri + ϕi,j, where ri is
the arrival time of a job of τi. Similarly, the release time of the j-th
GPU segment will be ri + ϕi,j + Ci,j, where Ci,j is the WCET of the
j-th CPU segment. Thus, all segments behave like a subtask with
their own earliest release time.

Enforcing these ofsets efectively serializes the segments within
a single job, preventing a segment from executing too soon and
causing unintended overlaps or timing anomalies. Concretely, if
Ci,j denotes the WCET of the j-th segment, the segment is treated
as a periodic subtask with a minimum interarrival time Ti and
a relative deadline derived from the ofset diference, i.e.,
ϕi,j+1 − ϕi,j − Gi,j.

Imposing fxed ofsets for multisegment tasks has been discussed
in various works on self-suspending and multisegment analysis
in real-time systems [28]. The fundamental idea is that even if
a segment completes early, enforcing its ofset ensures that no
subsequent segment can begin prematurely. This avoids subtle
timing anomalies that could arise from early starts of subsequent
segments, thereby preserving the tasks’ intended periodic
behavior.

5.1.2 | Priority Assignment

Each task in the system is statically assigned a unique pri-
ority prior to its allocation to a CPU core. In this regard, any
arbitrary priority assignment algorithm can be used as long
as it results in system-wide unique priorities. This global
notion of prioritization maintains an orderly global queue,
allowing tasks to be efciently allocated to the
available GPUs.

The set of all tasks in the task set (γ) that have higher priority
than τi is denoted by hp(i). Similarly, lp(i) includes all tasks in γ
that have lower priority than τi. The sets hp(i) and lp(i) can be
formally represented as follows:

hp(i) = ∀τh ∈ γ πh > πi|{ }, (6)

lp(i) = ∀τl ∈ γ πl < πi|{ }, (7)

where τh and τl, respectively, denote the higher and lower pri-
ority tasks with respect to the priority of τi.

5.1.3 | Server Task

The system also includes a single server task that holds the
highest priority among all tasks in the system. This server task is
statically assigned to one of the CPU cores. Basically, this task
acts as a gatekeeper task in the system to manage requests from
the other tasks (belonging to any core) to access the GPUs.

The server task performs only bounded request-handling oper-
ations for GPU accesses; therefore, its execution demand depends
on the aggregate rate of GPU requests and is explicitly accounted
for in the response-time analysis (RTA) for tasks allocated to the
server core.

5.1.4 | Unifed Memory

The modeled heterogeneous platform leverages unifed memory
(Figure 4), which makes data access easy by providing a single
memory space accessible by all GPUs and CPUs in the system.
CPU and GPUs in the system have concurrent access to the
unifed memory pool without needing to create separate allo-
cations and copymemorymanually back and forth [30]. Utilizing
uniform memory alongside optimization techniques for data
transfer [31] efectively mitigates transfer overhead.

Although unifed memory simplifes data-sharing between CPU
and GPU, it can lead to contention on the global memory bus,
causing execution-time variability. In the proposed analysis, such
efects are not modeled explicitly; instead, any delay due to
memory contention or data movement is included in the WCET
of GPU segments. As a result, these efects are conservatively
accounted for in the response-time analysis, which may increase
pessimism but does not compromise correctness.

Potential solutions include careful tuning of data migration and
prefetching strategies [32], using software-directed caching
techniques to explicitly control data transfers and placement
[29], and employing sophisticated memory-management
frameworks to mitigate contention and reduce memory over-
subscription [33]. These techniques can be integrated into our
proposed framework without altering its fundamental GPU
scheduling logic.

5.2 | Task Allocation on CPU Cores

Themulticore CPU employs partitioned scheduling. Hence, tasks
are assigned to cores statically with unique priorities. The uti-
lization of a task τi is defned as the fraction of the task’s period Ti
occupied by the sum of the WCETs of its CPU and GPU
segments.

τi ∈ γ: Ui =
Ci + Gi

Ti
. (8)

The CPU core utilizationUp for a CPU core p is the summation of
utilizations of all tasks assigned to that core. Formally, if γp
represents the set of tasks assigned to core p, then
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Up = ∑
∀τi∈γp

Ui = ∑
∀τi∈γp

Ci + Gi

Ti
. (9)

While this defnition of the CPU core utilization was chosen to
align with earlier studies, alternative defnitions that consider
only the CPU segments of tasks could also be explored for task
allocation to CPU cores.

Allocating tasks to partitioned CPU cores can be modeled as
a bin-packing problem [34], falling under the category of NP-
hard optimization problems [35]. Despite the hardness of these
problems, there are various heuristic algorithms [36], which are
often fast and simple and can provide reasonably efective so-
lutions. Some examples of these algorithms are worst-ft, best-ft,
and next-ft, which can be utilized for task allocation on
CPU cores.

In this paper, we specifcally adopt the worst-ft algorithm based
on the total task utilization (i.e., considering both CPU and GPU
execution times) to balance workload distribution evenly across
CPU cores. Tasks are sequentially assigned to the CPU core with
the currently lowest total utilization.

Although CPU segments running on CPU cores can be pre-
empted by higher-priority task segments running on the same
core, we make the assumption that the execution of GPU seg-
ments is non-preemptive to avoid unpredictable costs such as
pipeline delays and cache or bus-related penalties.

Before presenting the detailed response-time analysis, we sum-
marize the notation used throughout Sections 5 and 6 in Table 1
for clarity and ease of reference.

In addition to the task-model parameters, Table 1 also includes
several symbols that are introduced to facilitate the WCRT
analysis. Specifcally,

• Asegi and Ai are used to capture the largest GPU segments
from lower-priority tasks, enabling us to bound GPU
blocking (Section 6.2.1).

• βgGi,j
(GPU-blocking) is an upper bound for the maximum

blocking time for the j-th GPU segment Gi,j of τi.

• IWi,j is a set of interfering workloads for each GPU, used in
calculating waiting times for Gi,j.

• Wi,j is the waiting time for the GPU segmentGi,j of τi to begin
execution on a GPU (Section 6.2.2).

• RT is the two-dimensional release time matrix that records
the earliest release times for the next GPU segments of the
tasks on GPUs.

(10)

where Rmn represents the earliest next possible release time of
τn’s next GPU segment on GPUm.

• min RT(gʹ, i) identifes the earliest release time of the next
GPU segment of τi on GPUs other than GPUg

(Subsection 6.2.2).

• hp∗(i) and lp∗(i) refne the priority sets (Subsections 6.2.1
and 6.2.2), selecting only those tasks that actually use the
GPU or can interfere with τi.

These symbols will be explained in detail in Section 6.

6 | Response Time Analysis (RTA)

This section presents the WCRT analysis of tasks that are
scheduled on multicore and multi-GPU systems using the pro-
posed server-based scheduling approach. The proposed RTA
provides a sufcient schedulability condition by establishing an
upper bound on a task’s response time, which can be used to
verify deadline satisfaction. As in standard real-time analysis, the
derived bounds are conservative due to worst-case assumptions
on interference and resource contention, which are necessary to
ensure correctness. However, as shown in the experiments, the
resulting bounds remain reasonably tight in practice, with only
a limited gap compared to simulation-based results across a wide
range of system confgurations.

6.1 | Components of WCRT and Worst-Case
Assumptions

Given that the system consists of two distinct types of processors,
a multicore CPU, and identical GPUs, each processor type has
varied characteristics, it is imperative to analyze the diverse
timing behavior of tasks on these processors when considered
together.

Let τi be the task under analysis and Ci,j and Gi,j the j-th CPU and
GPU segments, respectively. The WCRT of τi consists of the
following components.

1. The total WCETs of all CPU segments of τi, denoted by Ci,
can be calculated by (3)

2. The total WCETs of all GPU segments of τi, denoted by Gi,
can be calculated by (4)

3. The total waiting time for all GPU segments of τi to access
the frst available GPU, denoted byWi. The waiting time for
Gi,j is defned as the maximum time from the release of Gi,j

to the start of execution of this segment on the frst ac-
cessible GPU. The waiting time commences after the
completion of the CPU segment and represents the con-
tention among tasks for accessing the frst available GPU,
excluding any interference from the CPU core.

4. Interference by the higher-priority tasks allocated to the
same CPU core as τi, denoted by Ii. This parameter refects
the response time of the CPU segment on the CPU core,
excluding any additional waiting time the ready task on the
CPU core must endure because the GPUs are occupied.

GPU GPU ... GPU

Unified memory

CPU CPU

FIGURE 4 | Unifed memory model for CPU–GPU systems [29].
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Thus, theWCRT of τi, denoted by Ri, can be calculated as follows.

Ri = Ci + Gi + Wi + Ii. (11)

Task τi’s response time in (11) is infuenced by the maximum
waiting time for all GPU segments of τi to access the frst
available GPU (Wi). This new term introduced in Subsection
6.2 includes blocking time caused by lower-priority tasks
when they occupy a GPU before the target segment and the
interference from higher-priority tasks during the target
segment’s waiting time to access the GPU. The waiting time

for the frst GPU segment of τi is illustrated in Figure 5. In this
example, Wi,1 is solely afected by GPU-related inter-
actions—that is, the blocking from lower-priority GPU seg-
ments and the interference from higher-priority GPU
segments—without any CPU-side interference that might
delay the segments’ access to the GPU.

Equation (11) serves as the basis of the analysis, where the main
challenge lies in safely bounding the waiting time Wi, which
depends on both GPU blocking and GPU-interference. The re-
mainder of this section focuses on deriving this bound. The

TABLE 1 | Summary of notations in the system model and response-time analysis sections.

Notation Description
P Total number of CPU cores in the system
M Total number of identical GPUs in the system
p Index representing a specifc CPU core, where 1 ≤ p ≤ P
N Total number of tasks
γ Set of N tasks, τ1, … , τN{ }

Ti Period of task τi
Di Relative deadline of task τi (Di ≤ Ti)
Ci Sum of WCETs of all CPU segments of τi
Gi Sum of WCETs of all GPU segments of τi
Ci,j WCET of the j-th CPU segment of task τi (1 ≤ j ≤ ηi + 1)

Gi,j WCET of the j-th GPU segment of task τi (1 ≤ j ≤ ηi)
ϕi,j Ofset of the j-th CPU segment of task τi

Gi The longest GPU segment of τi
ηi Number of GPU segments of task τi
πi Unique fxed priority assigned to τi
hp(i) Set of higher-priority tasks relative to τi
lp(i) Set of lower-priority tasks relative to τi
Ui Utilization of task τi, defned as Ui = (Ci + Gi)/Ti
Up Utilization of CPU core p, defned as the sum of the utilization of all tasks

assigned to it, i.e., Up = ∑τi∈γpUi

ϵ Overhead of the server task for handling a GPU request
Asegi Set of the largest GPU segments from each lower-priority task of τi.
Ai Vector of lengthM, storing theM longest GPU segments in Asegi in decreasing

order.
βgGi,j

Maximum blocking time for the j-th GPU segment Gi,j of τi, assuming that it
runs non-preemptively on GPU g (GPU blocking).

Wi,j Waiting time for GPU segment Gi,j of τi to begin execution on a GPU
IWi,j A set of interfering workloads for each GPU, used in calculating waiting times

for Gi,j.
RT Release-time matrix that tracks the earliest release times of GPU segments per

task/GPU.
minRT(gʹ, i) Earliest next release time of task τi on other GPUs (besides g).
hp∗(i) The efective subset of higher-priority tasks that can interfere with τi on a given

GPU g.
lp∗(i) The subset of lp(i) that includes lower-priority tasks with at least one GPU

segment
Ii Interference on task τi by higher-priority tasks on the same CPU core.
Ri Worst-case response time of task τi, including CPU and GPU delays.
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interference of tasks on CPU cores, considering the self-
suspension of tasks (Ii), is discussed in Section 6.3 and uses
the existing response time analysis for multisegment self-
suspending tasks introduced by Bletsas et al. [27].

6.1.1 | Worst-Case Assumptions

While we do not explicitly construct a complete schedule, we
ensure a conservative alignment of lower- and higher-priority
segments, providing a safe upper bound on Wi,j and the fnal
response time for the task under analysis. Specifcally:

• Ofset-based releases:As described in Subsection 5.1, each
segment of a task τi follows a fxed ofsetmodel, preventing it
from starting earlier than ϕi,j + WCET of prior segments.
This eliminates the risk of “early-start” anomalies and en-
sures all segments obey predictable arrival times.

• Carry-in jobs: A higher-priority task τh may issue a GPU
request just before the GPU segment Gi,j of the task under
analysis becomes ready. Even though this request was re-
leased earlier, it can still delay Gi,j by occupying a GPU. This
type of request is referred to as a carry-in job.

To safely capture the worst-case delay, we assume that each
higher-priority task can contribute at most one carry-in GPU
request. This assumption is supported by prior work such as Refs.
[26, 37]. We include this carry-in request in the calculation of the
maximum waiting time Wi,j in Equation (17). Specifcally, the
number of GPU requests from a higher-priority task during Gi,j’s
waiting time is bounded by the number of requests that can arrive
during that interval, plus one carry-in request.

• Segment allocation on GPUs:We begin by identifying the
largest potential blocking contribution from each lower-
priority GPU-using task on each GPU, which forms our
“safe starting point” in the analysis. Then, proceeding in
descending priority order (i.e., beginning with the highest-
priority GPU segments), we iteratively determine the
maximum interfering workload that each such segment can
impose on the selected GPU. This incremental process ac-
cumulates, step by step, a “worst-case” allocation scenario
for the GPU segment under analysis. This incremental
“worst-case” allocation process identifes a safe upper bound
on how GPU segments might overlap or delay Gi,j.

• CPU-side interference: To compute the fnal response
time of task τi, we take into account the delay introduced by
blocking and preemption on CPU segments. This is done by
applying the standard response-time analysis for tasks in-
troduced by Bletsas et al. [27], where the impact of in-
terference from higher-priority tasks is explicitly considered.
Such modeling has been shown to improve the accuracy of
response-time estimation in partitioned multicore systems
with self-suspending tasks [28] and has also been adopted in
GPU-related scheduling frameworks for multicore single-
GPU systems [1, 2].

Because each step in this procedure consistently takes a maxi-
mum possible delay (either from lower-priority blocking or
higher-priority interference), the fnal computed waiting time
Wi,j is guaranteed to be an upper bound. Even if actual execution
times and segment arrivals are less adversarial, our analysis
remains valid because it does not rely on any particular harmonic

0 21 43 5 6 7 8 9 10 11 12 13 14
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FIGURE 5 | Waiting time (Wi,j) for Gi,j to access the frst available GPU.
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period relationship or exact synchronous release but rather on
a structured ofset model and non-preemptive GPU usage.

Thus, although the methodology may be more pessimistic than
an exact schedule-based construction, it ensures correctness and
traceability on complex multicore multi-GPU systems with
multisegment self-suspending tasks and the analysis satisfes the
fundamental requirement for WCRT analysis.

6.2 | Calculations for the Maximum Waiting Time
for a GPU Segment to Access the First Available GPU
(Wi)

This subsection presents the analysis of GPU-related delays,
including GPU blocking and interference, which are key com-
ponents of the response-time bound. The maximumwaiting time
that Gi,j has to wait to access the frst available GPU can be
considered as the sum of two factors:

i. the maximum blocking time caused by the GPU segment of
one of the lower-priority tasks on the selected GPU, defned
as GPU-blocking, and

ii. the worst-case interference caused by the GPU segments of
the higher-priority tasks, defned as GPU-interference.

These two components are analyzed separately and then com-
bined to obtain a safe upper bound.

6.2.1 | Maximum Blocking Time on a GPU (GPU-
Blocking)

The non-preemptive scheduling characteristic of GPUs results in
additional waiting time for GPU segments, forcing the new re-
quest to wait in the GPU queue until the completion of the
currently running lower-priority tasks on the GPU. Furthermore,
due to the priority-based execution model, each GPU request in
the queue must await the completion of all preceding higher-
priority segments before its execution can commence.

The maximum blocking time for Gi,j on GPUg caused by lower-
priority tasks is denoted by βgGi,j

and occurs when a GPU segment
of the lower-priority task (Gl,k) manages to access the GPU just
before Gi,j.

In the case of a single-GPU system, the upper bound of
blocking time for Gi,j is equal to the longest GPU segment
among all lower-priority tasks that are released for execution
just before Gi,j. However, this assumption for the maximum
blocking time is too pessimistic for multi-GPU systems. When
a system has multiple GPUs, each GPU segment can only be
assigned to one GPU at a time. For example, assume that the
two largest lower-priority segments in the GPUs’ ready queue
have accessed GPUs just before two higher-priority requests.
In the worst-case scenario, due to the scheduling policy, the
highest-priority segment would be scheduled once the shorter
lower-priority segment is completed. Similarly, the second
highest-priority segment must wait for the longest low-
priority segment. Therefore, in a multi-GPU system, more
than one lower-priority segment can be responsible for the
maximum blocking of Gi,j on the GPUs. Hence, in order to
estimate an upper bound on the blocking of Gi,j on a GPU, the
longest GPU segment of each lower-priority task that may use
the GPU must be taken into account.

To calculate the maximum blocking time of Gi,j, we introduce
some defnitions. For each lower-priority task τl ∈ lp(i), let Gl,k
denote τl’s k − th GPU segment, where k = 1, 2, … , ηl, and ηl is
the number of GPU segments in τl. Defne Asegi as the set
containing the longest GPU segment from each lower-priority
task.

∀τl ∈ lp(i): Gl = max
1≤j≤ηl

Gl,j{ }, (12)

Asegi = Gl
⃒
⃒∀τl ∈ lp(i){ }, (13)

When there are M GPUs in the system, the server task is con-
strained to dispatch a maximum of M concurrent requests to
execute GPU segments on the GPUs. Therefore, to estimate an
upper bound on the blocking of Gi,j on a GPU, we consider theM
longest GPU segments from Asegi.

Let Ai be the ordered set (vector) of theM longest GPU segments
in Asegi, sorted in decreasing order of their WCETs:

Ai = sortd Asegi( )[ ]
M

, (14)

where sortd() denotes the operation of sorting the elements of
Asegi in decreasing order of their WCETs, and []

M indicates that
the sorted vector is truncated to its frst M elements. Here, Ai is
a vector of lengthM, whereAi[g] represents theWCET of the g-th
longest GPU segment among lower-priority tasks that may
block Gi,j.

Defnition of GPU-blocking (βgGi,j
): For a GPU segment Gi,j of

task τi, GPU blocking is the delay incurred when Gi,j is ready to
execute but must wait because all GPUs are occupied by lower-
priority GPU segments that began execution earlier and cannot
be preempted. Formally, if Gi,j arrives and there is no free GPU
due to running a lower-priority segment on the GPU, then Gi,j is
said to be GPU-blocked by the lower-priority segment for the
duration of its non-preemptive execution.

As mentioned before, lp(i) denotes the set of all lower-priority
tasks relative to τi.

We defne lp∗(i) as the subset of lp(i) that consists of lower-
priority tasks, each containing at least one GPU segment, as
formally described below:

lp∗(i) = ∀τl ∈ lp(i) ηl > 0
⃒
⃒{ }. (15)

Hence, |lp∗(i)| is the number of lower-priority tasks that may
issue GPU requests. With these defnitions, we present the fol-
lowing lemma to calculate the maximum blocking time of Gi,j.
The lemma provides a safe upper bound on this blocking by
considering the worst-case distribution of lower-priority GPU
segments across the available GPUs.

Lemma 1. Let M be the total number of GPUs in the system and
|lp∗(i)| be defned as above. The maximum blocking time that
a GPU segment of τi (Gi,j) might experience before starting its
execution on GPUg is given by

βgGi,j
=

0, lp∗(i)| | < M,

Ai[g] + ϵ, lp∗(i)| | ≥ M,
{ (16)
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where 1 ≤ g ≤ M.

Proof 1. When τi requests to execute a GPU segment (Gi,j), if the
total number of lower-priority GPU-using tasks, |lp∗(i)|, is less
than the number of GPUs (M), there will be at least one available
GPU for τi to begin the execution of Gi,j without receiving any
blocking by the lower-priority GPU segments. Since GPU seg-
ments can be dispatched to any available GPU (as stated in the
system model), the server assigns Gi,j to one of the idle GPUs;
therefore, the lower-priority GPU-blocking experienced byGi,j on
the selected GPU is zero. However, when |lp∗(i)| is greater than or
equal to the number of GPUs, the non-preemptive scheduling in
GPUs can lead to potential blocking of Gi,j by the lower-priority
GPU segments that start their execution before Gi,j 's request is
issued. Any additional waiting due to higher-priority GPU seg-
ments is not part of GPU-blocking and is captured later by the
GPU-interference term.

The server task manages GPU requests based on task priorities.
Consequently, only a single lower-priority GPU segment that is
already executing non-preemptively on the selected GPU at the
instant when Gi,j is requested can cause lower-priority GPU-
blocking. This includes the corner case where a lower-priority
GPU segment starts immediately before Gi,j's request is issued; in
that case, Gi,j must wait until that segment completes, and our
bound accounts for it by upper-bounding the remaining non-
preemptive execution on that GPU using the corresponding el-
ement of Ai.

Since lower-priority GPU segments can be distributed across
GPUs in various ways, analyzing all possible allocations in-
troduces signifcant complexity. To reduce this complexity and
simplify the analysis, we leverage the fact that all GPUs in our
system are identical. We start the analysis by assuming that the
longest GPU segments of lower-priority tasks are allocated in
decreasing order of execution time to GPUs 1 throughM, that is,
the longest lower-priority segment (the frst element in Ai) is
assigned to GPU1, the second longest assigned to GPU2, and so
on, with the shortest assigned to GPUM . Accordingly, the
maximum blocking experienced by Gi,j, if allocated to GPU
number g, is upper bounded by the g-th element of Ai, i.e., Ai[g].

It is important to note that, as depicted in Figure 3, the server task
is invoked once between two consecutive GPU requests. Con-
sequently, the overhead associated with the server task (ϵ) is
incurred only once for consecutive requests. □

Figure 6 illustrates the concept of GPU-blocking in a scenario
where there is no interference from other tasks on the CPU side.
The scenario is designed such that the target GPU segment, Gi,1,
experiences the maximum GPU-blocking. We assume a system
with two GPUs (M = 2) and at least two lower-priority GPU-
using tasks, τ1 and τ2 (i.e., |lp∗(i)| = M). Tasks τ1 and τ2 are
allocated to cores diferent from that of τi, allowing them to
execute their GPU segments without being preempted by higher-
priority CPU segments. When τi sends its GPU request, it can
experience the maximum pure GPU-blocking on the GPUs. Once
the GPU request is submitted, Gi,1 must wait in the GPU ready
queue until the lower-priority segments complete execution.

As shown in the fgure, once the shorter lower-priority segment
on GPU2 completes, Gi,1 is dispatched to GPU2 and experiences
a blocking delay denoted by β2Gi,1

. This highlights that, in the

presence of multiple GPUs, the target GPU segment tends to
select the GPU where the running lower-priority segment has
a shorter execution time, thus not experiencing the blocking by
the longest lower-priority GPU segment as in single-GPU
systems.

6.2.2 | Higher-Priority Tasks’ Interference on the
GPU Access Time (GPU-Interference)

As stated at the beginning of Subsection 6.2, in addition to GPU-
Blocking, the waiting time (Wi,j) of τi’s GPU segment to access
the frst available GPU is also afected by interference from
higher-priority tasks. This interference specifcally arises from
the GPU segments of higher-priority tasks and is distinct from
CPU interference, which is caused by higher-priority CPU
segments.

During the waiting time of a GPU request to access the frst
available GPU (Wi,j), other higher-priority tasks may send GPU
requests to the server task. The server task, which queues re-
quests based on task priorities, will handle these higher-priority
requests before addressing the target request.

Defnition of GPU-Interference: GPU-interference refers to
the delay experienced by a GPU segment of task τi while waiting
to access a GPU due to the execution of higher-priority GPU
segments. This occurs when higher-priority tasks submit GPU
requests that are queued and processed before the request of τi,
thereby extending its waiting time.

In a single-GPU system, in the worst-case scenario, all higher-
priority tasks may issue GPU requests, while τi’s GPU segment is
waiting in the GPU ready queue to access the frst available GPU.
Since at most one carry-in request can exist per higher-priority
task, the total number of GPU requests made by a higher-priority
task (τh) is bounded by ∑∀τh∈hp(i)∧1≤u≤ηh(⌈(W

n
i,j/Th)⌉ + 1)

(Gh,u + ϵ).

In single-GPU systems, the waiting timeWi,j, accounting for both
GPU-blocking and GPU-interference, can be computed using the
following equation:

Wn+1
i,j = βgGi,j

+ ∑
∀τh∈hp(i)∧1≤u≤ηh

Wn
i,j

Th
⌈ ⌉ + 1( ) Gh,u + ϵ( ). (17)

However, in multi-GPU systems, in contrast to single-GPU
systems, where any higher-priority task can afect the waiting
time of the target GPU request, only higher-priority tasks run-
ning on the same GPU can contribute to this interference.
Higher-priority tasks assigned to other GPUs do not afect τi’s
waiting time.

To efectively identify the subset of higher-priority tasks that
could interfere with the target task’s GPU access, we introduce
two additional parameters. These parameters allow us to defne
the set of efective higher-priority tasks, hp∗(i), which includes
only those higher-priority tasks capable of impacting the target
tasks’ access time.

The frst parameter is the set of maximum interfering workload
on each GPU, represented by IWi,j, on all GPUs prior to Gi,j’s
allocation, taking into account all higher-priority segments
designated to the GPUs. Each member in the set IWi,j represents
the maximumwaiting time (Wi,j) needed for the allocation of Gi,j
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to that GPU plus the WCET of Gi,j. However, the second pa-
rameter is the release-time matrix, denoted by RT. The release-
time matrix represents the earliest possible release times of the
GPU segments that need to be allocated to the GPUs.

6.2.2.1 | Maximum Interfering Workload on each GPU
(IWi,j). To systematically account for interference across mul-
tiple GPUs, we represent the pending workload on each GPU
using a per-GPU interfering workload abstraction. IWi,j is an
array defned as the interfering workload on each GPU before
allocating Gi,j. Formally,

τi ∈ γ, 1 ≤ j ≤ ηi: IWi,j = IW1
i,j, IW

2
i,j, … , IWM

i,j{ }, (18)

where each IWg
i,j represents the workload on GPUg at the mo-

ment Gi,j request access.

The calculation of GPU segment waiting times and GPU allocations
is performed through an iterative process, where the waiting time of
a GPU segment to access the frst available GPU is afected by both
GPU-Blocking and GPU-Interference caused by other tasks.

We compute IWi,j iteratively:

1. Initialize with Lower-Priority Blocking. In the worst-
case scenario, we assume each GPU is initially occupied by
the longest lower-priority GPU segments (Section 6.2.1).
Hence, we set

IW(0)
i,j = β1i,j, β2i,j, … , βgi,j, … , βMi,j{ }, (19)

where βgi,j denotes the blocking contribution from lower-
priority segments on GPUg.

2. Highest-Priority Segment Interference. We begin the
interference calculation with the highest-priority task in the

system. This task will select GPUM, which has the shortest
GPU-blocking time. Since no other task outranks it, the
interference this task imposes on τi during its waiting can be
computed using Equation (17) where Wn

i,j is initially set to
the smallest blocking value, i.e., βMi,j .

After calculating the maximum waiting time that the highest-
priority GPU request can cause to access the selected GPU, the
value of IWi,j for that GPU will be replaced by Wi,j + Gh,1 + ϵ.

IWi,j
(1) = β1i,j, β2i,j, … , βgi,j, … , Wi,j + Gh,1 + ϵ( ){ }. (20)

Once allocated to GPUM, this higher-priority segment cannot
be released on other GPUs before its next activation and is
excluded from hp(i) until that time.

3. Allocation of Subsequent Segments. For each sub-
sequent higher-priority segment, we select the GPU with
the minimum IWg value. We then update IWg to refect the
waiting time plus the execution time and overhead of that
segment. Each higher-priority segment, once allocated, is
removed from hp(i) until its next release, which we track via
the release timematrix (RT). This ensures we do not double-
count the same segment on multiple GPUs within the same
activation.

4. Final GPU Assignment for Gi,j. Finally, after calculating
IWi,j, considering all pending higher-priority requests, the
suitable GPU with the minimum IW (GPUg) must be se-
lected to commence the execution of τi,j’s request, as shown
in (21).

IWi,j = IW1
i,j, IW

2
i,j, … , IWg

i,j = Whʹ,jʹ + Ghʹ,jʹ + ϵ( ), … , IWM
i,j{ }.

(21)
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FIGURE 6 | GPU-blocking.
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The subscripts hʹ, jʹ Equation (21) identify the task and segment
number of the higher-priority task requesting GPU access.

Figure 7 illustrates the concept of the interfering workload set
IWi,1 for the frst GPU segment Gi,1 of task τi, as defned in
Equation (18). In this example with two GPUs, IWi,1 is a set
containing two elements: IW1

i,1 and IW
2
i,1, corresponding to the

interfering workloads on GPU1 and GPU2, respectively.

The analysis begins by initializing each IWg
i,1 with the maximum

blocking term from lower-priority GPU segments on each GPU.
Starting from this baseline, we process higher-priority tasks in
order of decreasing priority. The frst higher-priority task, τ4,
selects GPU2. The interference it causes on GPU2 is computed
using the iterative Equation (17) until convergence, and the
resulting value updates IW2

i,1.

Next, we consider τ3 and select the GPU with the currently lower
interfering workload—in this case, GPU1. However, before
adding τ4 again to the interference computation (e.g., if its next
GPU request could interfere), we consult the RT matrix to verify
the earliest possible release of its next GPU segment on GPU1.
Since τ4’s next release time on GPU1 is RT14, which is beyond the
current time window, it is excluded from further interference
calculations at this step.

Since each step builds on conservative upper bounds from the
previous steps, the iterative process of updating IWi,1 and con-
sulting the RTmatrix ensures a safe and pessimistic estimation of
the worst-case waiting time for the GPU segment under analysis.
The detailed process of utilizing the RT matrix and determining
the fnal waiting time is discussed in the remainder of this
section.

6.2.2.2 | Release Time Matrix (RT). The RT matrix in-
cludes the earliest release time of each instance of every GPU
segment of the task on a GPU. It is represented as an M × N
matrix, where M is the number of GPUs and N is the number of

tasks. Each GPU segment cannot be allocated on a GPU before
the completion of the preceding CPU segment plus the server
task’s execution time. As mentioned in Subsection 5.1 to reduce
any timing anomalies, we propose an assumption that all CPU
and GPU segments must be released after the WCET of the
previous segments, even if they have fnished execution earlier.
Therefore, the initial value for all elements of the matrix RT
corresponded to GPU-using tasks, is denoted by ri + ϕi,1 + Ci,1 +

ϵ where ϕi,1 is equal to zero at the release time. For tasks without
any GPU segment, this value will be equal to zero.

After each allocation of a higher-priority GPU segment, the
earliest release time of the task’s next GPU segment is updated in
the RT matrix. Specifcally, if the current GPU segment of
a higher-priority task (Gh,j) is allocated to GPUg, all elements of
the task in the RT matrix except the element RT(g, h) will get
updated to the task’s subsequent GPU segment’s release time as
shown in Equation (22),

RT(g, h) = rh + ϕh,j+1 + Ch,j+1 + ϵ, ∀τh ∈ γ, 1 ≤ j < ηh. (22)

Here, j + 1 refers to the index of the CPU segment in task τh that
directly precedes the next GPU segment. Accordingly, ϕh,j+1 is
the release time of that CPU segment, and Ch,j+1 is its WCET. The
term ϵ accounts for the server task’s invocation overhead before
dispatching the GPU segment.

It is important to note that once the last GPU segment of a task
has been allocated, any subsequent GPU segment will originate
from the task’s next job. Accordingly, the corresponding entry in
the RT matrix must be updated to refect the release time of the
next job, which is obtained by incrementing the current release
time by the task’s period.

Conceptually, RT can be visualized as follows after the allocation
of the frst GPU segment of the highest-priority task (Gh,1) on
GPUM,

RT =

r1 + ϕ1,1 + C1,1 + ϵ r2 + ϕ2,1 + C2,1 + ϵ ⋯ rh + ϕh,2 + Ch,2 + ϵ

r1 + ϕ1,1 + C1,1 + ϵ r2 + ϕ2,1 + C2,1 + ϵ ⋯ rh + ϕh,2 + Ch,2 + ϵ

⋮ ⋮ ⋱ ⋮

r1 + ϕ1,1 + C1,1 + ϵ r2 + ϕ2,1 + C2,1 + ϵ ⋯ rh + ϕh,2 + Ch,2 + ϵ

⋮ ⋮ ⋱ ⋮

r1 + ϕ1,1 + C1,1 + ϵ r2 + ϕ2,1 + C2,1 + ϵ ⋯ rh + ϕh,1 + Ch,1 + ϵ

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

GPU1

GPU2

⋮

GPUg

⋮

GPUM

. (23)

For each higher-priority GPU-using task, the corresponding el-
ement in the RT matrix is updated after computing its GPU
allocation based on the current IW values. However, as pre-
viously discussed, once a higher-priority task has been allocated
to a specifc GPU, it cannot contribute to the waiting time of the
target task on other GPUs until the release of its next GPU
segment. Therefore, it is temporarily excluded from the in-
terference calculation on those GPUs.

The RT matrix enables us to determine the earliest release time of
the next GPU segment of a task on any GPU. This is formalized in
Equation (24), whereminRT(gʹ, h) denotes the earliest possible next
release time of task τh on GPUs other than GPUg,

minRT gʹ, h( ) = min
1≤gʹ≤M
gʹ≠g

RT gʹ, h( ){ }.
(24)

Equation (24) identifes the earliest release time of the next GPU
segment of task τh—which is currently allocated on GPUg—on
any of the other GPUs.

After defning the parameters IWi,j and RT, we convert IWi,j to an
absolute timestamp by adding the release time of Gi,j. Hence,
comparing IWi,j with RT(g,h) [andmingʹ≠gRT(gʹ, h)] is now valid,
as both share a single, global time reference. With these con-
siderations, hp∗(i) can be determined as follows:
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∀τh ∈ γ: τh ∈ hp∗(i) ⟺ πh > πi ∧ RT(g, h) < IWg
i,j + ri + Ci,1 ∧ IWg

i,j + ri + Ci,1 < min
gʹ≠g

RT gʹ, h( )( ), (25)

where hp∗(i) is the subset of task τi’s higher-priority and GPU-
using tasks, which can afect the waiting time of task τi in
accessing the GPUg.

The waiting-time bound is computed using a fxed-point iteration
because the amount of interference depends on the length of the
waiting interval itself. Specifcally, as the waiting time increases,
more higher-priority GPU segments may be released and con-
tribute additional interference, which in turn further increases
the waiting time. Therefore, the waiting time and the in-
terference are mutually dependent, and an iterative procedure is
required to obtain a consistent upper bound. In each iteration,
the per-GPU workload estimates are updated, and the GPU with
the minimum workload is selected as the candidate execution
GPU. Based on this selection and the updated RT matrix, the
efective higher-priority interference set hp∗(i) is recomputed
using Equation (25)

Thus, the maximum waiting time for the j-th GPU segment of τi
to reach the frst available GPU can be bounded by the following
iterative equation:

Wn+1
i,j = βgGi,j

+ ∑
∀τh∈hp∗(i)∧1≤u≤ηh

Wn
i,j

Th
⌈ ⌉ + 1( ) Gh,u + ϵ( ). (26)

Wi for task τi will be the summation of waiting time for all GPU
segments of the task.

In each iteration, the current waiting-time bound defnes the
time window in which higher-priority GPU segments may arrive.
Based on this window, the efective interference set hp∗(i) is

updated, and the corresponding interference is recomputed. As
the bound increases across iterations, this set can grow, ensuring
that all potential interfering segments are safely accounted for.

The iteration continues until convergence, i.e., when the waiting-
time bound stabilizes between successive iterations. The
resulting value represents a safe upper bound on the maximum
waiting time ofGi,j, as it accounts for both lower-priority blocking
and all possible higher-priority interference within the computed
time window.

After identifying all efective higher-priority tasks on the
execution of task τi, the number of higher-priority GPU seg-
ments can be bounded by the expression (⌈(Wn

i,j/Th)⌉ + 1). Note
that just one carry-in job of each higher-priority task that
has begun its execution prior to the τi’s GPU request
can continue its execution during the waiting time of Wi,j. By
multiplying this number by Gh,u + ϵ, the maximum delay that
a higher-priority task can impose on the time that a lower-
priority task must wait to access the frst available GPU can be
obtained.

6.3 | Calculations for the Higher-Priority Tasks’
Interference on the CPU Core (Ii)

The interference (preemption) by the higher-priority tasks (Ii) on
τi can be calculated using the analysis for multisegment self-
suspending tasks onmultiprocessors as described by Bletsas et al.
[27] and further discussed by Chen et al. [28]. Hence, Ii is cal-
culated as follows.
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Ii = ∑
πh>πi

∀τh∈P τi( )

Ri + Dh − Ch
Th

⌈ ⌉Ch, (27)

where Dh is the deadline of the higher-priority task (τh) and P(τi)
represents the CPU core where τi is located. Note that it is also
safe to use ⌈((Ri + Rh − Ch)/Th) ⌉Ch instead of
⌈((Ri + Dh − Ch)/Th) ⌉Ch in Equation (11), according to Chen
et al. [28].

Finally, the WCRT of τi can be calculated by integrating Ii with
Equation (11) as follows.

Rn+1
i = Ci + Gi + Wi + ∑

πh>πi
∀τh∈P τi( )

Rni + Rh − Ch
Th

⌈ ⌉Ch. (28)

For the core to which the server task is allocated, the response
time equation must also account for the interference caused by
this task on the response times of other tasks running on the
same core. The sum of the WCETs of GPU access operations of
the server task, τj, is equal to 2ηjϵ. Hence, the updated response-
time equation is as follows:

Rn+1
i = Ci + Gi + Wi + ∑

πh>πi
∀τh∈P τi( )

Rni + Rh − Ch
Th

⌈ ⌉Ch

+ ∑
τj≠τi∧ηj>0

Rni + Dj − 2ηjϵ{ }

Tj

⎡

⎢
⎢
⎢
⎢

⎤

⎥
⎥
⎥
⎥
2ηjϵ( ).

(29)

If the server workload increases due to a high rate of GPU re-
quests, or if the server overhead ϵ becomes larger, this efect is
directly refected in the response-time bound of tasks on the
server core through Equation (29) and may lead to unschedul-
ability of the corresponding task set.

Computational Complexity: The proposed response-time
analysis is based on a fxed-point iteration. In each iteration,
interference from higher-priority tasks and GPU-related work-
load across multiple GPUs is evaluated. The complexity of the
analysis depends on the number of tasks, GPUs, and GPU seg-
ments, as well as the number of iterations required for con-
vergence. Furthermore, since the analysis accounts for the
number of job releases within a time window (e.g., through terms
of the form ⌈W/T ⌉), its complexity depends on task timing pa-
rameters. Therefore, the proposed analysis is pseudopolynomial,
which is typical for response-time analysis in real-time systems.

7 | Evaluation

In this section, we evaluate the proposed server-based scheduling
approach and its response-time analysis for multicore and multi-
GPU systems using three sets of experiments. The frst experi-
ment set investigates the efect of using multiple GPUs in the
system on the task schedulability rate. The second set analyzes
the impact of workload characteristics and compares the
schedulability of two synchronization-based GPU access control
approaches with the proposedmulti-GPU server-based approach.
The third set evaluates the overall schedulability performance of
the proposed approach and compares it with existing methods.

7.1 | Impact of Increasing the Number of GPUs on
Schedulability Rate

In this section, we carry out a set of four experiments. The
purpose of these experiments is to evaluate the efects of in-
creasing the number of GPUs in our system, utilizing the pro-
posed scheduling approach and RTA. The experimental settings
for the generation of task sets are outlined in Table 2. In each of
the four experiments, the system is equipped with a quad-core
processor. Meanwhile, the number of GPUs is progressively
incremented from 1 to 5. We generate 1000 synthetic task sets
with 100% GPU-using tasks. The rationale for considering 100%
GPU-using tasks is tomagnify the observable variations when the
number of GPUs in the system is increased from 1 to 5. The
evaluation results obtained from Experiments 1(a)–1(d) are
depicted in Figures 8a–d, respectively.

In Experiment 1(a), the impact on the schedulability rate of the
task sets with variations in the task-set utilization for diferent
numbers of GPUs (1–5) in the system is demonstrated, also
depicted in Figure 8a. As task-set utilization increases, the
schedulability rate of the task set correspondingly decreases.
However, confgurations that employ more GPUs demonstrate
better utilization results compared to those with a single GPU.
For example, at a task utilization of 2 (equivalent to 200%), the
schedulability rates vary from roughly 5% for a single GPU to
nearly 80% for four GPUs. This clearly indicates an enhancement
in performance with the inclusion of additional GPUs.

In Experiment 1(b), we evaluate the schedulability rate in re-
lation to changes in the percentage of GPU-using tasks in the task
sets. As with earlier experiments, we alter the number of GPUs in
the system, ranging from 1 to 5. The results indicate that as the
number of GPUs increases, so does the schedulability rate,
particularly when the percentage of tasks that use the GPU is also
increased, as depicted in Figure 8b. For example, when the task
set consists entirely of tasks that utilize the GPU (100%), the
results indicate that the schedulability rate experiences a rise of
about 55% when comparing systems with one GPU to those with
three GPUs.

The efect on the schedulability rate as the number of tasks in the
task set varies, considering diferent numbers of GPUs (ranging
from 1 to 5) in the system, is shown in Experiment 1(c), which is
also depicted in Figure 8c. In comparison with Experiment 1(a),
a similar trend is observed where the schedulability rate de-
creases with an increase in the number of tasks in the task sets.
Moreover, the schedulability rate improves with an increase in
the number of GPUs. For instance, when the task count is set to
20 (N = 20), enhancing a single GPU system with an additional
GPU could potentially boost the schedulability rate by
nearly 30%.

Lastly, we evaluate the schedulability rate in connection with
changes in the number of GPU segments per task (ηi) in Ex-
periment 1(d). This is carried out while gradually increasing the
number of GPUs in the system from 1 to 5. As depicted in
Figure 8, augmenting the number of GPUs employed in the
system positively infuences the system’s ability to schedule
tasks’ GPU segments. For example, in a situation where the
system with a single GPU is unable to schedule the task sets,
which include 100% GPU-utilizing tasks and each task can have
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four-GPU segments, introducing an additional GPU to the sys-
tem results in a schedulability rate of roughly 30% under the
same conditions.

To summarize, this set of experiments demonstrates that
incorporating more GPUs consistently enhances the sched-
ulability rate of the task sets. However, the degree of im-
provement depends on the specifc confguration of the system
and the characteristics of the workload. While the initial
inclusion of GPUs yields substantial improvement in the
schedulability rate, the incremental benefts tend to diminish
with each additional GPU. The rationale is that the initial
addition of GPUs signifcantly reduces the contention among
the tasks to access the shared GPU(s). However, when more
GPUs are added to the system with a similar confguration and
workload, and there are sufcient GPUs for task allocation,
the contention among tasks for GPUs decreases. As a result,
the improvement in the task schedulability rate becomes less
noticeable with the addition of more and more GPUs. The
experiments suggest that while it is generally benefcial to
incorporate additional GPUs in the system, identifying the
optimal number of GPUs for a specifc system depends upon
the characteristics of the task set, workload, and system

confgurations. Calculations for this optimal number of GPUs
are left for future research.

7.2 | Comparative Evaluation of MGPU Based on
Workload Characteristics

To evaluate the proposed multi-GPU (MGPU) server-based
framework, we compare it against two synchronization-based
protocols under fxed-priority scheduling: the FMLP [4, 5] and
the MPCP [3]. For both protocols, we consider suspension-based
and busy-waiting variants.

The platform consists of four CPU cores (Np = 4) and two GPUs
(M = 2). In the lock-based baselines, each GPU is modeled as
a shared resource, and each GPU segment is treated as a critical
section protected by MPCP or FMLP. CPU tasks are allocated
using worst-ft decreasing (WFD), and priorities are assigned
according to RM order.

Table 3 summarizes the task-set generation parameters. For each
confguration, 1000 synthetic task sets are generated. In each
experiment, one parameter is varied, while the others are ran-
domly generated within the ranges specifed in Table 3. Ex-
periment 2(a) varies the number of tasks. Experiment 2(b) varies

ALGORITHM 1 | Overall response-time analysis described in this section. It outlines the main steps for computing the WCRT of each task and
captures the interaction between GPU blocking, higher-priority interference, and CPU-side interference.

Input: A set of multi-segment self-suspending tasks (γ)

Output: Worst-case response time of each task (Ri)

1. for each task τi ∈ γ in priority order do

2. for each GPU segment Gi,j of τi do

3. Identify hp(i), lp(i), and lp∗(i);

4. Construct Ai from the longest GPU segments of lp∗(i);

5. Compute GPU-blocking βgi,j for each GPU g;

6. Initialize interfering workload IWg
i,j using blocking;

7. Initialize the release-time matrix RT;

8. repeat

9. Select GPU g with minimum IWg
i,j;

10. Determine the efective higher-priority set hp∗(i);

11. for each τh ∈ hp∗(i) do

12. Update IWg
i,j with the interference caused by τh;

13. Update RT for τh;

14. end for

15. Update the waiting-time bound Wi,j;

16. until convergence of Wi,j

17. end for

18. Compute total GPU waiting time Wi = ∑jWi,j;

19. Compute CPU-side interference Ii;

20. Compute response time Ri using Equations (28) or (29);

21. end for
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the percentage of GPU-using tasks. Experiment 2(c) varies the
number of GPU segments per task. Experiment 2(d) studies the
impact of the server overhead ϵ. The measured implementation
value of ϵ is approximately 70 μs, and in Experiment 2(d), it is
varied from 0 to 700 μs.

Figure 9 presents the schedulability results for this set of
experiments.

Experiment 2(a) examines the efect of increasing the number of
tasks. As the task count grows, schedulability decreases for all
approaches. However, MGPU maintains close to full schedul-
ability up to 16 tasks and still achieves around 95% at about 20
tasks, while FMLP drops to around 90% (suspension-based) and
below 80% (busy-waiting). MPCP degrades much earlier and falls
to around 10% for 16 tasks in the task set. At higher task counts,
the gap becomes more pronounced, e.g., MGPU achieves around
60% schedulability for 24 tasks in the task set, compared to
roughly 45% for FMLP and 0% for MPCP. This shows that MGPU
scales better with increasing task-set size.

Experiment 2(b) evaluates the impact of the proportion of GPU-
using tasks. As the GPU–task ratio increases, schedulability
decreases for all approaches due to higher contention for shared
resources. However, MGPU and FMLP both maintain consis-
tently high schedulability across the entire range.MGPU remains
close to full schedulability even at high GPU–task ratios, and
FMLP shows only a gradual decrease, still achieving above 90%
even when all tasks use the GPU. In contrast, MPCP degrades
much more rapidly as the GPU demand increases. While it
performs similarly to the other approaches at low GPU–task
ratios, its schedulability drops signifcantly as contention in-
creases, falling to around 30% (suspension-based) and even lower
for the busy-waiting variant when all tasks use the GPU. This
diference is due to howGPU access is managed. MGPU, through
dynamic dispatching to available GPUs, and FMLP, through
suspension-based waiting, reduce blocking on CPU cores. In
contrast, MPCP introduces additional blocking due to priority
boosting and non-preemptive execution of global critical sec-
tions, which becomes more pronounced as contention increases.
As a result, MPCP is less scalable under high GPU demand.

Experiment 2(c) studies the efect of increasing the number of
GPU segments per task. As the number of segments increases,
schedulability decreases for all approaches due to the higher
frequency of GPU requests and increased contention. Com-
pared to Experiment 2(b), this parameter leads to a more
pronounced degradation, as increasing the number of seg-
ments introduces more frequent synchronization points even
when the overall GPU demand remains similar. MGPU and
FMLP both show a gradual degradation, but MGPU consis-
tently maintains higher schedulability across the entire range.
MGPU remains close to full schedulability at low segment
counts and still achieves around 70% when tasks contain about
fve segments, whereas FMLP drops more noticeably to
around 60% (suspension-based) and slightly lower for the
busy-waiting variant. In contrast, MPCP degrades very rapidly
as the number of GPU segments increases, becoming efec-
tively unschedulable beyond 5 segments. These results in-
dicate that frequent GPU invocations amplify the impact of
blocking and synchronization, making segmentation a more
challenging scenario than simply increasing the proportion of
GPU-using tasks.T
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Experiment 2(d) evaluates the impact of the server overhead ϵ.
The schedulability of FMLP and MPCP remains unchanged
across all values of ϵ, since they do not include a server

abstraction. In contrast, MGPU shows a gradual degradation as ϵ
increases. In our experiments, the baseline value of ϵ is obtained
from the simulation model and is set to approximately 70μs,
which is slightly higher than the values reported in prior
implementation-based studies (45 − 50μs) by Kim et al. [1, 2] to
provide a conservative estimate. MGPU remains close to 100% for
small overhead values and still achieves around 95% at this
baseline, remaining clearly above all baselines. As the overhead
increases further, at around ϵ ≈ 200–250 μs, the schedulability of
MGPU drops below that of FMLP (suspension-based). These
results show that the proposed approach is robust under practical
overhead assumptions and degrades only when the server
overhead becomes signifcantly larger than typical
implementation-level values.

Overall, the results show that MGPU consistently outperforms
FMLP andMPCP across all evaluated parameters. The advantage
becomes more evident as the workload becomes more de-
manding, including larger task sets, higher GPU utilization, and
increased segmentation. Although the server overhead in-
troduces some degradation, its impact remains limited for re-
alistic values.
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FIGURE 8 | Evaluating the impact of increasing the number of GPUs from 1 to 5 on the schedulability rate, utilizing the proposed scheduling
approach and response-time analysis. (a) Schedulability rate with respect to task-set utilization. (b) Schedulability rate with respect to the percentage of
GPU-using tasks in the task set. (c) Schedulability rate with respect to the number of tasks in a task set. (d) Schedulability rate with respect to the number
of GPU segments of a task in a task set.

TABLE 3 | Parameter settings for task-set generation in Experiment
Set 2.

Parameters
Experiments

(2a–2d)
Number of CPU cores (Np) 4
Number of GPUs (M) 2
Number of tasks (N) [2 Np, 10 Np]
Task-set utilization (U) [0, Np]
Task period and deadline (Ti = Di) [100, 500] ms
Percentage of GPU-using tasks [10%, 100%]
Number of GPU segments per task

(ηi)
[1, 10]

GPU/CPU WCET ratio (Gi/Ci) [10, 30]%
Server overhead (ϵ) [0, 700] μs
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To further examine the conservatism of the proposed analysis, we
repeated Experiments 2(a)–2(d) using the equation-based RTA on
the same set of generated task sets. The corresponding schedul-
ability results are shown in Figure 10. Across all experiments, the
trends observedwith the RTA closely follow those obtainedwith the
event-driven simulation. The diference between the two remains
small acrossmost confgurations and becomesmore noticeable only
under higher load or increased contention. In all cases, the RTA
yields slightly lower schedulability, indicating a limited degree of
pessimism. The maximum observed gap is around 10–15 % near
the schedulability boundary, while for most confgurations, the
diference remains within a few percentage points.

These results show that the proposed analytical model captures
the behavior of the scheduling framework with reasonable ac-
curacy while remaining safely conservative. The small gap be-
tween the two analyses suggests that the RTA provides a practical
approximation of system behavior without introducing signif-
cant overestimation.

7.3 | Comparative Evaluation of the Proposed
Server-Based Approach With the Synchronization-
Based Approaches

To assess the efectiveness of our proposed MGPU framework,
we compare it against a range of well-established protocols that

manage shared resources under fxed-priority scheduling. These
protocols fall into two broad categories based on their scheduling
and resource management strategies: global fxed-priority (GFP)
and PFP approaches.

Within the GFP category, we include the FMLP [4, 5] and the
Global Priority Inheritance Protocol (PIP) [38]. Both are
synchronization-based methods that permit tasks to access
shared resources under a global scheduling model. FMLP uses
a combination of short non-preemptive sections and suspension-
based locking to reduce blocking, while PIP inherits priorities to
minimize priority inversion when accessing global resources.

In the PFP category, we consider the MPCP [3], SPINLOCK
þWF [39], and resource-oriented partitioning (ROP) [40]. MPCP
synchronizes access to global resources using priority boosting
and busy-waiting, while SPINLOCKþWF applies a spin-based
mechanism combined with a worst-ft heuristic for CPU load
balancing. Both approaches require tasks to actively wait (spin)
for resource access, which can lead to CPU inefciency.

Although ROP is also categorized under PFP, it fundamentally
difers from synchronization-based methods. Rather than
employing locks or priority inheritance, ROP partitions the
shared resources themselves, assigning each one to a specifc
CPU core. Tasks then migrate to the corresponding core
whenever resource access is needed. As such, ROP is not
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FIGURE 9 | Schedulability results for the 2-GPU confguration under varying system parameters. (a) Schedulability vs task count. (b) Schedulability
vs GPU–task ratio. (c) Schedulability vs GPU segment count. (d) Schedulability vs server overhead ϵ.
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a synchronization protocol but is included in our evaluation as
a baseline for comparison, particularly in terms of blocking be-
havior and resource locality.

In contrast to the above protocols, our proposed MGPU server-
based framework adopts PFP scheduling for CPU tasks while
treating GPUs as globally shared resources.

SET-MRTS [41, 42], a real-time task scheduling tool, is utilized in
this experiment.

In all experiments, the system is equipped with a quad-core pro-
cessor, and the number of GPUs is set to 2 and 4. The experimental
settings for the generation of task sets are outlined in Table 4. We
generate 1000 synthetic task sets with 30% GPU-using tasks in
Experiments 3(a) and 3(b), and 100% GPU-using tasks in Experi-
ments 3(c) and 3(d). The evaluation results derived from Experi-
ments 3(a)–(d) are illustrated in Figures 11a–d, respectively.

As depicted in Figure 11a, all GFP and PFP scheduling algo-
rithms attain a 100% schedulability rate at lower utilization
levels. However, the schedulability rate of MPCP and
SPINLOCKþWF starts to decline as the utilization increases,
dropping to zero when U = 2.4. However, PIP, FMLP, and
MGPU preserve their 100% schedulability rates until U = 1.1,
after which the schedulability rate begins to fall until U = 2.
Beyond the utilization of 2, MGPU outperforms FMLP. Even at
the utilization of 2.6, MGPU sustains a 20% schedulability rate,

while FMLP drops to zero. In U = 1.8 till U = 3, ROP yields
higher schedulability than MGPU. Despite MGPU’s global GPU
management, this can be attributed to PFP-ROP’s careful par-
titioning strategy, which efectively reduces blocking overhead
on shared resources under moderate-to-high utilization. By
assigning tasks to CPUs and managing resource access in a more
localized manner, ROP tasks face fewer blocking and in-
terference delays compared to MGPU’s globally queued GPU
server in that utilization range.
Figure 11c illustrates that as the percentage of GPU-using tasks
rises, the problem of busy-waiting in synchronization-based
approaches becomes apparent, while the efciency of MGPU
in managing shared GPU access is highlighted. With an increase
in task-set utilization, the overall system schedulability decreases
for all scheduling approaches. While the decrease is more pro-
nounced for MPCP and SPINLOCKþWF, other approaches see
a less drastic drop in the schedulability rate. MGPU’s schedul-
ability rate is roughly 2%–10% higher than FMLP’s schedulability
rate between U = 1.6 and U = 2. Interestingly, when all tasks in
the set have GPU segments, MGPU outperforms FMLP across
a wider range of utilization. Moreover, the gap between MGPU
and ROP has been decreased. This is attributed to the longer busy
waiting times on CPU cores due to increased requests for shared
resources (GPUs), which can impact the overall task
schedulability rate.
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FIGURE 10 | Schedulability results obtained using the equation-based response-time analysis (RTA) for the 2-GPU confguration under varying
system parameters. (a) Schedulability vs task count. (b) Schedulability vs GPU–task ratio. (c) Schedulability vs GPU segment count. (d) Schedulability vs
server overhead ϵ.
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In the experiments with four GPUs, the trends observed are
similar to those in the two-GPU experiments. As shown in
Figures 11b, d for four GPUs, MPCP and SPINþWF’s sched-
ulability rate sharply decreases with increasing utilization,
performing signifcantly worse than the other approaches.

Compared to the two-GPU system, PIP and FMLP’s schedul-
ability rate is lower.

Despite this, MGPU exhibits comparatively higher performance.
However, the diference in schedulability rates between MGPU

TABLE 4 | Parameter settings for task-set generation in Experiment set 3.

Parameters Experiments (3a, 3b) Experiments (3c, 3d)
Number of CPU cores (Np) 4 4
Number of GPUs (M) [2, 4] [2, 4]
Number of tasks in the task set (N) [2 Np, 5Np] [2 Np, 5Np]
Task-set utilization (normalized) (U) [0, Np] [0, Np]
Task period and deadline (Ti = Di) [100, 500] ms [100, 500] ms
Percentage of GPU-using tasks 30% 100%
Number of GPU segments per task (ηi) [1, 3] [1, 3]
The ratio of the WCET of GPU and CPU segments (Gi/Ci) [10, 30]% [10, 30]%
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FIGURE 11 | Comparative evaluation of schedulability rate of the server-based multi-GPU scheduling approach in relation to the two
synchronization-based approaches. (a) Schedulability Rate-2 GPUs-30 percent GPU-using tasks. (b) Schedulability rate – 4 GPUs – 30 percent
GPU-using tasks. (c) Schedulability rate – 2 GPUs – 100 percent GPU-using tasks. (d) Schedulability rate-4 GPUs-100 percent GPU-using tasks.
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and the synchronization-based methods becomes more pro-
nounced when all tasks use GPUs as depicted in Figure 11d.
While the maximum diference in schedulability rates between
FMLP and MGPU was around 15% at U = 1.4 in a two-GPU
system, this diference expands to about 60% in a four-GPU
system at the same utilization level. Additionally, with 100%
GPU-using tasks, when there are more GPUs in the system,
MGPU can outperform the fully partitioned ROP algorithm.

We note that increasing the number of GPUs will not always
enhance the schedulability rate. This is because, with the ef-
cient utilization of CPU core capacity, an adequate number of
GPUs, and the characteristics of the current task sets, there will
not be any contention among tasks for GPU access.

Across all experimental scenarios, the MPCP and SPINLOCK
þWF approaches consistently underperform compared to other
methods. The pessimistic blocking analysis inherent inMPCP [3]
leads to conservative schedulability estimates, while
SPINLOCKþWF, despite its implementation simplicity, fully
occupies CPU cores during spinning, wasting valuable compu-
tational resources.

As illustrated in Figure 11, the proposed server-based MGPU
approach outperforms synchronization-based alternatives, par-
ticularly under moderate-to-high system utilization. This per-
formance gain stems from its more efcient coordination of CPU
and GPU resources, which avoids the busy-waiting typically
associated with lock-based methods. However, MGPU does not
always surpass ROP, a resource-partitioning protocol that assigns
GPU access locally to specifc cores. ROP exhibits better
schedulability under certain moderate-load conditions due to its
reduced contention and simpler access control.

When the proportion of GPU-using tasks increases signifcantly,
however, the benefts of MGPU’s global GPU management be-
come more pronounced. In such high-contention scenarios,
MGPU sustains higher schedulability rates than ROP by dy-
namically orchestrating GPU access across all cores. It is also
important to highlight that the efectiveness of ROP—and par-
titioned approaches in general—depends heavily on the parti-
tioning heuristic applied.

8 | Conclusion and Future Work

In this paper, we presented a new server-based scheduling approach
for real-time tasks that execute on multicore and multi-GPU het-
erogeneous computing systems. This extends the state-of-the-art
analysis that only supports server-based scheduling of single-GPU
systems. The proposed approach mitigates the challenges of busy
waiting and priority inversion that are often associated with the
traditional lock-based scheduling approaches when employed in
multicore and multi-GPU systems. Furthermore, we presented the
WCRT analysis of tasks that are scheduled with the proposed
scheduling approach. The proposed response-time analysis captures
key sources of delay, including GPU blocking and interference,
allowing schedulability analysis for multi-GPU systems.

We conducted a comparative evaluation of the proposed ap-
proach, comparing it to the traditional lock-based scheduling
approaches for multi-GPU systems. The evaluation results afrm
the efectiveness of our scheduling approach compared to the
traditional lock-based approaches, particularly in enhancing the

schedulability rate of computation-intensive task sets in multi-
core and multi-GPU systems.

Future work is to allow more fne-grained control of GPU ca-
pacity in multi-GPU systems through new partitioning methods
and resource allocation considering real-time demands. This is
needed to ensure real-time performance in safety-critical ap-
plications where many diferent (software) subsystems are
sharing the use of a small set of GPUs. Partitioning would then
allow each subsystem to be guaranteed a fraction of the com-
puting power of a GPU, making that subsystem independent of
activities in other subsystems and hence independently certif-
able. Resource allocationmethods would then be needed tomake
sure that a sufciently large GPU fraction is allocated to ensure
the correct timing behavior of a subsystem. Another future work
entails reducing pessimism from the presented analysis. In
particular, the interference caused by higher-priority tasks in
GPU access time is calculated by summing the total of their
parallel segments. However, these segments are not requested all
simultaneously; instead, they are requested one at a time, with
sequential segments occurring in between. This can lead to
pessimism in the analysis results. The pessimism can be
addressed by using the transactional model and analyzing with
response time analysis with ofsets [43–45]. However, this re-
quires further consideration and substantial extensions to the
existing analysis, which we have left for future work.
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