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Abstract

Embedded systems executing soft real-time workloads are increasingly expected to maintain pre-
dictable timing behaviour under varying computational load. When a task repeatedly exceeds its
deadline on a resource constrained local platform, system quality degrades and recovery is not guar-
anteed. Edge computing, which places additional processing resources close to the device, offers a
potential remedy by allowing tasks to be offloaded to a faster remote server. However, the commu-
nication cost of offloading means that migration is only beneficial under certain conditions and an
uninformed decision can worsen timing rather than improve it. This thesis investigates whether a
lightweight runtime mechanism can reliably detect deadline violations and make correct, network-
aware offloading decisions for soft real-time tasks. Two components are designed and implemented,
Task Runtime Execution Monitor (TREM), monitoring agent that detects per-job deadline viola-
tions at runtime and Network-aware Offloading Decision Engine (NODE), decision engine that
estimates whether executing a violating task on the edge server would allow it to meet its deadline
given the current network conditions. The mechanism is evaluated through four experiments that
vary the presence of the decision engine, the edge speed factor and the network quality. The results
show that TREM correctly identifies persistent violation states, that NODE approves offloading
only when it is genuinely beneficial and that the mechanism eliminates deadline violations once
triggered, a task that misses every one of 37 consecutive deadlines without the mechanism misses
only 6 before NODE offloads it and none of the following 35 job instances violate their deadline.
The work demonstrates that dynamic, network-aware offloading is a viable strategy for recovering
soft real-time tasks from persistent deadline violation states on resource-constrained platforms.
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1. Introduction

1.1. Motivation

Embedded computing systems are increasingly deployed in environments that demand both pre-
dictable timing behaviour and high computational throughput. Industrial automation, robotics
and networked control systems all rely on tasks that must produce results within strict time
bounds to guarantee correct and safe operation. When such tasks execute on resource constrained
local platforms, devices with limited processing capacity, memory and energy budget, sustained
workload increases or unexpected execution time spikes can cause tasks to miss their deadlines
repeatedly. In soft real-time systems, isolated misses are tolerable, but persistent violation states
degrade system quality and may indicate a fundamental mismatch between the computational
demand and the capacity of the local platform.

Edge computing offers a practical remedy. By placing additional computational resources
physically close to the embedded device, edge servers can execute computationally demanding
tasks faster and return results with low communication latency. Offloading a task to the edge
reduces the effective execution time seen by the local platform, which can eliminate deadline
violations without requiring hardware upgrades to the device itself. However, offloading is not
always beneficial. The communication overhead introduced by transferring task data to the edge
and back incurs a latency and bandwidth cost that must be weighed against the reduction in
execution time. An offloading decision that ignores network conditions may worsen task timing
rather than improve it.

This creates a need for a runtime mechanism that monitors task timing on the local platform,
detects when deadline violations become persistent and decides whether offloading to the edge is
likely to improve the situation given the current network conditions. Designing such a mechanism
in a way that is lightweight, correct and deployable on an industrial real-time platform is the
central challenge addressed by this thesis.

1.2. Problem Statement

Resource-constrained embedded platforms executing soft real-time workloads are susceptible to
deadline violation states caused by workload spikes that exceed local computational capacity.
Existing approaches to task offloading in the real-time domain either target hard real-time systems
with formal schedulability guarantees that do not apply to soft real-time contexts or they use
static offloading policies defined at design time that cannot adapt to runtime changes in workload
or network conditions. A dynamic, network-aware mechanism that detects violations at runtime
and evaluates the offloading benefit on a per job basis is needed to address this gap.

1.3. Research Questions

The following research questions guide the design and evaluation of the proposed mechanism:

RQ1 How can task-level runtime metrics (response time, execution time and deadline miss status)
be used to support a network-aware offloading decision for soft real-time tasks?

RQ2 How can monitored task-level metrics be used to design a runtime decision-making mecha-
nism that identifies which tasks should be offloaded under overload conditions?

RQ3 How does the proposed decision-making mechanism affect system performance compared to
a system without adaptive offloading?

1.4. Proposed Solution and Contributions

This thesis proposes a two-component mechanism for deadline-aware dynamic task offloading in
soft real-time systems. The mechanism consists of:

• Task Runtime Execution Monitor (TREM), a monitoring agent that connects to the
RVM telemetry interface, observes the response time of each task job. When a job’s response
time exceeds its deadline, TREM forwards a MissReport to NODE over a TCP connection.

1
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• Network-aware Offloading Decision Engine (NODE), a decision agent that receives
MissReports from TREM, samples the current network conditions (latency and available
bandwidth) and estimates the response time that the affected task would experience if exe-
cuted on the edge server. If the predicted edge response time falls below the task deadline,
NODE approves the offload; otherwise, it retains the task on the local platform.

Once NODE approves an offload, the task’s execution time is updated to reflect the estimated
speedup from running on the edge server. The mechanism does not require modifications to the
application code or to the RVM scheduler and operates as an independent layer on top of the
existing real-time platform.

Based on this design, the main contributions of this thesis are:

1. The design and implementation of TREM, a lightweight runtime monitoring agent for soft
real-time tasks running on the RVM platform, capable of detecting per-job deadline violations
and forwarding structured miss notifications over TCP.

2. The design and implementation of NODE, a network-aware offloading decision engine that
evaluates the offloading benefit per task using a response time formula that jointly accounts
for edge speed and network conditions.

3. An experimental evaluation of the combined mechanism across four scenarios that vary the
presence of NODE, the edge speed factor γ and the network quality, demonstrating correct
and beneficial offloading decisions in all evaluated configurations.

1.5. Thesis Outline

The remainder of this thesis is structured as follows. Section 2. describes the research method-
ology followed in this work. Section 3. introduces the background concepts underlying the work,
including real-time systems, edge computing and task offloading. Section 4. reviews related work
on runtime monitoring and task offloading. Section 5. formally defines the periodic task model
and system notation used throughout the thesis. Section 6. presents the design of TREM and
NODE in detail, including the violation detection logic, the offloading decision formula and the
communication architecture. Section 7. discusses the ethical and societal considerations of the
work. Section 8. describes the experimental setup, including the task configuration, the evaluation
platform and the experimental scenarios. Section 9. presents the results of the four experiments.
Section 10. discusses the results in relation to the research questions, design choices, related work
and limitations. Section 11. concludes the thesis and outlines directions for future work.

2
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2. Research Methodology

This section describes the research methodology followed in this thesis, covering the literature re-
view process, the design and implementation approach and the experimental evaluation approach.
The work proceeds through four phases: problem identification (Section 1.1–1.2), literature re-
view, artefact design and implementation and controlled experimental evaluation, with each phase
building directly on the outcome of the one before it.

2.1. Literature Review Process

The related work presented in Section 4 was compiled through a self-directed literature review
targeting three areas relevant to the research questions: soft real-time systems and runtime mon-
itoring, edge computing and task offloading and DAG-based workflow offloading with existing
runtime decision-making mechanisms. Papers were located through keyword searches, including
soft real-time offloading, runtime monitoring real-time systems, edge computing embedded devices,
DAG task offloading and network-aware offloading decision, using Google Scholar, IEEE Xplore
and the Mälardalen University library/DiVA portal and through backward and forward citation
tracing from directly relevant papers, such as Tahirović’s work on computation offloading for real-
time applications. A paper was retained if it addressed runtime or adaptive decision-making, task-
or job-level monitoring, or offloading under resource constraints; work restricted to design-time,
hard real-time schedulability analysis or cloud-scale, non-latency-sensitive offloading was used only
for contrast, since it does not target the same problem class. This process confirmed that existing
offloading and monitoring approaches either target hard real-time guarantees that do not apply
here, or make offloading decisions using coarse, system-level metrics rather than task-level runtime
signals, the gap this thesis addresses.

2.2. Design and Implementation Approach

The design of TREM and NODE followed directly from the system and job models formalised in
Section 5, which were themselves derived from the constraints of the target execution platform,
RVM and Juliet, described in Sections 3.4 and 8.1. Two requirements imposed by this platform
shaped the design throughout, the mechanism must not require modifying the application code or
the RVM scheduler and communication between components must use TCP sockets, consistent with
the existing platform’s socket-based architecture. TREM’s polling interval and NODE’s decision
formula, presented in Section 6, were derived analytically from the task model in Section 5 before
any implementation work began. The two components were then implemented in C++ and built
using CMake and validated incrementally, first verifying that TREM correctly detects and reports
deadline misses in isolation, then verifying NODE’s offloading decisions against hand-computed
expected values for known latency, bandwidth and γ inputs, before the two components were run
together end-to-end.

2.3. Experimental Evaluation Approach

The experimental scenarios presented in Section 8.3 were selected to isolate one factor at a time
against the mechanism’s expected behaviour, so that each experiment answers a specific part of
the research questions rather than conflating multiple effects. E1 and E2 hold the edge speed
factor γ and network conditions fixed and vary only the presence of NODE, isolating whether the
mechanism itself changes system behaviour and directly targeting RQ2 and RQ3. E3 holds NODE
active and the network fixed while sweeping γ across five values, isolating the effect of edge server
speed on the offloading decision. E4 holds NODE active and γ fixed while switching between three
discrete network configurations, isolating the effect of network quality on the decision. This single-
variable-at-a-time design allows each experimental result to be attributed unambiguously to the
factor under test. The task set in Table 1 and the deliberate workload spike on task A1 were kept
identical across all four experiments to make results directly comparable and each experiment was
run for a fixed 50 job iterations to capture the three phases of interest, stable operation, violation
and recovery, consistently. The metrics recorded, response time, deadline-miss flag and rolling
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violation ratio, defined in Section 5.5, were chosen because they are exactly the task-level signals
available to TREM at runtime, directly connecting the evaluation back to RQ1.
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3. Background

This section introduces the foundational concepts on which this thesis builds. It covers real-time
systems and their classification, edge computing and its relevance to resource constrained embedded
platforms and the concept of task offloading. The formal periodic task model and notation used
throughout the work are introduced in Section 5. The section closes with a brief description of the
execution platform used in this work.

3.1. Real-Time Systems

A real-time system is a computing system in which the correctness of the system depends not
only on the logical result of a computation but also on the time at which the result is produced.
A computation that produces the correct value but delivers it after the required time may be
as harmful as a computation that delivers the wrong value. This timing constraint is expressed
through the concept of a deadline, a bound on the time within which a computation must complete.

Real-time systems are conventionally classified into two categories based on the consequence of
a deadline violation.

Hard real-time systems require that every deadline is met without exception. A single missed
deadline is considered a system failure. Examples include flight control systems, anti-lock braking
systems and medical devices such as pacemakers, where a timing violation can have catastrophic
consequences. Hard real-time systems are typically designed with formal worst-case execution
time (WCET) analysis and schedulability proofs that guarantee deadline satisfaction under all
conditions.

Soft real-time systems tolerate occasional deadline misses. A late result is undesirable and
degrades system quality, but it does not constitute a system failure. The key metric in soft
real-time systems is not the binary pass/fail of individual jobs but the statistical distribution of
violations over time, for example, the fraction of jobs that miss their deadline within a given
observation window. Examples include multimedia streaming, interactive control applications and
industrial monitoring systems where a bounded number of delayed responses is acceptable. This
thesis targets soft real-time systems, as the application context does not require hard deadline
guarantees but does require that violations remain rare and recoverable.

3.2. Edge Computing

Cloud computing has long been used to offload computation from resource constrained devices to
remote data centres with abundant processing power. However, the round trip latency to a distant
cloud server, typically in the range of tens to hundreds of milliseconds, is often incompatible with
the timing requirements of real-time applications.

Edge computing addresses this limitation by placing computational resources physically closer
to the devices that generate and consume data. An edge server is deployed at or near the network
edge, for example, at a base station, a factory floor gateway or a local compute node, so that the
communication latency between the device and the edge is significantly lower than the latency to
a cloud data centre. Typical edge latency values are in the range of 5–20ms, which is low enough
to be useful for soft real-time workloads.

In addition to lower latency, edge servers generally offer more computational resources than
the embedded devices they serve. A task that cannot complete within its deadline on the local
device may complete within the deadline when executed on the edge, because the edge processes
the same task faster. This speedup relationship is the basis for the offloading approach used in
this thesis.

Edge-cloud systems are, in practice, structured as a layered architecture rather than a single
edge tier sitting between the device and the cloud. The ETSI Multi-access Edge Computing (MEC)
reference architecture for 5G networks identifies four possible placements for an edge host along
the path from device to core network: co-located with the base station, with a transmission node,
with a network aggregation point, or with core network functions in a data centre [1]. Positions
closer to the device incur less network latency but offer less aggregated compute capacity, while
positions closer to the core trade latency for scalability. For a resource-constrained embedded

5



Antigona Llozhi Soft Real-time Task Offloading

device, this layered structure means a task can be kept local, offloaded to a nearby edge host, or
offloaded further toward the cloud, with the choice governed by the task’s timing requirements and
the latency achievable at each tier.

Reaching even the nearest tier depends on the wireless access technology connecting the device
to the network, most commonly 5G, which is designed to meet the low-latency, high-bandwidth
demands of edge-based applications. In practice this link quality varies: measurements of licensed
5G standalone networks report downlink throughput ranging from under 200 Mbps on constrained
devices to several hundred Mbps on higher-end hardware [2]. Because this variability cannot be
fixed at design time, it must instead be treated as a runtime condition, which is why NODE
samples the current network latency and bandwidth immediately before each offloading decision
rather than assuming a fixed link quality.

3.3. Task Offloading

Real-time applications are frequently structured as a set of dependent tasks rather than a single
independent unit of work. A common way to represent this structure is a Directed Acyclic Graph
(DAG), in which each node represents a task and each directed edge represents a precedence de-
pendency: a task cannot begin execution until all of its predecessors have completed and produced
their output [3]. DAG-based application models are common in real-time and edge computing
because many practical workloads, for example sensor processing pipelines or multi-stage analytics
chains, naturally decompose into a sequence of dependent stages rather than a set of unrelated
jobs. This structure has a direct consequence for task offloading: because tasks are dependent,
offloading a single task within the DAG can change the completion time of every task that de-
pends on it. An offloading decision therefore cannot be evaluated only against the offloaded task’s
own deadline, it must also be checked against the end-to-end deadline of the DAG as a whole,
an approach reflected in the application model and offloading decision formalised in Sections 5.
and 6..

Task offloading refers to the process of migrating a computation from a local device to a remote
resource, executing it there and returning the result. In the context of edge computing, offloading
allows a resource constrained embedded device to delegate computationally expensive tasks to a
nearby edge server, reducing local execution time and energy consumption.

The offloading decision is non-trivial. Transferring a task to the edge incurs a communication
overhead that includes the time to send the task input data, the network latency and the time to
receive the result. Whether offloading is beneficial depends on whether the time saved by faster
edge execution outweighs the communication overhead.

The edge execution time itself is commonly estimated as a fraction of the local response time,
scaled by a factor representing the relative speed advantage of the edge server over the local device,
a faster edge server yields a smaller scaling factor. This trade-off is formalised as part of the system
model in Section 5.1..

Offloading decisions can be made statically at design time, based on estimated workload pro-
files or dynamically at runtime, based on observed execution times and current network conditions.
Static approaches are simple but cannot adapt to workload changes, dynamic approaches react to
runtime conditions but require monitoring infrastructure. This thesis takes a dynamic approach,
using runtime monitoring to trigger offloading decisions only when a task is observed to be consis-
tently missing its deadline.

3.4. Execution Platform: RVM and the Juliet Language

The experimental platform used in this thesis is the RVM (Real-time Virtual Machine), an execu-
tion environment developed for soft real-time industrial applications. RVM provides a deterministic
task scheduler for periodic tasks and exposes a telemetry interface that allows external agents to ob-
serve per task execution metrics in real time, including response time, execution time and deadline
miss status.

Applications for RVM are written in the Juliet language, a domain specific language designed
for concurrent real-time programming. Juliet tasks are defined with explicit periods and priorities,
the RVM scheduler executes them accordingly and records timing data for each job. TREM
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accesses this data by connecting to the RVM telemetry port (port 4445) over TCP, which enables
monitoring without modifying the application code.

This platform was chosen because it represents an industrially relevant execution environment
for soft real-time workloads. The combination of a PREEMPT RT Linux kernel and the RVM
task scheduler provides a controlled soft real-time environment that is realistic while remaining
tractable for experimental evaluation.

7
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4. Related Work

Embedded systems are typically designed to perform dedicated functions within a broader physical
or digital environment, but they do so under strict limits on processor time, memory, energy and
storage. Because of these limits, they rarely behave like general-purpose computers that can absorb
workload variation without visible consequences. Their software must be compact, predictable
and able to keep operating even when the available resources are modest [4, 5]. This is one
reason embedded computing remains central in industrial automation, robotics, medical devices,
automotive systems and other environments where timing matters. In such settings, embedded
software is not only expected to compute a correct result, but also to do so within a useful time
window. The practical issue is not only whether a task completes, but whether it completes soon
enough to preserve quality of service and system responsiveness. Real-time capable systems are
therefore adopted when the application must react quickly and consistently to changing conditions.
Industrial systems in particular often combine continuous operation, multiple concurrent tasks and
limited hardware headroom, which makes resource contention a practical concern rather than a
theoretical one. As a result, the literature treats embedded systems as a foundational context for
real-time computing rather than a separate niche. The main issue is not only whether a task is
functionally correct, but whether it meets timing constraints while the system remains resource
constrained [6, 7]. This directly motivates the soft real-time perspective needed in this thesis.

Soft real-time systems occupy the space between strict correctness and best-effort computing.
In these systems, a deadline miss is undesirable because it reduces quality of service, but it does not
necessarily mean that the entire system has failed. This distinction is important in applications such
as multimedia, industrial supervision and other latency-sensitive workloads where the system can
remain functional even when timing is imperfect. The key challenge is that the system must sustain
acceptable responsiveness while still tolerating occasional temporal violations. Latency, jitter and
deadline misses matter because they directly affect how stable and smooth the service appears to
users or downstream tasks. In the literature, soft real-time behavior is therefore often described in
terms of degradation rather than failure, which makes runtime adaptation more relevant than rigid
enforcement. A soft real-time system may continue executing after a missed deadline, but the result
can be lower quality output, delayed control actions or a gradual accumulation of lateness [6, 7, 8].
This is especially important in embedded environments where execution times vary and resource
availability changes during operation. Static assumptions are often too weak to describe such
behavior well, because they do not capture transient overload or shifting task interference [8]. The
literature therefore increasingly treats soft real-time systems as adaptive systems whose quality
depends on what the runtime situation looks like now, not only on what was known at design time.

Runtime monitoring appears frequently in real-time and embedded literature as a way to ob-
serve how a system behaves while it is running, rather than relying only on design-time analysis.
The main idea is to collect timing-related information that reveals whether the current operating
conditions still support acceptable behavior [9, 10]. In soft real-time settings, this usually means
watching response times, deadline misses, tardiness or related indicators that show how far execu-
tion has drifted from the desired timing profile. A major advantage of this approach is that it can
expose overload or performance degradation early enough to support corrective action [9, 11]. At
the same time, the monitoring itself must stay lightweight, because resource-constrained embedded
systems cannot afford expensive observation mechanisms that consume the same scarce capacity
they are supposed to protect [11, 3]. The literature therefore often stresses careful metric selection
and low-overhead observation rather than comprehensive measurement of everything [3, 9]. This
is relevant because monitoring is only useful when it produces information that can drive a deci-
sion, such as whether a task should continue locally, be degraded or be moved elsewhere. In other
words, monitoring is not the end goal, it is the input to runtime adaptation. For soft real-time
embedded platforms, this link between observation and adaptation is especially important because
timing problems may emerge gradually and under changing load [9, 11]. Literature on feedback
scheduling and runtime assurance shows that runtime signals can support better system behavior
when they are interpreted in context. This makes monitoring a direct precursor to the kind of
decision-making mechanism that this thesis targets.

Directed Acyclic Graph (DAG) workflows introduce an additional layer of complexity because
tasks are no longer independent. Each task may depend on earlier computation, which means that

8



Antigona Llozhi Soft Real-time Task Offloading

offloading one node can affect the timing of many later nodes. In soft real-time edge computing,
DAG models are attractive because they describe applications where computation naturally un-
folds as a sequence or structure of dependent stages. They are often used to represent workloads
such as perception pipelines, analytics chains and other structured applications in which partial
completion still has value. The difficulty is that a DAG cannot be treated as a simple set of unre-
lated jobs. Partitioning decisions must respect dependency edges, communication delays and the
effect of moving work away from the local device. Several studies on DAG offloading and related
edge deployment problems focus on placement or partitioning under assumed workload conditions,
but many of them rely on static maps or offline planning. This can be effective when the workload
is stable, but it becomes less suitable when execution time changes at runtime or when a resource-
constrained platform experiences temporary overload. In such cases, the right offloading choice
may depend on the current timing state of individual tasks rather than on a fixed partition com-
puted earlier. The literature therefore suggests that DAG applications need more than a one-time
placement decision. They need runtime awareness of which task is causing degradation, where it
sits in the dependency chain and whether local execution is still appropriate. This is especially
relevant for soft real-time workloads, where the objective is often to preserve quality rather than
to satisfy every deadline absolutely [12, 10].

Existing decision-making approaches for offloading span energy-aware, latency-aware and feedback-
based methods, but many of them remain too coarse for soft real-time task control. A recurring
limitation is that they rely on system-level indicators such as overall CPU load, average latency
or energy consumption, which can hide the behavior of individual tasks. That is problematic in
embedded soft real-time systems because one overloaded task can degrade the whole schedule while
the aggregate metrics still look acceptable [11, 13]. Tahirović’s work on computation offloading for
real-time applications is useful here because it treats offloading as a system-level planning problem
and discusses criteria such as utilization, energy, lateness and missed deadlines. However, the focus
is still on a broader offloading framework and design-time modeling rather than lightweight runtime
task monitoring [14]. In the same direction, energy-efficient offloading studies for soft real-time
tasks often decide based on power consumption, utilization or estimated delay, but these indicators
do not always expose which task is actually driving the overload [13, 15]. Adaptive offloading in
mobile edge clouds improves responsiveness by using runtime feedback, yet its decision variables
are usually tied to application-level or host-level observations rather than fine-grained task tim-
ing behavior [15]. Feedback control approaches also contribute an important perspective because
they show how runtime metrics can adjust system behavior continuously. Even so, many such ap-
proaches focus on resource management or orchestration rather than selecting which soft real-time
task should be offloaded next [11, 9]. This distinction matters because offloading at the wrong
granularity can shift the overload instead of solving it [11, 15]. For that reason, system-level met-
rics alone are too coarse for the runtime decision problem addressed in this thesis. The literature
points toward adaptation, but not toward the task-centric mechanism required here [11, 14].

Taken together, the literature shows three consistent facts. First, embedded systems in in-
dustrial and edge settings are resource constrained and time sensitive. Second, soft real-time
applications can tolerate occasional deadline misses, but only if quality and responsiveness remain
acceptable. Third, runtime monitoring and offloading have both been explored, yet they are often
separated or they rely on metrics that are too coarse to identify task-level degradation accurately.
DAG-based applications make the problem even more demanding because dependencies mean that
a bad local decision can propagate through the workflow. The overall gap is therefore clear: existing
work does not provide an integrated runtime decision-making mechanism that combines task-level
monitoring with adaptive offloading decisions for soft real-time systems. This is precisely the gap
this thesis addresses by focusing on lightweight monitoring of timing behavior and using it to decide
when and what to offload in a resource-constrained embedded platform.
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5. Problem Formulation

As the computational load on embedded and edge devices continue to grow, small embedded
devices may no longer be able to execute all tasks within their soft real-time constraints. This
overload results in increased response times and frequent deadline misses, which degrade system
performance. While offloading tasks to nearby edge servers can reduce this overload, the key
challenge lies in making efficient decisions: determining exactly which tasks to offload and when
to offload them, without adding significant processing overhead.
This thesis focuses on a lightweight, task-level decision mechanism that operates at runtime to
improve timing behavior for soft real-time workloads.
The work is guided by the following research questions:

• RQ1: How can task-level runtime metrics (response time, execution time and deadline miss
status) be used to support a network-aware offloading decision for soft real-time tasks?

• RQ2: How can monitored task-level metrics be used to design a runtime decision-making
mechanism that identifies which tasks should be offloaded under overload conditions?

• RQ3: How does the proposed decision-making mechanism affect system performance com-
pared to a system without adaptive offloading?

5.1. System Model

The system model describes a multi-core embedded platform running a real-time operating system
(RTOS), where independent directed acyclic graph (DAG) applications execute on dedicated cores
without inter-application interference. Each DAG consists of interdependent tasks with periods,
execution time, deadlines and precedence constraints, generating periodic job sequences for runtime
analysis. Task-level monitoring collects job metrics including response times, deadline misses and
tardiness, stored in shared memory for access by the decision-making mechanism.

5.2. Application Model

We consider a multi-core embedded platform running on a Linux-based real-time operating system.
The platform consists of identical processing cores. The system executes a set of M real-time
applications, each modeled as a Directed Acyclic Graph (DAG). Each DAG is deployed on a
separate core; therefore, applications do not interfere with each other in this model. Since all
DAGs are independent, we focus on modeling a single DAG application.

A DAG is represented as:
G = (V,E) (1)

where:

• V = {τ1, τ2, . . . , τn} is the set of vertices representing tasks,

• E ⊆ V ×V is the set of directed edges representing precedence (data) dependencies between
tasks.

A directed edge (τk, τk+1) ∈ E indicates that task τk+1 depends on the output of task τk
and cannot start before τk completes. We assume that each DAG has exactly one source task
(no predecessors) and one sink task (no successors). The DAG is associated with an end-to-end
relative deadline D, which represents the maximum allowed time for completing all tasks in G.

5.3. Task Model

Each task τi ∈ V is characterized by the tuple

τi := ⟨Ci, C
′
i, Ti, Pi, Di, datain,i, dataout,i⟩, (2)

where Ci and C ′
i denote the maximum observed execution times on the local device and on

the remote edge/cloud resource, respectively, Ti is the task period, Pi is the priority, Di is the
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relative deadline with Di ≤ D and, under the implicit-deadline assumption, Di = Ti, and datain,i
and dataout,i represent the input and output data sizes. The values Ci and C ′

i are not assumed to
be worst-case execution times known a priori, instead, they are empirical upper bounds obtained
through runtime monitoring.

5.4. Job Model

Each DAG generates a sequence of instances (jobs) over time. Similarly, each task τi ∈ V within
the DAG produces a sequence of jobs {Ji,0, Ji,1, . . .}. The j-th job of task τi, denoted by Ji,j , is
characterized by: an arrival (release) time ai,j , a finishing time fi,j , an absolute deadline di,j =
ai,j +Di and a response time ri,j = fi,j − ai,j .

At run time, the monitoring component measures the actual execution time of each job, denoted
by ci,j . The job is therefore represented by the tuple

Ji,j := ⟨ai,j , fi,j , di,j , ri,j , ci,j⟩. (3)

5.5. Monitoring Information

At run time, the monitoring component collects performance metrics for each task job Ji,j . These
metrics are grouped into a setMi,j defined as:

Mi,j := ⟨DMi,j , TRi,j , ci,j⟩ (4)

where:

• DMi,j indicates whether the job results in a deadline miss,

• TRi,j denotes the tardiness of the job,

• ci,j is the measured execution time of the job.

5.6. Offloading Model

Building on the task model introduced above, the predicted response time of job Ji,j if executed
on the edge server is given by

R′
i,j = C ′

i,j + ttransfer + λ (5)

where C ′
i,j is the estimated execution time of the job on the edge server, ttransfer is the time

required to transmit the task’s input and output data over the network and λ is the network
round-trip latency. Offloading job Ji,j is beneficial if and only if R′

i,j < Di, i.e., the predicted edge
response time fits within the task’s deadline.

The edge execution time C ′
i,j is estimated as a fraction of the observed local response time,

C ′
i,j = γ ·Ri,j (6)

where γ ∈ (0, 1) is an edge speed factor representing the relative speed advantage of the edge
server over the local device. A smaller γ implies a faster edge server; for example, γ = 0.5 means
the edge server executes the task in half the local time.
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6. Method

This section presents the design of the two components that make up the proposed decision-making
mechanism: TREM, which observes task execution and detects deadline violations, and NODE,
which decides whether a violating task should be offloaded to an edge server. Figure 1 illustrates
the two components and the decision they produce, while Figure 2 shows the system’s architecture.
Further implementation details are described in Section 8.

Real-Time Task Set

Independent periodic tasks executing locally

TREM - Task Run-
time Execution Monitor

Observes task execution job by job

Detects deadline misses

and reports them to NODE

NODE - Network-aware
Offloading Decision Engine

Predicts task response time on the edge server

Approves offloading only if it improves timing

Offload
to Edge Server

Keep Local
on Device

Figure 1: Overview of the proposed mechanism. TREM continuously monitors task execution and
forwards deadline miss reports to NODE. NODE evaluates network conditions and predicts the
response time on the edge to decide whether the task should be offloaded or continue executing
locally.

6.1. System Architecture

Figure 2 shows how the four components of the mechanism, the task runtime, TREM, NODE
and the network model, are organised with respect to the device and the edge. The mechanism
is implemented for a single embedded device: the task runtime, TREM and NODE all execute
on this device, and no separate edge machine is present in the current implementation. TREM
observes the task runtime and forwards a miss report to NODE whenever a deadline is violated;
NODE queries the network model to estimate current network conditions and returns its decision
to TREM. The edge server appears in the figure as the endpoint an approved offload would target,
communicating with the device over a network connection whose technology and conditions are
represented by the network model rather than a physical link. The concrete deployment platform,
port numbers and network parameter values used to realise this design are given in Section 8.
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Embedded Device Edge

Task Runtime
executes real-time tasks

Task Runtime Execution
Monitor (TREM)

monitors execution,
detects deadline misses

Offloading Decision
Engine (NODE)

decides whether to
offload a task

Network Model
estimates current

network conditions

Edge Server

telemetry

miss report

decision

query

Figure 2: Architecture of the proposed mechanism. The task runtime, TREM and NODE are
all located on the embedded device; the edge server is the endpoint an approved offload targets.
Arrows show the direction of telemetry, miss reports, offloading decisions and the network query.

6.2. Task Runtime Execution Monitor (TREM)

TREM operates as a continuous polling process, checking every tracked task every Tpoll = 5 ms,
matching the minimum task period in the system, to guarantee that no job completion goes
undetected between consecutive polls.

For each tracked task τi, TREM retrieves the timing data for the latest completed job, identified
by a sequence number that increments with each new job completion. If the sequence number has
not changed since the last poll, no new job has completed and the task is skipped. When a
new job is detected, TREM records its response time Ri,j and execution time Ei,j , as defined
in Section 5.1.. The response time Ri,j includes any periods during which the task was blocked,
preempted or waiting for a resource, whereas Ei,j captures only the time the task was actively
executing on the CPU. Consequently, Ri,j ≥ Ei,j always holds.

TREM then evaluates the deadline miss condition for each job:

DMi,j =

{
1 if Ri,j > Di

0 otherwise
(7)

If DMi,j = 1, TREM constructs a miss report containing the task identifier, job identifier,
response time, execution time, the configured deadline and the deadline miss flag, and transmits
it to NODE immediately. No report is sent for jobs that complete within their deadline, keeping
communication overhead strictly proportional to the frequency of deadline violations. Algorithm 1
summarises this procedure.

6.3. Network-aware Offloading Decision Engine (NODE)

NODE receives miss reports continuously from TREM. Upon receiving a report for task τi, NODE
follows a three-step evaluation to determine whether offloading the task to an edge server is pre-
dicted to improve its timing behaviour.
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Algorithm 1 Task Runtime Execution Monitor (TREM)

Require: Tracked task set Γ, per-task deadline Di, poll interval Tpoll

1: repeat
2: for each τi ∈ Γ do
3: times← get task times(τi)
4: if times = null then continue
5: end if
6: if times.seq = 0 or times.seq = last seq[i] then continue
7: end if
8: last seq[i]← times.seq
9: Ri,j ← times.wall time us

10: Ei,j ← times.cpu time us
11: if Ri,j > Di then
12: DMi,j ← 1
13: Send ⟨τi, j, Ri,j , Ei,j , Di, DMi,j⟩ to NODE
14: end if
15: end for
16: until stopped

Step 1 - Network condition assessment
NODE samples the current network latency λ and available bandwidth BW (Section 5.1.).

Network conditions are considered feasible for offloading if both of the following conditions hold
simultaneously:

λ ≤ λmax and BW ≥ BWmin (8)

If either condition is violated, offloading is rejected immediately without proceeding to the
response time estimation, since the network cannot reliably support task migration.

Step 2 - Predicted response time on the edge
If network conditions are feasible, NODE estimates the response time that τi would achieve if

executed on the edge server, using the offloading model defined in Section 5.1.:

R′
i,j = C ′

i,j + ttransfer + λ, C ′
i,j = γ ·Ri,j (9)

where the data transfer time is computed as:

ttransfer =
datain,i + dataout,i

BW× 0.125
(10)

Step 3 - Offloading decision
NODE compares the predicted edge response time against both the task’s individual deadline

and the application’s end-to-end deadline:

offload =

{
true if λ ≤ λmax ∧ BW ≥ BWmin ∧ R′

i,j < Di ∧ R′
e2e ≤ D

false otherwise
(11)

This additional end-to-end check ensures that an offloading decision that benefits a single task
does not violate the timing constraint of the application as a whole.

Once a task is decided for offloading, it is marked as offloaded and all subsequent job instances
of that task are assumed to execute on the edge server. Returning a task from the edge back to the
local device, referred to as on-loading, is not addressed in this work and is identified as a direction
for future work. Algorithm 2 summarises the NODE procedure.
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Algorithm 2 Network-aware Offloading Decision Engine (NODE)

Require: MissReport ⟨τi, j, Ri,j , Ei,j , Di⟩
Ensure: Offloading decision
1: λ← sample network latency()
2: BW← sample network bandwidth()
3: network ok← (λ ≤ λmax) ∧ (BW ≥ BWmin)
4: C ′

i,j ← γ ·Ri,j

5: ttransfer ← (datain,i + dataout,i) / (BW× 0.125)
6: R′

i,j ← C ′
i,j + ttransfer + λ

7: R′
e2e ←

∑
τk∈path(G) R

′
k,j

8: if network ok ∧ R′
i,j < Di ∧ R′

e2e ≤ D then
9: decision← OFFLOAD

10: Mark τi as offloaded
11: else
12: decision← KEEP LOCAL
13: end if
14: return decision

7. Ethical and Societal Considerations

This thesis does not involve human participants, personal data collection, interviews or surveys.
Therefore, no research ethics approval was required and no ethical issues arise from the research
methodology. All experiments were conducted in a controlled software environment using synthetic
task workloads running on a virtual machine.

From a societal perspective, this work addresses a relevant challenge in modern industrial
systems, maintaining timing predictability in resource constrained embedded devices. As industrial
automation and robotics systems grow increasingly complex, the ability to dynamically offload
tasks to edge servers offers a practical path toward more scalable and resilient real-time systems.
This has direct implications for economic sustainability, as it reduces the need for costly hardware
upgrades by extending the useful lifetime of existing devices through software level adaptation.

From an ecological standpoint, reducing unnecessary hardware replacement contributes to lower
electronic waste. Although edge servers introduce their own energy consumption, the overall
environmental impact depends on the deployment context and is considered a worthwhile trade-off
when device resources are genuinely constrained.

No legal or political concerns are identified in connection with this work.
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8. Experimental Setup

This section describes the experimental setup used to evaluate the proposed decision making mech-
anism for soft real-time task offloading. The goal of the evaluation is to demonstrate that the
mechanism operates correctly under realistic conditions, that the offloading decision improves tim-
ing behaviour and that the system responds appropriately to varying values of the edge speed
factor and network conditions.

8.1. Platform and Implementation

The experiments were conducted on a Linux machine running Ubuntu 25.04 with a PREEMPT RT
real-time kernel (version 7.0.0-22-realtime), hosted inside a VirtualBox virtual machine. The PRE-
EMPT RT patch extends the standard Linux kernel with fully preemptible execution paths, re-
ducing scheduling latency and making it suitable for soft real-time workloads. While a native
bare-metal deployment would offer lower and more deterministic latency, the virtualised environ-
ment is sufficient for the purpose of this evaluation, which focuses on the correctness and behaviour
of the decision making mechanism rather than on achieving the lowest possible latency values.

The RVM runtime environment was used to execute the task workload. The RVM runtime
runs Juliet applications, which are programs written in the Juliet programming language and
compiled into cyclic processes managed by the runtime scheduler. The runtime exposes per task
timing information through a telemetry interface available at localhost port 4445. This interface
provides, for each completed job, the wall-clock duration, the CPU execution duration and a
sequence number that increments with every new job completion. TREM accesses this interface
using the TelemetryClient library provided by the industrial partner. Execution time for each
job is measured using high-resolution timers (e.g., based on CLOCK MONOTONIC) with lightweight
instrumentation in the task body, ensuring the measurement itself does not introduce significant
timing overhead.

TREM and NODE were implemented in C++ and built using CMake. TREM runs as a
standalone process that polls the telemetry interface at a fixed interval of Tpoll = 5 ms. This polling
interval was chosen to match the minimum task period in the system, making sure that no job
completion goes undetected between two consecutive polls. NODE runs as a separate process and
acts as a TCP server listening on port 5002. TREM and NODE communicate exclusively through
TCP sockets, as required by the industrial partner whose application stack is entirely socket-based.
TREM connects to NODE at startup and maintains a persistent TCP connection throughout
the experiment. Miss reports are transmitted as fixed-size binary structs, ensuring deterministic
message sizes and straightforward parsing. NODE uses the MSG WAITALL flag on receive operations
to ensure that a complete struct is received before processing begins, preventing partial reads from
causing incorrect evaluations. TREM uses MSG NOSIGNAL to handle connection drops gracefully,
returning an error code that triggers a reconnection attempt rather than terminating the process.
All timing data collected during each experiment is written to a CSV file in real time, allowing
offline analysis and plotting.

8.2. Task Set Specification and Configuration

The task set used across all experiments consists of four independent cyclic tasks, referred to as
A1, A2, B1 and B2. All four tasks are executed by the RVM runtime as cyclic processes, meaning
each task runs repeatedly on a fixed schedule and produces one job per cycle. All tasks share the
same relative deadline of Di = 20 ms, which serves as the timing constraint that the mechanism
must enforce. Under normal operating conditions, each task completes its job well within this
deadline, executing for approximately 1 ms per cycle.

To evaluate the mechanism under a realistic overload scenario, task A1 is configured to exhibit
an artificially elevated execution time from the start of the experiment. Task A1 sleeps for 25 ms
instead of 1 ms, causing its wall-clock response time to exceed the configured deadline of 20 ms.
This deliberate workload spike simulates the kind of transient overload that can occur in practice
when a task receives a larger input, enters a more computationally expensive code path or experi-
ences resource contention. The remaining tasks, A2, B1 and B2, maintain their normal execution
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times throughout all experiments, providing a stable baseline against which the behaviour of the
overloaded task can be clearly observed. Table 1 summarises the task set configuration. All four
tasks use implicit deadlines, i.e. the deadline equals the period (Di = Ti), consistent with the
system model in Section 5.1..

Table 1: Task set configuration used in all experiments.

Task Period Normal execution Spike execution Spike starts at Deadline
A1 20 ms 1 ms 25 ms Job 1 20 ms
A2 20 ms 1 ms — — 20 ms
B1 20 ms 1 ms — — 20 ms
B2 20 ms 1 ms — — 20 ms

The default configuration of NODE uses an edge speed factor of γ = 0.5, which models the
assumption that the edge server is capable of executing the offloaded task twice as fast as the local
device. This means that the estimated edge execution time is computed as C ′

i,j = γ · Ri,j , where
Ri,j is the response time observed locally. The value γ = 0.5 is used as the baseline in Experiments
E1 and E2, while Experiment E3 varies this parameter explicitly. For the network model, NODE
samples latency and bandwidth values uniformly at random within the ranges λ ∈ [5, 15] ms and
BW ∈ [20, 500] Mbps, representative of 5G wireless network behaviour; bandwidth values are
converted from Mbps to bytes per microsecond using a factor of 0.125 when computing the data
transfer time. These ranges are fixed for Experiments E1, E2 and E3, while Experiment E4 replaces
the random sampling with fixed values to isolate the effect of network quality. Each experiment
runs for 50 job iterations of the task set, which is sufficient to observe all three phases of system
behaviour, stable operation before the spike, deadline misses after the spike and recovery following
the offloading decision.

8.3. Experimental Scenarios

Four experimental scenarios were designed to evaluate the proposed mechanism from different
angles. Each scenario targets a specific aspect of the system’s behaviour and is motivated by the
research questions defined in Section 5. Table 2 provides an overview of the scenarios.

Table 2: Summary of experimental scenarios.

Experiment Purpose Variable Fixed parameters
E1 Effectiveness of NODE NODE on / off γ = 0.5, random network
E2 Deadline violation ratio NODE on / off γ = 0.5, random network
E3 Effect of edge speed factor γ ∈ {0.1, 0.3, 0.5, 0.7, 0.9} Random network
E4 Effect of network conditions Good / Medium / Bad γ = 0.3

Experiment E1 - With NODE vs Without NODE
The first experiment evaluates the most fundamental question: does the mechanism actually

improve system performance compared to running without it? The experiment is run twice under
identical conditions. In the first run, NODE is active and evaluates offloading decisions upon re-
ceiving deadline miss reports from TREM. In the second run, NODE is disabled and no offloading
decisions are made. The response time of task A1 is recorded in both cases and compared. The
expected outcome is that with NODE active, the response time drops back below the deadline
after the offloading decision is made, while without NODE, the response time remains elevated for
the entire duration of the experiment.

Experiment E2 - Deadline Violation Ratio
The second experiment measures the deadline violation ratio, defined as the fraction of jobs

that miss their deadline within a sliding observation window of the last 10 job executions. This
metric provides a clearer picture of how quickly the system transitions from a degraded state to a
stable state after the offloading decision. A violation ratio of 1.0 indicates that all recent jobs have
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missed their deadline, while a ratio of 0.0 indicates full compliance. The experiment is again run
with and without NODE, and the evolution of the violation ratio over job iterations is recorded.
The expected outcome is that with NODE active, the violation ratio rises to 1.0 shortly after the
experiment begins and then drops back to 0.0 after the offloading decision is made.

Experiment E3 - Effect of the Edge Speed Factor γ
The third experiment investigates how the value of the edge speed factor γ influences the of-

floading decision and the resulting system performance. The parameter γ directly controls how
much faster the edge server is assumed to be, a lower γ means a faster edge, resulting in a smaller
predicted edge execution time C ′ and therefore a better chance that the predicted response time
R′ fits within the task deadline. The experiment is run five times with γ ∈ {0.1, 0.3, 0.5, 0.7, 0.9},
keeping the network conditions fixed at their default random range. The expected outcome is that
lower values of γ lead to a successful offloading decision and stable response times, while higher
values of γ result in a predicted edge response time that exceeds the deadline, causing NODE to
reject offloading and the system to continue missing deadlines.

Experiment E4 - Effect of Network Conditions
The fourth experiment evaluates how the quality of the network connection to the edge server

affects the offloading decision. Instead of using randomly sampled network values, this experiment
fixes the latency and bandwidth to three predefined configurations representing good, medium and
bad network conditions, as shown in Table 3. The edge speed factor is fixed at γ = 0.3 for all three
runs.

The latency and bandwidth values used to define the good, medium and bad network condi-
tions in Table 3 are grounded in measured edge and 5G network performance rather than chosen
arbitrarily. Charyyev et al. [16] measured round-trip latency from 8,456 end-users to over 6,000
edge servers and found that 58% of end-users reach a nearby edge server in under 10 ms and 82%
reach one within 20 ms, while offloading to a cloud data centre instead of a nearby edge server
adds an additional 100–200 ms of latency. The 5–20 ms range used for the good, medium and bad
conditions therefore spans the latency envelope realistically achievable to an edge server, without
extending into cloud-scale latencies that the offloading model is not designed to tolerate. The cor-
responding bandwidth values are grounded in throughput measurements of a licensed sub-6 GHz
5G standalone network by Lackner et al. [2], who measured downlink throughput ranging from
under 200 Mbps for constrained IoT-class modem hardware up to 830 Mbps for high-end devices
on the same network. The 200 Mbps, 100 Mbps and 10 Mbps values used for the good, medium
and bad conditions accordingly represent, respectively, throughput achievable by a well-connected
5G device, a degraded or congested 5G link and a link constrained enough to approach non-5G
wireless performance.

Table 3: Network condition configurations for Experiment E4.

Condition Latency (λ) Bandwidth (BW)
Good 5 ms 200 Mbps
Medium 15 ms 100 Mbps
Bad 20 ms 10 Mbps

The expected outcome is that under good network conditions, the predicted response time on
the edge fits within the deadline and offloading is approved, leading to stable system behaviour.
Under medium and bad network conditions, the additional latency and reduced bandwidth cause
the predicted response time to exceed the deadline, so NODE correctly rejects the offloading
decision and the task continues to miss its deadline locally. This experiment demonstrates that
the network-awareness of NODE is a meaningful part of the decision, not just a formality.
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9. Results

This section presents the results of the four experiments described in Section 8.. Each experiment
targets a specific aspect of the proposed mechanism and is evaluated against the expected outcomes
defined in Section 8.3. The results are presented in the order of the experimental scenarios, E1
evaluates the fundamental effectiveness of TREM and NODE, E2 examines the evolution of the
deadline violation ratio, E3 investigates the effect of the edge speed factor γ and E4 evaluates
the impact of network conditions on the offloading decision. Together, the results provide the
experimental evidence needed to answer all three research questions defined in Section 5., with
E1 and E3-E4 directly informing RQ2 and RQ3 and the choice of monitored metrics throughout
informing RQ1.

In all experiments, the task set consists of four cyclic tasks A1, A2, B1 and B2, each with a
deadline of Di = 20ms. Task A1 is configured to exhibit an elevated execution time from the
first job instance, causing repeated deadline violations. The remaining tasks execute normally
throughout and are not the target of offloading decisions. The analysis in each experiment focuses
on task A1, as it is the only task that triggers MissReports to NODE.

9.1. Experiment 1: Effectiveness of NODE

The first experiment compares the response time of task A1 when NODE is active against a
baseline run in which NODE is disabled and no offloading decisions are made. Both runs use the
default edge speed factor γ = 0.5 and random network conditions within the ranges defined in in
Section 8.2.
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Deadline D = 20 ms
Offload decision (job 7)

Figure 3: E1: Response time of task A1 with and without NODE (γ = 0.5). The vertical dotted
line marks the offload decision issued by NODE at job instance 7.

Figure 3 shows the response time of task A1 over successive job instances in both configurations.
Without NODE, the response time exceeds the 20ms deadline from the moment the workload spike
begins and continues to grow throughout the experiment, reaching a peak of 702ms. Although the
response time settles into a calmer 25–30ms range for much of the experiment, every one of these
values still exceeds the 20ms deadline: all 37 observed jobs miss their deadline, a 100% violation
rate confirmed independently by the deadline violation ratio in Figure 4, which remains at 1.00 for
the entire without-NODE run. The apparent stabilization visible on a linear axis is an artefact of
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the shared scale with the 702ms spikes, the log-scale view in Figure 3 shows the without-NODE
line remaining above the deadline line throughout, with no recovery at any point in the experiment.

With NODE active, task A1 also starts missing its deadline after the spike begins. TREM
detects each violation and immediately forwards a MissReport to NODE. NODE evaluates the
network conditions and computes the predicted edge response time R′

i,j = γ ·Ri,j + ttransfer+λ. At
job instance 7, NODE determines that the predicted edge response time fits within the deadline
and issues an offload decision. From that point onward, task A1 is treated as executing on the
edge server with an estimated execution time of C ′

i,j = γ ·Ri,j = 13.1ms. The response time drops
immediately to 13.1ms and remains stable for all subsequent job instances, staying well below the
20ms deadline for the remaining 35 observed jobs.

It is also notable that the with-NODE run completes 42 job instances of task A1 within the
observation window, compared to 37 in the without-NODE run. This difference arises because the
offloaded task executes significantly faster, allowing more job completions in the same wall-clock
time. This result directly answers RQ3, the proposed mechanism measurably improves system
performance compared to a system without adaptive offloading.

9.2. Experiment 2: Deadline Violation Ratio

The second experiment measures the deadline violation ratio of task A1, defined as the fraction of
jobs within a rolling observation window of 10 consecutive job instances that missed their deadline.
The experiment is run with and without NODE under the same conditions as E1, with γ = 0.5
and random network conditions.
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Experiment ii: Deadline Violation Ratio  With vs Without TREM & NODE (  = 0.5)

Without TREM & NODE  violation ratio stays at 1.00
With TREM & NODE  violation ratio drops to 0.00 after offload
NODE offload decision (job 23)
Violation threshold H = 0.25

Figure 4: E2: Deadline violation ratio of task A1 with and without TREM & NODE (γ = 0.5). The
gray dashed line marks the violation threshold H = 0.25, shown here as a reference for interpreting
the violation ratio.

Figure 4 shows the evolution of the deadline violation ratio over job instances in both configu-
rations. Without NODE, the violation ratio reaches 1.0 and remains there for all 41 observed job
instances, confirming that every job of task A1 misses its deadline with no recovery.

With NODE active, the violation ratio also rises to 1.0 after the workload spike begins. TREM
detects the sustained violation rate and issues a MissReport to NODE, which evaluates the of-
floading conditions. NODE issues an offload decision at job instance 23. Following the offload,
the violation ratio decreases in a stepwise fashion, dropping by 0.1 per job instance as each new
successful completion replaces an earlier miss within the 10-job rolling window. By job instance 32,
the violation ratio reaches 0.0 and remains there for the rest of the experiment, indicating that
task A1 has fully recovered from the deadline violation state.
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The stepwise decrease between jobs 23 and 32 reflects the memory effect of the rolling window.
The window requires 10 consecutive successful jobs to fully flush the earlier misses, which explains
why recovery takes approximately 10 job instances after the offload decision. This behaviour
reflects the memory of the 10-job window used to compute the violation ratio shown in this figure.

9.3. Experiment 3: Effect of the Edge Speed Factor γ

The third experiment investigates how the value of the edge speed factor γ affects the offloading
decision and the resulting deadline violation ratio of task A1. The experiment is run five times
with γ ∈ {0.1, 0.3, 0.5, 0.7, 0.9}, keeping network conditions fixed at their default random range. A
lower value of γ implies a faster edge server and a smaller predicted execution time C ′ = γ · Ri,j ,
which increases the likelihood that the predicted response time R′ fits within the deadline.
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Experiment iii: Effect of Edge Speed Factor   TREM & NODE

 = 0.1
 = 0.3
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Violation threshold H = 0.25

Figure 5: E3: Deadline violation ratio of task A1 for five values of γ with fixed random network
conditions (the violation ratio is the fraction of the last 10 job instances, the rolling window, that
missed their deadline).

Lower γ values represent a faster edge server.

Figure 5 shows the deadline violation ratio over job instances for each value of γ. The results
reveal a clear threshold in the offloading decision. For γ ∈ {0.1, 0.3, 0.5}, NODE determines that
the predicted edge response time R′ is below the 20ms deadline and issues an offload decision.
The violation ratio subsequently drops to 0.0 in all three cases, with the offload triggered at job
instances 3, 2 and 18 respectively. For γ ∈ {0.7, 0.9}, the edge speedup is insufficient, the predicted
execution time C ′ = γ ·Ri,j remains too large for R′ to fit within the deadline even after accounting
for network transfer and latency. NODE correctly rejects offloading in both cases and the violation
ratio remains at 1.0 throughout the experiment.

It is worth noting that for γ = 0.1, the violation ratio does not start consistently at 1.0. This is
because task A1 exhibits an early deadline miss and NODE’s randomly sampled network conditions
do not immediately permit an offload. This reflects realistic system behaviour where a task does
not immediately enter a sustained miss state from the first job instance. The eventual offload at
job 3 confirms that the mechanism responds correctly once the violation pattern is established.

These results confirm that γ acts as a controllable threshold for the offloading decision and that
the mechanism correctly distinguishes between edge configurations that are beneficial and those
that are not.
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9.4. Experiment 4: Effect of Network Conditions

The fourth experiment evaluates how network quality affects the offloading decision independently
of the edge speed factor, which is fixed at γ = 0.3 for all three runs. Instead of random network
sampling, the latency λ and bandwidth BW are fixed to the predefined values specified in Table 3,
representing good, medium and bad network conditions.
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Note: Medium and Bad network lines overlap, no offloading in either case.

Experiment iv: Effect of Network Conditions  TREM & NODE  (  = 0.3 fixed)

Good network
Medium network
Bad network
Violation threshold H = 0.25

Figure 6: E4: Deadline violation ratio of task A1 under three network conditions with γ = 0.3
fixed (the violation ratio is the fraction of the last 10 job instances, the rolling window, that missed
their deadline). Medium and Bad network lines overlap, no offloading occurs in either case.

Figure 6 shows the deadline violation ratio of task A1 under each network condition. Under
good network conditions (λ = 5ms, BW = 200Mbps), NODE determines that the predicted
response time R′ fits within the 20ms deadline and issues an offload decision at job instance 2.
The violation ratio drops to 0.0 within 10 subsequent job instances and remains there for the rest
of the experiment, confirming that the system fully recovers.

Under medium (λ = 15ms, BW = 100Mbps) and bad (λ = 20ms, BW = 10Mbps) network
conditions, the additional latency causes the predicted response time R′ to exceed the 20ms dead-
line even with γ = 0.3. NODE correctly rejects the offload decision in both cases and task A1
continues to miss its deadline for the entire duration of the experiment. As indicated in Figure 6,
the medium and bad network lines overlap completely, reflecting that both conditions produce the
same outcome.

These results demonstrate that network quality acts as an independent gate on the offloading
decision in NODE. Even when the edge server speed factor is favourable, a high latency or low
bandwidth network prevents NODE from approving an offload, which is the correct and expected
behaviour given the R′ formula defined in Section 6.3. This finding directly supports the network-
awareness design of NODE and confirms that the mechanism does not offload blindly, it only does
so when both the edge speed and the network conditions jointly guarantee an improvement in task
timing.
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10. Discussion

This section interprets the results presented in Section 9. in the context of the research questions
defined in Section 5., discusses the design choices made in TREM and NODE and reflects on the
limitations of the current implementation. Where relevant, the findings are related to prior work
in the area of real-time task offloading.

10.1. Answering the Research Questions

RQ1, How can task-level runtime metrics (response time, execution time and deadline
miss status) be used to support a network-aware offloading decision for soft real-time
tasks?

The design and evaluation of TREM directly answer this question by showing how these metrics
are used to support the offloading decision. Three task-level metrics are collected at runtime for
each job, response time ri,j , execution time Ci,j and deadline miss status DMi,j . Response time is
the key metric driving the offloading decision: TREM forwards a MissReport to NODE as soon as
a job’s response time exceeds its deadline, and NODE uses the same response time directly in the
offloading formula to predict performance on the edge. Execution time complements this signal:
because response time captures any time a job spends blocked, preempted or waiting for a resource,
whereas execution time reflects only active CPU time, comparing the two lets the mechanism dis-
tinguish a job that is late due to genuine computational overload, which offloading can address,
from one that is late due to contention or blocking on the local device, which offloading would
not resolve. Although execution time is not itself an input to NODE’s offloading formula, it sup-
ports the reliability of the response-time-driven decision by providing this diagnostic context. For
evaluation purposes, a fourth metric, the deadline violation ratio over a rolling window of w = 10
jobs, is also computed from the logged per-job outcomes to track how a task’s timing behaviour
evolves over time. The results across all four experiments confirm that this ratio is a useful way to
interpret recovery, dropping to 0.0 once the offloading decision is approved and the task’s response
time falls back within its deadline (as seen in E1, E2, E3 and E4). Together, response time as the
trigger and decision input and the violation ratio as a way to evaluate recovery over time, proved
sufficient and effective for the soft real-time offloading task studied in this thesis.

RQ2: How can monitored task-level metrics be used to design a runtime decision
making mechanism that identifies which tasks should be offloaded under overload
conditions?

The two component architecture of TREM and NODE directly answers this question. TREM
forwards a MissReport containing the task’s observed response time to NODE as soon as a job’s
response time exceeds its deadline. NODE then uses the response time metric in the formula
R′ = γ · Ri,j + ttransfer + λ to estimate what the task’s response time would be if offloaded to the
edge. The offloading decision is made by comparing R′ against the known task deadline Di. This
design converts raw runtime metrics directly into a binary offloading decision without requiring a
complex scoring function or prior workload profiling. The results of E3 and E4 validate the design,
NODE correctly approves offloading when R′ < Di and correctly rejects it otherwise, with no false
positives or false negatives across all evaluated configurations of γ and network conditions.

RQ3: How does the proposed decision-making mechanism affect system perfor-
mance compared to a system without adaptive offloading?

E1 provides the clearest answer to this question. Without the mechanism, task A1 reaches a
peak response time of 702ms and remains in a persistent violation state for all observed job in-
stances with no recovery. With the mechanism active, the response time drops to 13.1ms following
the offload decision at job instance 7 and remains stable below the 20ms deadline for the remain-
der of the experiment. The with-mechanism run also completes 42 job instances compared to 37
without it, a 13.5% increase in throughput attributable to the reduction in per-job execution time
after offloading. E2 reinforces this finding, the deadline violation ratio reaches 0.0 and remains
there from job instance 32 onward, demonstrating that full recovery from a persistent violation
state is achievable and sustained. The mechanism therefore has a strongly positive effect on system
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performance in all scenarios where offloading is approved.

10.2. Design Choices and Their Implications

The decision to implement offloading as a simulated reduction of execution time (C ′
i,j = γ · Ri,j)

rather than actual task migration was a deliberate simplification to allow evaluation of the deci-
sion logic in the absence of a real edge server. This approach is consistent with the evaluation
methodology used in related work, Umar et al. [17] similarly evaluate their PerADA mechanism
under controlled conditions before real deployment. The simulated offloading faithfully captures
the timing effect of executing on a faster resource, once the offload decision is made, the task
experiences a reduced execution time in all subsequent job instances, which is exactly what would
happen in a real offloading scenario assuming constant edge availability.

The use of a rolling window of fixed size w = 10 for computing the violation ratio introduces
a bounded memory effect that has both benefits and costs. On the one side, it prevents a single
burst of misses from permanently flagging a task as problematic. But on the other hand, it means
that recovery after offloading takes a fixed number of job instances regardless of how quickly the
task itself improves. The stepwise descent observed in E2 between job instances 23 and 32 is a
direct consequence of this design. A smaller window would accelerate both detection and recovery
but at the cost of increased sensitivity to transient load variations. The choice of w = 10 represents
a balance that proved adequate for the evaluation scenarios in this work, but may require tuning
in deployments with different task periods or workload patterns.

NODE’s offloading decision is one directional, once a task is marked as offloaded, it remains in
that state for the remainder of the experiment. A production grade system would likely include an
un-offloading mechanism that reverts a task to local execution if network conditions deteriorate or
if the local platform becomes available again. This extension is discussed further in Section 11..

10.3. Relation to Prior Work

The results of this thesis align with and complement the findings reported in the PerADA work by
Umar et al. [17], which is the most directly related prior study. PerADA evaluates a performance-
aware offloading mechanism on a FreeRTOS-based embedded platform and reports that their mech-
anism achieves deadline miss reduction across all five experimental scenarios. The present work
differs in three important respects. First, it targets a Linux-based soft real-time environment with
PREEMPT RT rather than a bare-metal RTOS, which introduces scheduling non-determinism
not present in FreeRTOS. Second, the decision mechanism in this thesis (NODE) uses a direct
response time formula rather than the weighted composite score (PerADA score) used by Umar et
al., making the offloading condition more transparent and analytically tractable. Third, the mon-
itoring component (TREM) operates as an independent agent communicating over TCP, whereas
PerADA integrates monitoring and decision-making within the same task.

Compared to broader offloading literature such as the works reviewed in Section 4., this thesis
focuses specifically on the soft real-time constraint dimension of the offloading problem. The result
that network latency can independently block an otherwise beneficial offload (E4) corroborates the
findings in latency-aware offloading studies that treat network quality as a first class input to the
offloading decision rather than an assumption.

10.4. Limitations

Several limitations of the current implementation and evaluation must be acknowledged.

Simulated offloading
The most significant limitation is that no actual task migration to a remote server takes place.
The edge speedup is modelled by reducing the task’s logged execution time by the factor γ, which
assumes that the edge server is always available, that offloading incurs no additional overhead
beyond the modelled transfer time and that the edge execution time is exactly γ · Ri,j . A real
deployment would be subject to edge server load variability, contention and communication failures
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not captured in this model.

Virtualised execution environment
All experiments were conducted in a VirtualBox virtual machine running Ubuntu 25.04 with a
PREEMPT RT kernel. Virtualisation introduces scheduling jitter and timing interference from
the host operating system that would not be present on dedicated embedded hardware. While the
PREEMPT RT patch reduces worst-case latency, the virtualised environment limits the degree to
which the results generalise to a bare metal deployment.

Single overloaded task
The experimental task set contains only one task (A1) that exceeds its deadline. In a real appli-
cation, multiple tasks may miss their deadlines simultaneously, potentially triggering concurrent
offload decisions. The interaction between multiple offloading decisions, including the effect on
shared network resources and the ordering of MissReports received by NODE, was not evaluated
in this work.

Fixed workload spike
Task A1 is configured with a deterministic spike of constant magnitude from the start of the ex-
periment. Real workloads exhibit more varied and unpredictable load patterns. The evaluation
therefore represents a best case scenario for the detection and decision logic, as the violation pat-
tern is consistent and unambiguous. Experiments with stochastic or gradually increasing load
would provide a more rigorous stress test of the threshold-based detection mechanism.

Network simulation
The network module in NODE generates latency and bandwidth values from uniform random
distributions within fixed ranges. This is a significant simplification of real network behaviour,
which is typically non-stationary, correlated over time and subject to bursty loss and queuing
delay. The E4 results use fixed network parameter values, which removes this variability but does
not test NODE’s robustness to fluctuating conditions at decision time.

Despite these limitations, the experimental results consistently demonstrate the intended be-
haviour of TREM and NODE across all evaluation scenarios, supporting the validity of the mech-
anism as a proof of concept for deadline-aware offloading in soft real-time systems.
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11. Conclusions and Future Work

11.1. Conclusions

This thesis presented the design, implementation and evaluation of a two component mechanism
for deadline-aware task offloading in soft real-time systems. The first component, TREM, monitors
executing tasks by polling the RVM telemetry interface and forwards a MissReport to the second
component whenever a job’s response time exceeds its deadline. The second component, NODE,
receives each MissReport, evaluates the current network conditions and uses the formula R′ =
γ · Ri,j + ttransfer + λ to estimate whether executing the task on an edge server would allow it
to meet its deadline. An offload decision is issued only when both the network conditions are
acceptable and the predicted edge response time falls within the task deadline.

The mechanism was evaluated through four experiments on a PREEMPT RT Linux platform
running within a virtualised environment. The experiments systematically varied the presence of
NODE (E1), measured the evolution of the violation ratio under the mechanism (E2), tested the
sensitivity of the offloading decision to the edge speed factor γ (E3) and evaluated the effect of
network quality on the decision outcome (E4). The results demonstrated the following.

• TREM reliably detects deadline violations on a per-job basis and immediately notifies NODE.

• NODE makes correct offloading decisions in all evaluated configurations. It approves offload-
ing only when the predicted response time R′ is below the deadline and correctly rejects
offloading when either the edge speed factor or the network conditions are insufficient to
guarantee an improvement.

• The mechanism produces a measurable and sustained improvement in task timing when
offloading is approved. In E1, the response time of the overloaded task dropped from a peak
of 702ms to 13.1ms following the offload decision and the task completed 13.5% more job
instances within the same observation window compared to the no-offloading baseline.

• The violation ratio reaches 0.0 and remains there after the offload decision, confirming that
full recovery from a deadline violation state is achievable under the proposed mechanism.

• The edge speed factor γ and network latency λ each act as independent gates on the offloading
decision, providing two orthogonal dimensions of control over when offloading is applied.

Together, these results answer the three research questions defined in Section 5. For RQ1,
response time and deadline-miss status directly drive the offloading trigger and decision formula,
while execution time supports the decision by distinguishing genuine computational overload from
blocking or contention, together showing how these task-level metrics can support a network-aware
offloading decision. For RQ2, the two component architecture of TREM and NODE demonstrates
how monitored metrics can be converted directly into correct runtime offloading decisions using a
response time formula that jointly accounts for edge speed and network conditions. For RQ3, the
mechanism produces a strongly positive effect on system performance, response time drops from
702ms to 13.1ms and the deadline violation ratio reaches 0.0 and remains there, compared to no
recovery at all in the baseline system without adaptive offloading.

11.2. Future Work

The current implementation is a proof of concept that validates the core design principles. Several
directions for future work would extend its applicability and robustness.

Real edge offloading
The most direct extension is to replace the simulated offloading with actual task migration to a
remote edge server. This would require implementing a communication protocol between the local
platform and the edge server, handling task state serialisation and deserialisation and managing
the lifecycle of the offloaded task remotely. Real offloading would expose timing behaviours not
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captured in the simulation, such as edge server load variability and retransmission overhead, pro-
viding a more rigorous validation of the decision formula.

On-loading and dynamic reversion
The current mechanism is one directional, once a task is offloaded it remains offloaded for the rest
of the experiment. A natural extension is to add an on-loading mechanism that reverts a task
to local execution when local conditions improve or when network quality deteriorates below the
acceptable threshold. This would require TREM to continue monitoring the effective response
time of offloaded tasks and NODE to re-evaluate the offloading decision periodically rather than
once per miss event.

Multi-task offloading
The evaluation considered a task set in which only one task exceeds its deadline at a time. In
systems with multiple overloaded tasks, concurrent offload decisions may compete for the same
network bandwidth, causing the transfer time ttransfer estimated by NODE to be systematically
optimistic. Future work should extend the network module to account for shared bandwidth across
concurrent offloads and evaluate the interaction between simultaneous decisions.

Real network measurement
The network module currently draws latency and bandwidth values from uniform random distribu-
tions. Replacing this with active network probing, for example, using periodic ping measurements
and available bandwidth estimation, would make the offloading decision sensitive to actual runtime
network conditions rather than statistical samples. This is particularly important in wireless or
mobile edge computing environments where network quality fluctuates on timescales comparable
to task periods.

Deployment on bare-metal embedded hardware
Moving from a virtualised Linux environment to a dedicated embedded platform would remove the
scheduling jitter introduced by the hypervisor and provide more accurate timing measurements.
Testing on hardware such as a Raspberry Pi or an industrial single board computer would also allow
the overhead of TREM’s telemetry polling and NODE’s TCP communication to be measured in a
production representative context, validating whether the mechanism itself introduces observable
timing interference.
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