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Abstract

Long, multimodal technical documents are becoming more di cult to search reliably because evi-
dence can be scattered across sections, gures, and tables. When conventional Retrieval-Augmented
Generation (RAG) breaks documents into smaller chunks, the document structure is heavily at-
tened and structural relationships are lost. As a result, a typical Large Language Model (LLM)
tends to hallucinate more during answer generation when it comes to processing large, complex
documents. This thesis addresses this problem and proposes a Stateful Agentic Framework for
Retrieval-Augmented Generation (SAF-RAG) to preserve structural metadata and recover missing
evidence through bounded agentic control. A ve-condition ablation ladder was evaluated on two
representative datasets, LongDocURL and VisDoM, under text-only and multimodal ingestion. It
progressively introduced structural expansion, reranking, and a planner-navigator-reviewer agentic
loop on top of state-of-the-art retrieval techniques. The main goal of this thesis was to improve
answer groundedness and faithfulness while striking the right balance between reliability and cost.
Each of ve conditions was therefore evaluated for retrieval quality, lexical answer overlap, judge-
based quality, and processing cost. Structural reranking consistently produced the biggest gains in
retrieval quality. Across both datasets and ingestion variants, Normalized Discounted Cumula-
tive Gain (nDCG) gains ranged between 11.3% and 44.4%, while Token F1 improved by 6.4% to
35.6%. Bounded agentic review then increased the combined LLM-judge score by 11.8% to 18.9%
over structural reranking, although multimodal LongDocURL faithfulness declined by 13.6%. The
results support structural reranking as the most stable choice for quality and cost and reserve agency
review for cases where further judged answers justify mixed faithfulness and added computation.
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1 Introduction

1.1 Context and Motivation

Natural-language search within a technical knowledge base has been made increasingly practical
by LLM. However, cost, traceability, or faithfulness to a document is not always ensured by u-
ency. Manuals and technical documentation require revisions; as such, we cannot assume model
parameter details will stay static. In some ways, this vulnerability is mitigated through RAG,
which allows the generation to condition on evidence from an external source [1]. As such, answers
are likely to depend on maintained sources rather than only the model's own memory.

There are challenges inherent to searching across very large technical documents when the goal is
to nd enough evidence to support an answer that is typically fragmented. For example, a number
may appear in a table, but then be further explained or modi ed by nearby narrative; it may
even be controlled by something that appears many pages back under a given header. Lexical
retrieval may be favoured by exact identi ers, whereas paraphrased concepts may be recovered
more e ectively through dense representations [2]. However, once documents are divided into
independent chunks, useful relations can be severed. Adjacency, heading ancestry, page continuity,
and the attachment between a gure and its explanation may no longer be visible to the language
model that is assigned to generate answers.

The di culty is sharpened by visually rich material. Meaning carried by tables, diagrams, charts,

and layout can be weakened during plain-text extraction. Consequently, a weakened evidence
base can cause even RAG systems to hallucinate. Thus, the thesis establishes a design where
visual elements are textualised onto one retrieval surface, while structural provenance is retained
as metadata. The motivating setting remains industrial, yet the research artifact is intentionally
reproducible on constrained consumer hardware. Nevertheless, the proof of concept has been tested
at a production level.

1.2 Problem Statement

Documents are commonly broken down into isolated searchable chunks during conventional RAG
ingestion. For long technical documents, section boundaries, heading hierarchy, page spans, neigh-
bouring elements, and links between visual material and explanatory text may be discarded by this
process. A retrieved fragment may consequently be topically similar yet structurally misplaced.
This exact problem has been exposed by LongDocURL, where understanding, reasoning, and cross-
element locating are evaluated, and by VisDoM, where evidence may be distributed across visually
rich documents [3, 4]. That is why this thesis eventually chose these two representative datasets
for evaluating the built system.

Su cient evidence is assumed to be retrieved by one query under xed top-k search. That assump-
tion may fail for comparisons, numerical questions, or evidence dispersed across pages. Distraction
and latency can be introduced when the context is simply enlarged. Iterative reasoning-and-action
and re ective retrieval have been investigated in novel studies like ReAct and Self-RAG [5, 6],
but these approaches do not preserve the document structure. Two weaknesses are therefore ad-
dressed: structure is weakened before retrieval, and missing evidence cannot be gathered through
a controlled stateful process afterwards. Hence, SAF-RAG is evaluated as a bounded response to
both limitations. Accordingly, relevance alone is insu cient: required evidence must be covered,
remain usable within a limited prompt, and be acquired without uncontrolled inference overhead
under local hardware constraints.
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1.3 Aim and Scope

The aim of this thesis is the design and evaluation of a reproducible framework for question-

answering over long, visually rich documents. This study investigates whether document structure

can be preserved during ingestion and used to improve evidence selection after retrieval. It is also
examined whether additional evidence can be gathered selectively by a stateful controller, rather
than through unrestricted model calls.

A condition ladder has been used, based on two baseline conditions: BO and B1l. Condition
BO is the at hybrid baseline that combines dense retrieval, Best Matching 25 (BM25), neural
sparse retrieval, and exact-keyword matching without any structural metadata. Condition B1,
the structure-preserving baseline, retains section, heading, layout, and sequential metadata during
ingestion, while keeping the retrieval comparable to BO. S1, the structural-expansion condition,
extends the initial retrieval results through neighbouring and section-related chunks. Expanded
candidates are reranked in S2, which is the structural-reranking condition. Finally, a bounded
Planner, Navigator, and Reviewer loop is introduced in the agentic-control condition, S3, where
evidence is accumulated until su ciency or an iteration limit is reached. One change is introduced
and evaluated per condition.

Evaluation is conducted on two datasets, LongDocURL and VisDoM, using the evidence granularity

[3, 4]. Retrieval metrics, lexical answer metrics, local LLM-judge assessments, context size, retrieval
calls, and latency are recorded separately. The scope of the work excludes any form of model ne-
tuning. Tables and gures are textualised by a local vision-language model, but all content remains

in the same space. Resource cost is treated as an experimental outcome because evidence may
be improved through structure or agentic retrieval while latency and context consumption are
increased. Eventually, the study focuses on answer groundedness and reliability. It investigates
whether the use of LLMs can be maximized within the RAG pipeline to increase faithfulness and
trustworthiness of the generated answers and contribute to the domain of trustworthy Arti cial
Intelligence (Al).

1.4 Contributions

The thesis contributes the following as a research artifact.

~ A structure-aware local chunk representation is implemented for long technical documents.
Section identi ers, heading levels, page spans, element types, sequential links, and parent-
child relations are retained where recoverable. Additionally, textualised tables and gures
remain searchable through the same retrieval space. This provenance is preserved from
ingestion through evaluation, allowing later inspection of the evidence supplied to generation.

Metadata-guided expansion and structural reranking are implemented above hybrid dense
and lexical retrieval. Adjacent, parental, heading-related, and section-related evidence can be
recovered from initial hits. Direct metadata lookups keep the whole mechanism transparent.

A bounded stateful evidence controller is introduced through Planner, Navigator, and Re-

viewer agents. Focused retrieval, evidence deduplication, su ciency review, explicit stopping
conditions, and complete decision traces are supported so that added retrieval activity can
be examined rather than assumed bene cial.
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1.5 Thesis Outline

Technical background is established in Chapter 2, while related work is reviewed and the research
gap is identi ed in Chapter 3. Research questions and delimitations are formalised in Chapter 4.
Methodology, datasets, experimental conditions, and evaluation protocols are presented in Chapter
5, followed by ethical considerations in Chapter 6.

The detailed description of the complete SAF-RAG system is discussed in Chapter 7. Results are
reported in Chapter 8 and interpreted against the research questions. Supported conclusions and
future work are presented in Chapter 9. Con gurations, prompts, and results are elaborated in
the appendices.



Tirthendu Prosad Chakravorty Stateful Agentic Framework for RAG

2 Background

2.1 Retrieval-Augmented Generation

LLMs can generate text only from trained data. The patterns within training data can provide
considerable knowledge, but this knowledge eventually becomes outdated. Moreover, general LLMs
can lack domain-speci ¢ knowledge. As a result, the source of a text may not be clear, and even
a uent answer can be unsupported. RAG bridged this gap between generated text and external
evidence. The model is no longer required to keep all trained data in memory; rather, it can search
only over a relevant collection of documents. Once the answer is generated, that collection becomes
evidence and is usually supplied with the questions [1]. Early RAG systems primarily focused on
text processing only.

The standard RAG pipeline involves two primary stages: oine indexing and online querying.
Figure 1 provides an overview of the pipeline. This general nature of the pipeline will serve as the
reference point for the baselines used in this thesis. During the o ine stage, the source documents
are processed. Text is extracted, and les are divided into smaller chunks. Vector embeddings,
which are numerical representations of the semantic meaning of the data, are computed for each of
these chunks and stored in a vector database as indexes. This can be understood as an organized
catalogue designed for rapid lookup. This stage is generally expensive, but it is performed only
once in the full pipeline. During the online stage, user queries are processed, a list of best-matching
documents is retrieved through a similarity search, and a generator model processes the retrieved
documents to produce a response. Most generations in RAG also include metadata like lenames,
pages, or sections that allow traceability. However, unsupported evidence can still be passed
along, particularly when the retrieval fails. When contradictory evidence is retrieved, the model
may hallucinate. Hallucination remains a broader problem in natural-language generation [7].

Figure 1: Standard Retrieval-Augmented Generation (RAG) pipeline.

The distinction between retrieval and generation is important. Retrieval asks whether useful
evidence was found and ranked highly enough to be included. Generation asks whether that
evidence was interpreted correctly and expressed as an answer. A system may retrieve the correct
page but still answer poorly. Conversely, a plausible answer may occasionally be produced even
when the recorded evidence is weak. Evaluation must therefore examine both stages rather than
treating nal answer quality as a complete description of the pipeline.

RAG is most useful in environments where source materials constantly update faster than models
can be retrained. Any updated documents can be re-indexed, or new documents can be indexed
into the existing indices without changing generator parameters. Access can also be restricted to
an approved local collection. However, for this, documents must be segmented, retrieval methods
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must be selected, and the available prompt space must be divided among candidate passages.
These choices determine what the model is allowed to see. In long technical documents, that
gatekeeping role becomes central because the required evidence may be distributed across pages
and may not be understandable as an isolated text segment.

2.2 Document Chunking and Segmentation

Long documents usually do not tin a single index. This is where the concept of chunking is used.
Each chunk becomes a candidate that can be retrieved and presented to the generator. Fixed-size
chunking divides text based on a de ned number of characters and tokens. However, some overlap
is retained to avoid breaking up sentences near a boundary. However, this comes with a common
risk of detaching document structure and meaning. For instance, a heading can be detached from
its body or a table header can be separated from its values.

Structure-aware segmentation and hierarchical approaches can preserve cues such as headings,
paragraphs, lists, tables, captions, and page regions. Sections can be kept together until a practical
size limit is reached [8, 9, 10]. A visual representation of how the two methods produce chunks is
shown in Figure 2.

Figure 2: Fixed-size vs structure-aware chunking.

No single chunk size is always correct. Small chunks can be ranked precisely but may omit necessary
explanation. Large chunks retain more evidence, yet relevant evidence can be diluted and fewer
chunks can t into the prompt. Overlap reduces boundary loss while increasing duplication. The
appropriate balance depends on the document, question, retrieval method, and model context
capacity.

Chunk content should also be distinguished from chunk identity. Identity metadata may preserve
the source document, page span, section, element type, and neighbouring units. An isolated table
row can then be reconnected to its header or caption. In simple terms, chunking resembles cutting
a reference book into labelled cards, where the cuts determine what can be read and the labels
indicate where each piece belongs.
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2.3 Dense, Sparse, and Hybrid Retrieval

Once the chunks have been created, only the relevant ones for a specic question need to be
retrieved. The key idea behind sparse retrieval is the use of shared words. The most commonly
used method of sparse retrieval is the keyword-based algorithm BM25, which stands for Best
Matching 25, with 25 denoting the 25th Iteration of the ranking function. It uses an evaluation
formula to calculate relevance scores as a summation of the weighted e ect of each query term
found in a document. This introduces non-linear term-frequency saturation and document-length
normalization into traditional TF-IDF. As such, it provides more weight to less common terms,
while also considering the presence of duplicate terms and document length [11]. Therefore, exact
identi ers, error codes, and component names can be matched. However, a passage referencing
\Energy Usage" would likely miss a Question asking about \Power Consumption."

The scoring formula for a document D given a query Q containing terms g; ¢p;:::; ¢ IS expressed
as:
X .
Score(D;Q) = IDF(q;) Mq:iD) ka+1) — @)
i=1 f(@i;D)+k1 1 b+b angJdI

Where the individual components are de ned as follows:

Inverse Document Frequency (IDF(q i)): Quanti es term speci city by penalizing com-
mon words and rewarding rare ones across the corpus.

Term Frequency (f(q i;D)): Represents the raw occurrence count of the query term
inside document D.

Document Length Ratio ( a\j,giu ): Normalizes the score by comparing the length of the
document jDj against the average document length (avgdl) of the entire dataset.

Tuning Parameters (k  1;b): Free variables where k controls the term frequency saturation
scale, and b controls the degree of document length normalization.

On the other hand, dense retrieval can capture both the semantic and contextual meaning of a text.
It is transformer architecture-based and encodes text sequences into a numerical vector, which can
be imagined as a position in a map of meaning. Nearby vectors are treated as semantically related
even when di erent words are used [2].

Given a query vector g 2 RY and a document vector d 2 RY generated by an embedding model
E, the retrieval score is evaluated via a vector similarity function. The most widely used metric
in dense retrieval pipelines is Cosine Similarity, de ned as:

P d
o qgd -1 G4
Similarity(q; d) = = G p——itp—— (2)
kgkkdk
| I

Where the structural components of this retrieval paradigm encompass:

" Dense Representation: Text snippets are compressed into high-utility embedding vectors
where every position contains a non-zero oating-point number, enabling the capture of
synonyms and polysemy.
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" Bi-Encoder Framework: The query and document are mapped into the shared latent
space independently by dense encoders, facilitating the o ine indexing of massive document
corpuses.

" Maximum Inner Product Search (MIPS): Because calculating exact similarity across
millions of vectors online is computationally expensive, Approximate Nearest Neighbour
(ANN) search algorithms are deployed for sub-linear retrieval speed.

Neural sparse retrieval occupies an intermediate position. Learned term weights and vocabulary
expansion can introduce semantic knowledge while retaining a sparse, interpretable representation.
Research on sparse lexical and expansion models has explored this balance [12].

The combination of all three channels - neural sparse retrieval, dense retrieval, and BM25 - forms
the hybrid retrieval. It combines ranked candidates from all the methods. Because BM25 and

vector scores use dierent scales, rank-based fusion is often preferred to direct score addition.
Reciprocal Rank Fusion rewards items placed near the top of either list and promotes evidence
supported by both [13].

Retrieved chunks remain candidates rather than proof. A high score does not guarantee that
every required evidence is present. Candidate lists may therefore be fused, Itered, reranked, or
expanded before the nal context is assembled.

2.4 Multimodal Document Understanding

Visually rich documents tend to depend heavily on layouts more than textual descriptions. Com-
ponents like tables depend on rows and headers, while diagrams depend on positioning along with
textual description. These components introduce hierarchies in a document. So, when the page is
attened into plain text, these relationships can be lost.

Tools like Optical Character Recognition (OCR) can convert text or characters from visual elements
into machine-readable text. However, it alone cannot reconstruct meaning. It is still not capable
enough to preserve hierarchy within the elements. Layout-aware models therefore combine text
with spatial information.

In this thesis, a constrained textualization strategy is used. Figures and tables are transcribed by
a Vision-Language Model (VLM). Then the transcription is placed in the same retrieval space as
the other texts. The source of the VLM-transcribed text is retained because a transcription may
omit a relation or describe it incorrectly.

2.5 Document Structure and Layout Representation

The distinction between document structure and layout is critical in understanding how content
units relate to one another. Document structure refers to the relationship between content; for
instance, a section may have multiple child subsections yet still represent a single unit. Conversely,
elements located near each other on the page may provide completely disparate functionality. Sec-
tion IDs, heading paths, page spans, element type, bounding boxes, and links to parent/neighboring
elements provide mechanisms to preserve these relationships during retrieval.

The structural metadata provides signi cant information that a ects interpretation. For instance,
"45°C' appearing in a table row can refer to either a maximum temperature, recommended setting,
or test condition. Without the heading, caption, or immediately adjacent row, the value of "45°C'
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would be ambiguous. For this reason, hierarchical retrieval models typically do not treat all
passages as equal or replaceable entities [8, 9, 10].

Structural metadata may also be used post-retrieval. Neighbor expansion restores continuity;
parent expansion recovers more general context; and section expansion gathers related evidence.
However, excessive neighbor expansion will add irrelevant information and use up valuable context
window resources. In SAF-RAG, relationships are explicity modeled as inspectable identi ers
and explicit links. Additionally, each retrieved chunk may be linked back to its source page and
document element, and structurally expanded context is visually distinct from the original retrieval
result. Therefore, structural expansion can be made reproducible and allow for evaluation of impact
independently.

2.6 Agentic and Multi-Agent LLM Systems

A conventional RAG pipeline will nd the rst possible answer and generate it. An agentic RAG
pipeline may decide to perform additional searches if there is insu cient evidence. The term
“agent' in this case simply means a language model working within a loop-of-control and not an
unrestricted Al agent. A loop-of-control is a bounded environment where a user sets a stopping
condition to restrict the iterations of the agent.

A state object is used to store the history of the loop-of-control. It stores information such as the
original query, the sub-queries that were intended to be asked, the relevant evidence found during
searching, candidate answers which have been eliminated, and the remaining required pieces of
information. While these allow for some form of iterative checking, they do not guarantee the
proper path of checking.

Iterative retrieval requires control even though it may provide additional evidence that is helpful.
Apart from an increase in latency, it can increase the size of the context, introduce duplicate
information, and drift away from the original question. To avoid these problems, iterative retrieval
typically includes controls such as iteration limits, termination conditions, and persistent state.
The result of an evaluation process is thus a decision based on controlling whether or not to
continue processing further.

2.7 Evaluation of RAG Systems

A single metric cannot capture all of a complete RAG system. The hit@k metric measures how
often the evidence appears in the top k results. Mean Reciprocal Rank (MRR) will reward an
early rst relevant piece of evidence, and nDCG can evaluate both the relevance of the retrieved
pieces of evidence and their order in the ranked list [14].

The generated answers are also compared against references. Exact match is too strict for measure-
ment. More common evaluations use token F1, Recall-Oriented Understudy for Gisting Evaluation
using Longest Common Subsequence (ROUGE-L), Bilingual Evaluation Understudy (BLEU), and
Character n-gram F-score (chrF), which measure degrees of textual overlap. While these metrics
can be reproduced, correct paraphrasing could be penalized, and answers that did not support the
question could still include reference terms.

Therefore, model-based judges can be utilized for qualities like relevance and faithfulness. Retrieval-
Augmented Generation Assessment (RAGAS) formalizes many RAG-oriented evaluation attributes
[15]. However, the LLM judges' ability to make decisions about questions may be impacted by
factors such as verbosity, position, self-preference, and limitations in reasoning [16]. Therefore, the
model, prompt, and scoring scale used by the LLM judge must be documented.
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Finally, e ciency can be determined by measuring the time required to run the models and systems,
number of times that a search call is made during retrieval, the nhumber of tokens included in the
context for the models and agents, and the number of agent iterations. These values can vary
greatly from one machine to another and from one workload to another. Because of this, the
retrieval, answer overlap, judge assessments, and e ciency should be reported independently, with
a record for each question so that overall evaluations can be broken down into individual success
or failure events.

Thus, apparent contradictions can now be better understood. For example, if the rank of the
retrieved items improves but the faithfulness does not, or if greater breadth in evidence coverage
is associated with less lexical overlap. These di erences are valuable because each metric evaluates
a di erent part of the pipeline.
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3 Related Work

3.1 Long-Document and Hierarchical RAG

Typically, standard RAG works with independent text chunks. Therefore, candidate passages
are ranked according to how well they match a given query, and the best subset is passed to the
language model. While this is a workable approach, it quietly loses much of the detail in the source.
For example, section hierarchy, headings, neighbouring explanations, and distant references may
be lost. An answer in a technical report could rely on an earlier de nition, some data in a later
table, and an explanation that has been quali ed in an appendix, for example.

As a result, recent approaches to long documents have typically focused on richer abstractions.
In MultiDocFusion, regions are identi ed, recognized via OCR, and reassembled into a structured
representation before performing the search [8]. The study reports an improvement in retrieval
precision by 8{15% by reconstructing document hierarchies using LLM-based parsing and depth-
rst search grouping. In contrast to this method, TreeRAG stores the content of a document as

a tree and then performs the search using either a top-down strategy beginning at general nodes
moving down toward specic leaf nodes or vice versa [9]. Both methods establish a bene cial
assumption. The organisation of the source impacts the quality of the results obtained from the
search. However, while structural organization determines how content is grouped and retrieved,
it does not alter the mathematical semantic similarity between independently generated strings.

Yet hierarchy is frequently viewed as a superior means of indexing than as something to be traversed
during inferential processes. When a node is found during a search, it may still be sent to generation
without examining its parent, siblings, or the surrounding section. Thus, the gap between storing
data in a way that is aware of its structure versus structurally reasoning based on what was learned
remains open.

3.2 Structure- and Layout-Aware Retrieval

Most commonly, document structure has two related forms. Logical structure, which is represented
through titles, sections, lists, captions, and parent-child relationships, and layout structure, which
is captured through columns, page regions, typography, tables, and how gures are positioned next
to the corresponding text. Each of these representations can hold meaning. For example, a bold
heading can de ne the extent of several paragraphs, but where a label is placed within a diagram
will determine what that label is referring to.

In structured retrieval, it is possible to preserve the document's original structural representation
rather than discarding it during extraction. MultiDocFusion takes this approach and reconstructs
regions from OCR and layout detection to allow for evidence to be assigned to the organization
of a document [8]. TreeRAG organizes content into hierarchical units, enabling users to search
through logically linked paths [9]. Visual retriever methods such as ColPali instead encode entire
document pages natively as screenshot images; this direct visual indexing preserves tables, gures,
fonts, and spatial layouts that are otherwise lost during text conversion pipelines [17].

Each method addresses one of the many issues of this problem. The image of a page may preserve
appearance; however, section relationships are not revealed. On the other hand, a hierarchy of
clean units may reveal headings, yet lose visual correspondence. Both weaknesses matter. A chart
may be located on the correct page and yet its controlling subsection remains unseen. Therefore,
structured retrieval is an evidence-coordination problem, not one single ranking technique.

10
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3.3 Multimodal RAG for Visually Rich Documents

Industrial documents are rarely textual only. They contain critical information within images,
charts, tables, diagrams, or annotations. When these types of documents are rendered as plain
text, although there will likely appear to be a successful extraction of the original content, the
extracted data may be semantically lacking.

The use of a multimodal RAG minimizes this loss. Document pages are usually retrieved using
visual language models with late interaction that allow both visual and textual cues to be utilized
simultaneously, eliminating dependence on OCR [17]. VisDoM focuses on multi-document question
answering in visually rich collections, where evidence may be distributed across charts, tables,
slides, and prose [4]. M-LongDoc extends the di culty further by considering very long multimodal
documents and retrieval-aware adaptation [18].

Two other real-world limitations remain. Visual indexing and generation can be resource-intensive
for common desktop hardware, and page-level retrieval can lack granularity when multiple disparate
areas exist per page. Transcription to text represents another compromise. Visual elements of
evidence are transcribed into text descriptions and placed adjacent to other normal text. Some loss
of detail regarding visualization exists; however, indexing become easier. This type of compromise
is suitable for constrained local usage when a fully visual model would be attractive but di cult

to operate.

3.4 Query Reformulation and lIterative or Agentic Retrieval

A single query does not usually su ce for a di cult document question. The query may be too
vague, stated di erently from how it was expressed in the document source, or based upon evidence
that will not be identi ed until after reading the rst retrieved passage of a potentially lengthy
document.

Iterative retrieval resolves these issues by permitting the user to modify their query or search path,
or to ask sub-queries as part of the search process. The ReAct framework de ned a popular model
for iterative retrieval in which a model's traces of its reasoning are interwoven with the actions it
takes using external tools [5]. As applied to RAG, the same model would allow it to review its
retrieved material, determine what remains unknown, and then request additional searches. This
behavior o ers much greater exibility over one-shot retrieval. However, it also creates instability.
Multiple searches could wander further away from the original question, reuse evidence, or exhaust
available context without providing better answers.

As such, generic tool use is therefore inadequate for all types of document-centered activities.
Actions taken during searches should therefore be limited by the structural organization of the
documents being searched. A revised version of a query, for example, may be directed towards a
parent section or an adjacent chunk, or even be associated with a speci ¢ element of the content.
In addition, each iteration requires a persistent record of prior searches so that previously accepted
items as evidence, rejected candidates, unresolved claims, and stopping decisions are not repeated
between iterations. Agentic retrieval becomes useful when its freedom is bounded by structure and
explicit state.

3.5 \Veri cation, Grounding, and Faithfulness

Retrieval does not automatically ensure groundedness. Presented evidence may be partial in na-
ture, or combined with unsupported model knowledge. Thus, veri cation has increasingly been
isolated from the generation stage. As studied in [19], a Chain-of-Veri cation drafts an initial

11
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response rst, then generates veri cation questions, and those questions are then answered inde-
pendently. Final revision of the response is provided later. This isolation removes possible model
biases and repeating assumptions.

Current RAG evaluations also moved beyond lexical similarity. RAGAS has formalised reference-

free dimensions for these evaluation techniques. Faithfulness to retrieved context and answer
relevance to the queries complement the usual retriever and generator metrics within the RAG

pipeline [15]. A response can be relevant yet unsupported, or well supported while failing to

answer what was asked. Human or language-model judging may provide further diagnostic value,
particularly where several phrasings are acceptable.

However, even the most recent research in the domain applies the veri cation step to a nished
textual context. Most studies pay less attention to whether the context needs to be dynamically ex-
panded before a claim is approved. Especially in visually rich document understanding, grounding
may require evidence locked within charts, tables, or spatial layouts. Veri cation can therefore be
paired with active, iterative retrieval, in which weak or low-con dence claims can trigger targeted
evidence gathering rather than only post hoc rewriting.

3.6 Benchmarks for Long and Multimodal Document QA

Progress in document RAG has been shaped by benchmarks that isolate di erent forms of di culty.
MMDocIR assesses multimodal document retrieval performance at both page and layout levels,
demonstrating the limitations of indexing text alone, where evidence is also present in the ap-
pearance of the page [20]. LongDocURL assesses long-document understanding performance with
guestions that ask users to locate and reason about information scattered throughout a document
[3]. M-LongDoc focuses speci cally on extremely long multimodal documents, including the rela-
tionship between retrieval and answer generation [18]. Finally, VisDoM focuses on multi-document
reasoning across visually rich materials [4].

These benchmarks are complementary, but their scores are not interchangeable. Evidence can
be labeled at various levels within the document. Some tasks focus on retrieval accuracy, while
others evaluate the generation quality once evidence has been located. Exact match evaluation is
typically too rigid for open-ended response formats; additionally, judge-based evaluations have the

potential to create model dependency. Thus, a system may appear to perform well based upon an
evaluation metric and poorly relative to another evaluation metric.

Therefore, for a comparative thesis study, both the retrieval and generation components must be
evaluated independently. Precision/recall represent how well the usable evidence appears within
the candidate set. Reciprocal rank represents the position in which the usable evidence rst
appears. Answer-overlap metrics provide information regarding surface-level agreement between a
reference response and a generated response. Faithfulness and relevance judges provide additional
qualitative characteristics that may not be captured by lexical overlap.

3.7 Synthesis and Identi ed Research Gap

The literature review points out several novel capabilities that strengthen modern RAG pipelines.
However, most components have been built and tested in isolation. To summarize, hierarchy
preservation excels in document organisation [8, 9]. Visual retrievers preserve evidence quite well
during text extractions [17]. Agentic orchestration can deal with revised search and intermediate
reasoning [5]. And lastly, the study in [19] shows that a veri cation chain can minimise unsupported
claims before the answer is accepted.

12
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What remains less settled is their coordination under constrained local deployment. A practical
system must preserve structural links, incorporate visual evidence in an a ordable form, expand or
rerank candidates when the rst retrieval is incomplete, and retain a state record across planning,
navigation, and review. These operations must also be compared under a common indexing and
evaluation protocol; otherwise, gains may be attributed to agency when they were actually caused
by di erent parsing or context budgets.

SAF-RAG is positioned within this gap. The contribution is not claimed to be the invention
of hierarchy, multimodal retrieval, or agentic reasoning. Instead, those ideas are assembled into
controlled experimental conditions that expose where each addition helps and where it introduces
cost or instability. Particular attention is given to structural expansion, structure-sensitive rerank-
ing, and veri cation-led iterative retrieval. The resulting comparison is intended to show whether
stateful navigation can improve evidence use on long and visually rich documents without assum-
ing data-centre-scale hardware. Table 1 summarises the motivation leading to the development of

SAF-RAG.

Table 1: Comparison of related RAG approach families and the positioning of SAF-RAG

Approach Evidence Retrieval Preserved Typical
Family Representa- Behaviour Organisation Limitation
tion
Conventional Extracted text One-pass dense or | Usually limited Lost layout
RAG passages lexical retrieval after chunking and hierarchy
Structure-aware | Hierarchical Hierarchy-based Sections and Quality
RAG nodes retrieval parent-child dependent on
relations structural
reconstruction
Visual Rendered page | Visual Page layout and | Resource-
document images late-interaction visual intensive
retrieval retrieval appearance
Multimodal Textual and Multimodal Visual-text Evidence
document QA visual evidence | retrieval followed correspondence | coordination
by generation bottleneck
Agentic Tool-accessible | Iterative search Reasoning and | Latency,
retrieval evidence and intermediate action history duplication,
decisions and retrieval
drift
SAF-RAG Text with Dense, BM25, Metadata- Context
textualized with structural based growth and
visual expansion, hierarchy and processing
evidence reranking, and layout cost
bounded review provenance

13
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4 Problem formulation and Research Questions

Question answering in industrial documents is hindered by the challenge of turning rich multimodal
documents into retrievable information. Document types like technical manuals, reports, and
slideshows do not simply follow a paragraph format. Each heading governs what follows in a
document and each table relies on the associated headings for interpretation. In addition to other
contextual clues contained in the surrounding text, gure captions help de ne the meaning behind
visual evidence. When these items are transformed into separate, independent pieces of data, they
tend to lose some of the inherent relationships between them.

The problem is therefore formulated with the end goal of a structure-aware, document-grounded
RAG. The system should form evidence that is both semantically relevant and validated by the
source document. It has been examined whether including layout, hierarchy, structural reranking,
and agentic review can improve that evidence without an uncontrolled increase in latency and
context.

4.1 Purpose and Motivation

This thesis investigated whether document structure can be employed and utilized after ingestion.
A need for answer traceability arose in an industrial environment dealing with large technical
documents. Flat retrieval can nd useful passages, even without the surrounding explanations.
Simply retrieving more text does not provide a certain solution, especially when relevant context
may be recovered, but processing cost increases.

As a controlled answer to this problem, SAF-RAG is investigated. In this system, structural
metadata is preserved, and based on results obtained from document relationships, additional
search results or their ranking have been expanded. Furthermore, due to its agentic nature, a
bounding controller allows users to pursue missing supporting evidence within a constrained set.

It is not implied here that all added mechanisms provide an improvement. Each one is separated

in an experimental condition, allowing researchers to observe regressions as well as resource costs
derived from the added mechanisms.

4.2 Research Questions

The study is guided by the following research questions:

" RQ1: How do structural and layout metadata, together with metadata-based expansion,
improve retrieved evidence quality relative to a baseline hybrid retriever?

" RQ2: How can a bounded agentic controller for planning, evidence gathering, and reviewing
improve answer grounding?

" RQ3: What trade-o s arise among retrieval quality, context size, and generation faithfulness?

4.3 Goals, Scope, Assumptions, and Delimitations

The primary aim of this study is to assess the progression in both evidence gathering and document
representation from at hybrid retrieval to structure-aware and agentic evidence gathering. Both
LongDocURL and VisDoM were chosen for evaluation based upon their ability to represent long-
range locating and visually grounded multi-document question answering.

14
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All multimodal evidence is converted to textual form before retrieval; tables, images, etc. are
represented by textual descriptions that reside within the same indexing space as extracted prose.
Therefore, direct image retrieval and a separately developed visual index fall outside of the scope
of this work. Additionally, model ne-tuning and unconstrained agentic search have been removed
from consideration. The claims presented are limited to the specic datasets utilized, models
employed, con guration choices made, and experimental results maintained throughout the course
of this research.
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5 Research Methodology

5.1 Research Design

A Design Science Research (DSR) approach was adopted. It is suited to a practical problem for
which an artifact must be designed, implemented, and evaluated, while knowledge is drawn from
that process [21, 22]. The artifact examined here is a structure-aware RAG pipeline with bounded
agentic retrieval. Both its construction and its comparative evaluation are therefore relevant.

This choice follows from the problem itself. Evidence in long technical documents may be dispersed
across pages, tables, gures, and nested sections. Descriptive analysis would not establish whether
preserving those relations changes retrieval or answer grounding. A working artifact had to be
developed and tested. The six DSR stages were applied as follows [22].

The research process is structured through six DSR steps.

1. Problem Identi cation and Motivation: Flattened chunks can weaken hierarchy, layout,
and links between textual and visual evidence.

2. De ning the Objectives of the Solution: More structure had to be preserved, related
evidence made recoverable, and each addition compared with a stable baseline.

3. Design, De nition, and Development of the Artifact: Structural metadata, expansion,
reranking, and bounded agentic control were added as separable mechanisms.

4. Demonstration: The artifact was applied to LongDocURL and VisDoM, rather than illus-
trated solely through selected examples.

5. Evaluation: Paired questions were assessed using retrieval, answer overlap, judge, and
e ciency measures. Failures were retained beside successful cases.

6. Communication: Design choices, statistical ndings, limitations, and resulting design
knowledge are documented in the thesis.

The work is therefore treated as an experimental systems study within DSR. Engineering iteration
was permitted while the artifact was stabilised. The reported ablation ladder, metrics, and planned
comparisons were then frozen before nal analysis. Figure 3 shows the overall DSR framework
applied to the study.

5.2 Datasets and Benchmarks

LongDocURL was selected for long-PDF locating and reasoning, with gold evidence supplied as
pages [3]. VisDoM was selected for visually rich, multi-document question answering, with rele-
vance supplied at the document level [4]. Their evidence units were preserved rather than converted
into arti cial chunk labels.

As mentioned in Table 2, documents, rather than individual questions, were assigned to develop-

ment or test using seed 42 and a 20% development fraction. Final analysis used 1,880 LongDocURL
questions from 317 test documents and 1,823 VisDoM questions.
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Figure 3: DSR Framework for SAF-RAG

Table 2: Dataset splits and nal paired evaluation populations.

Dataset Development Development Test Final test Gold relevance unit
document guestions document questions
groups groups
LongDocURL 79 445 317 1,880 Evidence page within the
target PDF
VisDoM 255 445 1,022 1,823 Gold document within the
candidate collection

5.3 Experimental Conditions and Ablation Ladder

Three principal functionalities were introduced in this thesis: structural expansion, structural
reranking, and agentic control. The order of the ablation has been summarized in Table 3. One
functionality was incorporated at each condition. Stage BO used at chunks with the hybrid re-
trieval and exact-keyword candidates, followed by deterministic interleaving and deduplication. B1
changed only the chunk representation by retaining structural metadata. S1 added metadata-based
expansion, S2 added structural reranking, and S3 added bounded Planner{Navigator{Reviewer
control.

Every condition was run under text-only and multimodal-transcribed ingestion. In the latter,
visual embeddings were placed on the same textual retrieval space. Two datasets, ve conditions,
and two ingestion variants produced 20 paired cells with identical Question Identi er (QID) sets
within each dataset.
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Table 3: Experimental condition ladder used in the SAF-RAG evaluation.

Condition Chunk Structural Structural Agentic Primary experimental
representation expansion reranking control purpose
BO Flat chunks No No No Establishes the baseline hybrid
retrieval performance.
B1 Structure-aware No No No Isolates the e ect of preserving
chunks structural and layout metadata
during ingestion.
S1 Structure-aware Yes No No Tests whether metadata-based
chunks expansion recovers additional
related evidence.
S2 Structure-aware Yes Yes No Tests whether structural signals
chunks improve candidate ordering
after expansion.
S3 Structure-aware Yes Yes Yes Tests bounded iterative evidence
chunks gathering through Planner,
Navigator, and Reviewer roles.

5.4 Evaluation Protocol and Metrics

Metrics were calculated per question before aggregation. LongDocURL contributed 1,880 paired
observations per cell and VisDoM contributed 1,823. Formal metric de nitions and the complete
statistical procedure are provided in Appendix C.

5.4.1 Retrieval Metrics

Hit@5 and Hit@10 assess the degree to which gold evidence is present at a given cut-o point. MRR
quanti es where the earliest piece of relevant content occurs within a query response. Additionally,
nDCG evaluates both the relevance of the individual components of a query response, and the way
they are ordered relative to one another. Finally, evidence coverage represents the proportion of
unique gold evidence included in responses. Due to the fact that it is possible to improve coverage
while reducing quality of early responses, these metrics have been kept distinct.

5.4.2 Generation and Answer-Quality Metrics

The F1, ROUGE-L, BLEU, and chrF provide a means by which the similarity of generated answers

to reference answers may be evaluated. BLEU computes a measure of accuracy of n-gram matches
between generated and reference answers [23]; chrF computes a measure of character-based similar-
ity [24] of generated and reference answers. While deterministic measures allow for reproducibility,
they do not ensure that generated answers are semantically identical to their references or that
generated answers include similar types of evidence as the reference answers.

5.4.3 LLM-Judge Metrics

An overall judge score, answer relevancy, and faithfulness were used on a 0-10 scale and normalized
to [0,1]. This was done based on previous RAG assessment dimensions [15] with all values coming
from the local judge prompt. Therefore, these represent model evaluations and not human ground
truth.
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5.4.4 E ciency and System Metrics

Retrieval calls, context characters, and end-to-end duration were maintained in order to determine
if a quality improvement increases their cost. The end-to-end duration metric is still environment-
dependent, so this metric has been analyzed as descriptive only.

5.4.5 Dataset-Speci c Scoring

All LongDocURL retrievals were evaluated using gold standard pages via corresponding chunk page
number and span. All VisDoM retrievals were also evaluated using gold standard documents based
on their lenames. Because absolute scores do not assume equal di culty among benchmarks, all
comparisons are limited to the conditions contained in each respective benchmark.

5.4.6 Statistical Analysis

It was important to verify whether or not the observed di erences in results could be due to sam-
pling variability. Keeping track of QID pairing permitted repeated-measures analysis. Since Hit@K

is binary, MRR is discrete, and several measures are bounded, non-parametric procedures were cho-
sen. Repeated QIDs created within-question dependence, while bounded, discrete metric values
produced many ties and zeros rather than approximately normal di erences. Independent-sample
tests were therefore inappropriate, and paired rank or permutation procedures were preferred over
paired t-tests. Cochran's Q test was used for binary comparisons [25] because this statistical
method reliably compares two or more sets of repeated binary measures. Omnibus tests used
Friedman ranks [26]. Since this test does not assume normally distributed metric values, it can be
used with many di erent types of data. To perform a series of planned comparisons to determine if
there were statistically signi cant di erences in Hit@K between two speci c related conditions, ex-
act McNemar tests were conducted. These tests were chosen to compare the number of discordant
pairings in two binary-related groups of subjects [27]. In addition to conducting exact McNemar
Tests for all paired comparisons, other paired comparisons were also analyzed using a two-tailed
sign- ip permutation test. The use of these tests allows for comparison of experimental conditions
without the assumption of a Gaussian distribution of sampling error.

For the above-mentioned ablation ladder, comparisons were made between each stage. 95 percent
Bias-Corrected and Accelerated (BCa) bootstrap con dence intervals were computed for all mean
di erences [28]. Rank-biserial correlations were calculated for ordinal outcomes. Holm adjustment
was applied to con rmatory tests [29], whereas the Benjamini{Hochberg procedure was used for
exploratory analyses [30]. Con rmatory tests used 10,000 resamples, while exploratory analyses
used 5,000. The complete mapping between outcome type, comparison design, statistical test, and
reported quantity is given in Table 10.
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Table 4: Statistical procedures used for paired condition comparisons.

Purpose Procedure Reported Result
Binary omnibus Cochran's Q test p-value across BO{S3
comparison

Non-binary omnibus Friedman test p-value and e ect size
comparison

Binary paired comparison

Exact McNemar test

Paired di erence and adjusted
p-value

Non-binary paired
comparison

Sign- ip permutation test

Mean di erence and adjusted p-value

Uncertainty estimation

BCa bootstrap

95% con dence interval

Paired e ect estimation

Rank-biserial correlation

E ect direction and magnitude

Con rmatory multiplicity
control

Holm correction

Family-wise adjusted p-value

Exploratory multiplicity
control

Benjamini{Hochberg
correction

False Discovery Rate (FDR)-adjusted
p-value

6 Ethical and Societal Considerations

This study involves developing a RAG system for long technical documents. Since the work is partly
motivated by an industrial setting, stakeholder needs have in uenced the problem formulation,
particularly the requirement for reliable, traceable, and reproducible retrieval. Care has been
taken to ensure that proprietary or con dential material is not disclosed in the thesis. Public
benchmark datasets are used for reported evaluation, while any industrial documents and some
implementation details are treated as internal context only.

From a societal perspective, the system is intended to support users in navigating complex docu-
mentation rather than replacing expert judgement. This distinction is important because generated
answers may still be incomplete or incorrectly grounded. For this reason, evaluation includes faith-
fulness and failure analysis, and the system is designed to preserve evidence traces where possible.
Such transparency is considered necessary when RAG systems are used in technical or industrial
decision-support settings. Moreover, LLM models' performance depends on user prompts and
queries. Fine-tuning LLMs was not the ultimate goal of this thesis; hence, there is potential room

for further improvement if their behaviour is studied in isolation.
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7 System Design and Implementation

7.1 Design Goals and Guiding Concepts

This chapter describes the components that were built and investigated for the thesis. The core
components and functionalities were built on top of an existing RAG pipeline within the company's
ecosystem. The work is guided by three questions shaping the design.

Firstly, the study investigates the performance of a conventional at retrieval pipeline on long
multimodal document questions and where its most common failures occur. The second question
then revolves around how well evidence can be preserved by the expansion of document structure
through ingestion, indexing, and retrieval. The third question asks whether answer quality can
be improved by placing a bounded agentic loop between the retriever and the generator without
in ating latency or cost.

Three ideas recur throughout the system. They are worth stating up front so that the later design
choices make sense. The rst idea is that hybrid retrieval provides an appropriate starting point
for long multimodal documents [4]. Dense retrieval captures semantic similarity between a query
and a chunk, which helps when the user's wording does not match the document's wording. Lexical
retrieval captures exact tokens, which helps for rare terminology, named entities, and numerical
spans. A hybrid pipeline combines both signals so that each can compensate for weaknesses in the
other.

Secondly, document structure should be treated as a signal. Headings, sections, parent and child
links, and chunk order can provide useful indications about where evidence is located. These types
of signals are discarded by at chunks and are not queryable [8, 9].

The third idea is that agents in a retrieval pipeline should act with restraint. Relying on open-
ended reasoning chains can be expensive and di cult to control. So, one agent for each task -
planning, navigation, and review - can form a narrow control loop limited by de ned iterations
while keeping cost and behaviour bounded [6]. These three ideas shape the rest of the design.

7.2 System Architecture Overview

The platform consists of ve main services running in containers and communicating through
simple Hypertext Transfer Protocol (HTTP) interfaces as shown in Figure 4.

The chunker takes raw documents and partitions them into a structured document. The indexer
processes the generated structures from the chunker, generates the corresponding embeddings, and
writes the entries in the search store. The retriever conducts hybrid search and identi es potential
candidates from the pool of chunks. The generator uses the candidates to construct context for
use with the language model. An experiment runner component manages all the batch runs. It
iterates over hyperparameter grids, tracks each artifact created during each run, and uploads all
tracked items to the experiment tracking server.

Three external stores support the pipeline. A single search cluster stores dense vectors, sparse token
weights, and chunk texts. A document database stores conversation histories for the generator. An
object store serves as the hando point between the chunker and indexer, and keeps intermediate
artifacts o of the synchronous request path.

Each run records its parameters, metrics, and artifacts onto the tracking server. The parent and

child run identi ers allow for grouping related runs into hierarchical structures. Therefore, all
experimental lineages can be recalled from a single identi er. The design was purposefully made
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Figure 4: Platform Architecture

modular. Each run logs all of its parameters, metrics, and artifacts in the tracking server. The
parent and child run identi ers allow each run to be grouped as a hierarchical set of related runs,
which can then be identi ed by a single identi er. The use of modules allows the ingestion, index-
ing, retrieval, reranking, agent control, and generation components of the system to be modi ed
independently. This separation reduced unintended changes between experimental conditions, sim-
pli ed fault isolation, and allowed individual services or models to be replaced without rebuilding
the complete stack. It also makes it easier to nd the source of faults and replace one service at a
time instead of having to rebuild the entire pipeline. Modularity is especially useful for an ablation
study. In order to determine how much of a di erence adding one new module makes, everything
else in the pipeline has to be kept the same.

7.3 Document Ingestion Pipeline

Within the system architecture, document ingestion forms the rst stage of the document-processing

path and is executed by the chunker. A raw PDF and its associated metadata are received from
the storage and orchestration layer. The resulting typed elements and chunks are then passed
to the Indexer service, where their retrieval representations are generated and stored. This sub-
section therefore explains the internal operation of the chunker component shown in the system
architecture.

During ingestion, visual layout is translated into a structured textual representation, while head-
ings, pages, element types, bounding boxes, and source provenance are retained for later retrieval
stages. Figure 5 summarizes this ow from raw document input to index-ready chunks. The
complete chunk schemas are documented in Appendix D, particularly Tables 11 and 12.

7.3.1 Layout-Aware Parsing

Parsing is performed by the Unstructured library through its partition routine. The routine is

invoked with a high-resolution strategy. In this mode, a layout model inspects each page, detects
the bounding boxes of text blocks, headings, tables, and gures, and classi es each block by type.
Where the layout model is uncertain or text is only available as a rasterized image, optical character

22



Tirthendu Prosad Chakravorty Stateful Agentic Framework for RAG

Figure 5: Document Processing Pipeline Within The Chunker

recognition lls the gap.

The output of parsing is a list of typed elements, not a raw text stream. Each element carries
its page number, its element type, a category depth value for titles, and a layout bounding box
when the layout model was con dent enough to provide one. Element types include narrative text,
list items, titles, headers, footers, tables, and images. Table elements additionally carry a parsed
Hypertext Markup Language (HTML) representation, so that column and row structure survives
the translation from visual layout into text.

7.3.2 Element Extraction and Multimodal Assets

Text elements, table elements, and image elements are then treated di erently. Text elements are
ready to be chunked as is. Table elements go through the splitting step described next. Image
elements are extracted to an asset directory and reference a path rather than the binary content
itself, so that the downstream chunk records stay lightweight.

7.3.3 Table Splitting

Large tables represent an ongoing problem. An HTML table across many pages can easily consume
enough tokens to hit the embedding model's token limit and be cut o, resulting in lost information.
There is a \split" stage before chunking. It works through all the HTML of each table and splits the
rows into small sequential groups using the parse library and sends out a list of smaller chunks of
individual table pieces, where each piece is within the character limit. Wherever possible, adjacent
rows will be grouped together so that related numeric cell values remain in the same group.

23



Tirthendu Prosad Chakravorty Stateful Agentic Framework for RAG

7.3.4 Multimodal Enrichment

When the pipeline is con gured for multimodal use, a vision-language model is invoked for any
asset over a certain size threshold. For tables, this model returns a natural language summarization
alongside the preserved HTML representation. For images and gures, the model generates a
descriptive paragraph. These generated paragraphs are added to the surrounding text and are
then sent downstream to be embedded by the same model used to embed the remainder of the
text. This approach maintains a consistent retrieval surface. Since the retriever does not have a
separate vision encoder, image and gure content is handled as textualized visual evidence.

7.4 Chunking Strategies

Chunking is the step that turns the element stream into retrieval ready segments. Two strategies
are utilized. The rst is a at strategy used by the baseline. The second is the implemented

structurally aware strategy used by the proposed system. Both build on the same underlying
segmentation routine, so the segmentation routine is described rst. Figures 6 and 7 demonstrate
the core di erences in the two strategies in detail.

7.4.1 Title-Boundary Segmentation

The segmentation routine is the title-based chunking function provided by the parsing library.
The algorithm begins a new chunk at every title element, thus creating a new chunk at every title
boundary. Three parameters shape its behaviour. A hard character cap sets the maximum size
of any chunk. A soft character target tells the function when to prefer starting a new chunk even
before a title boundary is reached. A small element merging threshold tells the function when
to fold a short element into the preceding chunk rather than splitting unnecessarily. The upper
character limit was set to 6,000 and the soft target to 3,000. Both numbers were determined to meet
the requirements of the model's token budget while providing meaningful contextual information
to users.

7.4.2 Flat Baseline Chunking

The at baseline utilizes the same title boundary segmentation routine. The retrieval record
maintains both the chunk identi er, content, source provenance, and previous and next pointers.
As such, no structural hierarchy and/or layout elds were used to rerank baseline candidates;
thereby establishing the baseline upon which the structure-aware approach was judged.

7.4.3 Structure-Aware Chunking

The structure-aware strategy again utilizes the same title-boundary segmentation routine. As such,
the chunks remain directly comparable to the content of the baseline. Once the segmentation
routine completes, the original typed elements contained in each resultant chunk are examined,
and structural metadata is added to the chunk record. The rst step is to infer the heading level
associated with each chunk from one of three possible sources. They are, the parser's category
depth, the rst title element found, and the markdown heading marker. Once the heading level is
determined for a given chunk, a heading stack is created and maintained as chunks are processed.
For each heading chunk that is encountered, it is linked to the closest shallower heading. Body
chunks are linked to the most recent active heading ancestor. All parent chunks retain references to
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