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Abstract

Modern robotics operate under unstable dynamic conditions, making them rely on continuous real-
time state data for stabilizing, with the data traditionally coming from encoders. With the advances
in computer vision, and Convolutional Neural Network (CNN) models showing their strong ability
to extract feature information from images, a use case was set up involving a Furuta pendulum.
The goal of the use case was to investigate if angle predictions from a CNN model can either
act as a complement to encoder data, or completely replace the need for encoders in a real-world
setting. This would be done by predicting the motor arm and the pendulum angles in real time by
passing image pairs through a CNN model. An experiment rig using a dual camera setup was built,
and a dataset was gathered. Early fusion was used to merge the features from both images and
the traditional classification head of the CNN models was replaced with a custom regression head.
Three di Cerent CNN families were trained and evaluated: ResNet, E [ciehtNet and MobileNet. All
models used ImageNet pre-trained weights as a starting point, and then fine-tuned on the collected
dataset. All models underwent quantization as a way to boost their inference speed at the cost
of accuracy. Inference was done on a Raspberry Pi 5 with a neural network booster board. The
ResNet-10 model showed the strongest performance overall, compared to the other CNN models.
The model predicted a mean absolute error in degrees of 1.39 for the motor arm and 0.95 for the
pendulum, while maintaining an inference time of 1.69 ms. These results show that CNN models
can predict angles with good accuracy, and that the inference time when predicting these angles will
not be a bottleneck in a real-world setting.
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1. Introduction

Modern robotics such as drones, humanoid robots and inverted pendulums operate under unstable
dynamic conditions, making them rely on continuous real-time state data. In order for them to
correctly track positioning and joint angles for stabilizing in real-time, encoders are traditionally
used for collection of data, where encoders are typically integrated within robotic joints. With
recent advances in computer vision and deep learning there is an opportunity for supplementing
or replacing physical sensors with vision-based approaches, where a camera observes the system
and a model infers the relevant state information from the captured images. Convolutional Neural
Networks (CNNs) have shown strong capability in extracting spatial features from images, making
them a promising candidate for this task. To investigate di erent approaches for providing real-
time data, a use case with a Furuta pendulum has been set up within Méalardalen University
Automation Research Center (MARC)'. The use case aims to investigate if image data being
processed through CNN models in real-time can act as complementary data, or completely replace
the need for encoder data in a Furuta pendulum.

1.1 Problem Formulation

Accurate angle estimation is a fundamental requirement for the control of a Furuta pendulum.
Traditionally this is achieved using rotary encoders, sensors that are directly attached to the
joints of the system to measure angular position. While encoders provide reliable and precise
measurements, they introduce hardware dependencies that increase system complexity and cost,
and limit the exibility of the setup.

However, deploying CNN-based models in real-time on resource-constrained edge devices, such
as the Raspberry Pi (RPi), presents a signi cant challenge. These devices have limited computa-
tional power and memory compared to desktop or server hardware which imposes strict require-
ments on model size and inference speed.

The purpose of this study is thus to investigate whether CNN-based models can be deployed
in a quantized state on the RPi equipped with a neural network accelerator to accurately estimate
the arm and pendulum angles of a Furuta pendulum in real-time. Speci cally, the models are
trained to estimate three output values: the sine and cosine components of the pendulum angle,
and a normalized representation of the motor arm angle. This representation is chosen to avoid
the discontinuity that arises when the pendulum angles wrap around at 180 , ensuring a smooth
and continuous output space that is more suitable for a regression model. To provide su cient
visual information for estimating both angles, two cameras are mounted, each at a 45angle to
either side of the front of the pendulum. This dual-camera setup ensures that the angle of both
the motor arm and the pendulum is clearly observable.

The following research questions will be addressed:

A. To what degree of accuracy can CNN-based models estimate the motor arm and pendulum
angles of a Furuta pendulum using a dual-camera setup?

B. What inference time will these models achieve on a Raspberry Pi 5 equipped with a neural
network accelerator?

C. To what degree does quantization a ect the accuracy in our models when using the Hailo
Data ow Compiler?

Lhttps://sites.mdu.se/marc
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2. Background

This background section aims to give the reader su cient knowledge about hardware, software and
theories being discussed in this thesis.

2.1 Furuta Pendulum

The Furuta pendulum, introduced by Furuta et al. [1], is an inverted pendulum widely used
for educational purposes and control theory research. The pendulum consists of a horizontal arm
attached to a servo motor and a freely rotating pendulum attached to the arm's end. The system is
inherently unstable and balancing the pendulum in an upright position requires continuous active
control, making it a classic benchmark problem. In this report, all experiments are conducted
using a Quanser Qube-Servo 3, shown in Fig. 1

Figure 1: Picture of the Quanser Qube-Servo 3.
1. Motor arm.
2. Pendulum.

2.2 Edge devices

Edge devices are computational hardware that process data close to the source, instead of relying
on remote cloud servers. By being at or near the source of data generation, bene ts such as lower
latency inference, better energy e ciency and reduced bandwidth consumption can be achieved

2.

2.2.1 Global Shutter Camera

In order to capture the live feed data, two global shutter cameras are used. Unlike rolling shutter
cameras, global shutters capture the entire frame simultaneously, making them well-suited for fast
motion applications with minimized blur and image distortion [3].
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2.2.2 Raspberry Pi

For computation of the image data, this project will utilize two Raspberry Pi 5's with 8 GB of
RAM. The RPi is a single-board computer, which is widely used for educational purposes, home
automation and hobby projects [4]. A limiting factor of the RPi is computation power, and since
the RPi alone will not be strong enough to deploy our CNN models in real-time, this project will
use an external booster extension board.

2.2.3 Al HAT Extension board

An Al HAT (Hardware Attached on Top) is an extension board to the RPi speci cally designed
to boost performance for neural network models, with support for frameworks like TensorFlow,
PyTorch and full integration with the global shutter camera software [5]. The Al HAT this project
will use is equipped with the Hailo-8L chip with 13 TOPS (Tera Operations Per Second), which
will greatly improve our overall inference performance. Hereafter the Al HAT will be referred to
as Hailo-8L.

2.3 Neural networks and deep learning

Neural networks consist of neurons which are connected to each other with di erent weights and
biases throughout di erent hidden layers. Each neuron applies an activation function, such as
Recti ed Linear Unit (ReLU) [6], which introduces non-linearity. In order for the network to learn
patterns in data, weights and biases are updated using backpropagation. Depending on the task
the network is designed to solve, it may consist of multiple hidden layers. As networks increase
in depth, their ability to learn more complex patterns in data may also increase. These network
models are commonly known, and referred to, as deep learning models [7]. In order to get a clear
picture of how a neural network operates, a visualisation is presented in Fig. 2.

Figure 2: lllustration showing a neural network with two hidden layers and ReLU as activation
function. Loss gradients determine how weights and biases will be updated during backpropagation
in the Neural Network.
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2.4 Convolutional Neural Networks

While traditional neural networks could handle image data, the amount of parameters quickly
becomes unmanageable for the network. This could lead to increased computational requirements
and risk of over tting, meaning the network learns to adapt to training data but performs poorly

on unseen data. To solve these issues, Convolutional Neural Networks (CNNs) are used. CNNs are
designed speci cally for pattern recognition in image data, using convolutional layers and pooling
layers [8]. Convolutional layers actively reduce dimensions by passing a lter (or kernel), over the
image with a stride and padding, producing a feature map. Pooling layers perform downsampling
of the given input, reducing the parameters even further. The convolutional and pooling layer
are responsible for feature extraction, while the fully connected layer is responsible for the image
classi cation [8]. An illustration of a simple CNN structure is presented in Fig. 3.

Figure 3: lllustration showing a simple CNN architecture, illustrating how the convolutional layer
and pooling layer reduce dimensions before going into the fully connected layer.

2.5 Transfer learning

Al models that are trained with large amounts of speci c, labeled data can achieve high perform-
ance related to their domain, but it comes at a cost. The process to gather this data is often
expensive, time-consuming and requires domain knowledge for correct annotations. To overcome
this challenge of limited labeled data, transfer learning may be used. Transfer learning refers to the
reuse of knowledge learned from one domain being applied to a target domain [9]. In deep learning,
particularly in computer vision, this is commonly achieved by using models with pre-trained back-
bones on large datasets like ImageNet for image classi cation [10], and COCO for object detection
and segmentation [11].

2.6 E cient CNN models

In order to deploy a CNN model on an edge device where computational resources are limited,
we need e cient CNN models. The framework timm? (PyTorch Image Models) has a wide range

2https://github.com/huggingface/pytorch-image-models
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of pre-trained CNN models, with some speci cally designed for deployment where computational
power might be lower than that of a desktop computer, such as edge devices. The next section
aims to give the reader a short introduction to each model and what makes them suitable.

2.6.1 ResNet

ResNet is a family of CNN models that introduces shortcut connections, which essentially means
that the input going into the activation function is added back to the output untouched. This
was added as a means to deal with problems of degradation in the network, meaning the accuracy
of the network gets saturated the deeper it goes [12]. While there are multiple ResNet models,
ranging from the smaller ResNet-18, consisting of 18 layers to the deeper ResNet-152 consisting of
152 layers, this thesis will mainly evaluate ResNet-18, ResNet-18, ResNet-34 and ResNet-50.

2.6.2 MobileNet

MobileNet is another family of CNN models, designed to run e ciently on edge devices such as
mobile phones. The baseline version, MobileNetV1, achieves its e ciency by using depthwise sep-
arable convolutions [13], MobileNetV2 further builds on this, adding an inverted residual structure
meaning the input and output of the residual blocks are thin layers instead of the traditional resid-
ual structure which initialises with expanded layers [14]. MobileNetV3 further improves e ciency
with the addition of squeeze-and-excitation modules, which model channel dependencies and ad-
aptively recalibrate feature responses, as well as smaller architectural adjustments [15]. These
combinations allow the network to run e ciently on edge devices while still keeping the perform-
ance at competitive levels, with a trade-o between speed and accuracy. This thesis will evaluate
all three MobileNet models.

2.6.3 E cientNet

E cientNet uses compound scaling for the width, depth and resolution of a baseline network
found via neural architecture search. By using compound scaling the network balances the scaling
of all three dimensions, instead of increasing them independently, greatly increasing accuracy and
computational e ciency [16]. This thesis will evaluate the baseline E cientNet-BO, as well as a
larger scaled model E cientNet-B2.

2.7 Data Processing Techniques
2.7.1 Early and Late fusion

When using image data from multiple sources, it is important that data from the di erent view-
points are combined at some stage in the data processing pipeline, in order to capture the full
representation of the object. This may, for example, be achieved using either early fusion or late
fusion [17]. Early fusion combines data at the input level, in our case stacking two images along
the channel dimension, allowing the model to nd cross-correlations between the di erent object
angles. Late fusion on the other hand processes each image through separate CNN branches inde-
pendently and then merges the data at a later stage before making a nal prediction, at the cost

of more computational overhead due to running two separate networks.

2.7.2 Image augmentation

When speaking of image augmentation we speak about data augmentation techniques being applied
to images. Data augmentation is used to increase variety and diversity in the data, increasing the
model's ability to generalize well on unseen data. Dierent image augmentation techniques may
include, but are not limited to: rotating an image or adding color jitter to the image, meaning
adding random color variants in the image. Each of these techniques adding new varieties to the
dataset. While rotating an image introduces rotational invariance, color jitter introduces lighting
robustness [18].

3timm speci ¢ model: https://huggingface.co/timm/resnet10t.c3_inlk
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2.8 Quantization

For real-time image inference using trained CNN models, a lot of computational power may be
required, which can become a bottleneck when deploying models on edge devices with limited com-
putational power [19]. An e ective solution to this is to use CNN models which are quantized. By
converting the numerical representation of the model weights and activations from their traditional
32-bit oating-points (FP32) into 8-bit integer representation (INT8), it can drastically reduce the
memory and computational power needed to run the model, with minimal accuracy loss [20].
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3. Related Work

In order to get a general guideline and inspiration where to start for our project, we looked at
related research on how to extract information from a Furuta pendulum using cameras. We found
two separate master's theses exploring the subject, where both explored angle extraction using
cameras of the Furuta pendulum with the purpose to control the pendulum. The rst thesis uses
traditional computer vision, with the open-source library OpenCV and a single camera setup to
detect two points in the pendulum for angular calculation [21].

The second thesis uses a two camera setup in a simulated environment, also detecting two
points in the pendulum to calculate angles [22]. Although these theses do not use deep learning
for angle calculations, the latter thesis highlights the importance of using a dual camera setup
when conducting angle estimation, as well as the importance of higher inference FPS for better
estimations. The author further explains that the next step in this project would be to move to a
physical environment.

Looking further than traditional computer vision, Bleher et al. [23] investigated the use of a CNN
for vision-based angle estimation on a Furuta pendulum, speci cally the Quanser Qube Servo 2,
the predecessor to the system used in this study. Their approach predicts sine and cosine compon-
ents of the pendulum angle to avoid discontinuities at 180 , and integrates the estimator into

a reinforcement learning control loop, achieving successful balancing at 120 Hz with an estimator
precision below 1 standard deviation. This establishes a concrete accuracy benchmark for vision-
based angle estimation on this type of system.

Similarly, Mazloum [24] investigated the use of CNN models for robotic joint angle estimation
using image data as input, speci cally evaluating ResNet-50, E cientNetBO and MobileNetV2 for
real-time angle estimation.

Transfer learning through ne-tuning of ImageNet pre-trained models has been widely adopted
across domains requiring limited training data. Zhuang et al. [9] survey this approach extensively,
noting that a commonly used strategy is to pre-train a neural network on a large source domain
such as ImageNet and subsequently ne-tune it on instances from the target domain, a technique
that has shown strong results in domains such as medical imaging where labeled data is scarce.
This approach is adopted in the present work, where all CNN models are initialized with publicly
available ImageNet pre-trained weights and ne-tuned for angle estimation on the Furuta pendu-
lum.

While deep learning models provide a good ability to learn complex patterns they also come at
a cost of computational power, which presents challenges when deployed on edge devices such as
the RPi. In a study by Ahn et al. [25] several deep learning models were evaluated on di erent
edge devices by comparing inference under FP32 and INT8 quantization. The study shows that
guantizing can greatly reduce size of the model and improve inference speed when running models
on edge devices. The study however shows a small reduction in accuracy for the quantized models.
The study investigates inference time when running a MobileNetV2 model on the PyTorch frame-
work, on a RPi4, showing signi cant reductions in latency during inference. In order to further
boost performance on edge devices and reduce inference time, the addition of external booster
devices may be used. A comparative study by Algahtani et al. [26] compares several object detec-
tion models on edge devices, speci cally RPi3, RPi4 and RPi5 using di erent type of boosters for
inference. The study shows great improvement for inference time when using an external booster
on the RPi.

Given the related work, we aim to further build upon this by translating the simulated dual
camera setup to a physical environment, but with CNN-based models. As a means to improve
our inference time for our CNN models deployed on edge devices, we aim to use a neural network
booster. This decision is strengthened by the related work, showcasing the bene ts of using external
boosters for CNN models on edge devices.
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4. Method
4.1 Research Approach

For this thesis, an experimental approach was applied in order to answer our research questions.
To identify suitable CNN architectures for evaluation, a review of the state of the art was rst
conducted, focusing on models that had demonstrated strong performance on edge devices for image
classi cation tasks. This resulted in the selection of three CNN families for further investigation:
ResNet, E cientNet and MobileNet.

The experimental pipeline was then structured around three steps corresponding to the research
guestions:

1. Angle prediction - Nine CNN models were adapted for regression and trained to predict
motor arm position and pendulum angle from dual-camera image pairs of the Furuta pendu-
lum, with encoder data serving as ground truth.

2. Evaluation on desktop - The trained models were evaluated in their full-precision (FP32)
state on a desktop computer using Mean Absolute Error (MAE) in degrees, establishing a
baseline for accuracy.

3. Quantization and edge evaluation - The models were quantized to INT8 and deployed on
the Hailo-8L accelerator. MAE and inference time were then collected on the edge hardware,
making it possible to measure the impact of quantization on accuracy and to evaluate real-
time feasibility on the target platform.

The following subsections describe the practical implementation of each step: the physical setup,
data collection and processing, model training, quantization pipeline, and evaluation metrics.

4.2 Physical experimental setup

To ensure xed height and distance for the cameras to the device, as well as a 4&ngle to either
side of the Furuta pendulum, a physical test rig was built. Background noise was physically
removed to the best of our ability, to ensure as clean image data as possible. Pictures of the setup
and a simple schematic are presented in Fig. 4 and Fig. 5 showcasing how everything is connected
to the RPI, as well as the setup from the top and from the front.
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Figure 4. Schematic of setup for image data capturing. The cameras are connected directly to the
RPi circuit board via CSI ribbon cables to their designated Cam0 and Cam1l ports. The Furuta
pendulum is connected to the RPI using USB for ground truth encoder data gathering.
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Figure 5: Top image showing top view of experimental environment, bottom picture showing
frontal view of experiment environment.

4.3 Data gathering

The data gathering phase was the most crucial part of this experiment. Initially, we had issues
with synchronizing the encoder data with the image data, encountering three main problems:

1. Synchronizing the cameras to capture images simultaneously.
2. Matching the image pairs to the correct encoder data.
3. Verifying the correctness of the angle values associated with the image data.

The optimal synchronization method for these cameras is through a hardware sync, where a wire is
soldered onto the cameras and a pulse is sent at the moment of capture. As this required hardware
modi cation, we instead used software synchronization. The RPi o cial documentation explains
how to set one camera as a server and the other as a client for image captures, achieving a syn-
chronization of <bms. This was tested by recording images while the Quanser device's LED strip
cycled through di erent colors, and then verifying that each image pair displayed the same color.
To synchronize the encoder data with the images, we set the frequency on the Quanser device to
200 Hz while the cameras captured at 50 FPS. Initial inspection of the recorded data revealed a
mismatch between the encoder values and the corresponding images, where the pendulum position
visible in the frame did not match the encoder reading saved at the same system cycle. To nd
the correct o set, the pendulum was manually swung with the arm at a xed position facing one

of the cameras and the saved images were compared against the encoder history. This test showed
that the encoder reading from three system cycles (15ms) before the image capture call aligned

10
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best with the captured frames, likely because the frame fetch retrieves the most recently bu ered
frame rather than capturing at the moment of the call, introducing an inherent delay. This o set
was applied to all recorded data.

The initial approach was for the recordings to be made within a balancing script. However, since
our encoder to image synchronization required to be executed sequentially rather than in parallel,
the latency introduced by each camera frame was su cient to disrupt the real-time requirements
of the controller, preventing stable balancing. Instead, we created a separate script only for record-
ing. To give it a positional reference, it began with a calibration sequence: the pendulum'’s resting
position was saved as it hung freely downward, and the motor arm was then driven to one of its
mechanical end stops to provide a reference point. Knowing the motor arm's range of motion, one
reference point was su cient to calculate its center. During recordings, the arm and pendulum
were moved manually.

The images were saved at 640 480 resolution and the encoder data was saved in its raw form as
counts, where one revolution equals 2048 counts. The nal dataset consisted of 9,343 image pairs
with matching encoder entries. The dataset was partitioned into training, validation and test sets
using a 70/15/15 ratio. Fig. 6 shows a heatmap of the dataset entries.

Figure 6: Heatmap illustrating the distribution in our dataset. The motor arm's position is shown
at the horizontal axis and the pendulum's position is shown at the vertical axis.

4.4 Data processing

The raw encoder counts and images were processed before being used for training. The motor arm
has a range of motion of 270, corresponding to 768 counts (1536 counts in total). Its encoder
values were normalized to the range [-1, 1] by dividing with 768. This mapped the full mechanical
range into values suitable for neural networks. The pendulum encoder counts were converted to
radians and then decomposed into their sine and cosine components. This circular encoding avoids
the discontinuity that arises when representing angles directly, following the approach of Bleher
et al. [23]. A pendulum at 359 and one at 1 are nearly identical positions, yet their raw values

di er greatly. With sine and cosine the mapping is continuous and invariant to the number of full
revolutions accumulated. As sine and cosine are naturally bound to [-1, 1] these values are also
consistent with the normalization applied to the position of the motor arm. A visualization of how

11






