Mailardalen University Doctoral Dissertation 470

GRAPH-FREE CONTROL
DEPENDENCE

A Syntax-Directed Method

Husni Khanfar

Malardalen
University ‘ J







Malardalen University Press Dissertations
No. 470

GRAPH-FREE CONTROL DEPENDENCE

A SYNTAX-DIRECTED METHOD

Husni Khanfar

2026

Malardalen
University l J

Department of Computer Science & Engineering



Copyright © Husni Khanfar, 2026

ISBN 978-91-7485-761-0

ISSN 1651-4238

Printed by E-Print AB, Stockholm, Sweden



Malardalen University Press Dissertations
No. 470

GRAPH-FREE CONTROL DEPENDENCE
A SYNTAX-DIRECTED METHOD

Husni Khanfar

Akademisk avhandling

som for avldggande av teknologie doktorsexamen i datavetenskap vid Institutionen
for datavetenskap och datateknik kommer att offentligen forsvaras torsdagen den
27 augusti 2026, 13.15 i Gamma och digitalt, Mdlardalens universitet, Visteras.

Fakultetsopponent: Professor Welf Lowe, Linnaeus University

Malardalen
University

Institutionen for datavetenskap och datateknik



Abstract

Static program analysis aims to analyse program behavior without executing it, and has traditionally
been implemented as offline tools running on desktop or server machines. As embedded and edge
platforms gain compute capability, however, parts of these analyses are increasingly expected to run
in new contexts —for example, inside Integrated Development Environments (IDEs), where developers
require continuous, low-latency feedback as code evolves, and on embedded systems and hardware,
where integrating selected analysis tasks can improve performance or enable new functionality. These
settings impose strict constraints —low latency, limited memory, and energy efficiency —which favor
demand-driven and incremental analyses over batch-oriented processing. A major obstacle to deploying
static analyses in such settings is their reliance on multi-stage graph construction and fixed-point
iteration; for example, computing control dependencies commonly involves transforming the program
into a node-based representation, constructing a Control Flow Graph (CFG), and deriving a post-
dominator tree (PDT), and materializing these intermediate structures increases both latency and
memory footprint. This thesis enables the use of static program analysis techniques in such constrained
environments through two distinct and complementary directions: first, it reduces unnecessary
computation in unstructured code by eliminating full fixed-point iteration and avoiding complete
construction of CFGs and PDTs; second, it introduces a syntax-directed method for computing control
dependencies without constructing intermediate graphs or reformulating the program into additional
node-based representations. The method is single-pass, requires only a constant number of auxiliary
in-memory entities, and eliminates graph overhead; experimental evaluation shows that it preserves
accuracy while substantially reducing memory usage and improving performance —typically by 6-
12x compared to representative graph-based baselines —for well-structured programming languages.
Although these two directions are distinct, they are complementary: the syntax-directed method is
designed to be integrated into the demand-driven approach.
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ISSN 1651-4238



Sammanfattning

Statisk programanalys syftar till att analysera programbeteende utan att ex-
ekvera programmet och har traditionellt implementerats som fristaende, offline-
verktyg som kors pé stationdra datorer eller servrar. I takt med att inbyg-
gda och edge-plattformar far 6kad berdkningskapacitet forviantas dock delar
av dessa analyser i allt hogre grad koras i nya sammanhang—till exempel i
integrerade utvecklingsmiljoer (IDE:er), dir utvecklare behover kontinuerlig
aterkoppling med lag latens medan koden utvecklas, och pa inbyggda sys-
tem och hardvara, ddr integrering av utvalda analysuppgifter kan forbéttra pre-
standa eller mojliggora ny funktionalitet. Dessa miljoer stiller strikta krav—Iag
latens, begriansat minne och energieffektivitet—vilket gynnar behovsstyrda och
inkrementella analyser framfor batch-orienterad bearbetning. Ett stort hinder
for att anviinda statiska analyser i sddana miljoer dr deras beroende av flerstegs
konstruktion av grafer och fixpunktsiteration; exempelvis innebir berdkning av
kontrollberoenden ofta att programmet transformeras till en nodbaserad repre-
sentation, att en kontrollflédesgraf (CFG) byggs och att ett postdominatortrdd
(PDT) hirleds, och att dessa mellanliggande strukturer materialiseras 6kar bade
latens och minnesatgang. Denna avhandling m6jliggor anvindning av statiska
programanalystekniker i sddana resursbegrinsade miljoer genom tva distinkta
och kompletterande inriktningar: for det forsta minskar den onddig beridkn-
ing i ostrukturerad kod genom att eliminera full fixpunktsiteration och und-
vika fullstdndig konstruktion av CFG:er och PDT:er; for det andra introduc-
erar den en syntaxstyrd metod for att berikna kontrollberoenden utan att kon-
struera mellanliggande grafer eller omformulera programmet till ytterligare
nodbaserade representationer. Metoden dr enkelpass, krdver endast ett kon-
stant antal hjdlpenheter i minnet och eliminerar graf-overhead; experimentell
utvirdering visar att den bibehéller korrekthet samtidigt som den avsevért min-
skar minnesanviandning och forbittrar prestanda—typiskt med 6—12x jamfort
med representativa grafbaserade baslinjer—f6r vilstrukturerade programmer-
ingssprak. Aven om de tva inriktningarna ir distinkta 4r de kompletterande:
den syntaxstyrda metoden dr utformad och utvecklad for att integreras i den
behovsstyrda ansatsen.






Abstract

Static program analysis aims to analyse program behavior without exe-
cuting it, and has traditionally been implemented as offline tools running on
desktop or server machines. As embedded and edge platforms gain compute
capability, however, parts of these analyses are increasingly expected to run
in new contexts—for example, inside Integrated Development Environments
(IDEs), where developers require continuous, low-latency feedback as code
evolves, and on embedded systems and hardware, where integrating selected
analysis tasks can improve performance or enable new functionality. These
settings impose strict constraints—low latency, limited memory, and energy
efficiency—which favor demand-driven and incremental analyses over batch-
oriented processing. A major obstacle to deploying static analyses in such
settings is their reliance on multi-stage graph construction and fixed-point iter-
ation; for example, computing control dependencies commonly involves trans-
forming the program into a node-based representation, constructing a Control
Flow Graph (CFG), and deriving a post-dominator tree (PDT), and material-
izing these intermediate structures increases both latency and memory foot-
print. This thesis enables the use of static program analysis techniques in
such constrained environments through two distinct and complementary di-
rections: first, it reduces unnecessary computation in unstructured code by
eliminating full fixed-point iteration and avoiding complete construction of
CFGs and PDTs; second, it introduces a syntax-directed method for comput-
ing control dependencies without constructing intermediate graphs or refor-
mulating the program into additional node-based representations. The method
is single-pass, requires only a constant number of auxiliary in-memory en-
tities, and eliminates graph overhead; experimental evaluation shows that it
preserves accuracy while substantially reducing memory usage and improv-
ing performance—typically by 6-12x compared to representative graph-based
baselines—for well-structured programming languages. Although these two
directions are distinct, they are complementary: the syntax-directed method is
designed to be integrated into the demand-driven approach.
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Chapter 1

Introduction

1.1 Key Ideas

Modern software systems are increasingly complex, concurrent, and
performance-critical. To analyze, optimize, parallelize, or verify such systems,
it is essential to understand how different parts of a program influence one
another. A central concept in this context is program slicinéﬂ, which relies on
two key relations: data dependenciesm and control dependencie@. The goal of
this thesis is to develop new techniques for computing program dependencies
that are practical in deployment contexts not traditionally targeted by static
analysis, such as low-latency and resource-constrained environments.

A major obstacle to deploying dependence analysis in such settings stems
from two factors. The first is the heavy reliance on multi-stage graph construc-
tion. Materializing intermediate data structures (e.g., graphs) introduces a large
number of in-memory entities, increasing both latency and memory footprint.
The second is the reliance on comprehensive analyses that require visiting ev-
ery part of the program—each statement or block—to compute information
relevant to a specific query; in practice, these parts are often revisited multi-
ple times. Techniques based on fixed-point iteration exemplify this paradigm:
they are designed to compute all facts for the entire program and therefore of-
ten perform substantial unnecessary computation. Together, these factors make

IDefinitions are provided later in the thesis.
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classical approaches to dependence computation ill-suited for emerging envi-
ronments.

Traditionally, to study how different parts of a program influence one an-
other, analyses construct representations that include all program blocks and
accumulate information at their entry and exit points, ensuring that no rele-
vant information is lost. This is typically achieved by building the state-of-
the-art program representation, the Control Flow Graph (CFG), and applying
global analyses over it. However, both the construction of the CFG and the ex-
ecution of such analyses are computationally expensive. Moreover, some ap-
proaches require constructing additional intermediate graphs, further increas-
ing the overhead.

This raises a fundamental challenge: how can we understand the influence
of program components without explicitly representing all of them in mem-
ory? Moreover, how can we compute a particular dependence fact for a given
statement or block without computing all such facts for the entire program?

To address these challenges, this thesis introduces a new lightweight
program representation called the Predicate—Code Block Graph (PCB-graph),
which replaces the traditional CFG. PCB-graph has two key properties. First,
it captures multiple types of information, in contrast to the CFG, which
primarily encodes control flow. Second, PCB-graph aligns naturally with the
syntactic structure and ordering of program statements.

The first property—a richer representation—simplifies dependence analy-
sis and reduces unnecessary computation. As a result, it enables the develop-
ment of demand-driven analyses that compute only the information required
for a given query, thereby avoiding comprehensive whole-program analysis.
The second property eliminates the need to construct a complete program rep-
resentation in memory, allowing analyses to proceed via traversal strategies
guided by the program’s syntax. This leads to a syntax-directed approach to
dependence computation.

This thesis leverages the demand-driven approach, based on an explicit
PCB-graph, to compute data dependencies (by exploiting SLV dataflow anal-
ysis), as well as control dependencies in unstructured code and interproce-
dural settings. At the same time, it employs a syntax-directed approach for
computing control dependencies in well-structured programs, i.e., programs
whose control flow is expressed using structured constructs (e.g., 1 £, switch,
while, for, do) and structured jumps (e.g., break, continue, return),
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with no goto statements.

The effectiveness of the syntax-directed approach stems not only from
viewing programs through the PCB-graph perspective, but also from the de-
sign of efficient, well-engineered algorithms. These algorithms operate in a
single-pass manner: each statement is visited exactly once in a strictly ordered
traversal. This eliminates the need to materialize the entire program as a col-
lection of analysis entities, as is typical in CFG-based approaches.

This single-pass capability is achieved through a combination of
techniques, including depth-first traversal over structured constructs and
extract-and-discard strategies. Together, these techniques ensure that all
relevant information within a construct is computed and propagated before
returning to its parent, allowing intermediate data to be discarded as soon as
it is no longer needed. As a result, at any point during execution, only the
currently active constructs need to be represented in memory. This guarantees
a small and bounded memory footprint, independent of the overall program
size.

Reducing unnecessary computation and enabling the deployment of
static analysis in new environments are the central objectives of this thesis.
Accordingly, this thesis proposes (i) a demand-driven approach that supports
on-demand slicing by computing dependencies as needed, and (ii) a syntax-
directed approach for computing control dependencies in well-structured
code.

It is worth noting that the demand-driven approach in (i) efficiently
computes both data and control dependencies for unstructured as well as
well-structured programs. To further improve performance, we introduce a
syntax-directed approach for computing control dependencies more efficiently
in well-structured code. Notably, most real-world programs are largely
well-structured, even when they contain some unconditional jumps. As a
result, the syntax-directed approach can be applied locally to program regions
that do not involve unconditional jumps (e.g., goto). More broadly, this
syntax-based perspective on dependence computation represents a promising
direction for improving both efficiency and scalability.
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1.2 Program Slicing and Control Dependence
Analysis

Program slicing is a common static analysis technique that identifies the pro-
gram statements that affect or are affected by a slicing criterion (var,loc),
where var is a program variable and loc is a program location. Slicing typ-
ically relies on two analyses: computing data dependencies and computing
control dependencies.

A data dependence arises when one statement defines (or assigns) a value
to a variable and another statement or predicate subsequently uses that value.

Computing control dependence between program statements is also a key
task in static program analysis. Control dependence relates a predicate (branch-
ing statement) to a statement: the outcome of the predicate (typically true
or false) determines whether the statement can execute. In practice, it sup-
ports debugging and slicing (why this line ran), impact analysis and refactoring
(what changes when a condition changes), security auditing (linking sensitive
operations to guards), and testing/coverage reasoning (which conditions a test
must satisfy to reach code).

Algorithms for computing control dependence are typically formulated
over the control-flow graph (CFG), which models a program by grouping
consecutive statements into basic blocks (maximal sequences of consecutive
statements with a single entry and a single exit) and connecting them with
directed edges that represent possible transfers of control.

Postdomination facts are important for computing control dependence. For
nodes m and n in a CFG, n postdominates m if every path from m to the exit
node passes through n. These facts are often organized into a tree called the
postdominator tree (PDT).

1.3 Limitations of Graph-Based Analyses in In-
teractive and Embedded Settings
Static program analysis techniques are often built on graphs—most notably

the control-flow graph (CFG). Graph-based methods build a large map of the
whole program before answering even a small question.
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Deploying such techniques in settings that require instantaneous or real-
time feedback exposes two main challenges. First, many analyses are for-
mulated as comprehensive, whole-program solutions: to answer a particular
query, the analysis typically visits most (if not all) graph nodes and performs
computations sufficient to characterize every statement, not just the statement
of interest. Second, significant overhead arises from constructing and main-
taining the intermediate graphs on which these analyses rely (e.g., the CFG
and the postdominator tree), often through multi-stage pipelines.



1.3 Limitations of Graph-Based Analyses in Interactive and Embedded

Settings

Acronym

Stands for

Why it matters in this thesis

AST

Abstract Syntax Tree

Syntactic representation commonly
used as input to analyses; many tradi-
tional pipelines start from (or traverse)
the AST.

CFG

Control-Flow Graph

Traditional graph capturing possible
intra-procedural control transfers; the
baseline representation used by many
classical analyses.

PDT

Postdominator Tree

Organizes postdomination relations de-
rived from the CFG; a standard in-
gredient in classical control-dependence
computation.

PDG

Program Dependence Graph

Unifies control and data dependencies in
one structure.

SDG

System Dependence Graph

Interprocedural extension of the PDG
with call/parameter edges; the standard
foundation for whole-program slicing.

PCB

Predicate Code Block

A block that represents a structured
construct (e.g., 1f, while, for) and
records its key attributes, such as its par-
ent PCB, its kind (loop or conditional),
and the statements in its body.

PCB-graph

Predicate Code-Block Graph

A graph representation of the source
code formed from PCBs and their rela-
tionships.

SLV

Strongly Live Variables

Backward data-flow analysis used to
compute only the data-dependence facts
required by the query.

Table 1.1: Acronyms and key representations used throughout the thesis.

To illustrate the cost, consider a program with 100,000 statements. Form-
ing basic blocks (grouping roughly 3—4 statements per block) yields on the
order of 25,000-35,000 CFG nodes; the Abstract Syntax Tree (ASTf] contains

2 An abstract syntax tree (AST) is a tree-structured representation of source code in which each
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approximately 100,000 nodes, and the postdominator tree has a comparable
number of nodes.

As shown in the Experimental Evaluation in paper E, when computing con-
trol dependence, more than 83% of the total running time is often spent on
CFG construction alone. This indicates that the dominant bottleneck is not the
subsequent dependence computation, but the upfront cost of establishing and
maintaining the graph representations. Consequently, optimizing graph-based
techniques for interactive or embedded deployment has limited effect: most
optimizations target the computation performed over the graphs, whereas the
graphs themselves must still be constructed and stored, incurring substantial
time and memory overhead.

Table [I.1] provides a quick reference for the acronyms used in this thesis.

1.4 Demand-Driven Data and Control Depen-
dence Analysis

This thesis proposes two demand-driven methods for computing data and con-
trol dependencies. These methods address the first challenge by answering
queries without resorting to exhaustive whole-program analysis. The central
idea is to compute only the dependencies required for a specific statement (or
slicing criterion), thereby avoiding unnecessary work. For example, in a proce-
dure with about 10,000 statements, if a query concerns the dependence between
two specific statements, the analysis explores only the relevant portion of the
code rather than deriving dependencies for all 10,000 statements.

To operationalize these methods, we introduce two intermediate data struc-
tures: the Predicate Code-Block Graph (PCB-graph) and Overlapping Flows.
Both are designed to support demand-driven computation. While these struc-
tures achieve the intended selectivity, the overhead of constructing and main-
taining intermediate graphs and data structures remains substantial.

Motivation for PCB-graph. Unlike a CFG, which primarily represents
possible transfers of control between basic blocks, PCB-graph is centered on
the program’s structured constructs (e.g., 1f, while, for, switch) and

internal node corresponds to a syntactic construct and each leaf node corresponds to a program
statement (e.g., a procedure call, assignment, or definition). The AST omits non-essential tokens
such as parentheses and punctuation.
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their nesting. In doing so, PCB-graph mirrors the program’s surface syntax
and preserves information that is implicit in the source but not explicit in the
CFG, such as construct boundaries, nesting hierarchy, construct types, predi-
cate/region relationships, and the association of jump statements (e.g., break,
continue, return) with their enclosing constructs. PCB-graph can be
treated either as a conceptual representation that guides the analysis, or as a
materialized structure when needed; in later chapters we exploit the former to
avoid explicit graph construction.

Subsequently, we developed a graph-free method for computing control
dependence in well-structured programs, eliminating reliance on intermedi-
ate graphs. By obviating graph construction, the method substantially reduces
memory usage and computational overhead, thereby addressing the second
challenge. This contribution constitutes the core of this thesis.

In the remainder of this Introduction, we focus primarily on the syntax-
directed methods for computing control dependence, as it is the more mature
contribution and offers a promising research direction.

1.5 Defining ‘“Syntax-Directed”

We call the new method Syntax-Directed Control Dependence Analysis. Here,
syntax-directed denotes a class of static analysis techniques that derive results
directly from the program’s statement syntax—operating on the source-level
structure itself—rather than first translating the program into intermediate data
structures or representations.

In a syntax-directed method, the analysis is driven by the program’s syn-
tactic structure. Whether it is initiated directly from the source text or from a
syntactic representation—such as an Abstract Syntax Tree (AST)—is immate-
rial. Using an AST as the carrier of syntax does not preclude classifying the
method as syntax-directed.

To refine our definition, we regard a syntax-directed method as an analy-
sis that—Ilike any static program analysis—has well-specified inputs, outputs,
and intermediate processing, but whose computations are driven directly by
the program’s syntactic structure. Its defining feature is that intermediate com-
putations do not require constructing auxiliary graphs. Using a syntactic rep-
resentation such as an AST as input, or emitting a graph to organize results,
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does not negate the classification as syntax-directed; what matters is that the
analysis operates over syntax rather than over analysis-specific graphs.

This definition can be clarified by contrasting it with a conventional graph-
based analysis workflow:

¢ Graph-based method: translate the program into one or more analysis-
specific intermediate graphs (e.g., a CFG, dependence graph, call graph,
or similar), and then run the analysis over these graphs.

» Syntax-directed method: traverse the program’s syntactic structure di-
rectly (from the source text or a syntactic representation such as an AST),
and compute analysis facts during this traversal without requiring the
construction of auxiliary analysis-specific graphs.

Under the foregoing definition, several works labeled “syntax-directed” do
not fully conform. For example, Byers et al.’s Syntax-Directed Construction of
Value Dependence Graphs [[1] uses syntactic structure to construct a Value-
Dependence Graph (VDG). Although the construction procedure is syntax-
driven, it does not, by itself, deliver a final static-analysis result. Likewise,
Harman et al.’s Syntax-directed amorphous slicing [2]] applies syntax-directed
techniques to identify amorphous slices but ultimately aligns its results with
the program’s System Dependence Graph (SDG). In our terminology, these
are not purely syntax-directed methods: they either rely partly on auxiliary
dependence graphs or treat the construction of an intermediate graph as the
objective.

1.6 Abstract Syntax Tree (AST) Construction vs.
Lightweight Syntax Detection

A natural question is how to operate directly on the program text without
first constructing an AST. We employ a lightweight fast-detection technique
based on the observation that control-dependence analysis requires only coarse
syntactic cues. Concretely, the method performs a single pass that detects a
small set of construct keywords—while, for, if, do, else, return,
continue, and break—and uses their block delimiters to identify predi-
cates and regions. Predicates are treated as opaque units (their internal expres-
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sions are not analyzed), and statements are handled at the level of statement
forms rather than expression-level detail.

Other statements—including procedure/function calls, assignments, defini-
tions, and declarations— are treated as atomic. For these, the analysis needs
only their lexical boundaries (start and end positions) to place them within the
surrounding block; their internal expression structure is not analyzed.

The single-pass property can be realized in two ways. The fast-detection
pass may serve as a lightweight first scan that identifies construct boundaries
and block structure before running the syntax-directed control-dependence
analysis. Alternatively, fast detection can be fused with the analysis itself: as
the algorithm streams over the source text, it detects constructs on the fly while
simultaneously performing syntax-directed control-dependence computations.

1.7 Building an Algorithm over an Implicit Graph

A natural question arises: if we dispense with the CFG, does the algorithm rely
on no program representation at all? In fact, this method builds its logic on
our proposed program representation, the Predicate Code-Block Graph (PCB-
graph). The key feature of PCB-graph that facilitates demand-driven depen-
dence computations is that it captures several kinds of program information,
in contrast to the CFG. Moreover, PCB-graph mirrors the program’s surface
syntax. This harmony between the representation and the source code makes
it unnecessary, under certain conditions, to materialize explicit graph entities
in memory. In other words, we can base the algorithm’s logic on a graph that
need not be explicitly constructed. The remaining question is: what are these
conditions?

Actually, since the algorithm of this method relies on Predicate Code
Blocks—whose main entities are constructs rather than basic blocks—and
since constructs appear in the source code in a consecutive, parent—child hi-
erarchical order, this enables a distinctive feature we call extract-and-discard.
The idea is to descend into each child construct, process its statements with
respect to its internal child constructs and jump statements, and then extract
the key facts that affect the parent construct. These facts are summarized
from the parent’s perspective, recorded at the parent, and the child construct
is then discarded—we never return to it. Thus, once the last statement of a
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child construct has been processed, we can discard it and no longer retain any
entities or information related to previously processed PCBs.

1 |int x = input();

> |[while (y + x > 0) {

3 y = input();

4 if( x < 1000 ) {

5 printf("x is less than 1000");
6 if( x < 20 )

7 return;

8 }

9 printf("x + y = %d",x + y);
0|}

nprintf ("y = $d",y);

Code 1: An illustrative example demonstrating extract-and-discard.

To illustrate the extract-and-discard feature, we use Code [I] The code
contains three nested constructs, with predicates at lines 2, 4, and 6. When
processing the outermost construct (the while at line 2), the analysis reaches
the child construct starting at line 4 and processes it independently. Upon com-
pleting this processing, it reports to its parent (the while) that there are two
if predicates (lines 4 and 6), and that each has a path to End via the return
statement.

After finishing the while body (line 10), the analysis uses this extracted
information and concludes that the if predicates at lines 4 and 6 control the
execution of the loop header.

The key point is that the child construct at line 4 is processed only once:
the analysis extracts the information relevant to its parent and then discards the
child construct, never returning to it. This is the essence of extract-and-discard.

This means a single pass over the code is sufficient. The only informa-
tion that must be retained is that of the currently active parent constructs and
(typically) their most recent children. We maintain this information by allocat-
ing entities only for the constructs on the current nesting stack; therefore, the
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number of entities required is bounded by the program’s maximum construct-
nesting depth.

In our implementation, we need only 70 entities, which is more than suffi-
cient for intra-procedural analysis of procedures with up to 100,000 statements.
By contrast, existing methods [3/4] typically require more than 100,000 nodes
for a procedure of this size.

Accordingly, the algorithm streams over the source text while maintaining
a fixed number of in-memory entities whose contents follow the same traversal
order as the implicit PCB-graph.

1.8 Depth-First Search over Structured Con-
structs

Depth-First Search (DF is a classical search technique that is also used
to determine a traversal order. In static program analysis, it is commonly
used to traverse the tree of paths in control-flow graphs (CFGs). In contrast,
our syntax-directed control-dependence analysis performs DFS over structured
constructs (e.g., 1f, while, for, switch) rather than enumerating CFG
paths. This shift—from DFS on paths to DFS on constructs—mirrors the
source-level ordering of program statements.

1.9 Efficiency-Driven Design

Eliminating graph-construction overhead is not the only reason for the ob-
served speedups. They are mainly due to well-designed algorithms engineered
to satisfy the following features:

(1) Graph-free computation. The analysis avoids building and maintain-
ing intermediate graphs (e.g., CFGs and postdominator trees), remov-
ing substantial time and memory costs associated with multi-stage graph
pipelines.

3Depth-First Search (DFS): Starting from an initial node, repeatedly move to an unvisited suc-
cessor, diving as deep as possible. When a node has no unvisited successors, backtrack to the most
recent node that does and continue. The process visits every reachable node exactly once, yields a
depth-first (preorder/postorder) ordering, and can be implemented with a stack or recursion in time
linear in the size of the explored structure.
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(ii) Single-pass processing. The source is scanned once; each statement is
visited a single time, and its control dependence is determined on the fly,
eliminating fixed-point iterations.

(iii) Fixed number of entities instead of per-statement nodes. The algorithm
operates with a fixed set of in-memory entities (proportional to the max-
imal nesting depth) rather than allocating nodes per statement. In our
implementation, a pool of about 70 entities sufficed for a corpus with
roughly 50,000 statements, whereas graph-based methods required on
the order of 62,000 nodes across the CFG/PDT stages.

(iv) Extract-and-discard: allows each construct to determine the effect of its
child constructs on its internal statements without materializing explicit
entities.

(v) DFS over structured constructs. Aligning the traversal and the analysis
with the program’s syntactic order reduces unnecessary work and can
significantly improve efficiency and energy usage.

The reported speedups and memory/entity counts refer to our C++ pro-
totype evaluated on (i) auto-generated intraprocedural C procedures of up to
50,000 statements and (ii) real-world open-source C benchmarks, on a 13th
Gen Intel Core 17-13700HX (2.10 GHz) machine with 32 GB RAM (see Pa-
per E, Sec. 10.1).

1.10 Static Program Analysis at Runtime

These five features—no graphs, a fixed number of entities, a single-pass tech-
nique, extract-and-discard, and DFS over structured constructs—do not, by
themselves, guarantee static program analysis suitable for real-time deploy-
ment. Rather, they lower key barriers (graph-construction cost, the number of
in-memory entities, and multi-pass iteration) that have historically precluded
interactive use. Thus, a static program analysis solution that exhibits these five
features has the potential to enable future runtime applications.

As a prospective example, live background analysis in an integrated devel-
opment environment (IDE), such as Visual Studio or Eclipse, could provide
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Memory Code

AutoPar Module

10101010011...

10101010011... 10101010011...

Control Dependency
Analyzer

Data Dependency
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Parallizer

Core 1 Core 2 Core 3 Core 4

Figure 1.1: AutoPar: Automatic Parallelization Module

low-latency feedback on relevant data and control dependencies as the devel-
oper types—even for incomplete code.

A second prospective setting is embedded hardware. For example, an on-
chip module could fetch instructions directly from code memory, process them
one by one, and distribute the resulting work to multiple hardware cores for
parallel execution. Figure[T.T]sketches this idea: an Aut oPar module fetches
the instruction stream, identifies parallelizable regions, and dispatches them
across multiple cores. This Aut oPar sketch is a forward-looking vision: the
thesis does not implement hardware, but highlights that the proposed analysis
has properties (single-pass, graph-free, fixed memory) that are compatible with
a streaming hardware realization.

We emphasize that what makes the proposed method plausible for runtime
use is its speed: in our experiments, it delivers at least a 6x speedup over
classical graph-based methods. Moreover, processing a stream of instructions
aligns with the canonical microarchitectural pipeline—fetch — decode — exe-
cute — write-back —which favors low-latency, incremental analysis. By con-
trast, graph-based techniques construct and maintain large intermediate graphs
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(often with tens of thousands of nodes) and revisit those nodes multiple times
(e.g., via fixed-point iterations) to derive facts, incurring substantial time and
memory overhead. For these reasons, graph-based methods are ill-suited to
runtime use and embedded hardware integration.

The proposed Aut oPar module is a forward-looking vision for paralleliz-
ing serial code in embedded systems. In Figure a dispatcher fetches the
instruction stream and forwards it to a Control-Dependence Analyzer and a
Data-Dependence Analyzer. Each analyzer processes the stream in a single
pass: the former computes control-dependence information, and the latter com-
putes data-dependence information. The resulting dependence facts are stored
in memory and passed to the parallelizer, whose role is to use these control
and data dependencies to identify regions that can execute in parallel and to
schedule them across multiple cores.

We stress that the hardware sketch in Figure [I.] is prospective and
would require additional assumptions—e.g., access to a stable program-order
(committed) stream and sufficient cues to recover structured control-flow
regions—which are beyond the scope of this thesis.

1.11 Well-Structured Source Code and Compiler
Challenges

The syntax-directed control-dependence analysis proposed in this thesis targets
well-structured programs. It primarily focuses on high-level languages, but it
can also be applied to certain intermediate languages (ILs) and even assem-
bly, provided that sufficient structural information is available. At lower levels,
however, loops and conditionals are typically lowered to conditional and un-
conditional jumps, which obscures the original structure and limits the direct
application of a purely syntax-directed method.

Compiler options (e.g., optimization levels and control-flow/branch trans-
formations) can be configured to keep the generated control flow closer to the
source structure and to avoid jump-introducing transformations such as ag-
gressive jump threading or branch simplification. Nevertheless, unconditional
transfers cannot be eliminated entirely: constructs like break, continue,
and return inherently compile to unconditional branches.

Even when unconditional branches are present in ILs, those arising from
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structured constructs typically exhibit recognizable patterns—Iloop back-edges,
loop exits (break), continue-target edges (continue), and function-exit
edges (return). These appear as explicit branch terminators in the instruction
stream, so identifying them is typically mechanical.

1.12 Thesis Outline

This thesis is organized into two parts. Part I forms the dissertation proper.
Chapter 1 (Introduction) motivates the thesis by explaining why multi-stage
graph-based methods are widely used, yet can incur substantial overhead, and
it frames the shift toward demand-driven and syntax-directed methods. Chap-
ter 2 states the research problem, goals, and objectives. Chapter 3 (Prelimi-
naries) reviews the foundations underlying state-of-the-art slicing techniques.
Chapter 4 (Research Method) describes how the work is developed and vali-
dated. Chapter 5 (Thesis Contributions) summarizes the main technical contri-
butions. Chapter 6 (Related Work) situates the thesis within prior research on
program slicing and dependence graphs. Chapter 7 (Conclusions and Future
Work) consolidates the main findings and outlines directions for future work.
Part II contains the full texts of the included papers, which constitute the core
technical contributions of the research.



Chapter 2

Research Goal

This thesis investigates program slicing, with a particular focus on the com-
putation of control dependencies. To compute a slice, both data and control
dependencies are typically required. A data dependency relates two statements
where the first defines the value of a variable and the second uses that value.
In contrast, control dependencies capture how the execution of one statement
is conditioned on the outcome of another (e.g., a predicate guarding a region).

The foundations of control-dependence analysis were established in the
1980s and 1990s and still underpin most existing techniques. Nevertheless,
several research gaps remain:

* No single program representation is designed to capture all types of in-
formation required by control-dependence analyses.

* No existing method computes control dependencies without constructing
a control-flow graph (CFG) and a postdominator tree (PDT).

* No existing method computes control dependencies without performing
a comprehensive analysis.

* No existing method derives control dependencies without relying on a
graph-based structure.

* No existing method explicitly targets only well-structured programs as a
first-class design point.

19
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* No existing method is designed from scratch to visit each statement ex-
actly once.

* No existing method is designed to operate using a small, fixed set of
lightweight entities.

* No existing method is designed from scratch to be implemented directly
in hardware (HW).

* No existing method is designed from scratch to provide instant results.

We target developing analyses that (i) avoid constructing auxiliary graphs,
(ii) operate directly on streams of instructions, (iii) are easy to integrate in
hardware, (iv) run in a true single pass, (v) admit demand-driven use, and (vi)
scale to very large programs, from low-level intermediate code to high-level
languages. Our focus is the dominant design style in modern software—well-
structured programs—in contrast to the unstructured code common in earlier
decades.

Because these goals cannot be realized across all analyses at once, this
thesis begins with the computation of control dependencies. It presents, to
our knowledge, the first syntax-directed solution for computing control depen-
dence. Although tailored to control-dependence analysis, the method estab-
lishes foundational principles that can be applied to other program-analysis
techniques to achieve similar objectives.

In addition to the syntax-directed method, this work introduces new static
program-analysis techniques that avoid unnecessary computation when deriv-
ing data and control dependencies. Such overheads often stem from the fixed-
point iterations that are typical of classical data-flow analyses. We address this
cost by adopting an on-demand (demand-driven) computation model.

This thesis centers on a syntax-directed, graph-free method for computing
control dependence, developed in the companion paper [5]. The method re-
moves the cost of constructing Abstract Syntax Trees (ASTs), Control-Flow
Graphs (CFGs), and postdominator trees (PDTs) while preserving accuracy.

2.1 Overall Research Goals

This thesis pursues two main goals:
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¢ Research Goal 1 (primary). Design and validate a structure-based al-

gorithm that computes control dependence directly from program syntax
(AST structure), without constructing intermediate dependence graphs
(e.g., CFG/PDT/PDG).

* Research Goal 2. Develop a fully demand-driven slicing method that

avoids unnecessary computation by computing only the necessary data
and control dependencies.

Research Objectives for Goal 1.

O1.

02.

03.

04.

0s.

Method design. Develop a syntax-directed control-dependence method
for (well-)structured programs, in which structured constructs (e.g., 1 f,
while, switch) are the primary entities rather than basic blocks.

Algorithmic realization. Develop a set of cooperating algorithms that
compute control dependence directly from program syntax, without con-
structing intermediate dependence graphs (e.g., CFG/PDT/PDG).

Precision. Characterize, for each predicate, the regions it certainly con-
trols and potentially controls, and provide a decision procedure that re-
solves potential control into actual control when required.

Correctness evidence. Prove the soundness (and where applicable,
completeness) of the proposed computation with respect to a standard
control-dependence definition.

Efficiency evaluation. Demonstrate that the method admits a single-
pass computation with linear-time complexity O(NN) and reduced mem-
ory usage (via shared/reusable instances rather than per-statement graph
nodes), and empirically validate these claims against graph-based base-
lines.

Research Objectives for Goal 2.

06.

Demand-driven framework. Design a fully demand-driven slicing
framework that computes only the data and control dependencies
required by a given slicing criterion, avoiding whole-program precom-
putation.
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07. On-demand dependency algorithms. Develop on-demand algorithms
for (i) data dependence and (ii) control dependence (covering structured
and well-structured code) that integrate with the slicing framework.



Chapter 3

Preliminaries

In this section, we provide the background needed to understand the remainder
of this thesis proposal. We briefly review the Abstract Syntax Tree (AST),
the Control-Flow Graph (CFG), Reaching-Definitions dataflow analysis, the
Data-Dependence Graph (DDG), the notion of postdomination and its role in
computing control dependence, and the Control-Dependence Graph (CDG).
We then introduce the Program Dependence Graph (PDG) and explain how
reachability analysis can be used for program slicing. Finally, we summarize
the System Dependence Graph (SDG).

To aid comprehension, each concept is accompanied by an illustrative
graph. We begin with a running example in Code 2} which consists of a
while loop and an if-else construct, along with simple statements that
do not contain nested structures (e.g., assignments and function calls). This
example is used throughout the chapter to illustrate how Code 2]is transformed
into the corresponding graph for each concept.

23
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1 |x = input (); // L1
2|y = input (); // L2
s [if (x > 0) // L3
4 y =y + x; // L4
s |else

6 y =y - X; // L6
71z = 0 // L7
¢ [while (y > 0) { // L8
9 z =z + y; // L9
10 y =y — 1; // L10
n |}

2 |print (z) // L11

Code 2: Running example for illustrating program graphs.

3.1 Abstract Syntax Tree (AST)

An Abstract Syntax Tree (AST) is a typed, rooted, ordered tree that represents
the essential syntactic structure of a program, omitting punctuation and other
parsing details that do not affect its semantics. Each node corresponds to a
language construct, and edges encode the hierarchical containment of subcon-
structs.

In particular, for control constructs such as conditionals and loops, the pred-
icate expression (e.g., the condition of an if or while) is represented as a
parent node whose subtree contains all statements in its body. This structural
property makes explicit that all enclosed statements are governed by the eval-
uation of the predicate.

The AST is constructed by parsing the source code and abstracting the
resulting parse tree into a compact, analysis-oriented representation. For pro-
gram analysis, each executable statement node is typically assigned a unique
label, enabling precise identification in subsequent dependence computations.

As an illustration, Figure [3.1] depicts the AST for the program in Code [2|
The root node represents the program, whose children correspond to the se-
quence of labeled statements (L1-L11). Control constructs are represented
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hierarchically: the if node at Label 3 has two child subtrees corresponding
to the then (L4) and else (L6) branches, while the while node at Label 8
contains the loop body (L9-L10) as its subtree. In both cases, the predicates
at Labels 3 and 8 act as parent nodes that structurally enclose all governed
statements. This containment property is central to our approach, as it enables
reasoning about control dependencies directly from the syntax without con-
structing intermediate control-flow representations.

1: 2: 3: 7: 8: 11:
z < int(input())| |y < int(input())| |if(z > 0)| |z« 0 while(y > 0)| |print(z)
4 : then 6 : else 9: 10 :
y—yt+a| ly—y—z| |z 2+y| ly—y—1

Figure 3.1: Abstract Syntax Tree (AST) for the running example.

3.2 Control-Flow Graph (CFG)

A CFG models all possible intra-procedural execution flows. We adopt
the standard formulation with a unique Entry and a unique End (a.k.a.
start/stop) to make reachability and (post)domination well-defined:
G = (N, E, Entry, End) where nodes N denote basic blocks and edges
E C N x N represent control transfers. Every node is reachable from Entry
and can reach End. Return/exit statements are conceptually redirected to the
unique FEnd node.

Figure [3.2] shows the Control Flow Graph (CFG) of Code 2] Each node
corresponds to a labeled statement, and edges represent the possible flow of
control between statements during execution. Conditional nodes (Labels 3
and 8) introduce branching, with outgoing edges labeled true and false, while
the loop at Label 8 induces a back edge from Label 10 to Label 8, forming
a cycle. Unlike the AST, which captures hierarchical structure, the CFG ex-
plicitly represents execution order and all possible paths through the program.
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This path-based representation is fundamental for traditional control depen-
dence computation, which relies on reachability and postdomination relations

over the CFG.

{ 1: z « int(input()) }

{ 2: y « int(inpus()) }

false

: print(z) }

Figure 3.2: Control Flow Graph (CFG) for the running example.

3.3 Reaching Definitions (RD)

Reaching Definitions is a classical forward data-flow analysis that determines,
for each program point, which variable assignments may influence that point.
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It is classified as a may-analysis because it includes any definition that can
reach a program point along at least one possible execution path, provided that
the corresponding variable has not been redefined along that path.

For each program point n, the analysis computes a set IN[n], which con-
tains all variable definitions that may reach n. A definition is represented as a
pair (v, n), indicating that variable v is assigned a value at program point n.

A standard formulation (for statement-labeled CFGs) optionally seeds syn-
thetic “entry” definitions Siy = {(z,7) | = is a variable} and uses transfer
functions with gen and kill sets; for assignments [z := a]y, gen = {(x,¢)} and
kill removes other definitions of x. Predicates generate/kill nothing. Fixed-
point iteration over the CFG yields the reaching-definition sets, from which
def—use (data-dependence) edges are read off.

Reaching Definitions (RD) analysis has numerous applications. In this con-
text, it is primarily used for:

(i) Constructing use—def and def-use chains, as well as the data-
dependence graph (DDG), and

(ii) Enabling program slicing, particularly backward slicing from a given
slicing criterion via the Program Dependence Graph (PDG).

At each CFG node n, Reaching Definitions (RD) proceeds in two phases:

* Meet: collect all reaching-definition pairs from the predecessors of n:
IN[TL} = Upepred(n) OUT[p]

* Transfer. Copy every reaching-definition pair from IN[n| to OUT[n]
except those whose variable is (re)defined at n; then add the new defini-
tion pair(s) created at n:

OUT[n] = { (v,m) € IN[n] | v¢ DEF[n]} U gen[n].

This standard framework is summarized by:

IN[n) = |J oOUT, (3.1a)

peEpred(n)

OUTI[n] = gen[n] U (IN[n] \ kill[n]). (3.1b)
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where
gen[n] = {(v,n) | n defines v}, killln] = {{v,m) | m # n, m defines the same v}.

Initialization uses IN[Entry] = @; all other IN / OUT sets start at & and we
iterate to a fixed point.

RD for the running example

Definitions (as pairs (v, n)).

{(z,1), (4,2), (v, 4), (y,6), (2,7), (2,9), (y,10)}.

Iteration #0 (initialization). All sets are empty:

IN[n] =@, OUT[n] =@ forall nodes n.

Iteration #1 (one forward sweep).

Node | IN[n] OUT|n]
1| @ {{z,1) }
2 | {{z1)} {(z, 1), (y,2) }
30 {{z1),(y,2) } {(z,1),(y,2) }
4 {{z,1),(y,2)} {{z,1),(y,4) }
6 | {{z,1),(y,2)} {(z,1), (y,6) }
7 {{z,1),(y,4),{y,6) } {{z,1),(y,4),(y,6),(2.7) }
8 | {{z,1),(y,4), (y,6), (2,7 } | {{x,1),(y,4), (¥, 6),(2,7) }
9| {{z,1),(y,4),{y,6), (2. 7) } | {{z,1),{y,4),(y,6),(2,9)
10 | {(,1),(y,4), (y,6), (2,9 } | {(2,1),{y,10),(2,9) }
1| {(2, 1),y 4), (5, 6), (=, ) } | {(2,1),(y,4),(y,6),(2,7) }

Iteration #2.
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Node | IN[n] OUT[n|
1| o {{z,1)}
2 | {{z, 1)} {(z,1),(y,2) }
30 {{z,1),(y,2)} {(2,1),(y,2) }
41 {(x1),(w,2) } {(z,1), (v, 4) }
6 | {(z,1),(y,2)} {(z,1),(y.6) }
71 {{2,1),(y,4), (y,6) } {(z,1),(y,4), (y,6), (2, 7) }
s | (01 ) (0.6 {0, 1), ,4), (3,6,
oy ) (10, 5,729

10 | {(z,1),(y,4), (y,6),
(y,10), (2,9) }

11| {(z,1), (y,4), (y,6),
(4,10),(2,7),(2,9) }

Iteration #3 (fixed point reached).

Node | IN[n] OUTIn]
| o (1)}
2 | (o)} (1), (.2))
3| {1, 5,2)) (o), (1,2)}
a | L), w,2) (1), ()}
6 | {10 (,2)) (1), (1,6) }
7| {1 (9,4), (5,6) } {4 1), (w,4), (9, 6), (57 }
o | 1oty 00 0 {4z, 1), {9, 4), (5,6,
éf 1o>>7 & 7>>7 <<zy, 9>>} (0,100, (=, 7). (2.9}
9 | {4, 1), (w,4), (5,6, {4z 1), .4, {5,6)
(0,10), (=,7), (2,9) } (4,10), (=,9) }
10 | {{z1), g, 4), (5,6), (1), (5, 10), {,9) }
(5,10), (=,9) }
1| {1, (g, 4), (9,6, (1), (9,4), (4,6)
(0,10), (=,7), (=,9) } (0,10), (=,7), (=,9) }

In practice, a worklist solver avoids recomputing Equations and [3.1]
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at every node on each pass. Instead, it processes only those nodes for which IN
has changed in the previous step and propagates the resulting OUT updates to
successors.

3.4 Data Dependencies

A (flow/true) data dependence links a use of a variable v to a reaching defini-
tion of v along some path with no intervening redefinition. Equivalently, any
def—use pair that is realizable on a path in the CFG induces a data-dependence
edge; these edges are fundamental to slicing and many optimizations.

To compute the data-dependence edges into a node n, we use two sets:
IN[n] (the reaching definitions at n; see Subsection [3.3) and USE[n] (the vari-
ables used at n).

USE(n] is the set of variables that are read at n (i.e., appear as operands) and
are not defined at n. Let Vars(e) denote the set of variables occurring in an
expression e:

* Assignment [z := al,,: DEF[n] = {«}, USE[n| = Vars(a).
* Predicate/test [b],,: DEF[n] = @, USE[n] = Vars(b).

* Nullary statements (e.g., skip): DEF[n] = USE[n] = @.

RD queries and data-dependence edges. Given the fixed point of RD, IN|[n]
contains reaching definitions as pairs (v, m). At node n, for each v € USE[n],
every pair (v, m) € IN[n] witnesses a flow data dependence from m to n.

Epp = {mSn | ve USE[n] A (v,m) € IN[n] }. (3.2)

We write m — n to denote a (flow) data-dependence edge from node m
to node n: m defines v, n uses v, and there exists a path from m to n with no
intervening redefinition of v. (If m = n, the dependence is loop-carried.)

Example: Data dependencies at 1.9. For .9 : z = z + v,

DEF[9] = {z}, USE[9] = {z,y}.
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1: z < int(input())

2: y <« int(input())

[ 3: if(z > 0)

6: y«—y—=x

4: y+—y+uo

T: 240

8 : while(y > 0)

C>{ 9: 2424y

11: print(z)

-
[
[ 10: y+—y—1 }

O

Figure 3.3: Data Dependence Graph (DDG) for the running example.

From the fixed point,
IN[9] = {(z,1), (:4), (y,6), (y,10), (2,7), (2,9}
By Equation (3.2)), the data-dependence edges into L9 are:
759, 959 4%9 659 10509
Interpretation.
» 7 % 9: the initialization z:=0 at L7 reaches the first execution of L9.

* 9 2 9: the value written at L9 can reach the next iteration’s L9 (loop-
carried true dependence).

e 4 Y 9, 6 Y5 9: the assignment to y on the taken branch of the if
reaches the first execution of L9.
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*+ 10 % 9: inside the loop, the update y:=y — 1 at L10 reaches subsequent
executions of L9 (loop-carried).

The pair (x, 1) € IN[9] induces no edge to L9 because x is not used at L9.

Figure[3.3|presents the Data Dependence Graph (DDG) for the running ex-
ample (Code [2). Nodes correspond to labeled statements, and directed edges
capture data-flow relations between definitions and subsequent uses of vari-
ables. For instance, the definition of = at Label 1 flows to its uses in Labels 3,
4, and 6, while the variable y exhibits multiple flows due to redefinitions across
branches and within the loop. Loop-carried dependencies are also visible, such
as the self-dependence of z at Label 9 and y at Label 10, reflecting values prop-
agated across iterations. Unlike the CFG, which models control flow, the DDG
captures how values propagate through the program, and it forms the basis for
computing data dependencies in program slicing.

3.5 Post-domination

Node n postdominates node m if every path from m to End contains n. Post-
domination relations are usually organized in a Postdominator Tree (PDT)
computed for the whole CFG.

For example, in the running example (Code [2), the immediate postdomi-
nators are:

ipdom(Entry) = 1, ipdom(1) =2
ipdom(4) =7, ipdom(6) =7
ipdom(10) =8, ipdom(8) =1

ipdom(2) = 3, ipdom(3) =7,
ipdom(7) =8, ipdom(9) =1
1, ipdom(11) = Exit.

)
)

These relations form a single tree—a post-dominator tree (PDT) shown
in Figure 3.4] Each node represents a labeled statement, and an edge from
Label a to Label b indicates that Label a is the immediate postdominator of
Label b. The root of the tree is the Exit node, reflecting that all execution paths
eventually reach program termination.

Label 7 postdominates both branches of the conditional construct with
predicate at Label 3. Consequently, it postdominates all statements within this
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Entry

Figure 3.4: Postdominator Tree (PDT) of the running example

if-else construct (Labels 4 and 6), as well as the predicate itself (Label 3)
and all preceding statements (Labels 1 and 2).

Similarly, since there is no path from any statement preceding Label 8 to
Exit that bypasses it, Label 8 postdominates all statements that precede it in the
program.

Finally, Label 8 also postdominates the statements within its loop body (La-
bels 9 and 10), as every path from these statements to Exit must pass through
the loop back edge and return to Label 8.

3.6 Control Dependencies
Intuitively, a statement n is control dependent on a predicate b if the outcome

of b can determine whether n executes.
Formally, on a CFG with a unique End, n is control dependent on b iff:
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1. there exists a path from b to n (beginning with a successor of b) such that
n postdominates every node on that path (except b); and

2. n does not postdominate b (equivalently, there exists a path from b to
End that does not contain n).

These conditions are evaluated using the CFG and the PDT. For example,
to determine whether Label 10 is control dependent on Predicate 8, we pro-
ceed as follows. From the CFG in Figure [3.2] the successors of Label 8 are
Label 9 and Label 11. From the PDT in Figure Label 10 postdominates
Label 9, but does not postdominate Label 11. Thus, (i) there exists a path from
Label 8 to Label 10 along which Label 10 postdominates every node except
Label 8, and (ii) there exists a path from Label 8 to End that does not contain
Label 10. Therefore, by the above definition, Label 10 is control dependent on
Predicate 8.

Similarly, Labels 4 and 6 are control dependent on Predicate 3, and Labels 9
and 10 are control dependent on Predicate 8.

3.7 Program Dependence Graph (PDG)

The PDG unifies control and data dependencies in a single graph over program
nodes (often the CFG nodes). Edges come in two kinds: data-dependence
edges (def-use) and control-dependence edges (from predicates to potentially
affected nodes). Once the PDG is available, many tasks, notably slicing, reduce
to reachability.

Figure [3.5] shows the Program Dependence Graph (PDG) of the running
example. The PDG integrates both control and data dependencies into a single
representation: nodes correspond to labeled statements, control-dependence
edges capture how the execution of statements is governed by predicates (e.g.,
Labels 3 and 8), and data-dependence edges represent the flow of values be-
tween definitions and uses of variables. For instance, statements within the
if-else construct (Labels 4 and 6) are control dependent on Label 3, while
statements in the loop body (Labels 9 and 10) are control dependent on Label 8.
At the same time, data dependencies connect definitions of variables such as z,
y, and z to their subsequent uses across branches and iterations. By combin-
ing these two types of dependencies, the PDG provides a unified structure that
serves as the basis for program slicing.
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1: z < int(input())

2: y < int(input()) }

S

6: y<—y—=x

{ 11 : print(z)

[ 10: yey—1 }
O

Figure 3.5: Program Dependence Graph(PDG) of the running example.

3.8 Slicing via Reachability Analysis

Given a slicing criterion (e.g., a set of variables at a target node), backward slic-
ing on a PDG (or an SDG interprocedurally) collects all nodes that can reach
the criterion along dependence edges; the induced subprogram is the slice. This
reachability view underlies the standard approach; several attached sources
also discuss efficiency issues of building full PDGs and motivate demand-
driven alternatives for well-structured code.

Example. Consider the slicing criterion (8, y), which requires identifying
all statements that influence the value of y at program point 8. The back-
ward slicing process begins at node 8 with the variable set {y}, follows data-
dependence edges in the PDG to locate relevant definitions, and includes con-
trolling predicates through control-dependence edges. The resulting slice for
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this criterion consists of the following nodes:

{8,4,6,2,1,3}.

3.9 System Dependence Graph (SDG)

The Program Dependence Graph (PDG) captures data and control dependen-
cies within a single procedure. To reason across procedure boundaries, Hor-
witz, Reps, and Binkley [4] extended the PDG to the System Dependence
Graph (SDG), which links per-procedure PDGs using explicit nodes and edges
for calls and parameter passing.

Vertices. An SDG augments procedure PDGs with the following vertex
kinds:
e Call vertices, one for each call site.

» Entry vertices, one for each procedure.

* Actual-in and (when the callee may write back) actual-out vertices at
each call site, representing the values passed to and returned from the
callee.

e Formal-in and formal-out vertices in the callee, representing the proce-
dure’s view of incoming parameters and outgoing effects.

By construction, each actual vertex is control-dependent on its call vertex, and
each parameter vertex in the callee is control-dependent on the callee’s entry
vertex; these relations are represented as control-dependence edges in the SDG.
Interprocedural edges. The SDG connects procedure components via:

* Call edges: from a call vertex to the callee’s entry vertex.

* Parameter-in edges: from an actual-in at the call site to the matching
formal-in in the callee.

* Parameter-out edges: from a formal-out in the callee back to the corre-
sponding actual-out at the call site.
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1 /* == Global Variables == %/

2 int r = 0;

3| /+ == callee add == =/

4 | void add(int x, int y, int =xz) {

5 int t = x + y; // al

6 xz = t; // az

7 t = 0; // a3

s |}

9| /* == main (nodes nl..n9) == x/

0 | int main (void) {

1 int £ = 1; // nl
12 int s = 0; // n2
13 if (£ <= 50) { // n3
14 add(f, s, &r); // n4

is s = r; // nb

16 }

17 else {

18 add (f, s, &r); // né
19 f = r; // n7
20 }

21 r = 0; // n8
2 print (s); // n9
2 return 0;

% |}

Code 3: Example of Inter-procedural Code

Figure 3.6 shows the System Dependence Graph (SDG) for the interproce-
dural program in Code[3] The SDG extends the PDG by modeling data depen-
dencies across procedure boundaries through parameter nodes. In particular,
each call site introduces its own set of actual parameters, which are connected
to a single set of formal parameters defined for the called procedure.

In this example, the procedure add has formal parameters x, y, and z. At
call site Label n4, the actual parameters f, s, and &7 are connected to the
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Procedure: main

[n1: f=1]
\

ARt AP
n2: s=0 Wam.@m
s S

(s

Procedure: add

—  data dependence
--+ control dependence
—> call edge

—  return edge

—>  parameter-in edge

—>»  parameter-out edge

Figure 3.6: The System Dependence Graph of Figure 2

corresponding formal parameters, while at Label n6 a separate set of actual
parameters (for f, s, and &r) is introduced and connected to the same formal
parameters. The assignment to z in Label a2 induces a data dependence that
flows back to the caller through the corresponding parameter nodes, affecting
variable r and, consequently, statements such as Labels n5 and n7.
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The edges between actual and formal parameters represent the transfer of
values across procedure boundaries and thus correspond to data dependencies.
This representation enables precise tracking of variable flows across proce-
dures and forms the basis for interprocedural slicing.

By integrating intra- and interprocedural dependencies in a single repre-
sentation, the SDG provides a foundation for precise interprocedural program
slicing.

Use in slicing and variants. As with PDGs, SDG-based slicing reduces
to graph reachability, now over both intra- and inter-procedural dependence
edges. Subsequent refinements address executable slices, aliasing and point-
ers, recursion and exceptional control flow, and varying degrees of context
sensitivity; however, the core SDG machinery (call/parameter nodes, and inter-
procedural) remains the standard foundation for whole-program slicing.






Chapter 4

Research Method

The methodological framework of this thesis is grounded in established re-
search traditions in formal methods, algorithm design, and empirical software
engineering. The formal development of the proposed method follows the de-
ductive paradigm characteristic of static program analysis and compiler re-
search, where algorithms are precisely specified and their correctness is es-
tablished through formal reasoning, semantic arguments, or equivalence with
established baseline techniques. This approach is consistent with the founda-
tions of abstract interpretation and formal program analysis [6H8]]

The complexity analysis adheres to the principles of asymptotic algorithm
analysis as developed in theoretical computer science [9}/10], where time and
space complexity are formally characterized to provide machine-independent
performance guarantees.

The empirical evaluation follows the methodology of experimental algo-
rithmics [11] and empirical software engineering [12], where implementations
are benchmarked against established approaches under controlled conditions,
and performance is evaluated using measurable criteria such as execution time,
memory consumption, and scalability across representative inputs. This com-
bined formal—-experimental approach reflects a widely recognized research de-
sign in static analysis and program analysis, where theoretical soundness and
empirical validation jointly substantiate scientific claims.

This chapter outlines the research methodology. The study proceeds along
two complementary strands: (i) the design, implementation, and evaluation of

41
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a demand-driven slicing method that computes data and control dependencies
only when a query requires them (Method I); and (ii) the development of a
syntax-directed method for computing control dependence without construct-
ing intermediate graphs (Method II).

Rationale for Method Selection. Although Method I and Method II are
closely related, they serve different roles in this thesis. Method I is designed as
a general framework for demand-driven program analysis. It provides a unified
approach for computing data and control dependencies on demand, including
the design of intermediate representations that support both well-structured and
unstructured programs. Its strength lies in its generality and broad applicabil-
ity.

Method II, in contrast, focuses specifically on the computation of con-
trol dependencies. Rather than relying on general-purpose representations or
graph-based analyses, it derives control dependencies directly from the syntac-
tic structure of the program by handling language constructs case by case.

The two methods are therefore not alternatives, nor do they differ substan-
tially in scope, but operate at different levels of abstraction. Method I targets
the development of a general demand-driven analysis framework by introduc-
ing new intermediate representations, whereas Method II provides a more di-
rect, case-centric solution for control dependence computation..

4.1 Research Method I

This method is designed to reduce analysis time and space by minimizing
up-front work and computing on demand, while preserving stated correctness
guarantees. We use an iterative design—science process that (re)defines sub-
problems, formalizes, implements, evaluates, and loops back on evidence.

The Steps

1. Research questions and objectives. State the overarching aim and the
specific research questions.

2. Problem analysis. Identify the technical limitations that prevent prior
approaches from resolving the stated questions.
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3. Solution design. Propose an approach that addresses the subproblems.

4. Formalization. Summarize results as precise statements (lem-
mas/theorems), clarify assumptions and limits, and record proof
obligations; this step often sharpens the design.

5. Implementation and evaluation. Build a prototype and design exper-
iments that measure effectiveness and efficiency using predefined met-
ric Compare against a fully precomputed baseline and relevant prior
art; report both performance and correctness, and use the findings to
guide the next iteration.

6. Synthesis. Unify the finalized ideas into a clear framework; explain
the rationale for major design decisions and their empirical/analytical
consequences (e.g., performance, memory usage, precision).

Iteration. Because evaluation frequently surfaces new edge cases, we iter-
ate between Steps 2-5 (problem analysis — solution design — formalization
— implementation&evaluation) until the method stabilizes and outcomes meet
expectations (cf. Fig. B.1). Formalization itself often reveals gaps or contra-
dictions in assumptions; when this occurs we explicitly loop back from Step 4
(Formalization) to Step 2 (Problem analysis) to refine definitions and re-scope
subproblems before redesigning the solution. If multiple research questions are
pursued, each iteration is scoped to a single RQ: we craft minimal yet challeng-
ing kernels, refine rules from these kernels, and implement/evaluate to verify
correctness and quantify performance.

4.2 Research Method 11

The graph-based approach to computing control dependencies is typically
grounded in a single rule (or theorem). In practice, implementations opera-

ICommon predefined metrics: correctness (soundness/completeness); time (build time, per-
query latency, total runtime); memory (peak, steady-state); scalability (time/memory vs. input
size; throughput); work (units processed or traversals); reuse (cache hit rate); robustness (timeouts,
variance); and statistical reporting (median, IQR, nonparametric tests, effect sizes). Thresholds are
typically pre-registered.
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Research questions
& objectives

———)‘ Problem analysis
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1

1 . ‘ Solution design ‘
1

\ AN
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\ = % Formalization

T~ % Implementation & evaluation ‘

‘ Synthesis ‘

Figure 4.1: Research Method 1.

tionalize this rule by translating it into an explicit graph representation, from
which control dependencies are then derived.

In contrast, this work decomposes the single rule into a catalogue of well-
specified cases. Because extracting, implementing, testing, and formalizing
these cases exposes many distinct situations, the development of this work fol-
lowed a specific research methodology, which we summarize in the following
deterministic steps:

1. Partition the problem. Divide the task into two main parts rather than
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Figure 4.2: Method II: Case-driven formalization loop.

attempting to address everything at once.

2. Enumerate cases per part. For each part, list the distinct situations, in-
puts, and boundary conditions; record preconditions and postconditions.

3. Resolve each case. Design a targeted rule or procedure for each case
and validate it on minimal, purpose-built examples.

4. Testing for surprises. Stress-test edge conditions (e.g., adversarial in-
puts, boundary values); if unexpected behavior appears, return to Step 2.
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5. Formalize. Cast the consolidated findings as lemmas and theorems with
precise assumptions and proof obligations.

6. Prove correctness. Establish soundness and termination (and complete-
ness where applicable), and analyze complexity.



Chapter 5

Thesis Contributions

This thesis presents three primary technical contributions. The first advances
program slicing and shows how data-flow equations can be instantiated for
demand-driven computation. The second develops a demand-driven method
for computing standard control dependencies in both unstructured and well-
structured programs. The third introduces a novel, graph-free paradigm for
computing control dependencies.

This section first summarizes the contributions, and then lists the papers
that demonstrate them.

5.1 Contributions

This thesis advances three main contributions. First, a demand-driven program-
slicing method. Second, a demand-driven analysis for computing standard con-
trol dependencies in both well-structured and unstructured code. These first
two contributions rely on constructing one or two intermediate graphs and im-
prove upon state-of-the-art graph-based techniques. Third - and most mature
- a graph-free method that computes control dependencies for well-structured
programs, without constructing ASTs, CFGs, or PDTs.

Research Questions. We frame the contributions with the following research
questions, grouped by theme. Each question is followed by a brief paraphrase.

RQ1: (Demand-driven data dependence) How can we compute, on demand,

47
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data dependencies? Intuition: can we answer dependence queries with-
out analyzing the whole procedure?

RQ2: (Precision of demand propagation) How can we avoid propagating
data queries along unrelated paths? Intuition: can we restrict the search
to only paths relevant to the query?

RQ3: (Calling context) How can we compute, on the fly, the calling context at
call sites? Intuition: can we recover context sensitivity during traversal
rather than via a precomputed call graph?

RQ4: (Control dependence in unstructured code) How can we compute, on
the fly, standard control dependencies for unstructured programs with
jump statements (e.g., goto, return, break)? Intuition: can we
compute standard control dependence even when control flow is ex-
pressed via jumps?

RQS5: (Graph-free control dependence in structured code) How can we
compute, on the fly, standard control dependencies for well-structured
programs—including structured jumps (break, continue,
return)—without constructing intermediate graph-based struc-
tures (e.g., CFGs, postdominator trees)? Intuition: can we compute
control dependence directly from the code structure itself?

C1: PCB-Based Static Backward Slicing. We introduce a demand-driven
slicing technique that avoids whole-program dependence construction by de-
riving only the facts needed for a given slicing criterion.

Program representation (PCB). We propose a Predicate—Control Block (PCB)
representation that treats conditional/control constructs as first-class entities
and records program flow, source locations, and syntactic structure.

On-demand data dependencies via Strongly Live Variable SLV. A backward
SLV analysis computes data dependencies only on demand, guided by the slic-
ing criterion. Given a variable at a specific program location, it identifies pre-
cisely those statements that may influence the value of that variable at that
point.
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Monotone-shrinking data-flow. The data-flow formulation ensures that tracked
sets monotonically decrease to the fixed point ), preventing unbounded set
growth.

Path filtering. Propagation of queries is curtailed along paths that are irrelevant
to the slicing objective, reducing wasted computation.

Interprocedural reuse. Transitive dependencies are computed on the fly at call
sites and reused across multiple call sites, enabling efficient interprocedural
slicing.

Control dependencies for structured code. For well-structured programs—i.e.,
without goto, break, or return—control dependencies are recovered di-
rectly from the PCB representation without auxiliary graphs.

Incremental slicing. Discovered data dependencies are persisted, enabling in-
cremental slicing across multiple criteria on the same code base.

Evaluation. Empirical results confirm correctness and demonstrate substantial
performance gains attributable to path filtering and dependence reuse.

Scope and research questions. C1 targets well-structured intraprocedural and
interprocedural programs, primarily addressing RQ1 and RQ?2; its interproce-
dural design also contributes towards handling calling-context aspects in RQ3.

C2: On-the-Fly Control Dependencies for Unstructured Programs. We
present the first demand-driven analysis that computes standard control depen-
dencies for unstructured programs without constructing postdominator trees
and without fixed-point iteration.

Goal and setting. The analysis targets code with arbitrary jumps and irregu-
lar control flow, answering control-dependence queries as needed rather than
precomputing global structures.

Phase I — Exact single-predicate test. A fast, exact criterion determines when
a single predicate uniquely controls a statement, certifying control dependence
immediately when the condition holds.

Phase I — Filtering theorem. A sound exclusion rule removes predicates that
cannot control the statement, aggressively shrinking the candidate set before
any path search.
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Phase Il — Bounded path exploration. A final check explores only paths
bounded by the queried statement; traversal never proceeds beyond the state-
ment of interest, deciding the remaining cases precisely.

Integration and demand-driven behavior. The three phases operate directly
over the PCB-oriented view used by our slicer, pruning candidates early and
reserving path exploration for a small residue, thereby delivering results on
demand.

No global structures or iteration. The method avoids full postdominator con-
struction, control-dependence graphs, and fixed-point solvers; all reasoning is
localized to the query and the visited fragments.

Complexity and guarantees. Phases I-11 run in time proportional to the (shrink-
ing) candidate set; Phase III is bounded by the size of paths up to the target
statement. The overall procedure is terminating, sound, and complete with
respect to the standard path-based definition.

Evaluation. Experiments demonstrate accurate recovery of control dependen-
cies and substantial speedups relative to graph-building baselines, with costs
scaling to the size of the queried region rather than the whole program.

Scope and research questions. C2 addresses RQ4 by supplying an on-the-
fly control-dependence analysis for unstructured code, and it is designed to
integrate seamlessly into the PCB-based slicing of C1.

C3: Syntax-Directed Control Dependence for Well-Structured Programs
(RQS5). We develop a single-pass, syntax-directed analysis that computes
standard control dependencies for well-structured programs—including struc-
tured jumps break, continue, and ret urn—without constructing inter-
mediate graph-based representations (e.g., CFGs, PDTs, CDGs). The analysis
visits each statement once and derives control-dependence facts directly from
statement structure and the semantics of structured jumps, yielding strictly
linear-time behavior in the program size.

From a single rule to a suite of cases. Graph-based methods compute control
dependencies by (i) organizing postdomination facts into a postdominator tree
(PDT) and (ii) enumerating program flows in a control-flow graph (CFG). By
contrast, because structured control constructs and jump statements are pre-
cisely the syntactic sites that induce control dependence, our syntax-directed
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method replaces global graphs with a catalog of cases covering all combina-
tions of these constructs and jumps, deriving control-dependence facts directly
from syntax without constructing CFGs or PDTs.

The case analysis is formalized in roughly forty lemmas and eight theo-
rems, which together characterize when, how, and where a predicate controls a
statement—even across loop boundaries and reconvergence caused by jumps.
Each lemma addresses a distinct case, without overlap or repetition. The the-
orems then synthesize these lemmas, grouping them into cohesive results that
cover each major class of control-dependence situations.

Datasets. In the proposed syntax-directed method, each structured construct
is represented by a PCB, and each PCB encodes a single path. As established
in Subsection determining control dependence requires two conditions.
Each PCB is associated with a collection of datasets. As we traverse the PCB
elements from first to last, the proposed method records, in the corresponding
dataset, the internal predicates of the PCB that satisfy one of these conditions
for a given region, while it is not yet known whether they also satisfy the other
condition for that region.

Specialized data-flow formulation.  Control dependence relies on post-
domination facts, which are affected by jump statements and by PCBs that
enclose jump statements. Hence, as we traverse a PCB from first to last,
the associated datasets may be updated—by adding predicates, clearing the
dataset, or leaving it unchanged—upon visiting a jump statement or a child
PCB that encloses a jump statement. To systematize these updates, we define
lists of event—action pairs that describe (i) when a predicate becomes a definite
controller for a region and (ii) when it is definitively ruled out as a controller
of that region.

DEFS over structured constructs. This feature enforces a depth-first traversal:
we fully visit each child PCB before processing its neighboring PCBs at the
parent level. This, in turn, enables the following.

Extract—and-discard. By processing each PCB to completion before its neigh-
bors, we extract all information from that PCB, summarize it from the parent
PCB’s perspective, and never return to it thereafter.

OThese conditions will be named formally as Properties (e.g., Property A—Property B) later on.
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Single pass—no fixed-point iteration. Unlike classical data-flow solvers that
require fixed-point iteration over CFG nodes, our method runs in a single pass
guided by syntactic visitation and case-triggered events. It avoids global itera-
tion entirely while still computing control dependencies.

Constant-bounded shared groups of datasets. Although each PCB is concep-
tually paired with a dataset—group object, we do not allocate one per PCB;
instead, a fixed number of such groups is shared across all PCBs.

Correctness and evaluation. We prove soundness, completeness, and termina-
tion for all success modes of the analysis, and empirically evaluate performance
and correctness on a corpus mixing real-world and auto-generated code. The
evaluation indicates consistent accuracy against the path-based specification
and linear-time speedups (observed ~6—12x) relative to graph-based baselines.

Scope and research questions. C3 addresses RQS5.

Code [2| provides an example of the proposed syntax-directed method,
whereas Subsection [3.6]presents an example following the classical CFG+PDT
paradigm.

5.2 Publications

Papers included in the thesis

* Paper A: Lisper, Bjorn, Abu Naser Masud, and Husni Khanfar. “Static
backward demand-driven slicing.” In Proceedings of the 2015 Workshop
on Partial Evaluation and Program Manipulation, pp. 115-126, 2015.

* Paper B: Khanfar, Husni, Bjorn Lisper, and Abu Naser Masud. “Static
backward program slicing for safety-critical systems.” In Ada-Europe
International Conference on Reliable Software Technologies, pp. 50-65.
Cham: Springer International Publishing, 2015.

e Paper C: Khanfar, Husni, and Bjorn Lisper. “Enhanced PCB-based slic-
ing.” In Fifth International Valentin Turchin Workshop on Metacompu-
tation, p. 71, 2016.

e Paper D: Khanfar, Husni, Bjorn Lisper, and Saad Mubeen. “Demand-
driven static backward slicing for unstructured programs.” ISRN:
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MDH-MRTC-324/2019-1-SE, Milardalen Real-Time Research Centre,
Milardalen University, 2019.

e Paper E: Khanfar, Husni. Syntax-Directed Control Dependence Analy-
sis: Eliminating Graph Overhead. ISRN: MDH-MRTC-354/2025-1-SE.
Milardalen Real-Time Research Centre, Mélardalen University (2025).

Papers not included in the thesis

* Paper F: Khanfar, Husni. “Computing on-the-fly the relevant program
flows for a control dependence.” ISRN: MDH-MRTC-334/2021-1-SE.
Milardalen Real-Time Research Centre, Mélardalen University, 2021.

e Paper G: Khanfar, Husni. “Overlapping Flows.” ISRN: MDH-MRTC-
349/2024-1-SE. Milardalen Real-Time Research Centre, Milardalen
University, 2024.

Authorship and Contributions

For publications B—-G: and the reports in the second category, [ formulated the
research questions and led the technical development, including methodology
design, algorithm construction, implementation, experimental evaluation, and
drafting of the manuscripts. My supervisory co-authors contributed through
supervision, technical discussions, and detailed feedback on the framing and
presentation of the results.

In Paper A: my primary contribution was the introduction and application
of Strongly Live Variable (SLV) dataflow analysis, which constitutes the cen-
tral technical contribution of that work. I was responsible for the design and
formalization of the SLV-based method and for contributing to the technical
development of the slicing method. The co-authors contributed to the over-
all research design, supervision, implementation discussions, and manuscript
refinement.
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5.3 Mapping of Research Goals and Questions to
Publications

Table 5.1 matches contributions that resolve the research questions with their
respective publications.

Research Goal Research Question A B C D E
RQ 1: Data dependencies vV
RG 1: on demand
D.er.nand—driven RQ 2: Avoid unrelated- v /
slicing path propagation
RQ 3: On-demand inter- v
procedural slicing
RQ 4: Control deps for v
unstructured code
RG 2: Syntax-  RQ 5: Control deps with- v
directed out graphs
control RQ 6: Single-pass control v
dependence deps
RQ 7: Control deps with- v

out memory entities

Table 5.1: Mapping of Research Goals (RG) and Questions (RQ) to Papers

Paper F contributes to the demand-driven slicing direction by introducing
a novel method for computing, on demand, all program flows relevant to a par-
ticular control-dependence relation between a predicate and a statement. Paper
G further extends this direction by proposing a new on-demand approach for
computing and forming overlapping flows.
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Related Work

6.1 Foundations of Program Slicing and Depen-
dence Graphs

Program slicing extracts the subset of a program that may affect (or be affected
by) a slicing criterion. Weiser’s seminal work [[13]] established static slicing and
sparked a rich taxonomy (dynamic, conditioned, quasi-static, and amorphous
slicing); comprehensive overviews appear in Tip’s survey [14,[15]. Dynamic
slicing was developed by Korel and by Agrawal [16,17]], while amorphous slic-
ing broadened the transformation space beyond syntax-preserving slices [18]].

The Program Dependence Graph (PDG) encodes both data and control de-
pendencies so that slicing reduces to graph reachability [3,|19]. Efficient PDG
construction relies on classical data-flow analysis for data dependences (e.g.,
reaching definitions) and postdomination for control dependences [20-22].
Interprocedural slicing is enabled by the System Dependence Graph (SDG),
which augments PDGs with call/return structure [4}|23}24]]. Dominator and
postdominator relations—central to control dependence—have been studied
extensively, with near-linear or linear-time algorithms [25H27].

Surveys summarize the evolution and applications of slicing across mainte-
nance, testing, and optimization [[1528]]. Modern dependence-graph toolchains
for LLVM attest to continued engineering around precise dependence model-
ing and slicing [29,[30].
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6.2 Interprocedural Slicing

Interprocedural slicing raises challenges of context sensitivity and accurate
propagation across calls/returns. The SDG framework by Horwitz, Reps, and
Binkley remains the standard approach [4]], with subsequent work handling
arbitrary interprocedural control flow and refining interprocedural control de-
pendence [31}|32]]. Formal foundations highlighting implications for testing
and maintenance further motivated precise dependence modeling [33]].

6.3 Demand-Driven and Lightweight Alternatives

Because full PDG/SDG construction can be costly when only a few slices are
needed, demand-driven analyses compute just the information necessary for
a given query. Classic work established demand-driven interprocedural data-
flow computation [34]. In the context of safety-critical and embedded software,
Khanfar and coauthors proposed predicated-code-block (PCB) representations
and demand-driven backward slicing to reduce memory and time overheads,
including for unstructured code [35H37]]. Follow-on work introduced on-the-fly
computation of flows relevant to a control dependence and new data structures
that accelerate repeated or structured on-demand queries [38},39].

6.4 Control Dependence: From Classical to Arbi-
trary and On-Demand

Control dependence was formalized via postdomination and refined over
decades. Foundational and unifying treatments address both weak and strong
variants and arbitrary program structures [2240]. Algorithms improved the
asymptotics and correctness guarantees for arbitrary/strong control dependen-
cies [41-45]. Beyond the classical setting, recent work studies time-sensitive
and exception-sensitive notions to better match modern languages and ex-
ecution models [46,147]. For programs with arbitrary control flow, slicing
and dependence computation must cope with irreducibility and jumps; early
treatments and later SDG-based methods handle such cases [4,/31,48]].
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6.5 Related Work: Syntax-Directed Approaches
Without Graph Construction

In this thesis, we use syntax-directed to mean analyses whose core transfer of
information is driven by the program’s syntactic structure (e.g., parse tree /
AST constructs and their nesting), rather than by an explicit, separately con-
structed graph representation such as a CFG, PDG, or SDG. We distinguish two
families. Fully syntax-directed methods compute the analysis result directly
from syntactic visitation and local semantic rules, without building program
graphs as an intermediate stage. Hybrid syntax-directed methods use syntax-
directed rules for part of the pipeline, but still construct (or query) graph-based
artifacts in at least one stage (e.g., building CFG/PDG/SDG summaries, ex-
tracting a graph from IR, or relying on graph reachability/propagation to final-
ize results).

For example, program slicing is traditionally defined using dependence
graphs: Weiser introduced slicing as selecting statements that may affect a
slicing criterion [13|] and later work refined inter-procedural slicing using
dependence-graph machinery (SDG-style constructions) [4].

These results are highly influential, but their workflows typically presume
an explicit CFG/PDG/SDG pipeline, which introduces construction and main-
tenance overhead.

Fully Syntax-Directed (Graph-Free) Static Analyses

Mohnen presents a graph-free algorithm for data-flow analysis that avoids CFG
construction by working over program counters and exploring control flow im-
plicitly [49].

Fors et al. present practical principles and patterns for building analyses
with JastAdd-style reference attribute grammars, where semantic information
is computed directly over the AST with on-demand evaluation, avoiding
CFG/PDG pipelines [50]. Riouak et al. improve the practicality of this style by
proposing an efficient demand algorithm for fixed-point (circular) attributes,
enabling AST-centric evaluation for analyses that otherwise require iterative
solving [51]]. Rodrigues et al. connect attribute grammars to property-based
testing (Hypothesis-style), supporting lightweight validation of syntax-directed
specifications without shifting to graph-based representations [52].
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Bennett et al. study Semgrep* as an AST-pattern-based approach and show
that carefully designed rule configurations can substantially improve detec-
tion, illustrating modern large-scale syntax-first checking [53]. Autogrep auto-
mates the generation and filtering of Semgrep/Opengrep rules from vulnerabil-
ity patches, keeping the analysis artifact as syntax patterns rather than depen-
dence graphs [54].

Alakiila et al. introduce property probes, enabling live exploration of
program-analysis results while editing code; the interface remains anchored
to source spans and syntax nodes, supporting interactive, syntax-centric
workflows [|55]].

Sijm presents Incremental Scannerless GLR parsing (ISGLR), enabling
efficient reuse of parse results across edits and making syntax-driven analy-
ses more responsive without requiring heavyweight intermediate graphs [56].
Tree-sitter is a widely used incremental parsing library for editor-centric tool-
ing, maintaining concrete syntax trees under edits and providing query mecha-
nisms that support syntax-based analyses in practice [57].

Hybrid Syntax-Directed

Nilsson-Nyman et al. (2009) implement intraprocedural control-flow and data-
flow analysis of Java using RAG{]; the analyses are specified at the AST level
but still rely on explicit flow modeling [58].

Soderberg et al. (2013) present an AST-level framework (RAG + circu-
lar/collection attributes) for precise intraprocedural control-flow and data-flow
analyses; they explicitly talk about control-flow graphs at the AST level [59].

Byers & Palsson (2001) build Value Dependence Graphs from the parse
tree; again syntax-driven construction, but the output is a graph representa-
tion [[1]].

Harman et al. construct amorphous slices by applying semantics-
preserving transformations directly over the AST, rather than by performing
reachability over a PDG/SDG |[2]. The transformation phase itself is therefore
fully syntax-directed. ~However, guiding these transformations typically
requires dependence information (commonly computed via PDG/SDG-style

A Reference Attribute Grammar (RAG) extends classical attribute grammars by allowing at-
tributes to reference arbitrary AST nodes, rather than being restricted to parent—child relationships.
This enables the declarative specification of non-local analyses (e.g., name binding and flow rela-
tions) while preserving a syntax-directed, AST-based evaluation model.
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analyses), so the overall slicing pipeline can be viewed as hybrid: syntax-
directed transformation coupled with graph-based dependence computation.






Chapter 7

Conclusion and Future Work

This work presents a fully demand-driven static program slicing approach.
Like other slicing techniques, it requires the computation of data dependen-
cies; however, in our approach, these dependencies are computed on demand.
To achieve this, we effectively exploit the Strongly Live Variables (SLV) data-
flow analysis.

Furthermore, by representing procedures as Predicate Code Blocks (PCBs),
we are able to compute calling contexts dynamically, without constructing
inter-procedural edges or relying on a System Dependence Graph (SDG). In
addition, the approach leverages overlapping flows as a foundation for com-
puting control dependencies on demand, even in the presence of unstructured
code. Consequently, research questions RQ1-RQ4 are addressed and resolved.

At the core of this thesis, we propose a new, syntax-directed method for
computing control dependencies. For the same input program, the method
produces the same control-dependence relation as state-of-the-art graph-based
techniques (i.e., the same set of control-dependence pairs between program
statements), yet it consistently outperforms them.

The performance gains stem from eliminating the overhead of construct-
ing intermediate graphs. Unlike the state-of-the-art method, the new method
analyzes the stream of program statements directly, rather than reforming the
program into nodes and then transforming it into multiple graphs.

From a high-level perspective, the graph-based and syntax-directed ap-
proaches differ in philosophy. The state-of-the-art graph-based method centers
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on a single governing rule and prepares the necessary structures so that this
rule can be answered directly by consulting one of the graphs. By contrast, the
proposed method checks the same rule across all relevant scenarios without
constructing graphs; instead, it implements a carefully designed algorithm to
handle the cases. In short, they reflect two schools of thought, each instantiated
as a general approach.

Both the existing method and our method use the same formal definition of
control dependence. To operationalize this definition across diverse cases, our
method develops approximately 40 lemmas and 8 theorems. Each provides
a systematic inference rule that determines, for the case at hand, whether a
control dependence holds, does not hold, or has no effect.

To validate the underlying theorems, we conducted an experimental evalua-
tion demonstrating both the correctness and efficiency of the proposed method.
In addition, a formal proof of correctness establishes that the syntax-directed
algorithm computes exactly the standard control dependence relation.

Although the syntax-directed method performs excellently compared with
classical graph-based approaches, it still has bottlenecks. One is the exces-
sive nesting of 1 f-else conditionals, which can be introduced by compiling
switch statements.

Finally, while this thesis does not claim a complete runtime or hardware
integration, the proposed analysis removes several practical bottlenecks that
have historically prevented interactive deployment (graph construction, per-
statement graph growth, and multi-pass iteration). The runtime scenarios dis-
cussed in the introduction should therefore be understood as prospective: real-
izing them would require explicit microarchitectural and compilation assump-
tions, such as observing a stable program-order (committed) code stream under
speculation, preserving or recovering structured control-flow cues (via meta-
data or recognizable patterns for structured jumps), and defining conservative
handling of indirect branches, exceptions, and interrupts. Establishing cor-
rectness, latency bounds, and full system compliance under these assumptions
remains future work.

Because static program analysis has typically relied on graph-based repre-
sentations, the success of this work raises broader questions about how far a
syntax-directed perspective can be pushed. It suggests that many classic algo-
rithms in the field might be revisited and potentially redesigned in a syntax-
directed style, and it invites a re-examination of when, and to what extent,
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explicit Control Flow Graphs are truly necessary.

Using a case-centric solution, we successfully addressed RQ5-RQ7. Our
implementation demonstrates both correctness and performance.

Since the syntax-directed method can be aligned with demand-driven exe-
cution, it can be integrated naturally into a fully demand-driven static program-
slicing framework. In particular, control dependencies can be computed in a
hybrid manner: using the syntax-directed method in purely structured regions,
and falling back to overlapping-flow analysis in regions that contain goto
statements.

Overall, this thesis provides new insights into static program analysis,
grounded in a case-centric approach, overlapping flows, and a program
representation that captures multiple kinds of information within the program.

Future work includes extending the syntax-directed method to compute
control dependencies for both structured and unstructured code. Another di-
rection is to support additional notions of control dependence, such as weak
and strong control dependencies. Handling exception constructs and interpro-
cedural scenarios also remains a promising avenue for further investigation.
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