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Abstract

Industrial Control Systems are often found today in critical infrastructure and utilities such as
power generation facilities and water processing plants. Within this automation solution often lies
the unassuming controller quietly monitoring and controlling these processes using Input/Output
(17/0) devices. Failure within these kinds of systems can often incur high economic costs and
in the worst case loss of life. A common method of increasing reliability within controllers is
using standby redundancy, whereby a redundant backup controller is ready to take over should the
primary controller fail. However, when realising redundancy using open62541, an open source
implementation of OPC UA, we nd some issues. Because there are no mechanisms implemented
in open62541 that automatically handle redundancy, if a failure happens, the backup would not be
able to seamlessly continue operations. This study includes an investigation of what internal states
must be synchronised between primary and backup, a proposed solution implemented in C, including
failure detection and synchronisation functionality, and nally an experiment for validating the
artefact. The result shows that using the redundancy module, a seamless failover can happen
within a 100 millisecond deadline.
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1. Introduction

Industrial Control Systems (ICSs), or automation solutions, are often found today in critical in-
frastructure and utilities such as power generation facilities and water processing plants. Within
this automation solution lies often the unassuming controller quietly monitoring and controlling
these processes using Input/Output (I/O) devices [1]. Failure within these kinds of systems can
often incur high economic costs and in the worst case lead to loss of life. Therefore, a high degree
of reliability is a requirement in these systems. A common method of increasing reliability within
controllers is using standby redundancy, whereby a redundant backup controller is ready to take
over should the primary controller fails. For the backup controller to assume the primary publisher
role, it must have the same internal states and and application data as the primary had before the
failure. That is, the primary must synchronise it's internal states and application variables with
the backup controller so that in case of a failover, i.e., a failure in the primary and the backup
publisher subsequently taking over, the backup can do so with the same internal states as the
primary publisher had.

A form of standby redundancy is spatial redundancy where, in addition to having backup on
standby, some distance between the primary and backup is introduced. This method is often used
by control systems vendors. Traditionally the redundant pair has been synchronised using a direct
and specialised link between the controllers. A longer term goal is to be able to perform this
state synchronisation over standard network instead. This would open up a possibility of greatly
increasing the spatial redundancy by installing backup controllers at di erent physical locations,
as it wouldn't be limited by the cabling and specialised hardware between the controllers.

With Part 14 of the Open Platform Communications Uni ed Architecture (OPC UA) standard !,
it has been extended with Publish-Subscribe functionality. PubSub allows greater exibility with
it's one-to-many form of communication, where a controller may publish it's data to multiple other
controllers that subscribes to that data. This communication form is similar to how traditional
eldbuses communicate, but while eldbuses typically operate within the Operational Technology
(OT) domain, OPC UA operate within the Information Technology (IT) domain allowing easier
communication between systems [2].

However, when realising spatial redundancy using OPC UA PubSub, we nd some issues. Failover
mechanisms within the OPC UA PubSub standard are not considered, thus causing challenges
with state replication in the event of failure and the subsequent failover process. This means
that in a failover, the backup cannot assume the role of the primary without some disruption
due to the unsynchronised internal states. Johansson et al., demonstrated this using a modi ed
implementation of open6254% in a failover scenario between two publishers and a subscriber [3].
The experiment showed that a failover was not possible without some disruption of service due
to the unsynchronised internal states missing on the backup publisher. Some solutions to this
problem where put forth suggesting di erent methods to perform state synchronisation. In this
thesis we continue this work by implementing a slightly modi ed version of the redundancy layer
alternative. We demonstrate rst that by adding some simple checks within the open62541 library,
the subscriber can detect a failover. Second, we demonstrate that using our redundancy module
to synchronise the internal states such as SequenceNumber along with the applications internal
variables, a failover can be accomplished without disruption of service due to rejected messages.
Further, we demonstrate that this all happens within a 100 ms deadline, counted from the time
the primary fails to the backup publishing it's rst message.

Lhttps:/ireference.opcfoundation.org/Core/Part14/v105/docs/
2https:/lopen62541.org/
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2. Background

ICSs are highly dependent on automation and play a key role in the backbone of modern society
with their usage in infrastructure and utilities such as water and electricity [4]. Within these
systems often lies the venerable industrial controller, coined by the Open Process Automation
Forum (OPAF) as Distributed Control Node (DCN) [5, 6, 7].

2.1 Industrial Controllers

Industrial controllers are computers specialised for a particular purpose and are designed for long-
lasting continuous operation in potentially harsh environments [7]. The function of a controller is to
monitor and control various operations such as machines, production lines, and chemical processes.
Controllers are often generic embedded hardware that typically runs applications speci cally devel-
oped for the intended automation solution, thus allowing the controller to support a wide variety

of automation tasks. These applications are usually created by end-users or organisations with
specialised domain knowledge. Applications executed on a controller generally follow three phases:
Copy-in, Execute, Copy-out. The Copy-in phase involves reading values from Input/Output (I/O)
devices connected to sensors sensing the controlled operation to sample the current state of the
controlled process. The Execution phase involves determining the appropriate next actions by
processing these input values, including calculating output values for the Copy-out phase. Fi-
nally, during the Copy-out phase, the controller sends these output values to I/O devices such as
actuators, which in uence the controlled process.

2.2 Fault, Failure and Error

In fault tolerant systems, the terms fault, failure, and error have distinct meanings [8], [9]. A faultis
the anomalous condition that may lead the system to deviate from correct behaviour, i.e., a failure.
The reason for the fault may be many; design speci cation that do not adequately describe the
desired correct behaviour, environmental factors, implementation or manufacturing errors, etc. A
fault may not necessarily lead directly to a failure; it is only when the system's behaviour deviates
from correct behaviour that it becomes a failure. Before that, the fault could be considered latent.
An error denotes the manifestation of a fault; a mistake in the implementation of the system in
the form of a bug, or a design mistake getting exposed in a new, harsh environment. Failure
is an external deviation from the desired correct behaviour for the system. In other words, an
error in the system resulting in the system failing to conform to the desired design speci cation or
behaviour.

2.3 Fault Tolerance

Reliability is the probability of a system's continuous operation, while fault tolerance is the ability
of a system to continue performing its intended functions in the presence of faults [10]. Fault
tolerance is thus a means to improve the reliability. This means that a fault-tolerant system
should be able to handle faults in individual hardware or software components, power failures, or
any other kinds of unexpected problems, and yet still meet its speci cations.

Due to the fact that it is impossible to build a perfect system, it is necessary to design systems
with fault tolerance in mind [7]. This is even more pronounced in domains with safety-, mission-,

and business-critical applications where production halts are highly undesirable. In domains such
as power and freshwater distribution or o shore oil and gas production, halts can incur high costs
[3]. Hence, the high reliability requirements and thus required fault tolerance that is often required

for such systems.

2.4 Redundancy

Redundancy can be realised using di erent strategies such as temporal redundancy by sending a
message multiple times at di erent times, or spatial redundancy by hardware duplication. That is,
increasing the reliability of the controllers by having multiple of them. In the context of ICSs, it
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is typically realised through spatial redundancy in standby redundancy [7]. This means multiple
controllers where one may be a primary controller and a second a backup controller in standby,
ready to take over should the primary fail. The level of readiness of the standby controller is
often described as cold, warm, and hot. Cold in this context means that a spare controller may be
located in storage, and action is needed to manually replace a faulty controller before operations
can continue. Warm is a controller that is plugged in and powered on, and so can quickly start
producing output should a fault be detected. Hot means that the backup is executing the same as
the primary, but not providing output. Thus, it has the highest readiness of the three readiness
levels.

Fault tolerant system often involves some form of hardware redundancy [10]. Hardware redundancy
may be categorised into three categories: active redundancy, passive redundancy and hybrid re-
dundancy. Active redundancy works by rst detecting the faults, whereupon the system takes
some form of action to bring the system back to an operational state. Passive redundancy, in
contrast, masks errors. This may be useful in high-reliability applications where the time for the
system to switch over to the standby is not acceptable, such as embedded medical devices or ight
control systems in an aircraft. A common method is Triple Modular Redundancy (TMR). Three
controllers would then be used for executing their functions, but the output would be voted on
afterward. Thus, as long as two of the controllers are not exhibiting any faults, then no failures
would, in theory, be passed on. N-modular redundancy (NMR) is the same idea, but with N
number of controllers. Hybrid redundancy combines both active- and passive redundancy by both
masking the error to subsequent processes, while also performing some actions to bring back the
system to an operational state. This is commonly found in safety-critical systems.

2.5 Failure Detection

As previously de ned, a failure is a fault leading to deviation from desired behaviour [7]. For active
standby to function correctly, failures must be detected. This requires the ability to distinguish
between DCNs that are operating normally and those that have failed. In asynchronous models,
this is impossible to solve due to the process execution and message transmission times being
unbounded. A process may have silently failed or crashed, known as fail-silent, or it may still be
running, albeit very slowly. This is somewhat helped by DCNs often being Real-time (RT) systems
and thus being bounded in time; a correct result, but not holding the timing constraints, may still

be considered an error. Therefore, RT systems generally ful | the synchronous systems model's
bounded execution and message delivery times.

Chandra and Toueg proposed the unreliable failure detector abstraction W (eventual weak), with

its two properties completeness and accuracy [11]. Completeness refers to the failure detector's
capability of detecting a failure. It may not be correct, as by marking all processes as failed,
the failure detector would ful | a strong completeness property. Accuracy, however, de nes the
false-positives of the failure detector; if no false-positives are detected, then the failure detector
would ful Il a strong accuracy.

In a companion paper, Chandra et al. also demonstrated the weakest failure detector [12]. It is
a most relaxed mechanism for reaching consensus in asynchronous distributed systems over which
nodes are still operational and which nodes may have failed, i.e, the one that requires the least.
They argued that if every crashed node were marked as failed by at least one failure detector, then
it meets the weak completeness, given enough time. If there is a node that is never falsely marked
as failed by another node, then it ful Is the weak accuracy criteria. Both weak completeness and
weak accuracy should happen if given enough time, and thus ful | the criteria of the W failure
detector.

Another form of failure was described by Lamport et al. as a type of failure where con icting
information sent to di erent parts of the system leads to Byzantine faults; faults which show up
as di erent errors to di erent observers [13], [14].

Due to their distributed nature, determining the source of error for DCNs may not always be as
straightforward as it might seem. In [15], two types of failures for DCNs were shown: node failure
and link failure. Node failure is what the name implies, failure in the DCN, link failure is a failure
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in the link between the DCNs. In a setting with a pair of DCNs, should the link between them
go down, it would result in a partitioned network. This could lead to both primary and backup
controllers both assuming a primary role and simultaneously sending out possibly contradictory
output. Thus, the DCNs should be aware of where the fault lies before switching roles.

2.6 State Replication

In the context of standby redundancy, state replication is a method to synchronize the internal
states, such as application program states and current input/output signals, between a primary
controller and a backup controller in order for the backup to assume the primary role with a min-
imum delay [16]. There exist several methods for synchronizing the internal states of a redundant
pair, often referred to as replicas [7]. Checkpointing is one approach commonly used in standby
redundancy in which the primary transfers its internal, checkpointed states to the backup. The
goal of checkpointing is to use a locking mechanism to momentarily interrupt the execution of
a process or all threads in a process, and to store that global state [17]. There are numerous
checkpointing frameworks available that provide support for checkpointing at di erent levels of
the software stack. They can rely on an operating system extension, dynamic libraries, compilers,
user-level APIs, or on a user-de ned routine that will create an application-speci ¢ checkpoint.
In current ICSs, the state transfer has been exchanged over dedicated physical links following
the Controller-Centric Control design strategy [16], [18]. However, as design strategies such as
Network-Centric Control evolve, exible redundancy schemes are expected to make greater use of
standard Ethernet networks, rather than exclusively relying on dedicated links.

2.7 Real-time Performance Of Fault-Tolerant Systems

Seamless controller failover can in some cases require strict timing requirements on failure detec-
tion and state replication. These requirements place the problem in the domain of RT systems,
where correctness not only depends on functional behaviour but also on meeting bounded timing
constraints [19].

RT systems are systems that must process data or respond to events within strictly de ned timing
constraints [19]. These systems are generally classi ed into two categories:

1. Hard RT Systems: In these systems, missing a deadline can result in catastrophic conse-
quences. For example, in a pacemaker or air-tra ¢ control system, missing a deadline could
lead to loss of life.

2. Soft RT Systems: In these systems, occasional deadline misses are tolerable, but perfor-
mance degrades if deadlines are missed frequently. An example might be video streaming
and playback, as delays in bu ering and rendering the video will degrade the user experience,
but do not themselves result in failure.

In RT systems, scheduling algorithms are used to allocate resources and ensure that tasks meet
their deadlines [19]. When faults occur, the system must be designed to have capacity to handle
the corrective actions needed, without compromising the RT timing constraints. Some scheduling
algorithms used in fault-tolerant systems include:

1. Rate-Monotonic Scheduling (RMS): This is a xed-priority scheduling algorithm where
tasks with shorter periods (higher frequency) are given higher priority. RMS is widely used
in RT operating systems due to its simplicity and predictability. In fault-tolerant systems,
modi cations to RMS might include reassignment of tasks in the event of a node failure,
ensuring that tasks meet their deadlines [19].

2. Earliest Deadline First (EDF): EDF is a dynamic priority scheduling algorithm where
tasks are prioritized based on their deadlines, with the earliest deadline being scheduled rst.
This approach is optimal for uniprocessor systems but can be more complex in a distributed
environment. In distributed systems, fault-tolerant modi cations might involve reassigning
tasks to di erent processors or adjusting the scheduling dynamically based on system health
[19].
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3. Fault-Tolerant Scheduling Algorithms: Specialized algorithms have been developed to
handle task migration, replication, and recovery in the presence of a fault [19]. These algo-
rithms ensure tasks continue to execute on available resources, even when some components
fail. For example, in an aerospace system, if a processing node fails, a fault-tolerant scheduler
would dynamically reassign tasks to a backup node, ensuring no mission-critical deadlines
are missed.

2.8 Ethernet

Ethernet is a comprehensive standard de ning computer network communication in multiple do-
mains and environments over multiple communication mediums [20]. It was created in the early
1970s at Xerox Palo Alto Research Center, and in 1980, a vendor-neutral standard was announced
by Institute for Electrical and Electronics Engineers (IEEE) as the IEEE 802.3 standard, allow-
ing anyone to freely use it. The standard has been revised multiple times over the years to add
improvements and xes.

The Ethernet standard de nes both the physical layer, containing the physical cabling and hard-
ware, and the data link layer lying above the physical layer in the Open Systems Interconnec-
tion (OSI) layer model. Originally developed to use thicker coaxial cabling in a ring con guration,
modern applications of Ethernet most often use thinner Category 5e or Category 6 twisted pair
cables or ber optical cables, both de ned in supplements to the IEEE 802.3 standard in a star
topology. The speeds for Ethernet range from 10 Mbps up to ve Gbps for Cat-6 cables and
backplane, and 400 Gbps over bre optical cabling.

2.8.1 Time-Sensitive Networking

Time-Sensitive Networking (TSN) are a series of enhancement developed rst under the older
name Audio Video Bridging (AVB) and later under the name TSN to aid RT communications
done over Ethernet [2, 21]. During the development of Ethernet the focus was mainly for IT
usage in o ce setting. While some early thoughts went into the potential usage of Ethernet in
automation settings with RT requirements, the non-deterministic nature of it precluded it's usage.
Some vendor implementations of Ethernet have deterministic transmission times and would thus
be suitable for RT applications, they are not however included in the IEEE Ethernet standard are
therefore not standards compliant.

2.9 Internet Protocol Layer

Above the data link layer lies the Internet Protocol (IP) layer. It it this layer that is responsible

for routing, or forwarding, the datagrams across interconnected networks. This layer is responsible
for assigning unique IP addresses to the hosts and determining the most e cient path for the
data to travel from the sender to the receiving hosts in a process known as routing [22, p. 336].
Routers and network switches operate at this level, where they analyse packet headers to forward
the datagrams towards their intended recipients. The connectionless nature of IP means that each
datagram is treated independently, thus allowing exible and scalable data transmission across
networks.

2.10 Transport Layer Protocols

Above the IP layer lies the Transport layer, housing protocols such as User Datagram Protocol
(UDP) and Transmission Control Protocol (TCP) [22, p. 215]. Both of these protocols implement
logical host-to-host communication capabilities for layers above them, such as the application layer
where OPC UA resides.

TCP provides guarantees of reliable sending messages, called segments, by using sequence num-
bering, timers, acknowledgement segment ack to con rm reception at the receiver, and congestion
control to not saturate the network link with tra c. UDP only sends on a best-e ort basis.
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A TCP session starts with a three-way handshake to initiate a connection between the sender and
receiver to determine a path to the host. After a segment is sent, the sender will wait for an ack
before continuing, or resend if either an error acknowledgement nack is received or the message
timer runs out. In contrast, UDP will merely encapsulate the data into a UDP segment and send

it onto the network, without any further action.

Due primarily to the congestion control in the TCP protocol, it cannot be strictly bounded in time
[23]. TCP is a protocol based on windows, using bu ers on both the sending and receiving sides.
This, together with the two mechanisms additive-increase-multiplicative-decrease and timeouts, is
used to regulate tra c ow to prevent congestion. These congestion prevention mechanisms and
packet retransmissions enable reliable transmission, which means that sending segments over TCP
is not strictly bounded in time, something that can be problematic for RT systems.

2.11 Fieldbuses

Fieldbuses are communication buses used within industrial settings. According to Zurawski, there
is no clear and distinct de nition of what a eldbus is, but a quoted de nition given by the Fieldbus
Foundation is "... a digital, two-way, multidrop communication link among intelligent measurement
and control devices." [24, Chapter 1]. A reason given for the lack of clear-cut de nition is the
long and complex history of disparate systems emerging over the years to replace earlier and
simpler point-to-point wirings laid in a star-type fashion. The origins of modern eldbuses is
the old analogue and parallel de-facto standard 4-20 mA current loop, later evolved into the
hybrid analog-digital Highway Addressable Remote Transducer Protocol (HART) standard that
makes use of earlier 4-20 mA installations [25]. For a short time the term Field multiplexers was
common. It referred to devices which collected multiple signals and serialised them to send them
over a single cable to some remote location. Once there, a corresponding demultiplexer would then
restore the multiple signals [24]. However, the desire to cope with ever-growing installation drove
the development of eldbuses. Some examples of these modern eld-buses includes PROFIBUS,
MODBUS, PROFINET and Foundation Fieldbus (FF), to name a few.

2.12 The Automation Pyramid

Figure 1 represents the Automation Pyramid, as envisaged in [2, 27, 28, 26]. The Automation
Pyramid is a hierarchical architecture dating back to the 1970s as a means to structure the an-
ticipated complexity of the automation systems being developed at the time. It is not the only
variant of an Automation Pyramid, many variants have been de ned over the years [28].

The pyramid is often consists of ve layers: Enterprise Resource Planning (ERP), Manufacturing
Execution System (MES), Supervisory Control And Data Acquisition (SCADA), Programmable
Logic Controller (PLC) and nally the component layer [28]. Starting from the top is ERP where
comprehensive and product driven frameworks aiming at integrating procurement, logistics, ma-
terial management, sales, distribution, nancial accounting etc. lies. That is, company-wide
planning. The layer below is the MES layer. It can be seen as the abstraction layer between
enterprise-level and manufacturing, i.e., the bridge between the o ce and the shop oor. Below
MES lies the SCADA layer, where data acquisition from the PLC layer and processing generally
lies. It is important to note that the boundary between the MES and the SCADA layers may not
be as clear as the model makes it as there may be some or signi cant functionality overlap in the
MES layer.

The pyramid is often divided up into two parts; the top layer where communication goes over IP
over Ethernet, and thus lies within the IT domain [26]. The layers ERP, MES and SCADA usually
slots in here as there is usually no strict RT requirements needed at theses layers. In the bottom
two layers the communication traditionally goes over eldbuses due to stricter RT requirements,
and thus lies within the OT domain. The top-most of these two layers is the PLC layer. As
the name may imply, it is here that one typically nds PLCs, simpler controllers often used for
automating parts of or entire machines [7]. Below the PLC layer is the component layer which is
individual sensors and actuators.
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Figure 1. An example of the Automation Pyramid showing the di erent layers for handling au-
tomation within an industrial use-case. Figure inspired by description in [26].

2.13 Industry 4.0 and Industrial Internet of Things

The term was coined in an article by Henning Kagermann, Wolfgang Wabhlster and Wolf-Dieter
Lukas shortly before the Hanover Fair in 2011 [29]. The term is associated with lofty goals of
increased exibility, economy and customer-focused solutions through a greater focus on data and
employing algorithms so as to improve processes, logistics and resource usage [30]. According to
Babel, Industry 4.0 could be described less as a new invention or revelation of the industry as a
whole, and more as a logical evolutionary development based on the state of the art [31]. It builds
on the Internet of Things (lIoT) paradigm of a atter hierarchy with more interconnected devices,
thus in the industrial context aptly named Industrial Internet of Things (l1oT) [2].

Figure 2 shows a representation of the atter and more distributed architectures envisioned in
Industry 4.0 [2]. Instead of the more rigid Automation Pyramid shown in Figure 1, this one is
more exible in where processing is done and how data ows in the networks. As a consequence
of this drive for 1l0T, the line between what is IT and what is OT starts to blur, as data ows
less through gateways and more over IP in all layers. As a consequence, this necessitates both
the requirements of IT and OT present in the communication layers to be satis ed. For OT this
presents a challenge as lloT requires IP communication down to eld devices, thus ruling out
legacy eldbuses. Similarly, for IT the requirements for deterministic communication, low latency
and time synchronisation, which is common in OT communication protocols, presents challenges
as well. TSN is one proposed solution for the requirement to bring determinism to IT.

2.14 Open Platform Communications Uni ed Architecture

OPC UA is a cross-platform communications standard by the Open Platform Foundation (OPF) for
best-e ort industrial communication based on TCP/IP [21]. It consists of a series of speci cations
laying out transport mechanisms, an object-oriented information modelling mechanism and security
features, enabling a vendor-neutral and open industrial communication architecture [32, 31, 21].
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Figure 2: Modern take of the Automation Pyramid in the Industry 4.0-era with 1loT components
communicating over multiple layers, as envisaged by Schriegel et al. [26]. The di erent arrows
shows multiple communication channels, representing the exibility of Industry 4.0.

Main characteristics of II0T are high focus on data, interoperability, and decoupled architectures,
and are some of the driving factors towards adopting IloT in Industry 4.0. OPC UA is gaining
attention as a communication standard that can help bridge cloud-based systems and physical
systems, aided by OPC UA's ability to model complex data structures using it's information mod-
elling [27, 31]. OPC UA is de ned in the standard IEC 62541 and has multiple implementations
[21].

2.15 The Publish-Subscribe Model

The more traditional client-server model often assumes one or more clients requesting data or events
from one server, often resulting in more rigid and static applications [33]. In the PubSub model,
publishers make their data available to others by publishing it. Subscribers interested in the data
can then subscribe to the data from the publishers. This model allows one-to-many transmission
and facilitates asynchronous communication, decoupled both in time and synchronization. This is
useful for DCNs within Industry 4.0, as it allows for a more loosely coupled architecture [4].

Part 14 of the OPC UA standard has been put forward as an extension of the standard to implement
PubSub, extending the older client-server model with a publisher-subscriber modél In OPC UA
PubSub, Publishers are the sources of the data while Subscribers are the consumers of it.

Shttps:/ireference.opcfoundation.org/Core/Part14/v105/docs/
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Figure 3: The relation between PubSubComponents used for sending messages over a PubSub
connection in OPC UA.

2.15.1 open62541

open6254% is an open source implementation of the OPC UA standard written in C with few
external dependencies outside of the C99 and C++98 standards, making open62541 portable across
platforms. This is encouraged through the use of plug-ins within open62541 for functionality close
to the host system. An example of this architecture choice is the logging functionality that is
implemented as a plug-in according to the de ned interface UAoggerP. A custom logger could
thus be implemented using this interface and replace the standard implementation with ease.
Architecture choices such as the plug-ins and the portability, together with a focus on a low
memory footprint make open62541 a good applicant for a OPC UA stack implementation on an
embedded device with severe performance constraints. By some small alterations to the build
options, it is possible to reduce the ROM and RAM usage to less than 100 kB

2.15.2 PubSub Components within open62541

Figure 3 shows all PubSub components in OPC UA used for PubSub communication, and their
relation to each other. The PubSub components are active nodes with internal state machines
governing their runtime behaviours 7. Table 1 shows these states and if the states is classi ed as
enabled or disabled, states that are disabled needs to be manually set to enabled.

It is possible to supply the PubSubComponents with a custom state machine. However, that
also means assuming full responsibility for handling all active behaviour for the states within this
custom state machine.

Following Figure 3 and starting with the Server, it contains both a PubSubConnection and a
PubSubPublishedDataset.

The PubSubConnection is an abstraction between the network transport protocol used and the
PubSub functionality. The transport protocol may be either a brokered or broker less form. In
brokered form the PubSubConnection utilises another PubSub protocol as a broker, whereas in
broker-less form the messages are sent using UDP using the network infrastructure as the message
broker instead [21]. Multiple PubSubConnections, each possibly utilising di erent transport pro-
tocols, can be created during runtime. PubSubPublishedDataset contains the Datasets that are
published onto the network by the Server, along with metadata about the DataSets.

4https://www.open62541.org/

5The le include/open62541/plugin/log.h in the source code repository for open62541
6https://open62541.org/doc/v1.5.3/building.html#minimizing-the-binary-size, accessed 1/4/2026
"https://open62541.org/doc/v1.5.3/pubsub.htmi#pubsub-components
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Table 1: Possible states the PubSubComponents may be in within their respective internal state
machines and the class of each state.

State Classi cation
DISABLED Disabled
ERROR Disabled
OPERATIONAL Enabled
PAUSED Enabled

PREOPERATIONAL Enabled

Within a PubSubConnection there may be multiple WriterGroups and ReaderGroups. The roles
of the two of them is divided between the publisher and subscriber. The publisher writes data onto
the network using the DataSetWriters within the WriterGroup to the subscriber, and the subscriber
reads data from the publisher from the network using the DataSetReader within ReaderGroup.

Following the Publisher side, the WriterGroup is the producer of the NetworkMessages that will be
sent over a transport layer. It houses both the NetworkMessage settings used during the building
of NetworkMessages, and the DataSetWriters that in turn produces the DataSetmessages which
will be put inside the NetworkMessages. The DataSetWriters acts as the layer between the Writer-
Groups and the PublishedDataSets. They also contain con guration parameters, and importantly
for this thesis, ags used during creation such as enabling timestamps and sequence numbering
for the DataSetMessages. DataSetMessages are wrappers for the DataSets, the containers for the
data which applications wants to publish, along with associated metadata.

On the Subscriber side, the ReaderGroup contains a list of DataSetReaders which are all in turn
each linked with a SubscribedDataSet. The DataSetReader's responsibility is to contain the con-
guration needed to receive and process NetworkMessages containing DataSetMessages of interest.
The SubscribedDataSet has two subtypes, TargetVariablesDataType and SubscribedDataSetMir-
rorDatatype. However, while both are de ned in the OPC UA standard, only TargetVariables-
DataType is currently supported in open62541. TargetVariablesDataType itself is a list of vari-
ables to be added into the Subscriber server's AdressSpace by the SubscribedDataSet. Subscribed-
DataSet thus de nes the mapping between the elds in the received DataSet and the local variables

in the server.
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3. Related Work

Increasing reliability is often accomplished using standby redundancy, in varying degrees of readi-
ness of the redundant backup. Furthermore, the usage of the PubSub paradigm o ers compelling
potential standby redundancy through it's one-to-many form of sending messages, likened in [21]
to the "telegram formats" of traditional eldbuses.

This section rst describes related works using standby redundancy to accomplish a higher degree of
reliability. Continuing that is realising RT performance when using OPC UA PubSub. Most related
works which utilises OPC UA PubSub focuses on RT performance while using TSN networks, which
unfortunately lies outside of scope for this thesis. However, they do demonstrate good result with
low demonstrated Round Trip Time (RTT) by Rezabek et. al in [34], and a signi cantly lowered
amounts of jitter by Pfrommer et al. in [21]. Li et al. demonstrated in [35] that OPC UA PubSub
over TSN could handle concurrent non-time critical tra c over the network and still guarantee
deterministic transmission time within RT timings constraints, even in the worst case with a fully
saturated Ethernet connection.

3.1 Increasing Reliability by Standby Redundancy

Johansson et al. [3] investigated failover scenarios in controller redundancy systems built on
OPC UA PubSub, demonstrating that seamless failover, meaning a primary controller failure that
does not disrupt the operation of the wider system, is achievable under certain conditions. Their
experiment was designed to systematically evaluate which failover scenarios could be handled
without impact on functionality, testing four scenarios formed by combining two failure types with
two communication topologies:

1. Primary controller failure with multicast PubSub
2. Primary controller failure with unicast PubSub
3. Primary device failure with multicast PubSub

4. Primary device failure with unicast PubSub

where the controller refers to the publishing entity and the device refers to the subscribing entity.
Each scenario was evaluated against three variants of the open62541 implementation with pro-
gressively more sophisticated handling of PubSub sequence numbers. The rst variant used the
unmodi ed open62541 implementation, the second introduced sequence number adherence, and
the third added synchronisation of sequence numbers between the primary and backup controllers.

The results revealed a clear dependency between sequence number handling and failover success. In
the rst variant, failovers appeared to succeed, but this was an artefact of the absence of sequence
number validation rather than evidence of correct behaviour; the subscriber simply accepted all
incoming messages regardless of their sequence numbers. In the second variant, where sequence
number adherence was enforced, all failover scenarios failed. When the backup assumed the role of
primary , it began transmitting with sequence numbers that the subscriber perceived as outdated
relative to those last received from the original primary, causing the subscriber to reject its mes-
sages. The third variant resolved this by synchronising the sequence numbers from the primary
to the backup prior to failover, allowing the newly promoted primary to resume transmission with
sequence numbers that the subscriber recognised as valid. This variant achieved successful failover
across all tested scenarios.

This thesis builds upon these ndings by investigating what mechanisms are required to support
redundancy in open62541 more broadly. Where Johansson et al. demonstrated the importance of
sequence number synchronisation through a targeted experiment, this work addresses the wider
problem of integrating redundancy support, including state replication and sequence number man-
agement, as a cohesive extension to open62541.

Johansson et al. [4] address the problem of state replication in high-end DCN redundancy, mo-
tivated by the signi cant cost associated with hardware duplication in such systems. A central

11
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challenge they identify is network congestion, which arises when multiple primary controllers simul-
taneously attempt to replicate their state to a shared backup, saturating the available bandwidth.

To address this, they propose a partitioned state replication technique that distributes the repli-
cation load across the network, reducing congestion while preserving the consistency guarantees
required for reliable failover. However, their solution does not employ OPC UA as the commu-
nication standard between devices, and is therefore not directly applicable to the context of this
thesis, which is concerned speci cally with implementing redundancy support within the OPC UA
PubSub framework.

3.2 Realising Real-time performance in OPC UA PubSub using TSN

Within Industry 4.0, an argument for using Ethernet in devices and industrial networks is Ether-
net's vendor neutrality with no licensing fees and potentially higher data throughput. Furthermore,

as Ethernet is a widespread technology already in use in both industrial use-cases and consumer
devices for many years it enjoys signi cant economies of scale lowering costs.

Bruckner et al. discussed the usage of OPC UA PubSub over TSN [2]. While other approaches to
using Ethernet for time critical real-time systems exists on the market already, Bruckner argued
that they generally su er from di erent design, implementations and not being standardised, thusly
lacking the compatibility across vendors that Ethernet has. In their work they also mentions
discussions which questions if some implementations even counts as Ethernet any more due to the
extensive deviations from the Ethernet standards.

In the report, Bruckner et al. details four di erent methods for achieving bounded transmission
times over Ethernet using di erent functionalities de ned within the TSN standard [2].

1. Dedicated time windows for time-critical frames.
2. Give time-critical frames higher priority and allow them to interrupt lower priority frames.

3. Restrict the allowed bandwidth and senders of time-critical tra ¢ and reserve that in the
network.

4. Divide all tra c into two categories: time-critical and not time-critical, switch between them
on a regular schedule.

Another insight shared is the suggestion that functionality from eldbuses within OT need not be
replaced one-to-one with functionality in a single protocol within IT. Functionality may be spread
out over multiple protocol as one sees t to operational requirements.

Pfrommer et al. set out to demonstrate that by utilising TSN the jitter experienced by OPC UA
PubSub packets could be decreased to a much lower level compared to regular Ethernet [21]. The
experiment was done using open62541 running on a Linux kernel with RT patches applied on two
identical Personal Computers (PCs).

For the experiment, Pfrommer et al. supplied their own state machine which made use of internal
Application Programming Interfaces (APIs) in open62541. The arguments for this was to pro-

vide alternate implementations of common functionality for handling PubSubConnections, as all

functions needed to be reentrant due to their reliance on hardware interrupts for achieving RT

constraints. An example given was the common function malloc that due to it not being reen-

trant could not be used in the publisher. This was all the more important as some operations in

open62541 requires locking the server object from modi cations before entering critical sections,
operations that could potentially lead to deadlocks. Their work showed that using IEEE 802.1Qbv

extension to Ethernet along with the supplied state machine, the jitter experienced when sending
a NetworkMessage over PubSub signi cantly decreased.

Rezabek et al. modelled and experimented on the PubSub implementation of open62541 run
over TSN to measure the RTT and jitter [34]. Their work used a Network Calculus (NC) model
which they extended to determine an upper bound for transmission times, irrespective of the
hardware used. They started with modelling the behaviour of both Credit-Based Shaper (CBS)
queuing and the PubSub implementation in open62541. Afterwards, several rounds of experiment
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was conducted using the framework Environment for Generic Invehicular Networking Experiments
(EnGINE) which they extended to enable it's integration into the OMNeT++ simulator. The
performance of the Time-Aware Shaper (TAS) standard (de ned in 802.1Qbv) and its Linux im-
plementation, Time Aware Priority Shaper (TAPRIO), was assessed and compared to Credit-Based
Shaper (CBS), both implemented in the Linux kernel. The focus was on using open source software
and readily available Commercial O The Shelf (COTS) hardware. The experiment was conducted
by varying the number of hops in the network, the bitrate con gurations for CBS and the payload
size. The hardware used where 11 identical computers, each representing a node, where by adjust-
ing the number of nodes each frame went though simulated the number of hops. The conclusions
drawn where that the bounds modelled with NC held for both CBS and TAPRIO, the latter show-
ing better performance for smaller payload sizes. It also shows the e ect which payload sizes has
on the RTT.

A big driving point for Industry 4.0 is the potential attening of the automation pyramid as
distributed devices operating within OT can easily communicate with IT devices. Li et al. showed
an example of this in their practical implementation of a manufacturing line, consisting of robotic
arms, ultrasonic sensors and conveyor belts, all controlled by multiple DCNs and a Powerlink
PLCs [35]. This system was run over a series of TSN-capable Gigabit Ethernet switches. OPC UA
PubSub was used for communicating in both a horisontal direction between DCNs and PLCs but
also in a vertical direction with an 10T platform, that in turn exposed the functionality using a
Representational State Transfer (REST) API. The system could be dynamically controlled using a
simple web interface, and more importantly, the system could with ease load in other con gurations.
This means that the demonstrated system could be modi ed with other commands, altering the
behaviour of the system. Additionally, non-timing critical network data was injected into the
network with varying amounts of bandwidth usage. The worst case de ned was 1 Gbps non-timing
critical network tra ¢ injected, while timing-critical TSN trac owed. The resuts showed that

the system was able to hold RT timing constraints under all test conditions.

The works from Pfrommer et al. and Rezabek et al. both used TSN, which was deemed to
be out of scope for this thesis. However, their work did both inform of the challenges in using
OPC UA PubSub in an RT setting, and demonstrating that it is indeed possible. Li et al. showed
a practical use case of OPC UA PubSub, demonstrating the advantage of designing distributed
systems communicating with each other over a common network to form a collaborative system,
and showing the mindset this thesis should work towards.

13
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4. Problem Formulation

To provide standby redundancy, an ICS needs to be able to gracefully handle failover between
primary and backup DCNs without an adverse e ect on the system as a whole due to inconsistent
internal states in the publishing DCNs. As Johansson et al. showed in [3], the failover was not
entirely seamless for all scenarios in their experiment. The failing scenario is shown in Figure 4,
where the primary publishing DCN has failed, and the backup DCN has taken over but has not
accomplished a seamless failover due to unsynchronised internal states. In the experiment these
internal states where represented by sequence numbers, SegNr. Therefore, the subscriber would
reject the message due to this inconsistent state. This exact result can be seen in Figure 17, showing
the error output from a subscriber during a failover where the primary publisher has deliberately
not synchronised it's internal state with the backup publisher. This would thus mean that any ICS
designed similarly to the one in the experiment would be similarly a ected in a failover scenario for
these types of DCN failures. This could a ect the system's performance negatively, as the timing
requirements for these types of systems may be very strict. Consequently, as Johansson et al.
[3] suggested in their future work, there is a need for general platform-independent redundancy
support in open62541. The following research questions are thus proposed in this thesis:

RQ1 What internal states must be synchronised between the primary and the secondary pub-
lisher for a seamless failover to be able to happen?

For a completely transparent failover to happen, the subscriber should not discard a message
published by the backup publisher after a failure due to an unexpected SequenceNumber. Thus,
after a failure of the primary publisher the backup publisher should, within a bounded time, publish
messages produced using the same internal states as the primary publisher did. This means that
not only are the internal states needed for building NetworkMessages, for example, relevant but
also the internal application states such as variables. In [1] this was represented by ten 32-bit
integers incrementing at a 100 ms interval. For this thesis it was suggested by the stakeholders
that a deadline constraint of this same 100 ms should provide a good starting point. In ICSs
deployed at critical infrastructure it is traditionally lower, but for this thesis it was determined
that 100 ms is su cient to demonstrate that the proposed solution works within a realistic timing
constraint.

RQ2 How can these identi ed internal states be accessed from within open62541 in a way that
allows for a seamless failover to happen?

Synchronising the application's internal states in the form of variables would be trivial. However,
internal states within open62541 such as values that goes into NetworkMessage or DataSet headers
are not accessible using the APIs available to the application. Accessing these may require patching
open62541 or providing a custom state machine implementing di erent way of handling frame
building.

RQ3 What synchronisation methods of the internal states are suitable for aiding a seamless
failover between primary and secondary for the publishing side?

In [3] multiple synchronisation options was suggested; the rst was a redundancy layer atop
open62541, allowing a parallel connection between the primary and the backup publisher for state
synchronisation. The synchronisation would thus make use of the PubSub stack, but not be a part
of the PubSub stack. The second option was giving the open62541 PubSub stack the responsibility
of also handling state synchronisation. While the upside would be transparent synchronisation, it
would also entail adding support for state synchronisation in the PubSub stack. The third option
given was an extension to the OPC UA standard with the explicit support for standby redundancy,
giving the subscriber all information needed to ascertain if a message is from a primary or backup
publisher.
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Figure 4: The scenario tested in the experiment in [3] of a primary publishing DCN failing. In the
experiment, it was shown that the backup did not succeed in a seamless failover due to mismatched
sequence numbers, which in turn led the subscriber to mark the data as bad.

4.1 Limitations

The scenario that is built in the experiment can simulate applications running on the publishers
and subscribers, but they can only do that. A real application, such as one controlling water
pumps in a dam e.g. can have a great deal of internal variables and behaviour that may a ect
timing and other factors, which would be di cult to simulate. Thus, the solution proposed uses
the least viable applications to accomplish transmission of a humber of variables of a single data
type over OPC UA PubSub.

Another set of limitations for the proposed solution is the real-time aspect of the proposed solution.
First, because the target for this type of systems are typically DCNs in a ICSs with strict timing
requirements, there is a requirement in this proposed implementation for a bounded response
time. In this context, this bounded response time refers to the time interval between the failure
of the primary publisher and the moment the backup publisher publishes its rst message to
the subscribers. This metric demonstrates the ability of the two publishers, synchronised using
the Redundancy module, to maintain real-time operation in the event of a failure. The 100 ms
threshold was chosen based on input from industry stakeholders.

Second, the experiment performed in this thesis is conducted using regular Ethernet and not TSN.
The major downside of this limitation is that the clocks on the computers are not synchronised
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to the degree de ned in IEEE 802.1AS [36]. This can be somewhat mitigated by the use of an
Network Time Protocol (NTP) server on the same network, allowing every computer a single source
of truth for time. The usage of TSN would most likely not greatly reduce the overall failover latency
but would primarily improve the determinism of failure detection through the use of synchronised
clocks and time-aware shaping. In practice then, TSN might slightly reduce and stabilise failover
latency, but the 100 ms constraint remains achievable without it, as demonstrated in experiment.

Another important aspect of industrial control systems is security. open62541 does have mecha-
nisms for handling security through the use of private encryption and keys. Because of the limited
time of the project, the use of such mechanisms ended up not used. However, implementing a state
synchronisation mechanism similar to the one proposed in this thesis but with added security is
good potential candidate for some future work.
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5. Method

In this thesis, the Design Science Research (DSR) methodology will be applied. This method
focuses on the activities that generate and develop a product or artefact based on demand, a
product idea, or technology, to the extent necessary to realise a product and satisfy the perceived
demand of users and other stakeholders [37]. The DSR approach aims to generate knowledge of
how things can and should be constructed or arranged (i.e, designed) to achieve a desired set of
goals [38]. This method has been chosen over other methods, such as an experiment, because the
DSR method closely maps to the nature of the thesis problem formulation, goals and environment.

Figure 5: Shows a conceptual framework for understanding how to execute and evaluate DSR

Figure 5 presents a conceptual framework for understanding how to execute and evaluate DSR
[38]. The framework is structured around three core components: the environment, the design
activity, and the knowledge base. The process begins with the environment, which de nes the
problem space and the contextual conditions under which the research is conducted. In this the-
sis, the environment is de ned by the organisational context of ABB Automation, in Vasteas,
Sweden, which serves as the primary stakeholder for the research. The environment comprises
the individuals involved in or a ected by the problem domain, the organisational structures and
processes within the company, and the existing technological infrastructure. The goals, tasks,
challenges, and improvement opportunities identi ed within this organisational setting inform the
problem de nition and guide the design of the proposed artefact. The knowledge base provides
the scienti ¢ foundation for the DSR process. It comprises existing theories, models, methods,
and empirical ndings that inform the design of the artefact. Finally, the design activities com-
prise build and evaluate phases, typically following multiple iterations. To support the evaluation
process, appropriate research methods are applied to assess the artefact and guide the subsequent
design iterations.

As Pe ers et al. proposed in their work aiming to lay out a consensus of the DSR method the six
following activities [39]:

1. Problem Identi cation and motivation: This activity involves identifying specic re-

17



Josef Landing & Christopher Nordin OPC UA PubSub in a redundant setting

search problems and demonstrating the signi cance of nding a solution. It requires under-
standing the current state of the art and the potential impact of addressing the problem.

2. Objectives of a solution: Derive the solution's objectives from the de ned problem, ensur-
ing they are clear, rational, and based on current solutions and their e ectiveness. Objectives
may be quantitative (improvements over existing solutions) or qualitative (addressing unmet
needs).

3. Design and development: This activity includes determining the desired functionality of
the artefact, its architecture, and then creating the actual artefact.

4. Demonstration: Showing that the artefact e ectively addresses the problem. This may
be done through activities such as experiments, simulations, case studies, formal proofs, or
other suitable methods. The demonstration requires expertise in using the artifact to solve
the problem.

5. Evaluation: The artefact is evaluated by measuring how e ectively it addresses the problem,
comparing intended objectives with observed outcomes from its demonstration. Evaluation
may use qualitative or quantitative metrics depending on the nature of the problem, venue
and the artefact. Based on the results, researchers may iterate back to step 3 to try to re ne
the artefact or proceed to communication.

6. Communication: Communicate the problem and its signi cance, along with the artefacts
novelty, utility, design rigour, and e ectiveness to academic and professional audiences. This
process may also inform the structure of academic publications.

The rst phase of the thesis work was a literature review of the state of the art for handling
redundancy in OPC UA, and especially PubSub. There exists a big corpus of texts regarding both
redundancy within ICS and for OPC UA. However, adding PubSub to the search narrowed down
that corpus signi cantly.

OPC UA is not the only communication standard used in ICS with demands for redundancy; in
[3], it is suggested that an evaluation and possibly implementation of a redundancy layer similar
to that of PROFINET would be a good avenue for future work. This may be a good starting
point to answer how the internal states of the open62541 implementation can be synchronised.
The open62541 project is open source, which thus allowed a more in-depth analysis of the code
implementing the OPC UA standard. That, together with the standards de ningOPC UA, helped

in determining which of the internal states was most crucial to replicate between primary and
backup DCN.

The earlier literature review and code analysis suggested which internal states within OPC UA
PubSub would need to be synchronised to facilitate a transparent and seamless failover between
primary and backup publishers. To then con rm that hypothesis, an artefact in the form of an
implementation of some form of redundancy layer within open62541 was proposed, as suggested
in [3].

From the point of view of the applications running on the publishers and the subscribers, a failover
between a primary and backup publisher should be transparent. For validation of whether the
proposed implementation did in fact manage to provide seamless failovers, an independent test
bench was designed and implemented. This test bench was heavily used during development as
the solution was iteratively developed. For more in-depth description of how this test bench was
implemented see Section 8.1.
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6. Ethical and Societal Considerations

The proposed solution in this thesis does not contain any personal or sensitive proprietary data,
nor was there any at any point in the hardware where the solution was developed on. The proposed
solution for synchronising internal states between two DCNs within a OPC UA PubSub context
serves merely as a proof-of-concept. There is not disclosure of any personal or sensitive proprietary
information relating to the stakeholders is in this thesis. Likewise, this thesis does not have any
tangible societal impact in economic, environmental, or legal domains.
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7. Implementation of state synchronisation within OPC UA
PubSub

This section describes the implementation of rst and foremost the Redundancy package and
it's constituent parts Sync and Heartbeat. Second is a subsection describing the changes that
where done in the open62541 library needed to support the state synchronisation. The section
also describes how a failover is to be handled between the primary and backup DCN using the
Redundancy package and lastly how all this is veri ed and validated using an experiment. The

code for this entire project is available at the code repository on Github [40].

Figure 6: A holistic view of the system before a failure of the primary publisher. The green and
blue arrows denote the publisher that for the moment is driving the output to the subscribers.
The thinner arrows shows the direction of data ow within the publishers, the thinner arrows

going through the network represents the heartbeat signal and internal states sent by the primary
publisher.

Figure 6 and Figure 7 shows an overview of how the Redundancy module interacts within a
publisher. The application box represents the application run on the publisher and subscriber.
The implementation is a modi ed version of the redundancy layer suggestion given in [3]. The
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main di erence is that instead of having a layer between the application and the open62541 stack,
this implementation lies to the side of the application. The Redundancy module opens a parallel
PubSubConnection to the one the application opens, and it is in this connection that application

variables and internal states are synchronised over.

Figure 7: A holistic view of the system after a failure of the primary publisher. The green and
blue arrows denote the publisher that for the moment is driving the output to the subscribers.
The thinner arrows shows the direction of data ow within the publishers, the thinner arrows

going through the network represents the heartbeat signal and internal states sent by the primary
publisher.

7.1 Implementation of standby redundancy

Figure 8 is a high level overview of the state synchronisation operations. Controller 1 denotes
the initially primary publisher and Controller 2 the initially redundant backup during startup.
The third column represents a subscriber. Publisher 1 App and Publisher 2 App represents the
application run on the DCNSs, Publisher 1 Red and Publisher 2 Red represents the redundancy
layer and it's operations.
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Figure 8: Sequence diagram showing a high level view of how fail-over is handled.

7.2 Architecture of the Redundancy package

Figure 9 shows a package diagram showing a holistic view of the state replication system. The
Redundancy package is designed for a low cohesion to the application using it, relying instead on
a simple API so as to facilitate re-usage. The component State Synchronisation is an orchestrator
component that in turns uses the three components Heartbeat Monitor, State Management and

PubSub Sync to perform state replication.
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Figure 9: Package diagram showing a holistic view of the of the state replication system. The
component State Synchronisation is an orchestrator component for the other three components in

the package.

7.2.1 Redundancy

Figure 10: Class diagram of Redundancy
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The Redundancy component, class diagram shown in Figure 10, handles both the orchestration
of setting up the Sync and the Heartbeat components in their respective threads and handle
synchronisation requests from the publishing application using the function syncState. During
initialisation, the application should rst call the function initStateSync with the parameters
shown in Table 2. This creates a new thread that in turn will handle spooling up two threads for
Heartbeat and Sync, respectively. The reason for this arrangement is to allow the function call
initStateSync to be a non-blocking function call.

Figure 11: Sequence diagram showing the initialisation procedure after the application calls the
initStateSync function. The colours indicate di erent components; purple is the user application,
green is Redundancy, red Heartbeat and yellow Sync. initStateSync is a non-blocking call that will
start up a separate thread to handle the rest of the initialisation procedure and runtime.

Figure 11 shows the starting order and the relation between these threads. The di erent colours
denotes the di erent components; the application is purple, the Redundancy component green,
Heartbeat component red and nally the Sync component yellow.

Table 2: Arguments the initStateSync requires from the application during initialisation.

Type Name Reason
UABoolean *isPrimary Used to signal role change to the application.
UAServer *server Reference to application server

HeartbeatConfig *con g IP-address and port to backup

UANodeld writerGroupldent To get Network message Seq Nr
UANodeld dataSetWriterld To get DataSet message Seq Nr

size t appStateVars Size of the application states
UAInt64 applicationStates Internal application states to sync

During runtime, the application should periodically call syncstate to instruct the Sync module to
store the sequence numbers for the DataSet and the WriterGroup, needed for the subscriber not
to reject messages. A pseudocode representation of syncState can be seen in Algorithm 1. The
function takes in a pointer to an array of the type UAInt64 containing the application's internal
states that it wishes to be synchronised with the backup DCN, and the size of this array.

The function itself is divided up in two distinct blocks. The rst block handles the edge case of
the rst function call to the syncState function after the publisher has been promoted to primary
publisher. It rst sets Sequence numbers of the WriteGroup and DataSetWriter to the last Sequence
numbers synchronised from the previous primary publisher, changes the operational status of the
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WriterGroup to OPERATIONAL, and nally sets the boolean variable of lastState to true to
prevent this edge case being run a second time.

Algorithm 1 Pseudo code showing how the syncState function inside the component Redundancy
upon syncing request from an application before a message publication saves the sequence number
for both DataSet messages and Network messages. The rst block handles the edge case of a newly
done role change for the publisher from backup to primary.

1: function syncState(appStateSize, applicationStates)
2: if isPrimary 6= lastState then

3 if isPrimary then

4: setWriterGroupSequenceNumber(writerGroupldent; state.nmSequenceNr)
5: setDataSetWriterSequenceNumber(dataSetWriterld; state.dswSequenceNr)
6: setWriterGroupOperational(writerGroupldent)

7: else

8: setWriterGroupDisabled(writerGroupldent)

9: end if

10: lastState isPrimary

11: end if

12: if isPrimary then

13: wgSeq O

14 nmSeq O

15: retval getWriterGroupSequenceNumber(writerGroupldent; wgSeq)
16: if retval = GOOD then

17: state.nmSequenceNr wgSeq

18: end if

19: retval getDataSetWriterSequenceNumber(dataSetWriterld; nmSeq)
20: if retval = GOOD then

21 state.dswSequenceNr nmsSeq

22: end if

23: end if

24: return STATUSCODE _GOOD
25: end function

The second block handles the normal case of when the primary publisher calls for a synchronisa-
tion. It gets the Sequence numbers from the open62541 library using the writerGroupld using the
one provided in the initialisation function call earlier. This is one of the functions added to the
open62541 library and follows the same coding style as the build in functions with similar purpose.
Therefore, it takes in a pointer that it manipulates and returns a UASTATUSCODE that reports how
it whent. If good then it saves the WriterGroup Sequence number in the global state struct that
the Sync component later reads from when synchronising the primary publisher with the backup.
The same process happens for the DataSetWriter and it's associated Sequence number.

One important detail in the implementation of the function syncState is that the writerGroup is
disabled when the controller is not primary and set as operational when it is. This is to prevent
both primary and backup from publishing data to the subscriber at the same time.

7.2.2 Sync

Sync is the component that, as the name implies, handles state synchronisation between the
primary and backup publishers. The majority of the functions inside are static functions used to
setting up and connecting a PubSubConnection using open62541.

During setup a callback is registered for the function onDemandSync with an interval set in the
macro PUBLISHINGINTERVAL. This function handles then the transition from backup publisher to
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Figure 12: Class diagram of Sync

primary publisher during the rst call to onDemandSync after a fail-over, and the normal synchro-
nisation task.

Algorithm 2 shows some simple pseudocode for how this is done. It, like the earlier syncState
function, is similarly divided up into two distinct blocks for dealing with edge case of a newly
promoted to primary publisher, and the second for the other cases. If rst call as a primary
publisher then the function disables the ReaderGroup and enables the WriterGroup to make sure
that the Redundancy Module does not unintentionally publish messages or subscribe messages
when it shouldn't. Lastly set the boolean variable lastisPrimary to true.

The second function block branches according to the isPrimary value. If primary publisher then
the Sync component publishes a message to the backup via the open62541 library, and if backup
then it reads this message from the primary here.
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Algorithm 2 Pseudo code showing the onDemandSync function inside the component Sync.

1: Input: server, data

2: if isPrimary and not lastisPrimary then

3 UA _ServerdisableReaderGroup(server, readerGroupldenti er)
4 UA _ServerenableWriterGroup(server, writerGroupldent)

5: lastlsPrimary isPrimary
6
7
8
9

. end if
. if isPrimary then

setSyncState(server, data)
: UA _ServerWriterGroup _publish(server, writerGroupldent)
10: else
11: readSyncState(server, data)
12: end if

7.2.3 Heartbeat

Figure 13: Class diagram of Heartbeat

The Heartbeat component uses sockets over UDP to continuously send messages from the primary
publisher to the backup so as to signal that the primary is still alive. The component is designed
with low cohesion to the rest of the system, improvements and even replacements would thus be
trivial. It communicates with the rest of the system mainly through the pointer to the UA_Boolean
isPrimary, where Heartbeat can communicate a fail-over scenario by setting isPrimary to true. The
initHeartBeat function takes a struct containing IP-adress and port to the redundant DCN as well

as the isPrimary pointer and returns a void pointer so as to be able to be passed to pthreadseate.

7.3 Changes in open62541

Two getter and two setter helper functions were added to two les inside the open62541 stack.
Table 3 shows all these added functions, the les they were added in and the purpose of the function.
The reason why the functions were needed in the rst place is that open62541 does not expose
all information to the application using open62541's APIl. Therefore, to be able to both access
and change the sequence number elds from the application in order to synchronise them, they
were required. Additionally, there was a need for a way of being able to determine valid sequence
numbers in PubSub messages. This is to be able to prove that our proposed solution works under
the requirement that sequence numbers are adhered to and because the current implementation of
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Table 3: Added helper functions added the open62541 stack to accomplish state synchronisation,
the modi ed les and the purpose.

Name File Purpose
UAServer_getDataSetWriterSequenceNumber  uaubsubwriter.c Get seq nr in given
DataSetWriter
UAServer _setDataSetWriterSequenceNumber  upubsuhwriter.c Set seq nr in given
DataSetWriter
UAServer_getWriterGroupSequenceNumber  upubsuhwritergroup.c  Get seq nr in given
WriterGroup
UAServer _setWriterGroupSequenceNumber  upubsuhbwritergroup.c  Set seq nr in given
WriterGroup

open62541 does not include a mechanism for handling sequence numbers.

7.3.1 Added functions

The four helper functions listed in Table 3 were implemented as additions to the open62541 stack
rather than as workarounds at the application level. An alternative approach would have been
to maintain separate sequence number counters entirely within the application, independent of
the values tracked internally by open62541. However, this would introduce a risk of divergence
between the application's counters and the actual sequence numbers embedded in the transmitted
messages. Any mismatch between the two would undermine the reliability of the synchronisation
mechanism.

Another alternative would have been to parse the sequence numbers directly from raw incoming
network messages at the application level, bypassing open62541 API entirely. This approach was
discarded as it would couple the application to the low-level binary encoding of Uni ed Architec-
ture Datagram Protocol (UADP) messages, introducing fragility and reducing portability across

di erent transport pro les and open62541 versions.

Instead, the chosen approach extends the open62541 API with getter and setter functions that op-
erate directly on the internal UAWriterGroup and UADataSetWriter structures, where the sequence
numbers are stored and managed. This ensures that the values read and written by the application
always re ect the actual state of the PubSub stack. The functions follow the naming convention
of the existing open62541 API and are declared in include/open62541/server_pubsub.h, making
them accessible to any application built against the modi ed stack.

7.3.2 Determining valid sequence numbers in messages

OPC UA PubSub messages carry two separate sequence numbers in their headers: the
NetworkMessageSequenceNumber, which is scoped to the WriterGroup and incremented for each
NetworkMessage transmitted, and the DataSetMessageSequenceNumber, which is scoped to the indi-
vidual DataSetWriter and incremented for each DataSetMessage payload. However, these sequence
numbers are not included by default and must be enabled through the PubSub con guration.

In the setup, sequence number inclusion is enabled when con guring the WriterGroup, and the
DataSetWriter. For the WriterGroup, the ag UA_UADPNETWORKMESSAGECONSEQUENSENUMBER
is included in the networkMessageContentMask of the WhadpWriterGroupMessageDataType con-
guration. Similarly, the ag UA _UADPDATASETMESSAGECONTHNJWEABBENUMBER is set in the
dataSetMessageContentMask of the UfadpDataSetWriterMessageDataType con guration. On the
subscriber side the corresponding ags are set, informing it to expect and parse the sequence
number elds from incoming messages.

Once enabled, open62541 increments both sequence numbers automatically on the publisher side
with each transmission cycle. However, although the sequence numbers are transmitted, open62541
provides no built-in mechanism for the subscriber to validate or enforce message ordering based on
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these values. This is a signi cant limitation in the context of redundancy, where the goal is to verify
that when a backup node is promoted to primary and begins transmitting, the subscribing device
accepts and continues to process its messages without interruption. Without sequence number
validation at the subscriber, there is no observable indication of whether the subscriber recognises
the newly promoted primary as a legitimate continuation of the previous publisher, or whether it
rejects incoming messages due to unexpected sequence number discontinuities introduced by the
failover.

To address this limitation, a patch to open62541 was required. As demonstrated in Johansson
et al. [3], sequence number validation can be introduced according to the OPC UA standard
by modifying the internal message processing pipeline of open62541. The implementation in this
setup follows a similar approach, adding validation logic at two points in the processing chain. The
shipped shown in Algorithm 3 was inserted into UADataSetReaderprocess in ua_pubsuhreader.c.
The snippet shown in Algorithm 4 was inserted into UAReaderGroupdecodeNetworkMessage in
ua_pubsuhreadergroup.c.

Both snippets follow the same principle, only di ering in which sequence number they act on and
where in the processing chain they are located. The idea is to compare the sequence number carried
by the incoming message against the last one accepted, and to decide from their di erence whether
the new message is a continuation of the stream. Rather than comparing the two numbers directly,
which would break as soon as the 16-bit counter wraps back to zero, the di erence modulo the
size of the sequence number space is computed. This gives a value that stays meaningful across a
wraparound, where a small result indicates that the message follows the previous one as expected,
while a a result close to the full range indicates that the message is either a duplicate, out of order,
or otherwise not a valid continuation. A message is only accepted when its value falls within a
forward window, expressed here as the threshold. On a discarded message the stored sequence
number is untouched and the event is logged, whereas on an accepted message it updates the
stored sequence number value to the one just received so that the next message is judged against
it in turn.

Algorithm 3 Pseudo code showing the sequence number validation added to the DataSetReader
processing path. Incoming DataSetMessages with invalid or outdated sequence numbers are dis-
carded, while valid messages update the last received sequence number.

1: if msg:header:dataSetMessageSequenceNrEnabled then
2: oldSeq dsr:lastRcvdDataSetMessageSequenceNr

3 acceptV al (msg:header.dataSetMessageSequenceNr 1 oldSeq) mod 65536

4 if acceptV al > 49152 then

5: logError(\DataSetMessage is discarded: invalid sequence number")

6 return

7 else

8 dsr:lastRcvdDataSetMessageSequenceNr msg:header:dataSetMessageSequenceNr

9: end if
10: end if

7.4 Redundancy State

To transmit the synchronisation state between the primary and backup publisher over OPC UA
PubSub, a custom structured datatype RedundancyStateType was de ned and registered within
the open62541 stack. This was necessary because the type system de ned in OPC UA does not
provide a composite type that can carry both the sequence numbers required for seamless fail-over
and the arbitrary application-level key-value states in a single network message.
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Algorithm 4 Pseudo code showing the sequence number validation added to the ReaderGroup
network message decoding path. Incoming NetworkMessages with invalid or outdated sequence
numbers are discarded, while valid messages update the stored ReaderGroup sequence number.

1: if nm:groupHeader:sequenceN umberEnabled then
2: oldSeq rg:sequenceNumber

3 newSeq nm:groupHeader:sequenceNumber

4: acceptVal (newSeq oldSeq 1) mod 65536

5: if acceptV al > 49152 then

6: logError(\NetworkMessage is discarded: invalid sequence number")
7. clearNetworkMessage(nm)

8: return STATUSCODE _BADOUTOFRANGE

o: else

10: rg:sequenceNumber newSeq

11: end if

12: end if

Figure 14: Class diagram of RedundancyState which is responsible for de ning and registering the
OPC UA datatype used to transmit redundancy state information between primary and backup.

7.4.1 Structure of RedundancyStateType

The type is represented in C by the struct RedundancyStates, declared in redundancystate.h,
shown in Listing 1.

typedef struct {

UA_Intl6 nmSequenceNr;
UA_Intl16 dswSequenceNTr;
size_t applicationStatesSize;
UA_Int64 *applicationStates;

} RedundancyState_s;
Listing 1: C struct representing the RedundancyState type.

The struct follows the open62541 convention for variable-length array elds, where an array is repre-
sented as a pointer paired with a separate sizet eld carrying its length. The applicationStates
pointer and its accompanying applicationStatesSize together correspond to the single array eld
on the wire. Table 4 lists all logical elds of the type and their purpose.

The two sequence number elds carry the values retrieved from the primary publisher
using the getter functions described in Table 3 and shown in Algorithm 1. When
syncState is called on the primary, nmSequenceNr and dswSequenceNr are populated using
UAServer_getWriterGroupSequenceNumber and LBerver_getDataSetWriterSequenceNumber re-
spectively. These values are then published to the backup publisher via PubSub, where the corre-
sponding setter functions are used to overwrite the backup's local sequence numbers. Before this
structure could be used in PubSub, a new type RedundancyStateType was created and con gured.
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Table 4: Fields of the custom RedundancyStateType datatype.

Field name OPC UA type Purpose

nmSequenceNr Int16 Network message seq. number of the WriterGroup
dswSequenceNr Int16 DataSet message seq. number of the DataSetWriter
applicationStates  Int64[] Application-level internal states to replicate

7.4.2 Registration of the Type

The function registerRedundancyStateType is responsible for registering the type with the OPC UA
server and is called during initialisation of the runPubSub function, which is the entry point of the
Sync component.

It rst reserves a dedicated namespace via UServer_addNamespace. In OPC UA a namespace is
a scoping mechanism that groups related nodes and types under a unique identi er, preventing
name collisions between types de ned by di erent applications. The namespace index returned by
this call is used to scope all subsequent node identi ers in the function to the RedundancyState
namespace. A xed numeric node identi er is then constructed using this index, and a copy is
stored in the le-scoped variable redundancyTypeld for later retrieval by getRedundancyType as
described in more detail in the next subsection.

A UADataTypeNode is then added to the server's address space usingSgver _AddDataTypeNode.
In OPC UA, the address space is a hierarchical graph of nodes that represents all information
exposed by a server, including variables, objects, and types. A DataTypeNode is a specic kind of
node that declares the existence of a type within this hierarchy. The node is con gured with the
display name RedundancyStateType and placed as a subtype of the built-in Structure base type
via a HasSubType reference. The Structure base type is a prede ned OPC UA type from which all
structured, compound datatypes inherit, analogous to a root class in object-oriented programming.
The HasSubType reference is a standard OPC UA relationship that expresses this inheritance.
However, adding the DataTypeNode alone only makes the type visible in the server's type hierarchy.
It does not yet provide the binary encoding information needed for PubSub transmission.

To provide that coding information, a UA StructureDefinition is constructed programmatically.

A StructureDefinition is a OPC UA construct that describes the internal layout of a struc-

tured type by enumerating its elds, their types, and their value ranks. It is initialised with
UAStructureDefinition  _Init and con gured with a structure type of UA _STRUCTURET$FPRUCTURE,
indicating a plain structure without optional or union elds, a base data type pointing to the built-

in Structure node, and a default encoding identi er within the same namespace. This encoding
identi er references the binary encoding node that open62541 will use to serialise and deserialise
instances of the type on the network. Three U#StructureField entries are then allocated and ini-
tialised: nmSequenceNr and dswSequenceNr both typed as Intl6 scalars, and applicationStates,
typed as a one-dimensional array of Int64 values.

The completed UAStructureDefinition is wrapped in a UA _StructureDescription. A
StructureDescription ties the structural de nition to a speci c type node in the address space

by associating it with the type node identi er and its quali ed name. This description is then
embedded in a UAXxtensionsObject. A UA_ExtensionsObiject is a generic OPC UA container ca-
pable of holding any serializable datatype, and is used here as the required wrapper format for the
UAServer_addDataTypeFromDescription call. The ExtensionsObiject is con gured with encoded
decoding, meaning the data it carries is already in its in-memory representation rather than in a se-
rialised byte stream. Submitting it via UA Server_addDataTypeFromDescription causes open62541
to generate the internal UADataType descriptor required for binary encoding and decoding of the
type at runtime, making it available for use in PubSub dataset con guration.

The Listing 5 showcases the steps taken to register the data type during runtime.
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Algorithm 5 Pseudo code showing the registration of the custom OPC UA structure type
RedundancyStateType.

1. procedure RegisterRedundancyStateType(server)

2:

N9 R w

© ®

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

21:

22:

23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:

ns AddNamespace(server, \RedundancyState")

typeNodeld CreateNumericNodeld(ns, 10002)

CopyNodeld(typeNodeld, redundancyT ypeld)

dtAttr DefaultDataTypeAttributes

dtAttr.displayName \RedundancyStateType"

addT ypeStatus AddDataTypeNode( server, typeNodeld, StructureNodeld, HasSub-

typeNodeId \RedundancyStateType", dtAttr )

if addT ypeStatus 6= GOOD then
return BAD
end if
structDef InitializeStructureDefinition
structDef:structureType Structure
structDef:baseDataType StructureNodeld
structDef:defaultEncodingld CreateNumericNodeld(ns, 10003)
structDef:fieldsSize 3
structDef:fields AllocateStructureFields(3)
fori Oto2do
InitializeStructureField(structDef:fieldsi])
end for
Congure eld 0:
name \nmSequenceNr"
dataType Intl6
valueRank Scalar
Con gure eld 1:
name \dswSequenceNr"
dataType Int16
valueRank Scalar
Con gure eld 2:
name \applicationStates"
dataType Int64
valueRank OneDimension
sd InitializeStructureDescription
sd:dataTypeld typeNodeld
sd:name \RedundancyStateType"
sd:structureDefinition structDef
ext InitializeExtensionObject
ext:encoding Decoded
ext:type StructureDescription
ext:data sd
retval AddDataTypeFromDescription(server, ext)
if retval 6= GOOD then
return BAD
end if
return GOOD

36: end procedure

32



Josef Landing & Christopher Nordin OPC UA PubSub in a redundant setting

7.4.3 Integration with PubSub

Once registered, the type must also be made available to the PubSub subsystem so that out-
going and incoming network messages can be encoded and decoded correctly. The function
getRedundancyType serves this purpose by traversing the linked list of UDataTypeArray entries
maintained by the server, comparing the UANodeld of each registered type against the le-scoped
RedundancyTypeld. When found, it returns a pointer to the matching UMataType descriptor.

The reason why this lookup is encapsulated in its own function rather than storing and reusing a
pointer once, is related to pointer validity. When UAaddDataTypeFromDescription is called during
registration, open62541 allocates and stores the UBataType descriptor internally. If open62541
reallocates its internal type storage after registration, then it can cause the original address of the
descriptor to become invalid. By instead calling getRedundancyType each time the type descriptor
is needed, the pointer is resolved fresh against the server's current internal state.

In the Sync component, the function runPubSub calls getRedundancyType after registration and
pushes the returned descriptor into the server's customDataTypes list. Without registering the
type descriptor in customDataTypes, the PubSub layer has no way to binary encode outgoing
RedundancyStates values or decode incoming network messages that carry instances of the type,
causing the transmission to produce type mismatch errors at the subscribing backup. Following
this, getRedundancyType is called again at several points within the Sync component, speci cally
in addStateVariable, fillTestDataSetMetaData, setSyncState, and readSyncState, each time
retreiving a fresh pointer to the descriptor for use in variant initialisation, metadata con guration,
and value serialisation.

7.5 \Validation of the implemented solution

Two example applications, pubsubsubscribe.c and pubsub _publisher.c, was implemented to
validate the implementation of the state synchronisation. The example applications are simple
applications intended to rst and foremost show that the variables published by the publisher is
received by the subscriber and that the state synchronisation mechanisms works as intended during
a fail-over scenario.

The publisher is intended to run on two di erent devices in a primary and backup role, respectively.
The role can be set by starting the primary with either the ag --primary or --backup. The default
however is starting the publisher as a backup and then automatically switch over to primary if no
other primary is detected within 30 ms.

The application states within the publishers that the subscriber are subscribing to are represented
by a list of UAInt64. The length of this list can be set using the ag --numfields <int> when
starting the publishers. The subscriber will adapt accordingly. During runtime these will be
periodically incremented by 1 to represent new values.

7.5.1 Publisher

During the initialisation phase of the startup of the publisher it makes a call to the function
initStateSync de ned in pubsub _redundancy.h. The arguments to the function can be seen in
Table2. After initialisation the publisher enters the while seen in Listing 2, the reason is to be
able to call syncState to synchronise the the internal states and the application variables before
an iteration of the server.

while (true) {
syncState(numFields, values);

if(*isPrimary) {
UA_Server_run_iterate(server, true);
}

Listing 2: The while-loop which the publisher enters after initialisation.
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7.5.2 Subscriber

The subscriber program is, as it's publishing counterpart, a simple program. It subscribes to the
application value published by the publisher and periodically writes it out to the log. It also

has the polling function onPollingEventSimple, seen in pseudocode-form in Algorithm 6. The
function starts by reading the published data from the local OPC UA PubSub server instance. If
no problem was detected during this read then it rst stores the current time before then handling
the edge case of the rst function call. This determination is done by checking if the previous time
or value is set or not. If not set, then the current time and the read value are simply stored and
the function returns.

If there is a previous value stored for either time or value, then it is assumed that a previous call
to this function has been done. Then on line 10 the elapsed time since the data was previously
modi ed is calculated. If the data value read at line 2 is the same as the previous value, then it
checks if the time elapsed is greater than the deadline, 100 ms as de ned earlier. If so, then it
stores the current time in the previousChangeTime variable and logs the timing violation. If the
newly read data is not the same as the previously stored then it only saved for later comparison
along with the current timestamp. The polling period for this function is set at 1 ms.

Algorithm 6 Pseudo code showing the callback function onPollingEventSimple in the subscriber
DCN.

1: procedure OnPollingEventSimple

2: value ReadCurrentSensorValue

3 if ReadSuccessful then

4 now CurrentMonotonicTime

5: if previousChangeTime is unset or previousV alue is unset then
6: previousChangeTime now

7: previousV alue value

8: return

9: end if

10: elapsed now previousChangeTime
11: if value = previousV alue then

12: if elapsed > deadline then

13: previousChangeTime now

14 ReportDeadlineViolation(elapsed)
15: end if

16: else

17 previousV alue value

18: previousChangeTime now

19: end if

20: end if

21: end procedure

The open62541 library strips o the headers of both NetworkMessages and DataSetMessages be-
fore the values stored within the DataSets are even exposed to the application at a higher level.
This means that from the applications point-of-view, it is impossible to determine if the sequence
numbers are correct or not. Therefore, only timing checking is done in the subscriber program
itself.
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8. Description of the experiment

The goals of the experiment was two-fold:

1. Validate that the implemented solution for performing state synchronisation over PubSub
worked as designed.

2. Verify that in the scenario of where a primary publisher goes down, the redundant backup
publisher takes over the task of publishing messages within a speci ed time, with consistent
internal states such that the subscribers do not notice that any failures ever happened.

The rst could be con rmed by using the built-in logger in open62541, logging for every message
the internal state that had been synchronised along with the application states. However, the

second aim required a more complicated setup to synchronise both the starting and stopping of
both publishers and one or more subscribers, in the right order for the test. The setup also needed
to collect data in a systematic and repeatable way, as required by the iterative methodology used.

First, the events to be timed needed to be de ned. Table 5 de nes the events unique ID, which role
where the event happens during the experiment and a description of it. The events in a fail-over
could thus be summarised as

T1=P1!B1!B2!B3 Q)

with the time from the primary failing to the backup publishing it's rst message to the subscribers
as simply T1 = B3 P1. While a good metric to determine if the fail-over mechanism can
holistically hold the 100 ms deadline, as seen from the point of view of the subscriber, it can
however mask the time that it takes for the backup to detect failure and subsequently become
ready. Or put it in another way, if the publishing interval of the publisher is greater than the
deadline set for recovering from a failure of the primary, then the time of the sequence of events in
(1) will be the publishing interval. This is, give or take some jitter, due to the primary and backup
starting at di erent points in time. Hence, logging the timestamps of the intermediate events B1
and B2.

To be able to log message rejection, two additional logging calls were added to the les
ua_pubsuhreader.c and ua _pubsuhreadergroup.c, where DataSetMessages and NetworkMessages
are processed, respectively. These logging calls where both located where it was determined if a
message was to be rejected. The reason was due to the headers not being accessible using the API,
so it needed to be caught earlier in the stack.

Table 5: Events that are timed under the experiment. The events are logged out to stdout using
the built-in logger in open62541 and after a test run a Python script catches the relevant lines
using regular expressions.

Event Location Description
P1 Primary Publisher Primary goes down
B1 Backup Publisher Backup detects primary failure, set as primary publisher
B2 Backup Publisher Backup is ready to start publishing messages
B3 Backup Publisher Backup has sent rst message
S1 Subscriber Subscriber sees a deadline miss
S2 Subscriber Subscriber rejects msg due incorrect nm seq. nr
S3 Subscriber Subscriber rejects msg due to incrorrect DataSetMessage seq. nr
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8.1 Test implementation

Figure 15: Test architecture showing the orchestrator's role within the experiment. The orches-
trator is responsible for both starting the test on each unit and gathering the resulting data.

Figure 15 shows the architecture of this test setup. The orchestrator was added for the role of
both starting each test iteration on every participant computer and for gathering and storing the
resultant processed data. The hosts where all de ned in a Tom's Obvious Minimal Language
(TOML) le, an excerpt of this le shown in Listing 3.

[primary]
host = "opcual.local"
cmd = "~/remote-control/start-primary.bash”

Listing 3: Example host de nition from the test.

The variables used for the tests are de ned in a TOML le, an excerpt of a test de nition can be
seen in Listing 4. The reason for this setup was to be able to de ne the independent variables and
the number of repetitions for every test to be run in a reliable and deterministic fashion, while still
being exible enough to allow easily adding other permutations of testing conditions. This was in
line with the chosen research methodology DSR.

[testl]
runtime = 15
numfields = 1
iterations = 3

Listing 4: Example test de nition, runtime de nes how long the primary should run before stopping
while num elds is the number of application variables that the application should have and thus
how large the resulting NetworkMessages will be. Iterations de nes how many repetitions this test
should run for.

Table 6 shows a all permutations of tests. Every row represents a test le de ned in a TOML le.
The rst row, smol, is the smallest test which was used during development and at later stages
for regressions testing. Every other test started small with one application variable gradually
increasing up to 100 000 variables. Assuming a size of 8 KB for UAt64, that means a synchro-
nisation payload for application variables ranging from 16 Kb (single UAnt64 and size _t) up to
781 KB for 100 000. The values in the cells shows the number of iterations done for that particular
combination. The total number of iterations done was 5 6 100 + 10 = 3010 iterations.
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Table 6: Test matrix showing all variables tested. Every row represents a test as de ned in a TOML
le. The rst column under Runtime details the runtime for the test, the following columns is the
num elds variable, ie., the number of application variables. The values within the cells are the
number of iterations done with the num elds for Runtime time.

Name Runtme 1 5 100 1000 5000 10000 100000

smol 10s - 10 - - - - -

10.run 10s 100 - 100 100 100 100 100
11 run 11s 100 - 100 100 100 100 100
12.run 12s 100 - 100 100 100 100 100
13.run 13s 100 - 100 100 100 100 100
14.run 14s 100 - 100 100 100 100 100

The test was started by the orchestrator by it calling the bash-script de ned on the cmd line
over an Secure Shell (SSH) to the host on the host line. Every role had it's own script detailing
the testing scenario and their respective roles in it. However all of them took in the same three
arguments; runtime de ning how long the primary publisher should run before failure, num elds
de ning how many application variables and the current iteration.

In the primary publisher's starting script the program is killed after the time given by the runtime
argument. In both the backup publisher's and the subscribers' startup script the programs are
allowed to run for another 0:5 runtime after this to gather data of how the fail-over was handled,
after they too where interrupted.

The output written to stdout by the publisher and subscriber applications where piped to a le.
This log le was afterwards processed in an Python-script to get the relevant timestamp for every
Event ID listed in Table 5 using regular expressions. This processed output was returned to the
orchestrator over SSH by the Python script internally simply printing to stdout. These returned
values where then written by the orchestrator to CSV- les for later analysis. For a description of
the output from these Python script see Table 7.

Table 7: Description of the data in the CSV- les written out by the orchestrator. Bool in the
output from the subscriber was represented by a 1 for true and O for false. All other values where
timestamp in the format HH:MM:SS.MS.US, except deadline miss that was in milliseconds.

Role Description
Primary publisher <timestamp P1>
Backup publisher <timestamp B1>,<timestamp B2>,<timestamp B3>
Subscriber <timestamp>,<deadline miss>,<reject NM: bool>,<reject DSM: bool>

The orchestrator was run from an Intel Next Unit of Computing (NUC) Small Form Factor (SFF)
PC, connected to a Gigabit Ethernet switch. The primary and backup publishers where run on a
pair of SFF PCs, while both subscribers where run on Raspberry Pi 4B Single Board Computers
(SBCs). Every computer involved in the experiment was running on Ubuntu 24.04, on a RT kernel.
The Raspberry Pis (RPIs) where enrolled into Ubuntu Pro so as to be able to use the pre-compiled
RT rpi-kernel.

37



Josef Landing & Christopher Nordin OPC UA PubSub in a redundant setting

Figure 16: The test hardware as setup in the experiment. The NUC atop the network swith is
the orchestrator, the two SFF computers in the front, from left to right the primary and backup
publisher respectively. The two RPI in the top right are the two subscribers and the single RPI in
the mountain of cables is the NTP server.

Every computer actively involved in the experiment had chrony? installed. Chrony is a much more
feature-rich implementation of NTP compared to systemd-timesyncd that comes by default in
Ubuntu 24.04. By using chrony, the clock drift can be dealt with by continuously speeding up or
slowing down the system clock compared to the NTP sources. A separate RPI was chosen to act
as an NTP server using chrony, with the other computers set to use that RPI as a NTP source.
Before any testing was done the command chronyc makestep was run to force chrony to possibly
make big steps when correcting the system clock.

8https://chrony-project.org/
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9. Results

Figure 17 shows an example of the problem from a subscriber's point-of-view when no state syn-
chronisation has taken place. After the primary publisher had gone down shortly before the time
10.20.02, the rst message from the backup publisher was received and rejected by the subscriber.
This was due to incorrect NetworkMessage Sequencenumber in the header.

Figure 17: Example showing output from a subscriber after a failure of the primary publisher
with no internal state synchronisation. Using a modi ed open62541 library with added checks for
NetworkMessage and DataSet SequenceNumber, respectively.

The box plots shown in Figures 18, 19, 20 and nally T1 in Figure 21 shows data taken from all
test runs and combined. The box plots are divided up into num elds, ie. number of elds, vs time
in ms. The quartets of gures in Figure 22, 23 24, 25 and 26 each shows all box plots for events
B1 to B3 and T1 based on data for tests run with a runtime of 10, 11, 12, 13 and 14 seconds,
respectively.

Table 8 shows the detection latency, meaning the time elapsed between events P1 and B1 in
milliseconds. For each runtime and its corresponding number of elds, the average detection
latency is displayed followed by the mean, median and max values over all tests combined. As can
be seen in the table, the average and median detection latency lie around 12.5 milliseconds for all
tests. Looking at the maximum values, they remain consistent across all test con gurations with
the highest recorded value being 18 milliseconds, observed when using 10 000 number of elds.
Notably, even when scaling up to 100 000 elds the maximum detection latency stays in line with
what was measured at lower eld counts. This con rms the suggestion that the number of elds
does not signi cantly a ect the detection latency. The reason for this is because there is no need
for the backup to process the number of elds in order to detect a failure, it is rather determined
by missed heartbeats. In the setup, the heartbeat period was set to 5 milliseconds and a failure was
declared at three missed heartbeats, giving the theoretical detection threshold of 15 milliseconds.
The average coming in below that threshold can be explained by how the measurement is taken.
The timestamp is recorded on the primary at the moment it stops, and the backup detects failure
after three missed heartbeats. Depending on where in the heartbeat period the primary goes
down, the backup may have already been partway through waiting for the next heartbeat. This
means it needs less than three full periods to trigger detection, which brings the average below
15 milliseconds. Several tests measured detection latency above 15 milliseconds, meaning that in
some cases the backup waited more than three heartbeat periods before detecting a failure. One
possible explanation for that could be scheduling jitter that causes the heartbeat check to run
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slightly late. Another explanation could be due to the drift of the clock between the devices. The
measured detection latency is further illustrated in Figure 18.

An interesting thing of note is that event B2, the time the backup takes to become ready to
start publishing data, increases as the number of elds increases. This suggests that the pro-
cess for the backup to become primary the work load is dependant on the payload size. In
pubsubhredundancy.c, when the backup runs the function syncState for the rst time as pri-
mary, it rst sets the SequenceNumber for the WriterGroup and DataSetWriter before performing

a deep copy of the application variables array, which the variable num elds control and therefore
may be the reason.

Table 10 shows the time elapsed from the event B2 to B3, meaning the time from when the backup
is ready to publish until it transmits its rst message. For each runtime and its corresponding
number of elds used, the average detection latency is displayed followed by the mean, median and
max values over all tests combined. The results partially re ect the typical behaviour for OPC UA
PubSub writergroups that are driven by a cyclic publishing interval. In the setup a publishing
interval of 50 milliseconds was used. Therefore, the writergroup scheduler ran on a periodic timer
of 50 milliseconds. When the writergroup was enabled it doesn't necessarily transmit instantly.
Instead it waits until the next scheduler tick. So the delay from enabling the writergroup can
theoretically be anywhere in the range from 0 to 50 milliseconds. The reason for the extra 2.5
milliseconds seen wheen num elds is 100 000 could possibly come from delay caused by implemen-
tation or operating system e ects. This is close to the time that B2 took for a similar payload
size, and is inline with the deep copy of the application variable array that is performed in both
of these steps. The send time is further illustrated in the Figure 20.

Figure 21 shows the total failover time across all tests. Despite varying the number of elds,
the average remains stable at around 38 milliseconds, indicating that the amount of data being
synchronized has no signi cant impact on overall failover time. This holds even though the ready
time did show a slight increase at higher eld counts, as seen earlier that increase does not propagate
to the total.

Looking at the spread, the minimum values in some cases approach 10 milliseconds, while the
maximum values consistently fall in the 60 to 70 millisecond range across all con gurations. This
consistency in the upper bound is particularly noteworthy. It demonstrates that our implementa-
tion reliably achieves failover well within the 100 millisecond target, regardless of the workload.
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Figure 18: Box plot showing event B1, elapsed time from P1 to B1, or the latency from the time
when the primary goes down until detected by the backup.

Table 8: B1: Times gathered for detection latency, the elapsed time between events P1 and B1.
Values in cells is time in milliseconds.

num elds 10 s 11s 12s 13 s 14 s Mean 8 Median 8 Max 8
1 12,9193 11,9874 11,6214 12,2587 13,0611 12,3628 12,3400 17,6310

5 - - - - 12,5289 12,3970 17,3180
100 12,6319 12,2336 11,4101 12,5523 12,6566 12,2962 12,3895 17,7560
1000 12,3785 11,8741 11,7444 12,8984 12,4079 12,2605 12,1900 17,7180
5000 12,6655 12,2264 11,7345 13,2400 12,5823 12,4834 12,4065 17,7570
10000 12,7301 12,1973 12,1274 13,7381 12,4401 12,6516 12,7520 18,1490
100000 12,2802 11,7639 12,4439 13,5266 12,2192 12,4506 12,5490 17,7490
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Figure 19: Box plot showing event B2, elapsed time from B1 to B2, or the latency from the time
when detecting a failure to the backup publisher becoming ready to start publishing.

Table 9: B2: Ready time, elapsed time from B1 to B2. Values in cells is time in milliseconds.

num elds 10 s 11s 12's 13 s 14 s Mean 8 Median 8 Max 8
1 0,6614 10,7673 10,7385 10,6883 0,7573 0,7210 0,7140 1,3890

5 - - - - 0,6665 0,6290 1,3660
100 0,6097 0,7375 10,6434 0,6731 0,7109 0,6748 0,6555 1,4130
1000 0,7565 0,7251 10,7245 10,7458 10,7347 0,7381 0,7300 1,4800
5000 0,9569 10,8871 10,8989 10,8853 0,8435 0,8936 0,9375 1,5580
10000 0,9353 0,8858 10,8817 0,8460 0,9935 0,9096 0,8960 1,7270
100000 2,2790 12,4242 2,3855 12,2897 12,3554 12,3510 2,3815 3,7650

Table 10: B3: Time for rst message sent, elapsed time from B2 to B3. Values in cells is time in

milliseconds.

num elds 10 s 11s 12 s 13 s 14 s Mean 8 Median 8 Max 8
1 22,5477 25,0877 23,3358 26,1806 22,8757 23,9995 22,9255 49,3910

5 - - - - 24,1941 24,0190 48,0790
100 25,9221 23,9306 26,2915 24,4394 25,9343 25,3360 25,8125 49,8320
1000 22,4765 23,0567 24,2986 24,8708 24,6110 23,8718 23,2735 50,0570
5000 23,2986 25,0863 24,5025 22,9970 25,0821 24,1472 23,1925 50,2930
10000 24,0047 24,5536 25,5669 26,7308 23,0939 24,8022 25,4765 50,1670
100000 25,8766 25,2078 25,5815 26,6358 24,1004 25,5332 24,8930 52,4530
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Figure 20: Box plot showing event B3, elapsed time from B2 to B3, or the latency from the time the
backup publisher is ready to start publishing messages until the rst message has been published.

Figure 21: Box plot showing event T1, elapsed time from P1 to B3, or the elapsed time from when
the primary goes down until the backup has published it's rst message.
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