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MÄLARDALEN UNIVERSITY
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Abstract

This thesis investigates the pricing of European options using Backward Stochastic Differential

Equations (BSDEs) and deep learning. Explicit solutions for the pricing problem are only avail-

able in some particular cases like in the linear case under the Black-Scholes model, which does not

reflect the reality of financial markets. Hence, to approximate the options’ prices, it is necessary

to use numerical methods. All traditional numerical methods for this problem are intractable

in high dimensions. BSDEs offer a flexible alternative by reformulating pricing problems into a

probabilistic framework, linking stochastic calculus with partial differential equations via the Feyn-

man–Kac formula. To overcome numerical challenges in solving BSDEs, this work implements the

Deep BSDE method, which utilizes feed-forward neural networks to approximate the solution.

The method’s performance is evaluated through extensive numerical experiments on both low-

and high-dimensional options, including a 100-dimensional call spread with asymmetric interest

rates. Results show that appropriate tuning of network depth, discretization, and training iter-

ations significantly enhances accuracy. The study confirms the Deep BSDE solver’s effectiveness

in complex financial settings, demonstrating its potential for robust option pricing under realistic

market conditions.
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Chapter 1

Introduction

Over the years, stochastic calculus has become a key part of modeling systems affected by random-

ness. In particular, stochastic differential equations (SDEs) are widely used in areas like physics,

biology, and especially financial mathematics. Within finance, one of the most seminal contribu-

tions is the Black–Scholes model, introduced in 1973 by Black and Scholes [4], which revolutionized

option pricing by providing a closed-form solution for European derivatives. Their model culmi-

nates in a parabolic partial differential equation (PDE), widely recognized for both its analytical

elegance and its foundational role in modern quantitative finance.

The classical Black–Scholes PDE assumes constant volatility, frictionless markets, and equal

borrowing and lending rates. While these assumptions simplify the modeling and allow for exact

solutions, they diverge significantly from real-world market conditions. Importantly, the presence of

nonlinearities, market imperfections, or asymmetric interest rates renders the Black–Scholes PDE

either analytically unsolvable or numerically unstable—particularly in high-dimensional settings

where traditional finite difference or tree-based methods become computationally intractable. This

challenge is referred to as the curse of dimensionality.

In response to these limitations, the theory of Backward Stochastic Differential Equations

(BSDEs) has emerged as a powerful alternative framework. Originally formulated by Pardoux and

Peng in the early 1990s [15], BSDEs allow one to characterize the solution to certain nonlinear PDEs

via probabilistic representations. When coupled with a forward SDE describing the evolution of

an underlying asset, a Forward–Backward SDE (F-BSDE) system provides a flexible and general

framework for derivative pricing. Through the nonlinear Feynman–Kac formula, such systems

can be shown to correspond to solutions of nonlinear parabolic PDEs—even in cases where the

closed-form solution is unavailable or non-existent.

Despite the theoretical advantages of BSDEs and F-BSDEs, their numerical solution remains

non-trivial. Classical discretization techniques (e.g., time-stepping combined with regression or

quadrature) scale poorly with dimension. Recent advances in machine learning, however, have

introduced novel approaches for approximating solutions to high-dimensional BSDEs using deep

neural networks. Notably, the Deep BSDE method, developed by E, Han, and Jentzen [9, 7], em-

ploys feed-forward neural networks to learn the solution of a BSDE by minimizing the discrepancy

at the terminal condition through stochastic gradient-based optimization.

This thesis aims to study the pricing of European options using backward stochastic differen-

tial equations (BSDEs) and to evaluate the effectiveness of the Deep BSDE solver as a numerical

method for solving them. Following the approach introduced in [7], begin by reformulating the

pricing problem as a BSDE, then discretize it in time using the Euler scheme. The resulting prob-
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lem is solved using a deep neural network architecture designed to minimize the mismatch at the

terminal condition. A central part of the thesis is a detailed numerical investigation of the solver’s

convergence and stability. This is done by systematically varying key algorithmic parameters—such

as the number of time steps, hidden layers, neurons per layer, and training iterations—and an-

alyzing their impact on performance. The study also extends to high-dimensional settings and

includes practical cases where borrowing and lending rates differ, allowing us to test the method

under more realistic financial assumptions.

The remainder of this thesis is organized as follows. Chapter 2 provides the theoretical back-

ground on stochastic processes, stochastic calculus, and the connection between BSDEs and option

pricing. Chapter 3 introduces the option pricing problem and the numerical scheme based on the

Deep BSDE method. Chapter 4 presents numerical experiments and results for both low- and

high-dimensional options. Finally, Chapter 5 summarizes the main findings and discusses possible

directions for future work
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Chapter 2

Theoretical Background

This chapter provides the theoretical foundations for stochastic modeling. It introduces stochastic

processes, Brownian motion, and Itô’s Lemma, and explains their connection to partial differential

equations via the Feynman–Kac theorem. Concepts such as risk-neutral pricing and the Markov

property are discussed. The chapter concludes with an introduction to forward, backward, and

forward-backward stochastic differential equations (F-BSDEs).

2.1 Stochastic Processes

A stochastic process is a collection of random variables indexed by time (or another parameter),

{Xt}t∈T , each defined on a common probability space (Ω,F ,P). In the most common setting for

stochastic differential equations, T is a continuous index set (e.g., [0,∞) or [0, T ]).

Definition 2.1 (Stochastic Process). Let (Ω,F ,P) be a probability space. A stochastic process is

a collection of random variables {Xt}t∈T such that for each t ∈ T , Xt : Ω → Rn is F-measurable.

The index set T typically represents time.

The filtration {Ft}t∈T , with Ft ⊆ F , represents the information available up to time t, ensuring

the process Xt is adapted (i.e., Xt is measurable with respect to Ft). Such processes are crucial

in modeling time-evolving systems under uncertainty, where new information becomes available

continuously[6].

Detailed treatments of stochastic processes can be found in [10, 18], which cover everything

from the construction of Brownian motion to more advanced processes like Lévy processes and

semimartingales.

2.1.1 Brownian Motion

Brownian motion (also known as a Wiener process) is a central object in stochastic calculus.

Definition 2.2 (Brownian Motion). An m-dimensional standard Brownian motion {Wt}t≥0 is a

stochastic process satisfying the following properties:

1. W0 = 0 almost surely.

2. Wt has independent increments: for 0 ≤ s < t, Wt −Ws is independent of {Wu : 0 ≤ u ≤ s}.

3. Wt has stationary increments: Wt−Ws ∼ N (0, (t−s)Im), meaning it is normally distributed

with mean zero and covariance (t− s)Im.
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4. Wt has continuous paths: t 7→ Wt(ω) is continuous for almost every ω ∈ Ω.

Intuitively, Brownian motion models a path undergoing continuous, “random” fluctuations with

no memory (the Markov property) and no directional drift (mean zero). It forms the backbone for

constructing more general stochastic processes, due to its role as a canonical driving noise in SDEs.

In mathematical finance, Brownian motion underlies the pricing models for options, interest rate

products, and many other derivatives[6].

2.2 Itô’s Lemma

Itô’s Lemma is a fundamental result in stochastic calculus, providing a way to compute the dif-

ferential of a time-dependent function of a stochastic process. It can be viewed as the stochastic

counterpart to the chain rule in classical calculus.

Let {Xt}t≥0 be an Itô process in Rn, satisfying the stochastic differential equation (SDE)

dXt = µ(t,Xt) dt+ σ(t,Xt) dWt, (2.1)

where Wt is an m-dimensional Brownian motion, µ : R+ × Rn → Rn is the drift term, and

σ : R+ × Rn → Rn×m is the diffusion term. Suppose f(t, x) is a real-valued function, twice

continuously differentiable in x and once in t.

Lemma 2.3 (Itô’s Lemma, see [18, 10]). Itô’s Lemma states that

df(t,Xt) =

(
∂f

∂t
(t,Xt) +

n∑
i=1

µi(t,Xt)
∂f

∂xi
(t,Xt) +

1

2

n∑
i=1

n∑
j=1

[
σσT

]
ij
(t,Xt)

∂2f

∂xi∂xj
(t,Xt)

)
dt

+

n∑
i=1

m∑
k=1

σik(t,Xt)
∂f

∂xi
(t,Xt) dW

(k)
t , (2.2)

where σik(t,Xt) denotes the (i, k)-th entry of σ(t,Xt) and W
(k)
t the k-th component of the Brownian

motion.

The main distinction from the classical chain rule is the additional second derivative term

arising from the variance of the Brownian increment.

This lemma underpins much of stochastic differential equation theory and is particularly im-

portant in mathematical finance, for instance, in deriving the Black–Scholes partial differential

equation [4].

2.3 Partial Differential Equations and the Feynman–Kac

Link

In classical option pricing, one often solves a parabolic partial differential equation (PDE). For

example, the Black–Scholes PDE for a European call option u(t, S) is:

∂u

∂t
+ 1

2σ
2S2 ∂2u

∂S2
+ rS

∂u

∂S
− r u = 0,

with the terminal condition u(T, S) = max(S −K, 0).
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The Feynman–Kac theorem provides a probabilistic representation of certain PDE solutions by

relating them to an expectation under a suitable stochastic process. In finance, this bridges PDE-

based approaches and backward stochastic differential equations (BSDEs). Thus, many PDEs used

for pricing can be reformulated as (F)BSDE problems, facilitating numerical methods—especially

in higher dimensions where PDE solvers become impractical [18, 14].

Theorem 2.4 (Feynman–Kac Theorem, [18]). Let {Xt}t≥0 be the solution to the stochastic dif-

ferential equation

dXt = µ(t,Xt) dt+ σ(t,Xt) dWt, X0 = x,

where Wt is a standard Brownian motion and µ, σ satisfy suitable regularity conditions. Consider

the following linear parabolic PDE:

∂u

∂t
(t, x) + µ(t, x)

∂u

∂x
(t, x) + 1

2σ
2(t, x)

∂2u

∂x2
(t, x)− r(t, x)u(t, x) = 0,

with terminal condition u(T, x) = φ(x), where φ is a bounded measurable function.

Then the unique solution is given by the probabilistic representation:

u(t, x) = EQ
[
e−

∫ T
t

r(s,Xs) ds φ(XT )
∣∣∣Xt = x

]
.

2.4 Risk-Neutral Measures and Martingale Pricing

In derivative pricing, one switches from the real-world probability measure P to a risk-neutral mea-

sure Q. Under Q, the discounted price of a tradable asset becomes a martingale [3, 4]. Specifically,

if St is the asset price and r is the risk-free rate, then

e−rtSt is a martingale under Q.

This measure change, often justified via Girsanov’s theorem [18], replaces the real drift µ with the

risk-free rate r. Consequently, the value of a European contingent claim with payoff φ(ST ) at time

T can be expressed as [14]:

Price at time 0 = e−rT EQ[φ(ST )
]
,

leading directly to the Black–Scholes PDE in the classical case or an associated BSDE in more

general settings.

2.5 Markov Property

A stochastic process {Xt} has the Markov property if its future evolution depends only on its

current state, not on the path taken to arrive there. For example, the geometric Brownian motion

dXt = µXt dt+ σXt dWt

is Markovian. In option pricing problems, this property implies that the solution to a forward-

backward SDE or a corresponding PDE can often be written in the form Yt = u(t,Xt), simplifying

analysis and numerical methods.

The next sections explores forward and backward stochastic differential equations (SDEs).

These equations introduce randomness into traditional differential equations, making them better

9



suited for modeling dynamic and uncertain systems [10].

2.6 Forward Stochastic Differential Equations (FSDEs)

Forward stochastic differential equations (SDEs) describe how a system evolves over time when

influenced by both deterministic trends and random fluctuations. These equations are widely used

in mathematical modeling, particularly in areas such as finance, physics, and engineering. The

general form of a forward SDE is given by:

dXu = β(u,Xu)du+ γ(u,Xu)dWu, Xt = x, (2.3)

where β(u, x) represents the drift term, which determines the deterministic direction of movement,

while γ(u, x) describes the diffusion term, capturing the effects of randomness. The process Wu

denotes a standard Brownian motion, which introduces stochastic behavior into the system [10,

16].

Instead of working with the differential representation, an equivalent integral formulation is

often used:

XT = Xt +

∫ T

t

β(u,Xu)du+

∫ T

t

γ(u,Xu)dWu. (2.4)

This integral form highlights how the state of the system accumulates deterministic and stochastic

influences over time [18].

A crucial question in the study of SDEs is whether a unique solution exists and whether this

solution is well-behaved. To ensure this, certain conditions must be satisfied by the functions β

and γ [17, 14].

Theorem 2.5. (Existence and uniqueness of solutions for stochastic differential equa-

tions) Let T > 0 and suppose that β : Rn×[0, T ] → Rn and γ : Rn×[0, T ] → Rn×m are measurable

functions that satisfy the following conditions:

|β(t, x)|+ |γ(t, x)| ≤ C(1 + |x|), x ∈ Rn, t ∈ [0, T ]

|β(t, x)− β(t, y)|+ |γ(t, x)− γ(t, y)| ≤ D|x− y|, x, y ∈ Rn, t ∈ [0, T ]

for some constants C and D.

Additionally, let Z be a random variable that is independent of the σ-algebra F (m)
∞ generated

by Ws for s ≥ 0, and assume that:

E[|Z|2] < ∞.

Then, the stochastic differential equation

dXt = β(t,Xt)dt+ γ(t,Xt)dWt, 0 ≤ t ≤ T, X0 = Z,

has a unique t-continuous solution X(t, ω), which is adapted to the filtration FZ
t generated by Z

and Ws for s ≤ t, and satisfies:

E

[∫ T

0

|Xt|2dt

]
< ∞.

The detailed proof of this result is beyond the scope of this work, but it can be found in standard

references on stochastic differential equations [18, 16].
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2.7 Backward Stochastic Differential Equations (BSDEs)

Stochastic differential equations (SDEs) typically evolve forward in time, starting from an initial

condition Xt = x and solving for XT . However, in many applications, the final condition is known,

and the objective is to determine the solution at an earlier time. This leads to the concept of

Backward Stochastic Differential Equations (BSDEs), where the goal is to find Yt given a terminal

condition YT = ξ. Unlike standard SDEs, which progress forward in time, BSDEs require solving

the equation in reverse, hence their name. First introduced by Bismut and later generalized by

Pardoux and Peng [2, 15, 14, 17].

Mathematically, a BSDE is formulated in a probability space (Ω,F ,P) with a filtration Ft,

which represents available information up to time t. If Wt is a Brownian motion adapted to this

filtration, a BSDE takes the form:

−dYt = f(t, ω, Yt, Zt)dt− ZtdWt, YT = ξ, (2.5)

where ξ is the terminal condition, assumed to be FT -measurable and square-integrable, meaning

ξ ∈ L2(FT ) [15, 14]. The function f , known as the generator function, determines the evolution of

the process, while Zt represents a control process influencing the system dynamics. The integral

representation of the BSDE is given by:

Yt = ξ +

∫ T

t

f(u, ω, Yu, Zu)du−
∫ T

t

ZudWu, t ≤ T. (2.6)

This formulation highlights how the solution accumulates both deterministic and stochastic effects

over time.

To ensure a unique solution exists, certain assumptions are required. The terminal condition ξ

must be square-integrable, meaning E[|ξ|2] < ∞. Additionally, the generator function f is assumed

to satisfy a Lipschitz condition:

|f(t, ω, y1, z1)− f(t, ω, y2, z2)| ≤ C(|y1 − y2|+ |z1 − z2|),

for some constant C > 0 and all (y1, z1), (y2, z2). Under these conditions, the following fundamental

result holds:

Theorem 2.6. Given the standard conditions on (f, ξ), there exists a unique pair (Y,Z) that

satisfies the BSDE:

Yt = ξ +

∫ T

t

f(u, ω, Yu, Zu)du−
∫ T

t

ZudWu, t ≤ T.

The proof of this theorem is beyond the scope of this thesis, but further details can be found

in [15]. The importance of BSDEs extends beyond their theoretical properties, as they provide

a crucial tool for modeling backward-looking problems in stochastic analysis. Their applications

span various domains, making them an essential concept in modern applied mathematics [13].
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2.8 Forward-Backward Stochastic Differential Equations (F-

BSDEs)

Forward-backward stochastic differential equations (F-BSDEs) extend classical SDEs by coupling

a forward evolution equation with a backward equation. Unlike standard BSDEs, which involve

solving given a terminal condition known at T , F-BSDEs incorporate a forward process that evolves

from an initial state. This interplay allows F-BSDEs to model systems where past and future states

are interdependent [13, 17].

For t ∈ [0, T ], let (Ω,F , P ) be a probability space with filtration {Ft} generated by a Brownian

motion Wt. A general F-BSDE consists of a forward SDE governing the state process and a

backward SDE for an associated cost or value function [13]:Xt = x+
∫ t

0
µ(u,Xu)du+

∫ t

0
σ(u,Xu)dWu,

Yt = g(XT ) +
∫ T

t
f(u,Xu, Yu, Zu)du−

∫ T

t
ZudWu.

(2.7)

Here, Xt is the forward SDE with initial condition X0 = x, and Yt is the backward SDE

with terminal condition YT = g(XT ). The solution of an F-BSDE consists of a triple process

{Xt, Yt, Zt}, which must be Ft-adapted [13, 17].

A distinction is made between decoupled and coupled F-BSDEs. Equation (2.7) represents

a decoupled F-BSDE, where the forward process Xt evolves independently of Yt. If the drift or

diffusion term σ in the forward equation depends on Yt, i.e., σ(u,Xu, Yu), the system is known as

a coupled F-BSDE, which is significantly more challenging to solve [13].

By integrating both equations, an equivalent formulation is obtained:

Yt = g(XT ) +

∫ T

t

f(s,Xs, Ys, Zs)ds−
∫ T

t

ZsdWs. (2.8)

This representation is often used to numerically approximate solutions using techniques such as

Monte Carlo simulations or deep learning-based methods [9, 7].

A key property of F-BSDEs is that they often satisfy the Markov property, meaning that

the future state depends only on the present and not past states. This stems from the fact that

Brownian motion is memoryless. As a result, the F-BSDE in (2.7) is also referred to as a Markovian

F-BSDE [13, 17]. The Markov property states:

P (Wt ≤ x|Ws, 0 ≤ s ≤ u) = P (Wt ≤ x|Wu). (2.9)

Numerically, solving the forward equationXt is relatively straightforward using Euler-Maruyama

discretization, which will be discussed in Section 5.1. However, solving the backward equation for

Yt and Zt is significantly more challenging due to their dependency on future values. Standard nu-

merical schemes struggle in high dimensions, making deep learning techniques an efficient approach

for approximating Yt and Zt [9, 7].

Recent advancements in machine learning and neural networks have introduced methods such

as the Deep BSDE Solver, which approximates solutions to high-dimensional F-BSDEs by lever-

aging neural networks to approximate Zt at each time step [9, 7]. These methods have shown

significant improvements in computational efficiency, particularly in finance and stochastic control

applications.

The study of F-BSDEs continues to evolve, with growing applications in stochastic control,

finance, and deep learning based PDE methods [17, 13].
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Chapter 3

Option Pricing and Numerical

Scheme

This chapter focuses on pricing European-style derivatives by reformulating the classical Black–Scholes

approach within the framework of forward–backward stochastic differential equations (F-BSDEs).

This perspective couples the forward dynamics of the underlying asset with a backward equation

enforcing the terminal payoff, leveraging concepts such as SDEs, martingale pricing, and the Feyn-

man–Kac representation. The chapter also introduces numerical methods for solving F-BSDEs,

including the Euler–Maruyama scheme and modern deep learning-based techniques, which enable

efficient approximation of solutions in complex or high-dimensional settings

3.1 European options

A European option is a financial contract granting its holder the right (but not the obligation)

to buy or sell an underlying asset at a specified strike price K on a fixed maturity date T . For

example, a European call option with strike K has a payoff

φ(XT ) = max(XT −K, 0), (3.1)

evaluated only at the terminal time T . In contrast, a European put has payoff max(K −XT , 0).

Other more complex payoffs can be constructed but retain the common trait that they depend

solely on the underlying’s terminal value XT [4, 1].

Under classical assumptions—such as a frictionless market and trading in continuous time—the

Black–Scholes theory assigns a fair value to such options by switching to a risk-neutral measure

Q. In that framework, the discounted price of a tradable asset becomes a martingale, leading to

the well-known result

Option Price at t = e−r(T−t) EQ[φ(XT ) | Ft

]
.

When the payoff φ(·) is smooth enough, this expectation can be characterized by solving a parabolic

PDE of the Black–Scholes type [3, 4].

However, if the problem involves nonlinearities (e.g., different rates for borrowing and lend-

ing, transaction costs, or more exotic payoff structures), the PDE becomes nonlinear and more

challenging to solve directly. The forward-backward SDE representation offers a powerful tool to
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handle these cases by formulating the valuation process through two coupled SDEs [14, 17].

3.2 Option pricing formulation

To illustrate the forward-BSDE approach in pricing, consider a European payoff φ(XT ) at time T .

Let {Xt}t∈[0,T ] be the forward dynamics of the underlying asset under the chosen pricing measure

Q. For concreteness, one often assumes a (possibly nonlinear) SDE of the form

dXt = µ(t,Xt) dt + σ(t,Xt) dWt, X0 = x0, (3.2)

where µ and σ capture the drift and diffusion under Q, and Wt is a standard Brownian motion

adapted to the filtration {Ft} [18, 3].

The backward component {Yt}t∈[0,T ] enforces the terminal condition

YT = φ(XT ), (3.3)

and satisfies a BSDE that encodes the specific pricing rules, such as discounting at a potentially

nonlinear rate or incorporating different borrowing/lending costs. The most general Markovian

form appears as

− dYt = f
(
t,Xt, Yt, Zt

)
dt − Zt dWt, (3.4)

where the generator f(·) may depend on Xt, Yt, and Zt. In the option valuation context, Zt

often represents the hedge ratio or the partial derivative of Yt with respect to the underlying (i.e.,

∇u(t,Xt) in the PDE-based perspective).

Coupling (3.2) and (3.4) yields a forward-backward SDE :
Xt = x0 +

∫ t

0

µ(s,Xs) ds+

∫ t

0

σ(s,Xs) dWs,

Yt = φ
(
XT

)
+

∫ T

t

f
(
s,Xs, Ys, Zs

)
ds−

∫ T

t

Zs dWs.

(3.5)

Solving for {Yt, Zt} from this system provides the option price {Yt} at each time t. In many

practical cases, the generator f arises from replication arguments (hedging) and market frictions.

For instance, if different interest rates r1 and r2 apply to gains versus losses, the function f must

reflect these asymmetric cash flows [1, 14].

Link to Nonlinear PDEs. Similar to the classical linear theory, the backward component (3.4)

can be translated into a nonlinear parabolic PDE via the Feynman–Kac representation. Specifically,

if u(t, x) denotes the solution to the PDE with terminal condition u(T, x) = φ(x), one can show

Yt = u
(
t,Xt

)
and Zt = σT (t,Xt)∇u

(
t,Xt

)
.

Hence, both the PDE approach and the forward-BSDE approach describe the same valuation prob-

lem. However, the latter is often more convenient in high dimensions or under market imperfections

where classical PDE methods become intractable [9, 7].

Numerical Perspectives. The forward-BSDE formulation has motivated the development of

deep learning approaches to handle path-dependent or high-dimensional options [9]. Numerically,

one discretizes the forward path {Xt} via Euler–Maruyama and then employs neural networks
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to approximate Zt, enforcing the terminal payoff as the boundary condition. This synergy of

stochastic calculus and machine learning has proven effective for options that defy closed-form

solutions or for models exhibiting strong nonlinearities.

Overall, the forward-BSDE perspective provides a flexible and robust framework for pricing

European derivatives. By handling complex payoff structures, time-dependent volatilities, and rate

asymmetries in a unified manner, it extends the classical Black–Scholes framework to a broader

range of realistic financial settings.

3.3 Self-Financing

An important assumption in classical and modern option pricing theory is that trading strategies

are self-financing. Informally, a self-financing strategy means that any changes in the value of a

portfolio arise solely from gains or losses on the assets in the portfolio—no external cash is added,

nor is any cash withdrawn, once the strategy is initiated. In a frictionless market with continuous

trading, this assumption ensures consistency between the hedging portfolio and the derivative’s

fair price [3, 14].

Formally, let Vt denote the total value of a portfolio at time t. Suppose the portfolio is composed

of αt units of an underlying asset (with price Xt) and βt units of a risk-free or bond component

(with price Bt), so

Vt = αt Xt + βt Bt. (3.6)

The portfolio is called self-financing if its dynamics satisfy

dVt = αt dXt + βt dBt, (3.7)

meaning that any increments in Vt come only from changes in Xt or Bt. Equivalently, there are

no additional injections or withdrawals of cash:

dVt − αt dXt − βt dBt = 0. (3.8)

In the context of European option pricing, one typically constructs a replicating portfolio, which

holds positions αt in the underlying asset and βt in the money-market account (or bond) [3]. By

imposing the self-financing condition (3.7), one can argue that the derivative’s payoff at maturity

T can be exactly matched by the terminal value of this portfolio, and thus the fair option price Yt

must equal the value of its replicating portfolio Vt.

When interest rates differ for borrowing and lending, as discussed in this thesis, the self-

financing strategy needs to accommodate separate rates r1 and r2. The essence of the argument

remains the same: no external cash flows occur outside of the gains or losses from holding the asset

and the bond. The resulting forward-backward SDE system naturally encodes this self-financing

principle. In particular, the drift of Yt reflects how the strategy evolves under the asymmetry of

borrowing vs. lending costs, preserving the self-financing constraint at each instant [9, 14].

Hence, the self-financing assumption is central to linking the replicating strategy with the

solution of the backward equation. Without this requirement, the pricing PDE or BSDE framework

could not strictly claim that the derived solution matches a hedging portfolio’s value, and thus the

concept of “no-arbitrage pricing” would break down.
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3.4 Euler–Maruyama

The Euler–Maruyama method extends the classical Euler scheme to stochastic differential equations

(SDEs), making it a fundamental numerical approach for approximating their solutions [12].

Consider a time interval [0, T ], which is divided into N + 1 equal steps:

[0, T ] : 0 = t0 < t1 < · · · < tN = T.

Defining the time step and Wiener process increment as:

∆tn = tn+1 − tn, ∆Wn = Wtn+1
−Wtn ,

where ∆Wn follows a normal distribution, i.e., ∆Wn ∼ N (0,∆tn). This property enables straight-

forward simulation of the Brownian motion. Using the Euler–Maruyama discretization, the forward

SDE can be approximated as:

Xtn+1
−Xtn ≈ µ(tn, Xtn)∆tn + σ(tn, Xtn)∆Wn. (3.9)

A similar discretization can be applied to the associated backward SDE:

u(tn+1, Xtn+1)− u(tn, Xtn) ≈ −f
(
tn, Xtn , u(tn, Xtn), σ

T (tn, Xtn)∇u(tn, Xtn)
)
∆tn

+ (∇u(tn, Xtn))
T
σ(tn, Xtn)∆Wn. (3.10)

While the forward SDE (Equation 3.9) contains known terms and can be directly computed,

the backward SDE (Equation 3.10) involves an unknown gradient term ∇u, which complicates its

numerical implementation. Since the final condition is predetermined at T , machine learning tech-

niques such as feed-forward neural networks can be utilized to approximate the solution efficiently

[7].

3.5 Feed-forward Neural Network

Feed-forward neural networks (FNNs) are a class of artificial neural networks where connections

between nodes do not form cycles. In the context of solving stochastic differential equations,

these networks serve as function approximators to estimate unknown quantities that arise in the

discretization of backward stochastic differential equations (BSDEs) [7, 9].

A standard feed-forward neural network consists of an input layer, one or more hidden layers,

and an output layer. Each hidden layer comprises multiple neurons, each applying an activation

function to the weighted sum of its inputs. Mathematically, for a given layer l, the output hl is

expressed as:

hl = ϕ(W lhl−1 + bl), (3.11)

where W l and bl are the weight matrix and bias vector for the l-th layer, respectively, and ϕ

represents the activation function, typically chosen as ReLU or sigmoid for efficient training.

In the numerical approximation of BSDEs, the feed-forward neural network is used to param-

eterize the function Zt = σT (t,Xt)∇u(t,Xt), which is unknown in the backward discretization

scheme[7, 9]. The neural network takes the state variable Xt as input and outputs an approxima-

tion:
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Zt ≈ Zθ
t = (σT∇u)(t,Xt; θ), (3.12)

where θ represents the trainable parameters of the network. The network is trained to mini-

mize the mean squared error between the predicted and true values of Zt, ensuring an accurate

approximation.

To improve the efficiency of the approximation, the network consists of multiple hidden layers

with non-linear activation functions. At each discrete time step tn, a subnetwork approximates the

gradient, and by stacking these subnetworks sequentially, a deep neural network is constructed.

This hierarchical structure captures complex dependencies within the stochastic process.

During training, optimization techniques such as stochastic gradient descent (SGD) or Adam

are used to adjust the network parameters iteratively [7]. The learning process minimizes the

overall loss function, which accounts for the discrepancy between the computed and expected

terminal conditions.

By leveraging feed-forward neural networks, the numerical scheme can efficiently approximate

solutions to high-dimensional BSDEs, making the deep BSDE method a powerful tool for solving

nonlinear PDEs arising in financial mathematics and other applied fields [7, 9, 14] .

3.6 Deep BSDE Method

This section outlines the deep BSDE method as presented in previous research [7, 9].

A parabolic partial differential equation (PDE), such as Equation 2.7, can be reformulated as a

Markovian backward stochastic differential equation (BSDE), following the nonlinear Feynman-Kac

representation in Equation 2.8 [15]. To numerically approximate the BSDE, the Euler-Maruyama

scheme (Equation 3.10) is applied [12], allowing for simulation. However, since the value of Zt =

σT (t,Xt)∇u(t,Xt) is unknown, it must be estimated at each discrete time step tn. This estimation

can be performed using a feed-forward neural network:

σT (tn, Xn)∇u(tn, Xn) = (σT∇u)(tn, Xn) ≈ (σT∇u)(tn, Xn; θn), n = 1, . . . , N − 1, (3.13)

where θn represents the trainable parameters of the neural network. The approach involves

defining a subnetwork with two hidden layers at each time step tn, and by stacking all subnetworks

sequentially, a deep neural network is constructed.

Once the network structure is established, the function Yn = u(tn, Xn) can be recursively

determined using the gradient approximation given by Equation 3.10. To improve the accuracy

of this estimation, the solution pair Y0 and Z0 are treated as parameters of the network, denoted

as θu0 and θZ0 , respectively. The loss function is designed to minimize the mean squared error

between the final computed value and the expected terminal condition:

l(θ) = E
[
|g(XN )− û({Xn}0≤n≤N , {Wn}0≤n≤N )|2

]
. (3.14)

To ensure proper initialization, θu0
and θZ0

are assigned random values at t0 = 0, following the

approach used in previous studies [7, 9]. A uniform random distribution is commonly applied for

this initialization.

For optimization, stochastic gradient descent (SGD) or its adaptive variant, Adam [11], is

employed to iteratively refine the network parameters, reducing the mean squared error. The

methodological framework of the deep BSDE approach is summarized in Figure 3.1.
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Figure 3.1: Flowchart illustrating the deep BSDE methodology.

In the context of this thesis, the proposed problem is linked to option pricing under varying in-

terest rates, as introduced in Section 4.2. Specifically, the forward-backward stochastic differential

equation (F-BSDE) governing the price dynamics of the financial instrument is given by:

dXt = Xt(µdt+ σdWt), (3.15)

dYt =

(
r1(Yt −

Zt

σ
)+ − r2(Yt −

Zt

σ
)− +

Zt

σ
µ

)
dt+ ZtdWt, (3.16)
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where X0 = x and the terminal condition is YT = g(XT ). Here, Yt represents the option price at

time t, computed in a backward manner, while Xt denotes the underlying asset price, which follows

a geometric Brownian motion (GBM). The process Wt is a standard Brownian motion under the

risk-neutral measure. The function Zt corresponds to the control process (often interpreted as the

hedge ratio), and σ is the volatility of the underlying asset. The constants r1 and r2 represent the

borrowing and lending interest rates, respectively. The terms (·)+ and (·)− denote the positive and

negative parts of the expression, defined as x+ = max(x, 0) and x− = max(−x, 0), respectively.

Finally, µ is the drift of the underlying asset under the real-world measure.

Zt = σT (t,Xt)∇u(t,Xt). (3.17)

This formulation aligns with the financial interpretation of the deep BSDE method, where Xt

represents the underlying asset price evolution, while Yt determines the contingent claim’s value.

The deep learning approach provides a powerful tool for solving these types of problems efficiently.
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Chapter 4

Numerical Result

This chapter presents the numerical implementation and results of the Deep BSDE solver for

pricing a 1D European call option and a 100D nonlinear derivative. The experiments evaluate

key hyperparameters—network depth, neuron count, time steps, and training iterations—against

benchmark solutions. Findings highlight convergence behavior, accuracy, and computational effi-

ciency, providing insights into optimal solver configurations.

4.1 Implementation and Analysis Procedure

The numerical analysis in this thesis follows a structured four-step approach to solving high-

dimensional pricing problems using backward stochastic differential equations (BSDEs). First, the

pricing problem is reformulated as a BSDE, leveraging the nonlinear Feynman–Kac representation

to connect the solution of a parabolic partial differential equation (PDE) with a corresponding

forward–backward stochastic system. Second, the BSDE is discretized in time using the Euler

scheme, as introduced in [5], resulting in a tractable numerical scheme. Third, the discretized

BSDE is solved using a deep learning-based method—specifically, the Deep BSDE solver proposed

in [9, 7].

The implementation is written in Python and builds on the publicly available repository

https://github.com/frankhan91/DeepBSDE (Downloaded 2 February 2025), which has been adapted

for the problem settings studied in this thesis. All numerical results are obtained on a MacBook

Air (2022) equipped with an Apple M2 chip and 8GB of memory, running macOS Ventura 13.3.

The Deep BSDE solver approximates the unknown gradient term Zt using a feed-forward neural

network composed of four hidden layers, each with ReLU activations and batch normalization.

The solver is trained via the Adam optimizer, and the network parameters are tuned to minimize

the terminal discrepancy from the given payoff function. Two main problem settings are explored:

pricing a European call option in one dimension, and a high-dimensional nonlinear pricing problem

with different borrowing and lending rates in 100 dimensions.

For evaluation, benchmark values are used to assess the accuracy of the numerical solutions.

In the one-dimensional setting, the benchmark value is 10.451, computed using the closed-form

Black–Scholes formula. In the high-dimensional nonlinear case, the benchmark value is 21.299,

which is considered the ground truth based on results obtained by [8]. These references serve as

standards against which the convergence and reliability of the Deep BSDE solver are evaluated.

Each training iteration uses a batch of 64 Monte Carlo simulations (Brownian motion paths),

which are resampled independently at every step. Therefore, with 5000 iterations, the total number
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of simulated paths used during training is 320,000. This Monte Carlo sampling forms the basis

for estimating expectations in the loss function and is critical to the accuracy and variance of the

solution.

Finally, a numerical investigation is conducted to assess the convergence behavior of the Deep

BSDE method. Specifically, the impact of varying key algorithmic parameters is examined, includ-

ing the number of time discretization steps, hidden layers, neurons per layer, and total training

iterations. This evaluation provides insight into both the accuracy and stability of the method

under different computational configurations.

Unless otherwise specified, tables in the results section report performance metrics grouped

by the parameter under investigation (e.g., hidden layers, time steps), with averages taken over

different combinations of the remaining parameters. This approach enables the isolation of each

parameter’s effect without fixing all other values.

For transparency and reproducibility, the parameter ranges used across the experiments are as

follows: the number of time steps was varied between 10, 20, and 30; the number of hidden layers

between 2, 3, 4; and the number of neurons per layer 110, 160, 210. In the 1-dimensional experi-

ments, the number of training iterations ranged from 1000 to 7000, while in the 100-dimensional

experiments, iterations were tested at 2500, 5000, and 7500.

4.2 Numerical Results: 1-Dimensional European Call Op-

tion

This section examines the numerical performance of the Deep BSDE solver applied to the pricing

of a European call option under the classical Black–Scholes model. The option has a strike price

K = 100, an initial asset price S0 = 100, volatility σ = 0.2, risk-free interest rate r = 0.05, and

time to maturity T = 1. The terminal payoff is defined by g(ST ) = max(ST − K, 0). For these

parameters, the analytical Black–Scholes formula yields a reference price of Y0 = 10.451, which is

used as a benchmark for evaluating the solver’s accuracy.

To systematically assess solver performance, all combinations of four key hyperparameters—number

of hidden layers, neurons per layer, time steps, and training iterations—were explored. This pro-

duced a total of 189 unique configurations. Each configuration was evaluated once, and performance

was analyzed by grouping results across hyperparameter categories to identify general trends and

sensitivities. The tested values for each parameter were: time steps N = {10, 20, 30}, hidden layers

= {2, 3, 4}, neurons per layer = {110, 160, 210}, and training iterations ranging from 1000 to 7000

in increments of 1000.

Each row in the grouped tables below aggregates results over all configurations where the listed

parameter was fixed. All other hyperparameters vary across the full sweep described above (189

combinations total).

4.2.1 Impact of Network Architecture and Training Parameters

The evaluation begins by examining how key architectural choices and training parameters affect

the accuracy and performance of the solver. These include the number of hidden layers, number

of neurons per layer, number of time discretization steps, and the number of training iterations.

The results are presented in grouped form: each table shows performance metrics aggregated

over all configurations where the selected parameter takes a specific value, while the other param-

eters vary across their respective tested values. This approach highlights the general influence of
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each individual parameter on solver accuracy and runtime, without fixing all others.

Table 4.1 through Table 4.10 provide a detailed breakdown of these experiments.

Hidden Layers. As shown in Table 4.1, the best approximation of Ŷ0 is obtained with 2 hidden

layers, achieving the smallest relative error δŶ0 = 0.2381. Increasing the number of hidden layers

to 3 and 4 does not improve accuracy and in fact results in slightly higher errors. Additionally,

deeper networks lead to increased runtime, which highlights a trade-off between model complexity

and computational efficiency.

Table 4.1: Summary of 1D Network Performance by Hidden Layers

Hidden Layer Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2 10,2269 0,5480 0,2381 30,5632 42,5562 73,81

3 10,1756 0,6188 0,2845 30,3631 41,8350 124,17

4 10,1702 0,6857 0,2947 31,9016 42,5001 176,21

Training Iterations. The number of training iterations has a significant impact on both ac-

curacy and stability (Table 4.2). With only 1000 iterations, the relative error exceeds 1.5%. As

the number of iterations increases, Ŷ0 converges rapidly toward the benchmark. At 5000 itera-

tions, the relative error drops below 0.02%, and standard deviation is minimized. No substantial

improvement is seen beyond 5000 iterations.

Table 4.2: Summary of 1D Network Performance by Iterations

Iterations Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

1000 8,9503 0,8552 1,5007 124,5197 20,5902 37,93

2000 10,1504 0,2795 0,3009 49,1843 10,2626 66,96

3000 10,4297 0,0461 0,0351 20,7077 4,9782 94,33

4000 10,4486 0,0240 0,0187 7,8131 1,3283 123,81

5000 10,4556 0,0185 0,0160 4,9330 2,0462 153,30

6000 10,4490 0,0185 0,0147 4,6058 2,0366 180,52

7000 10,4527 0,0264 0,0208 4,8348 2,1279 216,26

Neurons per Layer. Table 4.3 shows that moderate-sized networks (e.g., 110 neurons) yield

better or comparable results than larger networks (210 neurons), suggesting that increased model

complexity does not always lead to better accuracy.

Table 4.3: Summary of 1D Network Performance by Number of Neurons

Neurons Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

110 10,2473 0,4832 0,2149 28,8826 38,5875 81,00

160 10,2246 0,5430 0,2385 31,2005 41,7089 124,94

210 10,1008 0,7838 0,3637 32,7448 46,1798 168,25

Time Discretization. Results in Table 4.4 indicate that increasing the number of time steps

from 10 to 30 slightly improves accuracy, although the improvement is not strictly monotonic and

comes with increased computational cost.
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Table 4.4: Summary of 1D Network Performance by Time Steps

Time Steps Ŷ0 Ŷ0 std δŶ0 l̂ l̂ std Runtime (s)

10 10,1890 0,6089 0,2711 29,9484 39,5775 54,05

20 10,1753 0,6763 0,2912 29,0654 40,1676 125,17

30 10,2084 0,5715 0,2549 33,8141 46,6486 194,97

4.2.2 Grouped Parameter Effects

To better understand the joint influence of network architecture and training parameters in the

one-dimensional vanilla call option setting, results are grouped based on pairs of hyperparameters.

This approach reveals how combinations of time discretization steps, network depth and width,

and training iterations affect accuracy and runtime. Since the model architecture includes one

sub-network per time step, increasing the number of time discretization steps implicitly increases

the overall network depth

Table 4.5 indicates that increasing the number of neurons from 110 to 160 improves accuracy,

especially at higher time steps. For instance, at N = 30 time steps, increasing neurons from 110

to 160 reduces the relative error from 0.0227 to 0.0182, although further increasing to 210 neurons

leads to a slight deterioration in accuracy and a substantial increase in runtime.

Table 4.5: Summary of results for 1D: Time Steps and Neurons

Time Steps Neurons Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)
10 110 10.1838 0.5455 0.0264 27.7465 34.9197 33.6667
10 160 10.2271 0.5722 0.0227 29.7388 39.3210 53.1905
10 210 10.1562 0.7223 0.0288 32.3599 45.5962 75.2857
20 110 10.3339 0.2588 0.0126 26.4620 36.5282 81.4762
20 160 10.1733 0.6673 0.0276 29.1980 40.0941 124.4286
20 210 10.0186 0.9238 0.0434 31.5363 45.2355 169.6190
30 110 10.2241 0.5887 0.0227 32.4393 45.1818 127.8571
30 160 10.2734 0.3687 0.0182 34.6648 47.1182 197.1905
30 210 10.1275 0.7199 0.0323 34.3381 49.8131 259.8571

Figure 4.1 shows how the accuracy varies with neuron count and time discretization. Accuracy

improves when increasing neurons to 160, especially with more time steps. However, performance

can deteriorate with further width, indicating diminishing returns.
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Figure 4.1: Relative Error by Time Steps and Neurons

Table 4.6 shows a similar trend for network depth. For most time discretizations, the best

accuracy is achieved at either 2 or 4 hidden layers. Specifically, at N = 30, the configuration

with 4 hidden layers yields a relative error of 0.0181, outperforming shallower networks. However,

this improvement comes with higher computational cost, as runtime increases from 117 seconds (2

layers) to over 274 seconds (4 layers).

Table 4.6: Summary of results for 1D: Time Steps and Hidden Layers

Time Steps Hidden Layers Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

10 2 10.2635 0.4034 0.0189 28.6099 38.5397 31.00

10 3 10.1742 0.6160 0.0271 27.6533 33.9904 54.05

10 4 10.1294 0.7730 0.0318 33.5820 46.8386 77.10

20 2 10.2417 0.6263 0.0217 29.2685 42.4491 73.05

20 3 10.1734 0.5828 0.0272 29.3767 41.9625 125.86

20 4 10.1108 0.8227 0.0347 28.5511 37.9269 176.62

30 2 10.1754 0.6094 0.0277 33.8111 48.0636 117.38

30 3 10.1794 0.6841 0.0274 34.0592 49.8622 192.62

30 4 10.2703 0.4087 0.0181 33.5718 44.1522 274.90

Table 4.7 clearly demonstrates the strong influence of training iterations on accuracy. For

all time step configurations, increasing the number of iterations leads to rapid convergence. For

instance, with 20 time steps, relative error drops from 0.1516 at 1000 iterations to 0.0015 at 6000

iterations, confirming the importance of sufficient number of Iterations.

Figure 4.2 shows convergence trends across iteration counts. All time step settings benefit

significantly from increased training, particularly in the range from 1000 to 5000 iterations.
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Table 4.7: Summary of results for 1D: Time Steps and Iterations

Time Steps Iterations Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)
10 1000 8.9744 0.8623 0.1413 119.1173 25.8672 16.89
10 2000 10.1470 0.3261 0.0291 40.4137 5.3219 29.44
10 3000 10.4086 0.0519 0.0041 19.1326 4.0601 41.67
10 4000 10.4482 0.0238 0.0018 8.7851 1.0744 54.33
10 5000 10.4494 0.0187 0.0013 7.5813 1.0508 66.22
10 6000 10.4412 0.0133 0.0013 7.0890 1.3922 78.78
10 7000 10.4544 0.0350 0.0027 7.5199 1.0296 91.00
20 1000 8.8667 1.0304 0.1516 118.8578 14.7193 38.00
20 2000 10.0944 0.3331 0.0342 47.5722 3.5552 67.44
20 3000 10.4387 0.0428 0.0027 17.9728 3.7429 94.11
20 4000 10.4551 0.0198 0.0014 6.9157 1.2048 124.89
20 5000 10.4525 0.0191 0.0016 4.0954 0.3085 155.56
20 6000 10.4617 0.0153 0.0015 3.9739 0.4358 180.56
20 7000 10.4576 0.0264 0.0021 4.0702 0.5827 215.67
30 1000 9.0096 0.7478 0.1379 135.5841 16.8956 58.89
30 2000 10.2099 0.1706 0.0231 59.5670 9.5181 104.00
30 3000 10.4416 0.0404 0.0033 25.0177 4.2362 147.22
30 4000 10.4424 0.0287 0.0021 7.7384 1.0740 192.22
30 5000 10.4649 0.0157 0.0017 3.1222 0.2001 238.11
30 6000 10.4441 0.0207 0.0014 2.7546 0.3327 282.22
30 7000 10.4459 0.0163 0.0012 2.9143 0.6309 342.11

Figure 4.2: Relative Error vs Iterations for Different Time Steps

In Table 4.8, deeper networks with more neurons generally perform worse in terms of accuracy.

The best-performing combinations are often associated with moderate width and depth. Notably,

a 2-layer network with 160 neurons per layer achieves a relative error of 0.3109, whereas deeper

or wider networks such as 4 layers and 210 neurons result in significantly worse performance

(δŶ0 = 0.8809).
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Table 4.8: Summary of results for 1D: Hidden Layers and Neurons

Hidden Layers Neurons Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2 110 10.2760 0.4675 0.3811 28.7105 40.1389 50.86

2 160 10.3037 0.3161 0.3109 31.2213 43.2214 72.86

2 210 10.1009 0.7661 0.7431 31.7577 46.1455 97.71

3 110 10.1716 0.5738 0.5745 28.9217 40.4504 80.76

3 160 10.1783 0.6149 0.5717 29.1836 39.5410 121.81

3 210 10.1770 0.6925 0.5687 32.9840 47.0631 169.95

4 110 10.2941 0.4084 0.3401 29.0156 36.9928 111.38

4 160 10.1918 0.6526 0.5553 33.1966 44.1907 180.14

4 210 10.0246 0.9088 0.8809 33.4926 47.5916 237.10

Tables 4.9 and 4.10 further reinforce the importance of number of itearions. Across all ar-

chitectures and widths, accuracy consistently improves with more iterations. The best results

are typically found at 5000–6000 iterations, beyond which improvements become marginal while

runtime continues to increase.

Table 4.9: Summary of results for 1D: Hidden Layers and Iterations

Hidden Layers Iterations Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2 1000 9.1846 0.8504 0.1212 126.3746 15.0637 24.78

2 2000 10.1490 0.2984 0.0289 46.6772 11.8357 41.11

2 3000 10.4402 0.0332 0.0021 19.6895 4.4183 57.56

2 4000 10.4583 0.0190 0.0016 7.6583 1.9289 73.67

2 5000 10.4522 0.0233 0.0018 4.8050 2.1151 89.78

2 6000 10.4409 0.0235 0.0019 4.2664 1.7574 106.22

2 7000 10.4629 0.0268 0.0021 4.4711 2.1758 123.56

3 1000 8.8741 0.7283 0.1509 123.1728 21.7168 38.33

3 2000 10.1350 0.3468 0.0303 48.3664 7.3895 67.78

3 3000 10.4394 0.0449 0.0031 19.4637 4.7343 94.00

3 4000 10.4359 0.0245 0.0018 7.7434 1.0368 123.44

3 5000 10.4488 0.0128 0.0011 4.8684 1.8645 154.67

3 6000 10.4528 0.0110 0.0009 4.4085 1.5792 180.78

3 7000 10.4434 0.0292 0.0024 4.5184 1.8320 210.22

4 1000 8.7920 1.0133 0.1587 124.0118 25.9445 50.67

4 2000 10.1673 0.2098 0.0271 52.5092 11.2847 92.00

4 3000 10.4094 0.0556 0.0049 22.9699 5.4722 131.44

4 4000 10.4515 0.0248 0.0019 8.0376 0.9217 174.33

4 5000 10.4659 0.0148 0.0018 5.1255 2.3648 215.44

4 6000 10.4534 0.0182 0.0014 5.1426 2.7203 254.56

4 7000 10.4517 0.0219 0.0014 5.5149 2.4173 315.00

Figure 4.3 illustrates the influence of network depth across different time discretizations and

neurons per layer. The configuration with 4 layers and 7000 iterations has the best accuracy as

seen in 4.9, but at increased runtime

26



Figure 4.3: Relative Error vs Iterations for Different Hidden Layers

Table 4.10: Summary of results for 1D: Neurons and Iterations

Neurons Iterations Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

110 1000 9.2774 0.6449 0.1123 114.1999 16.7402 28.33

110 2000 10.1960 0.3094 0.0244 47.1844 7.5029 46.67

110 3000 10.4377 0.0212 0.0017 19.0950 5.8639 63.00

110 4000 10.4583 0.0147 0.0011 7.2616 0.8515 82.78

110 5000 10.4564 0.0169 0.0014 5.2493 2.4926 98.89

110 6000 10.4543 0.0182 0.0014 4.4369 1.9012 115.22

110 7000 10.4507 0.0253 0.0017 4.7512 1.7516 132.11

160 1000 9.1380 0.7978 0.1256 124.5884 10.4695 37.56

160 2000 10.2081 0.2033 0.0232 48.8650 12.5009 65.67

160 3000 10.4344 0.0432 0.0034 21.4205 5.6446 93.44

160 4000 10.4395 0.0242 0.0018 8.5850 1.4439 121.33

160 5000 10.4573 0.0176 0.0015 5.0046 2.2103 147.33

160 6000 10.4395 0.0213 0.0019 4.8360 2.3342 178.00

160 7000 10.4554 0.0296 0.0023 5.1041 2.5173 231.22

210 1000 8.4354 0.9308 0.1929 134.7708 27.3856 47.89

210 2000 10.0472 0.3143 0.0387 51.5034 10.9117 88.56

210 3000 10.4169 0.0657 0.0050 21.6076 3.1447 126.56

210 4000 10.4480 0.0296 0.0024 7.5927 1.3628 167.33

210 5000 10.4531 0.0224 0.0017 4.5450 1.4903 213.67

210 6000 10.4532 0.0133 0.0010 4.5447 2.0787 248.33

210 7000 10.4518 0.0272 0.0019 4.6491 2.2765 285.44

Overall, these grouped analyses support the conclusion that in the 1D setting, model accuracy

is primarily driven by the number of training iterations, followed by the number of time steps.

While increasing network depth and width can help, excessive size leads to diminishing returns

or even degraded performance, especially when not paired with sufficient training. Configurations

that balance architectural complexity with training time and temporal resolution tend to achieve

the best trade-offs between runtime and accuracy.
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4.2.3 Best and Worst Configurations

Table 4.11 ranks all tested configurations for the 1D vanilla call option based on relative error. The

most accurate result was achieved using 30 time steps, 4 hidden layers, 6000 training iterations,

and 110 neurons per layer, which is in agreement with the convergence theory, stating that a higher

number of time steps (such as 30) leads to a lower time discretization error.T his configuration

produced an exact match with the benchmark, yielding a relative error of zero at a runtime of 253

seconds.

Several other high-performing configurations involved 10–30 time steps, 2–4 hidden layers,

and at least 3000 training iterations. Notably, even lightweight models such as 10 time steps,

2 hidden layers, 5000 iterations, and 110 neurons were able to achieve excellent accuracy (δŶ0 =

3.83×10−5) in under 30 seconds. These results suggest that with careful tuning, relatively compact

architectures can still attain near-optimal accuracy in the 1D setting.

On the other hand, the worst-performing configurations almost all included only 1000 training

iterations, combined with deeper or wider networks. Relative errors in these cases exceeded 0.2,

with some reaching above 0.3. This underscores the critical importance of sufficient training:

even large networks cannot compensate for undertraining, and may in fact amplify error due to

instability or overfitting. These configurations also had some of the highest runtime-to-accuracy

ratios, providing little value despite their increased computational effort.

Table 4.11: Top 10 and worst of all combination for relative error and time cost

Time Steps HL Iterations Neurons Ŷ0 δ Ŷ0 l̂ Runtime (s)

30 4 6000 110 10.451 0 3.2512 253

10 4 3000 110 10.4512 1.91369E-05 18.8110 36

10 3 4000 110 10.4513 2.87054E-05 7.8955 33

10 2 5000 110 10.4514 3.82738E-05 8.5940 26

10 2 6000 210 10.4503 6.69792E-05 5.2884 61

30 2 7000 210 10.4501 8.61162E-05 2.9509 265

30 4 7000 110 10.4499 0.000105253 4.2202 286

30 4 7000 210 10.4495 0.000143527 2.8527 612

20 2 3000 160 10.4493 0.000162664 15.9636 58

20 3 4000 110 10.4493 0.000162664 6.5062 80

. . . . . . . .

. . . . . . . .

. . . . . . . .

30 2 1000 110 8.7066 0.166917041 129.7990 31

20 3 1000 210 8.3238 0.203539374 135.9070 49

30 3 1000 110 8.2796 0.207764807 141.6350 45

30 2 1000 210 8.2234 0.213147067 150.1350 48

10 3 1000 160 8.0906 0.225850158 109.8620 17

30 3 1000 210 8.0711 0.227722706 164.1520 74

20 4 1000 160 7.7791 0.255658789 119.9490 50

20 4 1000 210 7.6849 0.264670366 119.2920 64

20 2 1000 210 7.6670 0.266389819 142.2370 30

10 4 1000 210 7.2465 0.306617549 181.7210 31

The relationship between runtime, relative error, and training iterations is further illustrated in
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Figure 4.4: Model Accuracy vs Runtime Colored by Iterations

Figure 4.4. Each configuration is color-mapped by its number of training iterations, with red indi-

cating low (1000) and green indicating high (7000) iteration counts. The best-performing configu-

rations clearly cluster in the mid-to-high iteration range (3000–6000), while the worst-performing

setups are consistently undertrained at just 1000 iterations. Intermediate configurations (circles)

reveal a smooth gradient, underscoring how increased training generally leads to improved accu-

racy. This visualization reinforces the importance of sufficient training effort and helps highlight

the sweet spot between performance and runtime.

4.3 Numerical Results: 100- Dimensional European Call

Spread Option with Different Interest Rates

This experiment considers the pricing of a high-dimensional European call spread option under mar-

ket frictions, specifically asymmetric borrowing and lending rates. The model is a 100-dimensional

backward stochastic differential equation, following the framework introduced in [8] and extended

in [7]. The parameters used in the experiments are the same as in [8, 7], letting the dimension

d = 100, time horizon T = 0.5, volatility σ = 0.2, initial stock price S0 = 100, lending rate

r1 = 0.04, borrowing rate r2 = 0.06, strike prices K1 = 120 and K2 = 150, and drift µ = r2.

The option payoff is defined as a capped spread option with two strike levels:

g(XT ) = max
(
max

i
Xi

T − 120, 0
)
− 2 ·max

(
max

i
Xi

T − 150, 0
)
,

which introduces a nonlinear structure with limited upside. The first strike price is at 120, where

the payoff starts increasing, and the second strike at 150 introduces a cap by subtracting double

the excess. Due to the absence of a closed-form solution, the reference value Y0 = 21.299 from

prior literature to evaluate solver performance. The results are assessed in terms of the estimated

solution Ŷ0, the relative error δŶ0, the loss functionl̂ used for comparison, and the runtime.

To explore the solver’s behavior under varying configurations, all 81 combinations from a 3 ×
3× 3× 3 grid spanning hidden layers, neurons per layer, time steps, and training iterations. Each

configuration was evaluated once, and results were analyzed in grouped form to assess the impact
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of individual and combined hyperparameter settings. The specific parameter values tested were:

time steps N = {10, 20, 30}, hidden layers = {2, 3, 4}, neurons per layer = {110, 160, 210}, and
training iterations = {2500, 5000, 7500}.

Each row in the grouped tables below aggregates results over all configurations where the listed

parameter was fixed. All other hyperparameters vary across the full sweep described above (81

combinations total).

4.3.1 Impact of Network Architecture and Training Parameters

This section investigates how the solver’s accuracy and efficiency are influenced by variations

in network architecture and key training parameters. Specifically, we assess the impact of the

number of hidden layers, neurons per layer, time discretization steps, and training iterations on

the performance of the Deep BSDE solver.

Each set of results is grouped by one parameter while allowing the others to vary across their

tested ranges. This grouping enables us to isolate and interpret the general effect of each parameter

on solution quality, stability, and computational cost, even in the presence of interactions with other

variables.

Tables 4.12 through 4.21 summarize these results. The metrics reported include the approxi-

mated solution Y0, its standard deviation, the relative error δY0, the loss function l̂, and the average

runtime. These provide a comprehensive view of how different configurations affect both accuracy

and computational performance.

Time Steps. As shown in Table 4.12, increasing the number of time steps generally improves

the approximation. The relative error decreases from 0.0038 at 10 steps to 0.0023 at 30 steps, with

marginal improvement beyond 20 steps. However, this comes at the cost of significantly higher

runtimes. This is because taking more time steps in this algorithm leads to a deeper neural network

for approximating Y0, as each time step corresponds to a layer or module in the architecture.

Table 4.12: Summary of 100D Network Performance by Time Step

Time Steps Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

10 21,2204 0,0471 0,0038 31,8526 4,5339 107,93

20 21,2539 0,0431 0,0024 32,1783 4,1278 235,48

30 21,2513 0,0442 0,0023 32,3832 4,0461 371,85

Hidden Layers. Table 4.13 indicates that deeper networks (e.g., 4 hidden layers) lead to more

accurate approximations. The lowest relative error δŶ0 = 0.0023 was observed for 4 hidden layers,

which also had the smallest standard deviation. However, runtime increases accordingly, especially

between 3 and 4 layers.

Table 4.13: Summary of 100D Network Performance by Hidden Layer

Hidden Layer Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2 21,2385 0,0539 0,0031 31,9276 4,2850 178,33

3 21,2357 0,0492 0,0031 32,2298 4,6950 239,89

4 21,2515 0,0358 0,0023 32,2567 3,6934 297,04
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Neurons per Layer. The results in Table 4.14 show that increasing the number of neurons tends

to slightly improve accuracy, though the benefits are not strictly monotonic. The best balance

appears at 210 neurons, with a low relative error (0.0026) and a moderate runtime trade-off.

Table 4.14: Summary of 100D Network Performance by Neurons

Neuroner Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

110 21,2391 0,0523 0,0029 31,1087 3,0030 165,52

160 21,2350 0,0400 0,0030 32,2243 4,8641 236,56

210 21,2516 0,0475 0,0026 33,0811 4,4052 313,19

Training Iterations. As seen in Table 4.15, the number of training iterations has a significant

effect. The relative error drops from 0.0035 at 2500 iterations to 0.0022 at 5000 iterations. However,

further increasing to 7500 iterations does not yield consistent improvement and adds substantial

runtime.

Table 4.15: Summary of 100D Network Performance by Iterations

Iterationer Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2500 21,2255 0,0519 0,0035 31,0634 3,5924 123,37

5000 21,2568 0,0385 0,0022 33,1604 4,8493 242,85

7500 21,2434 0,0454 0,0028 32,1904 3,9250 349,04

4.3.2 Grouped Parameter Effects

To better understand the interaction between multiple parameters, the results are analyzed in

groups based on pairs of settings. This allows observation of how combinations of time steps,

iterations, network depth, and width jointly influence both accuracy and runtime.

In Table 4.16, observe that combining 30 time steps with 5000 iterations yields the lowest

relative error, δŶ0 = 0.0016. However, this improvement in accuracy comes at the cost of increased

runtime, exceeding 385 seconds.

By contrast, the fastest configuration—10 time steps with 2500 iterations—completed in just

55.56 seconds, but resulted in a higher relative error of δŶ0 = 0.0042. This highlights a clear

trade-off between computational cost and solution accuracy.

Table 4.16: Summary of results for 100D: grouped by TimeSteps and Iterations.

Time Steps Iterations Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

10 2500 21.2092 0.0542 0.0042 29.6715 3.3295 55.56

10 5000 21.2315 0.0364 0.0032 34.3311 5.4927 108.00

10 7500 21.2205 0.0517 0.0040 31.5552 3.6318 160.22

20 2500 21.2301 0.0373 0.0032 32.0309 3.0070 121.56

20 5000 21.2672 0.0385 0.0019 31.1004 4.6406 235.33

20 7500 21.2644 0.0469 0.0019 33.4037 4.6667 349.56

30 2500 21.2371 0.0628 0.0029 31.4877 4.2871 193.00

30 5000 21.2716 0.0305 0.0016 34.0497 4.1854 385.22

30 7500 21.2453 0.0271 0.0025 31.6124 3.5517 537.33
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Figure 4.5 illustrates the trade-off between runtime and accuracy for two representative con-

figurations from Table 4.16. While the 10-step, 2500-iteration setup completes significantly faster,

it exhibits a higher relative error. Conversely, the 30-step, 5000-iteration configuration yields the

lowest error but at a substantial increase in runtime.

Figure 4.5: Trade-off Between Runtime and Accuracy for Selected Configurations

Table 4.17 indicates that higher neuron counts (160 or 210) lead to better accuracy, particularly

when used in conjunction with 20 or 30 time steps. This suggests that increased model capacity

becomes more effective with finer time discretization.

Table 4.17: Summary of results for 100D: grouped by Time Steps and Neurons.

Time Steps Neurons Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

10 110 21.2164 0.0443 0.0039 30.8131 2.9563 72.00

10 160 21.2100 0.0437 0.0042 32.8342 6.3587 108.00

10 210 21.2348 0.0546 0.0033 31.9106 3.9155 143.78

20 110 21.2656 0.0324 0.0017 30.1363 3.1592 163.22

20 160 21.2353 0.0356 0.0030 33.4467 4.4462 233.67

20 210 21.2609 0.0559 0.0024 32.9519 4.2957 309.56

30 110 21.2354 0.0670 0.0031 32.3767 2.7600 261.33

30 160 21.2596 0.0254 0.0019 30.3921 3.2887 368.00

30 210 21.2590 0.0278 0.0020 34.3809 5.0817 486.22

Figure 4.6 shows a heatmap of the relative error δŶ0 across different combinations of neuron

counts and time discretization steps. The results confirm that model accuracy improves with in-

creased network capacity, especially when paired with finer time resolution. Notably, configurations

with 160 or 210 neurons yield lower errors when combined with 20 or 30 time steps.
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Figure 4.6: Relative Error by Neurons and Time Steps

As seen in Table 4.18, the combination of 30 time steps and 4 hidden layers provides one of

the most accurate configurations, with a relative error of δŶ0 = 0.0019. This comes with a notable

increase in runtime, which reaches approximately 458 seconds.

Table 4.18: Summary of results for 100D: grouped by Time Steps and Hidden Layer.

Time Steps Hidden Layer Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

10 2 21.2091 0.0454 0.0042 33.3935 5.0041 79.44

10 3 21.2216 0.0543 0.0039 31.8264 5.4649 107.33

10 4 21.2306 0.0442 0.0032 30.3380 2.5783 137.00

20 2 21.2473 0.0633 0.0030 30.7989 4.3508 176.00

20 3 21.2523 0.0340 0.0023 33.6297 4.6830 234.78

20 4 21.2622 0.0272 0.0017 32.1063 3.1623 295.67

30 2 21.2589 0.0429 0.0020 31.5905 3.4241 279.56

30 3 21.2333 0.0566 0.0031 31.2332 4.0421 377.56

30 4 21.2617 0.0271 0.0019 34.3259 4.3247 458.44

Table 4.19 further supports the finding that configurations with 5000 iterations and 4 hidden

layers consistently achieve relative errors below 0.002. This indicates that increasing both depth

and training duration is beneficial for model accuracy, provided that computational resources

permit.
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Table 4.19: Summary of results for 100D: grouped by Iterations and Hidden Layer.

Iterations Hidden Layer Ŷ0 Ŷ0 std δ Ŷ0 l̂ l̂ std Runtime (s)

2500 2 21.2082 0.0537 0.0043 31.5242 2.9122 90.33

2500 3 21.2300 0.0586 0.0033 29.6467 3.5106 124.33

2500 4 21.2382 0.0435 0.0029 32.0192 4.1967 155.44

5000 2 21.2655 0.0395 0.0020 32.7230 5.3497 185.56

5000 3 21.2414 0.0434 0.0028 32.9336 5.4119 244.67

5000 4 21.2634 0.0313 0.0018 33.8246 4.2130 298.33

7500 2 21.2416 0.0559 0.0030 31.5358 4.6374 259.11

7500 3 21.2357 0.0497 0.0033 34.1090 4.2414 350.67

7500 4 21.2529 0.0306 0.0022 30.9265 2.0380 437.33

In Table 4.20, configurations with 5000 iterations and 110–210 neurons achieve low relative

errors in the range of 0.0020 to 0.0024. This suggests that increasing both training time and

network width helps reduce error, although runtime also grows significantly

Table 4.20: Summary of results for 100D: grouped by Iterations and Neurons.

Iterations Neurons Ŷ0 Ŷ0 std δŶ0 l̂ l̂ std Runtime (s)

2500 110 21.2186 0.0647 0.0038 31.6088 3.2610 85.78

2500 160 21.2287 0.0432 0.0033 32.0276 3.8586 122.22

2500 210 21.2291 0.0512 0.0033 29.5537 3.5318 162.11

5000 110 21.2611 0.0348 0.0020 31.5308 3.9178 171.11

5000 160 21.2506 0.0384 0.0023 34.0483 6.3643 238.00

5000 210 21.2587 0.0455 0.0024 33.9020 4.0101 319.44

7500 110 21.2376 0.0497 0.0029 30.1865 1.3735 239.67

7500 160 21.2256 0.0381 0.0035 30.5970 3.8386 349.44

7500 210 21.2670 0.0419 0.0021 35.7877 3.3934 458.00

Table 4.21 presents results grouped by hidden layers and neurons. The configuration with 4

hidden layers and 210 neurons achieves the best relative error of δŶ0 = 0.0018, although it is also

the most computationally expensive in this group.

Table 4.21: Summary of results for 100D: grouped by Hidden Layer and Neurons.

Hidden Layer Neurons Ŷ0 Ŷ0 std δŶ0 l̂ l̂ std Runtime (s)

2 110 21.2287 0.0495 0.0033 31.3902 3.0176 128.11

2 160 21.2369 0.0420 0.0029 32.6556 6.2358 175.44

2 210 21.2498 0.0705 0.0031 31.7371 3.2742 231.44

3 110 21.2447 0.0655 0.0027 29.6592 2.2435 164.56

3 160 21.2177 0.0356 0.0038 32.8957 5.3557 236.56

3 210 21.2448 0.0420 0.0028 34.1344 5.0900 318.56

4 110 21.2439 0.0442 0.0027 32.2767 3.3439 203.89

4 160 21.2503 0.0397 0.0023 31.1217 2.6907 297.67

4 210 21.2602 0.0219 0.0018 33.3718 4.8025 389.56
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4.3.3 Best and Worst Configurations

Table 4.22 ranks all tested configurations by their relative error. The best result was achieved with

30 time steps, 4 hidden layers, 5000 iterations, and 160 neurons, producing δŶ0 = 1.13×10−4 with

a runtime of 470 seconds.

Other top-performing combinations typically involved 20–30 time steps and 4 hidden layers,

along with a sufficient number of training iterations. In contrast, the worst configurations often

had too few iterations (e.g., 2500), shallow networks, or suboptimal neuron counts, resulting in

relative errors exceeding 0.006 and in some cases approaching 0.01.

Table 4.22: Top 10 and worst of all combination for relative error and time cost

Time Steps HL Iterations Neurons Ŷ0 δ Ŷ0 l̂ Runtime (s)

30 4 5000 160 21.2966 0.000112681 33.5285 470

20 2 7500 110 21.2936 0.000253533 28.0486 187

20 4 7500 210 21.2928 0.000291093 35.0886 569

30 2 2500 160 21.2920 0.000328654 33.0951 142

20 4 7500 110 21.2889 0.000474201 30.3224 299

30 4 5000 110 21.3095 0.000492981 34.7509 341

20 3 5000 210 21.2868 0.000572797 32.3755 322

20 3 5000 110 21.3114 0.000582187 25.3065 160

20 4 7500 160 21.2862 0.000600967 28.1917 448

10 3 2500 110 21.2855 0.000633833 28.9486 39

. . . . . . . .

. . . . . . . .

. . . . . . . .

30 2 2500 110 21.1726 0.005934551 34.0658 103

10 4 2500 160 21.1722 0.005953331 31.3776 71

10 3 5000 160 21.1718 0.005972111 41.5748 109

10 2 2500 160 21.1659 0.00624912 36.6286 41

10 4 2500 110 21.1641 0.006333631 27.3993 47

10 3 7500 160 21.1631 0.006380581 31.1743 158

10 2 7500 110 21.1521 0.006897037 30.3138 80

20 2 2500 210 21.1516 0.006920513 28.7160 112

10 2 2500 210 21.1469 0.00714118 28.8473 52

30 3 2500 110 21.0942 0.009615475 28.8672 134

Figure 4.7 illustrates the trade-off between accuracy and runtime. The green markers indicate

the top 10 configurations with the lowest relative error, while the red markers represent the 10

worst. Notably, the best-performing setups tend to have significantly longer runtimes, underscoring

the computational cost of achieving high accuracy. Conversely, configurations with the shortest

runtimes often yield the poorest results. This visualization highlights the importance of balancing

model complexity, training effort, and computational resources.
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Figure 4.7: Accuracy vs Runtime

4.4 Discussion of Results

The numerical results show that the Deep BSDE solver provides accurate pricing in both the linear

and nonlinear settings studied. In the 1D linear case, the predicted option price converges closely

to the analytical Black–Scholes benchmark. In the high-dimensional nonlinear case (100D call

spread with asymmetric interest rates), the solver also performs stably and achieves a result close

to the benchmark value from the literature.

The number of training iterations had the most significant impact on solver performance.

Accuracy improved consistently as the number of iterations increased, with diminishing returns

observed beyond 5000 iterations. Lower iteration counts, such as 1000 or 2000, resulted in signifi-

cantly higher relative errors and variance. This highlights the importance of sufficient number of

iterations for stable convergence.

An important factor is the total number of Monte Carlo simulations, which is the product of

batch size and iterations. With a batch size of 64 and 5000 iterations, a total of 320,000 paths

were used in training. It is worth noting that the number of Monte Carlo simulations is not an

independent factor from the number of iterations, but rather intrinsically connected to it through

multiplication—more iterations directly imply more simulations. This appears sufficient in both

problem settings to achieve low error and stable predictions, indicating that sample size plays an

important role in reducing variance during training.

With respect to network depth, shallower networks performed best in the 1D linear case. In

particular, networks with 2 hidden layers achieved the lowest relative errors and fastest runtimes.

Increasing depth to 3 or 4 layers led to slightly worse accuracy and significantly longer runtimes.

In the nonlinear high-dimensional case, however, deeper architectures were more competitive and

sometimes necessary to reach lower error. This suggests that deeper networks are more suitable

for complex problems, while shallower ones suffice for linear problems.

The number of neurons per layer also influenced performance. Networks with 110 neurons
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generally outperformed those with 160 or 210 neurons, especially in the linear 1D case. Larger

networks did not consistently improve accuracy and sometimes performed worse, possibly due to

overfitting or optimization difficulties. At the same time, they increased computation time signif-

icantly. This indicates that moderately sized networks strike a good balance between complexity

and efficiency.

Across all experiments, results confirmed that the most critical factors for solver performance

were the number of training iterations and network depth, followed by neuron count and number

of time steps. Excessively deep or wide networks did not improve results without corresponding

increases in training time, and in some cases, led to worse outcomes. It should also be noted that

the number of time steps directly affects the network depth when approximating Y0, since each

time step typically corresponds to an additional layer or block in the architecture. Therefore, time

steps can be considered a parameter that directly influences the network depth.
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Chapter 5

Conclusion

This thesis has explored the pricing of European options through the lens of backward stochastic

differential equations (BSDEs), with a particular emphasis on the Deep BSDE method for nu-

merical approximation. Traditional models like Black–Scholes, while foundational, face critical

limitations in high-dimensional or nonlinear financial settings. BSDEs provide a more flexible

framework that can accommodate such complexities, and when paired with modern deep learning

techniques, they offer a powerful numerical approximation method.

I implemented and evaluated the Deep BSDE solver on both low- and high-dimensional op-

tion pricing problems. In the one-dimensional setting, the solver closely matched the analytical

Black–Scholes benchmark, demonstrating high accuracy and stability when sufficient training it-

erations were applied. The analysis confirmed that while deeper networks and finer discretizations

improved performance marginally, the number of training iterations was the most influential pa-

rameter for convergence and precision.

In the high-dimensional case, involving a 100-dimensional call spread option with asymmetric

interest rates, the solver continued to perform robustly. Despite the increased complexity and lack

of an analytical solution, the Deep BSDE method achieved near-benchmark accuracy, validating its

capacity to handle realistic market features. Systematic variation of hyperparameters showed that

increasing network depth and number of iterations combined with moderate increases in neurons

and time steps, yields the best trade-off between runtime and solution accuracy.

Overall, the findings of this thesis demonstrate that deep learning-based BSDE solvers represent

a viable and efficient alternative for option pricing, especially in scenarios where traditional numer-

ical methods fall short due to dimensionality or nonlinearity. While there remain challenges—such

as optimal hyperparameter selection and training time—this approach opens the door to scalable,

data-driven pricing models that are well-suited for modern financial markets.

Future work could explore more sophisticated architectures, such as recurrent or transformer-

based networks, or extend the methodology to American-style options and stochastic volatility

models. Additionally, incorporating real market data into the training pipeline could further

validate the practical effectiveness of the Deep BSDE approach.
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