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Abstract
This thesis explores the integration of machine learning and computer vision technologies to

automate calorie intake tracking, aiming to revolutionize traditional methods by leveraging object
detection techniques. The study focuses on training and evaluating different versions of YOLO
object detection model (YOLOv5, YOLOv6, YOLOv7 and YOLOv8) on a custom food dataset.
Through experiments and simulated testing, the performance of these models is analyzed in terms
of accuracy, speed, and practical usability. Additionally, a FastApi web application is developed to
provide a user-friendly interface for capturing and uploading food images, processing them with the
object detection model, and storing the daily calorie intake. The results demonstrate the potential of
machine learning-driven solutions in addressing the challenges of manual calorie tracking, paving
the way for more efficient and accurate dietary management systems.
Results indicate that YOLOv5 and YOLOv6 exhibited similar performance, offering a balance
between accuracy and speed, with YOLOv6 demonstrating slightly better accuracy.
In contrast, YOLOv7-tiny, trained with a smaller image size, showed a significant drop in recall
and F1 scores compared to its predecessors. Conversely, YOLOv8 achieved the highest accuracy
among the tested models due to architecture improvements and optimizations.
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1. Introduction
The desire to automate tasks has given rise to Artificial Intelligence (AI), a powerful force trans-
forming many fields. At the heart of AI lies Machine Learning (ML), a method where computers
learn from data to recognize patterns and make decisions. Deep Learning (DL), a specific type of
ML, has gained significant traction due to its ability to process vast amounts of data, inspired by
the human brain’s structure. This research focuses on computer vision, a branch of AI, specifically
object detection in the context of food recognition for calorie estimation. To fully grasp these
advancements, we first need a clear understanding of the fundamental concepts of AI, ML, DL,
and computer vision.
The modern lifestyle often leads to unhealthy eating habits which contribute to different health
problems such as obesity and nutrition deficiencies. Monitoring daily food intake and controlling
calorie consumption has become a very important need to maintain a healthy lifestyle. However,
tracking food intake manually can be really challenging and often inaccurate because it relies on
tedious and error-prone manual recording.
Furthermore, the complex nature of modern diets, with diverse food options and varying portion
sizes, makes accurate calorie estimation a significant hurdle.
To address these limitations, this thesis aims to explore and evaluate different YOLO architectures,
with the goal of identifying the most accurate and efficient model for food recognition. Through
the evaluation of each model’s strengths and weaknesses, this research will pave the way for devel-
oping a user-friendly web application to facilitate calorie estimation and tracking.
By harnessing the power of image recognition, the system can analyze user-captured food images
and accurately estimate the calorie content of each item using an integrated calorie dataset.
This automated approach not only streamlines the process of calorie tracking but also minimizes
the potential for human error, leading to more reliable and consistent results.

2
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2. Background
In this part of the thesis, we explore the application of artificial intelligence (AI), particularly
machine learning (ML) and deep learning (DL) and specifically computer vision, to the problem
of food recognition and calorie tracking. fundamental knowledge regarding the topic is explained
to provide a solid understanding of the techniques used in this project.

2.1 Artificial intelligence
Artificial intelligence (AI) is a range of techniques and approaches aimed at replicating human
intelligence by machines and computer systems. These intelligence processes include learning,
reasoning, and decision-making. It primarily relies on mathematical equations, pre-existing data,
and the capability to mimic human behavior in order to create intelligent systems that can receive
the environment and make decisions to achieve a specific goal [1, Chapter 2, p. 25].
Artificial Intelligence can be used across different sectors for decision-making, problem-solving, and
language processing. It learns to understand patterns and behaviors through human interaction
and pre-existing data. AI and data are inseparable, with data serving as the lifeblood that enables
the deployment of AI. It is the material from which intelligent systems learn and improve their
performance.

2.2 Machine Learning
Machine learning (ML) is a subset of AI that can be described as a computational process in which
the system learns and evolves from a sequence of tasks and pre-existing data [2, Chapter 1, p. 1].
It refers to the process of training algorithms to recognize and differentiate between patterns and
make decisions based on data. For instance, consider teaching an algorithm to distinguish between
a ball and an orange. Just as humans learn by understanding what colors represent and identifying
objects in our environment (like recognizing a specific color), machine learning follows a similar
path. In essence, machine learning aims to create models that improve their performance over
time through learning from data. In a nutshell, the advancement of machine learning creates a
great opportunity for revolutionizing various sectors by providing solutions that can solve complex
problems across all domains.

2.3 Deep Learning
Deep learning (DL) is a subset of machine learning (ML) that has become a fundamental technology
in the development of intelligent systems. It utilizes artificial neural networks (ANNs) which can
process vast amounts of data and perform tasks that require pattern recognition and accurate
predictions. ANNs have been inspired by the structure and function of the human brain, enabling
machines to process and analyze information in a similar manner. [3].

2.4 Computer Vision
Computer vision is a field of AI that leverages deep learning (DL). It is defined as a technology
that is focused on detecting and understanding visual information. The ability of computers to
interpret visual information and differentiate between objects contributes to the virtual knowledge
of computers. This technology is very beneficial in a wide range of sectors such as the automotive
sector, healthcare, security, entrainment, and manufacturing. Ultimately, the deployment of Com-
puter vision creates a significant opportunity for innovation and efficiency improvement which can
reshape our future [4].
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Figure 1: The relationship between Artificial Intelligence (AI), Machine Learning (ML), Deep
Learning (DL), Computer Vision (CV), and Object Detection.
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3. Related Work
Humans use their brain’s visual cortex to process visual information, classify them and identify
objects. Studying and understanding this process has paved the way for the development of Artifi-
cial Neural Networks (ANNs) that feature image classification, object detection, and segmentation
techniques. These techniques allow machines to interpret visual data similarly to humans.

In the vast landscape of object detection algorithms, YOLO emerges as the most efficient and
widely recognized solution that revolutionized the field of object detection. Since the "You Only
Look Once" paper was published in 2016 by Joseph Redmon, several versions of YOLO have been
developed, and currently it is available in nine main architectures and numerous variants and sizes.
These variations offer different trade-offs between accuracy and speed, making YOLO adaptable
to various tasks.

YOLO has demonstrated remarkable ability in real-time object classification and detection,
making it a preferred choice in industries, such as healthcare, manufacturing, and security. Its
speed and accuracy allow it to process images and videos effectively, leading to adoption in tasks
such as autonomous vehicles, surveillance, and quality control.

The YOLO approach treats object detection as a single-pass regression problem, using image
pixels to predict bounding boxes and class probabilities in these boxes simultaneously. This allows
for detecting multiple bounding boxes and classes at once, contributing to the model’s speed and
accuracy. The original YOLO version was designed to predict bounding boxes using an s � s grid
cell approach, with a loss function that penalizes incorrect bounding box predictions [5, p. 1].

In this approach, if an object exists within a cell, that cell is responsible for its detection. Each
cell outputs a prediction with bounding boxes, along with dimensions and a confidence score that
indicates the presence or absence of an object. [5, p. 1].

Figure 2: Calculation of confidence score in YOLO by multiplying the probability of an object
existing within a grid cell and the Intersection over Union (IoU) between the predicted and ground
truth bounding boxes

Pr(object) is the probability or the object presence where 1 indicates the presence of an object
and 0 indicates the absence of an object.

The IoU is the intersection over the union for the predicted bounding box and the ground
truth bounding box (The true object location). It is a crucial metric in object detection for meas-
uring the overlap between the predicted bounding box and the ground truth bounding box [5, p. 2].

Figure 3: Bounding box prediction illustration.
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Figure 4: IoU general formula.

Figure 5: IoU binary formula (TP= True Positive, FN= False Negative and FP= False Positive.)

Each bounding box is characterized by 5 parameters and shares prediction probabilities of
classes. Therefore an output is structured as per the following equation: s � s Œ (5xB+C).
s � s is the cell grid dimensions, B is the prediction set and C is the classes [5, p. 2].

The original YOLO had two sub-variants. The main variant included 24 convolutional layers
and a final layer connecting the first of the two fully connected layers. This variant allows detecting
45 frames per second. However, Redmon published a faster variant consisting of only 9 convolu-
tional layers with fewer filters. This faster variant could predict up to 155 frames per second. [5,
p. 5].

Figure 6: YOLO architecture.

By significantly penalizing the predictions from bounding boxes containing object 
coord =
5, and minimally penalizing for prediction with no object 
coord = 0:5, Redmon managed to ad-
dress the problem of multiple bounding boxes for the same object [5, p. 3].
The loss function is calculated by summing up all the bounding box parameters (x, y, w, h, c)
where x and y are the coordination of the bounding box anchor point, w, and h are the width and
height of the bounding box and c is the confidence. So, the loss is computed in four stages [5, p. 4]:
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• With respect to the ground truth bounding box based on the coordination of x and y. In
case there is an object, 1obj

ij is set to 1, otherwise it is set to 0.

Figure 7: Bounding box coordinate loss for grid cells containing an object.

• This stage is computed with respect to the prediction error in the width and height of the
bounding box using the same method.

Figure 8: bounding box width and height loss for grid cells containing an object.

• The loss of confidence score is computed based on whether there is an object or not.

Figure 9: Confidence score loss for grid cells containing an object.

Figure 10: Confidence score loss for grid cells not containing an object.

• The loss function is calculated based on the class probability except for 1obj
ij .

Figure 11: Classification loss for object presence in grid cells.

Overall, the design of YOLO as a single-pass approach has contributed to its speed and efficiency
compared to the other object detection models which are two-stage detectors.
YOLOv2 was published in July 2017 by Redmon and Farhadi. It was better, faster, and stronger,
and it included enhancements such as batch normalization, and anchor boxes. It was designed to
train higher resolution images and the architecture was optimized for higher efficiency and speed.
[6]

In YOLOv3, Redmon and Farhadi introduced a new architecture called Darknet-53. This en-
abled multi-scale detection and allowed the detection of objects in various resolutions. [7]
Alexey Bochkovsky introduced YOLOv4 in 2020 and it focused on refining the detection tech-
niques for real-time by using CSPDarknet-53 as a backbone, experimented with PANet for feature

7
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aggregation, and introduced CIoU loss [8].
Later, in the same year, Glenn Jocher (The founder of Ultralytics) released YOLOv5 by eliminat-
ing Darknet and providing automated anchor box learning for better adaption to custom datasets
[9].
In June 2022, Meituan Technical Team released YOLOv6 which focused on creating an industry-
oriented object detector that could perform well across different hardware and achieve a good
balance between speed and accuracy [10].
Just one month later, YOLOv7 was released and it focused on using a compound scaling mechan-
ism to scale width and depth for concatenation-based networks, allowing optimal architecture and
accommodating various sizes [11].
On January 2023, Ultralytics released a new version of YOLO. YOLOv8 followed YOLOv5 ar-
chitecture but had some slight enhancements, such as using c2f module instead of CSPNet and
CIoU and DFL loss functions. YOLOv8 demonstrated impressive real-time performance in both
accuracy and speed [12].
Recently YOLOv9, the latest in the YOLO series, was released by Ultralytics and it included
improvements such as Programmable Gradient Information (PGI) and Generlized Efficient Layer
Aggregation Networks (GELAN). YOLOv9 surpassed YOLOv8 in terms of accuracy and learning
capabilities [13].

8
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4. Problem formulation
The increasing demand for personalized nutrition has highlighted the need for accurate and effi-
cient calorie intake tracking systems. Emerging AI technologies such as computer vision can offer
promising solutions. Specifically, object detection models like YOLO (You Only Look Once) have
shown a potential in identifying food items in images.

4.1 The problem
This thesis aims to investigate how the application of YOLO object detection models can be lever-
aged to automate and facilitate calorie intake tracking.

4.2 Research Questions
• How does the application of Machine Learning and specifically computer vision benefit and

enhance the accuracy and efficiency of food recognition and calorie intake tracking?.

• Among various YOLO versions, which version offers the best performance including accuracy
and speed?.

4.3 Motivation:
Accurate food recognition is very essential for monitoring daily intake and promoting healthier
eating habits. By employing more robust and efficient object detection methods, we can contribute
to realizing the potential of AI and ML to solve real-world problems and improve the quality of
life.

4.4 Limitations
The diversity of food, the variety of cuisines, and the complexity of food preparation pose signi-
ficant challenges. Furthermore, it may not be possible to accurately detect the ingredients within
complex dishes and distinguish between similar items.
The thesis focuses on deep learning methods based on ANNs and explores various architectures
and training strategies. The scope of the thesis is limited to specific types of objects and scenarios,
and the findings may not be directly generalizable to all types of object detection problems.

4.5 Objectives
• Exploring different architectures of YOLO object detection models.

• Evaluating the performance of different YOLO versions on a relevant dataset.

• Analyzing the results and identifying strengths and weaknesses of each version.

• Assessing the practical applicability of the model by integrating it into a web application.

9
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5. Ethical and Societal Considerations
One of the project goals is to maintain fairness in the system and to identify the type of food
in images captured by users. The data used to train the algorithm consists of images containing
several worldwide recognized food types. As for the societal implications, the algorithm solely
distinguishes between these types and does not aim to create any negative social or ethical impact.
As the system continues to grow and evolve, it is essential to proactively address any emerging
ethical concerns that may lead to harmful or unfair treatment of certain groups or types of food.
This technique has the potential to significantly benefit society by automating food intake tracking
and empowering individuals with greater awareness of their daily eating habits, the project can
help them achieve their weight goals and ultimately reduce the risk of obesity-related diseases.
Moving forward, users will actively contribute to our application’s development by adding and
labeling images of undetected foods. This valuable user feedback will continuously expand our
database, ensuring the system recognizes a wider range of diverse foods to cover more cultures and
cuisines.

Furthermore, user privacy is fully respected in this project. In order to use the system, users
will have to register and provide their personal information. It has been ensured that users’ data
are neither collected nor used for other purposes except for login and calculating their daily calorie
limit. The application strictly adheres to data protection regulations in line with GDPR standards
"General Data Protection Regulation", implementing best practices to safeguard users’ data and
ensure it is used solely for its intended purposes.

10
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6. Method
In order to address the stated problem and answer the research questions in this thesis, a struc-
tured approach has been followed, including key steps that ensure the development of a solid base
for a robust and reliable food recognition and calorie estimation system.
The adopted scientific method included reviewing different object detection techniques and food
datasets, selecting the most appropriate for implementation, and finally experimenting and draw-
ing conclusions.

6.1 Literature Review
The first step of the project was to conduct a review of existing object detection models and tech-
niques. This included searching:

1. Trusted technology-related websites

• scopus.com
• ieeexplore.com

2. Computer vision books:

• Computer Vision Algorithms [4]
• Applications and Foundations of Computer Vision [14])

3. Papers on ArXiv.org Preprint archive

• YOLO [5]
• Deep Lab [15]
• U-Net [16]
• Faster R-CNN [17]

This literature provided a comprehensive overview of existing research and techniques and estab-
lished a theoretical foundation for the thesis.

Among different object detection techniques, YOLO has been selected as the main focus for
this thesis because it is the-state-of-the-art in object detection. It combines speed, accuracy, and
adaptability.

The latest 4 versions of YOLO models have been chosen to be trained on a customer dataset
and evaluated according to their accuracy and speed, hence their suitability for the system.
Since the objective of the thesis is to make a foundation for a web application, smaller variants of
the selected YOLO versions have been chosen (YOLOv5 small, YOLOv6 small, YOLOv7 tiny, and
YOLOv8 small). These variants are less complex and have fewer parameters which makes them
ideal for web environment constraints are a consideration [18].

11
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6.2 Data acquisition and preparation
Various publicly available food datasets have been acquired and evaluated using metrics to de-
termine their relevance to the food detection task. Metrics used are:

• Diversity: Variety of food types and cultures.

• Quality: The quality of the images and annotation is essential for the training accuracy.
Datasets with higher quality will be prioritized.

• Relevance: How relevant the datasets are to real-world scenarios and their ability to gener-
alize to unseen data.

• Size: Number of images and whether there are sufficient training images for each class.

• Balance: Ensuring a balanced distribution across classes in training and test sets to avoid
bias.

Dataset acquisition is a very critical step that can impact performance when working with
object detection and classification projects. Therefore, extra attention was given to this part of
the project and several public food datasets have been examined and evaluated. Each of these
datasets offers some good features but also has some limitations.

• Food-101: This dataset contains 101,000 images across 101 classes and is used for supervised
classification tasks. It was released in 2014 [19].

• UECFood-100: Released in 2012, this dataset contains 14,567 images across 100 classes for
supervised classification [20].

• UECFood-256: Contains images across 256 classes and was released in 2014 [21].

• Food-524: Released in 2017, this large-scale dataset contains 247,636 images across 524
classes [22].

• Food-475: Similar to Food-524, this dataset includes 247,636 images across 475 classes and
was released in 2018 [23].

• FoodX-251: Released in 2019, this dataset contains 158,000 images across 251 classes for
supervised classification tasks [24].

Despite the variety of public datasets, some limitations appeared in Food-101 and UECFood-100
such as class imbalance, low-quality images, and biases in the dataset. Furthermore, training big
datasets with over 10000 images can be very computationally demanding which is the case for
UEFFood-256, UECFood-524, Food-475, and FoodX-251. Given these limitations, it has been
decided to implement transfer learning on a custom dataset. A custom dataset can provide the
necessary flexibility and control over data quality and class balance which leads to a more accurate
outcome.

12
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The custom dataset has been acquired from Roboflow Universe, and it offers all required features
such as balanced classes, diversity, quality of images, and sufficiency of training images.
The dataset includes 12 classes and 1337 images divided as follows:

• Training set: 1012 images

• Validation set: 256 images

• Test set: 100 images

Classes are Cake, Hamburger, Noodles, Pasta, Pizza, Chicken-curry, Croissant, French fries, Fried-
chicken, Roast-chicken, Lobster Nasi-Goreng and Waffle [25].

However, model evaluation will be conducted using a custom dataset. This targeted approach
is sufficient for assessing performance, as extensive data is not a prerequisite for evaluation alone.
Once the optimal model is identified, transfer learning techniques will be employed to enhance its
capabilities, enabling it to detect a wider range of classes.

Transfer Learning is a machine learning technique where a model developed for a particular
task is reused as the starting point for a model on a second task [26]. This approach can lead to
faster training, less data requirement, and improved performance.
After the evaluation, the selected model will be fine-tuned on a pre-trained model that has been
trained on the Objects365 dataset. Objects365 is a public dataset that includes 2 million high-
resolution images and a variety of objects across 365 categories. The dataset is annotated with
over 30 million bounding boxes to provide a good ground truth for object detection tasks. Among
the classes in Objects35, there are 58 food classes of both row food and prepared food such as
apples, bananas, tomatoes, steak, pizza, hamburgers, and donuts and cookies [27].
To tailor the model to specific needs, it will be fine-tuned on our custom dataset curated for food
detection. [25].
By fine-tuning the model we adapted its existing knowledge to our specific domain which is de-
tecting our 12 food classes accurately.

13
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Data Structure
The data has been prepared in order to be compatible with YOLO’s requirements. This involved
organizing the data into the following structure:

• An "images" directory with "train," "valid," and "test" subdirectories for storing images.

• A parallel "labels" directory with corresponding YOLO format annotation files (.txt) for each
image, specifying object class IDs and bounding box coordinates.

• Additional files like "data.yaml" for configuration and "README.txt" for dataset details.

Figure 12: Directory structure for organizing food images and their corresponding labels for train-
ing, validation, and testing in the YOLO model.

Label files are text files that include the annotation data for the corresponding image. Thus,
the label of image.jpg is image.txt which includes the class, x coordination of the bounding box, y
coordination of the bounding box, bounding box width, and bounding box height.
Example:
7 0.5 0.2 0.3 0.4 (class, x, y, width, height)
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6.3 Object detection Models Evaluation
The selected models have been trained using the chosen dataset. The training involved optimizing
models parameters and running the training in similar conditions (same computational power,
epochs, batch size...etc) to ensure a fair comparison. The models are evaluated using the Inter-
section F1 score, confusion matrix, mAP@0.5, mAP@0.5:0.95, precision and recall. Additionally,
detection speed will be considered in the evaluation [28].
These are the standard metrics that are widely used in the field. While alternative metrics exist
(e.g., miss rate, LAMR), the selected set prioritizes those most relevant for assessing food recogni-
tion performance and practical deployment.
F1 score: A measure that combines precision and recall into a single metric, balancing both
aspects of a classifier’s performance.
Confusion matrix: A table that visualizes the performance of a classification model by showing
the counts of true positive, true negative, false positive, and false negative predictions [29] [30].
Precision: The ratio of true positive predictions to the total number of positive predictions made
by a classifier [29] [30].
Recall: The ratio of true positive predictions to the total number of actual positive instances in
the dataset [29][30].
mAP@0.5: The mean average precision computed at an IoU (Intersection over Union) threshold
of 0.5 [28].
mAP@0.5: 0.95: The mean average precision calculated over the range of IoU thresholds from
0.5 to 0.95 [28].

The model with the best performance is selected to be deployed and integrated with the FastAPI
App.

6.4 FastAPI Application Development
The last step in the project included developing a FastAPI app featuring:

• A user-friendly interface is designed to facilitate intuitive interaction with the system, allow-
ing users to capture food images and receive instant feedback on calorie intake.

• The chosen object detection model is integrated with the application to process the captured
images and the returned label indicates the food name detected in the image.

• A calorie dataset including information on calorie content in various food types is integrated
into the application. Upon detecting a food item in an image, the application will look up
and retrieve the corresponding calorie information. The food amount will be entered by the
user and the total calorie intake will be calculated automatically.

• A profile feature allows users to enter their age, weight, length, activity level, and goals to
track their daily calorie limit based on their information.

The development of the application included simulated testing. The testing was conducted by
the author to assess the application’s functionality and the model detection accuracy and speed.

The development process utilized tools such as Colab for model training, Python for coding,
SQlite for managing the calorie database, and FastAPI for building the web application.
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7. Description of the work
In the experiment carried out in this project, the custom food dataset from Roboflow was used
to train four different versions of YOLO for object detection. These four models are YOLOv5,
YOLOv6, YOLOv7 and YOLOv8. The experiment’s goal was to evaluate the performance of these
models in terms of accuracy (measured by F1 score precision, and recall), detection (measured by
mAP@0.5 and mAP@0.5:0.95), and detection speed (measured by the time taken to perform the
detection task).
The dataset was prepared to match the input requirement for the YOLO model (The data struc-
ture as explained in section 6.2) and the model configuration was set to default (Hyperparameters
such as optimizer and image size were used in default status) for all stated YOLO versions in order
to compare the models effectively.
Each model was trained separately using the same training, validation, and test set. The process
included training each model from scratch and this approach allowed to ensure fair and effective
comparison.

Following the evaluation and selection of the best-performing YOLO model, a web application
is developed using FastAPI framework to provide a user interface for uploading food images and
processing them by the selected YOLO model to identify the food and provide calorie estimation.
The web application aims to demonstrate the practical applicability of our research by providing
a user-friendly tool for food recognition and calorie estimation.
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8. Resultat (Results)
8.1 YOLOv5
This model has been trained on the custom food dataset using the following parameters:
Image size: 416
Batch size: 16
Epochs: 1000
Learning rate: 0.01 (dynamic)
Optimizer: SGD
Training time: 2h 25m

The results showed a good baseline performance, with a balance between accuracy and speed.
YOLOv5 is known for its efficient architecture which is relatively easy to train.

Figure 13: Precision-confidence curves for YOLOv5 object detection on various food classes.

Figure 14: F1 score curves for YOLOv5 object detection on various food classes.
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Figure 15: YOLOv5 loss curves and key metrics (precision, recall, and mAP) over epochs.

Figure 16: confusion matrix illustrating the performance of the YOLOv5 model in classifying
different food categories.
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8.2 YOLOv6
This model has been trained on the custom food dataset using the following parameters:
Image size: 416
Batch size: 32
Epochs: 1000
Learning rate: 0.01 (dynamic)
Optimizer: SGD
Training time: 4h 16m

The training of YOLOv6 was similar to YOLOv5, the training speed was slower, however the
model maintained high detection speeds and output slightly better accuracy compared to YOLOv5.

Figure 17: Precision-confidence curves for YOLOv6 object detection on various food classes.

Figure 18: F1 score curves for YOLOv6 object detection on various food classes.
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Figure 19: YOLOv6 loss curves and key metrics (precision, recall and mAP) over epochs

Figure 20: confusion matrix illustrating the performance of the YOLOv6 model in classifying
different food categories.
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8.3 YOLOv7
This model has been trained on the custom food dataset using the following parameters:
Image size: 640
Batch size: 16
Epochs: 1000
Learning rate: 0.01 (dynamic)
Optimizer: Adam
Training time: 11h 2m

When training the YOLOv7, the tiny version is used and it is noticed that the recall has dropped
dramatically compared to YOLOv5 and YOLOv6, and consequently, the f1 score dropped. On the
other hand, the precision has remained similar to YOLOv5 and YOLOv6.

Figure 21: Precision-confidence curves for YOLOv7 object detection on various food classes.

Figure 22: F1 score curves for YOLOv8 object detection on various food classes.
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Figure 23: YOLOv7 loss curves and key metrics (precision, recall and mAP) over epochs.

Figure 24: confusion matrix illustrating the performance of the YOLOv8 model in classifying
different food categories.
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8.4 YOLOv8
This model has been trained on the custom food dataset using the following parameters:
Image size: 800
Batch size: 16
Epochs: 500 (Stopped at 133 epochs with early stopping mechanism)
lr: 0.01
optimizer: SGD
Training time: 1h 20m
As the latest version, YOLOv8 offered the highest accuracy among the tested models. Its archi-
tecture improvements and optimizations made it the most effective in terms of detection accuracy.

Figure 25: Precision-confidence curves for YOLOv8 object detection on various food classes.

Figure 26: F1 score curves for YOLOv8 object detection on various food classes.
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