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Abstract
The increased use of renewable energy sources has brought numerous environmental benefits. How-
ever, a significant challenge with renewable energy is the inability to control production, leading to
over or under-production, both with considerable consequences. To maintain grid balance, energy
companies can participate in ancillary service markets, offering their services through bidding sys-
tems. Accurately predicting these market trends can be highly profitable but is complex due to the
variability in prices and volumes. Solving this can help energy companies utilize renewable energy
sources on a greater scale to increase profit, which would greatly benefit the environment. This thesis
investigates the optimal technology for forecasting these markets, assesses their accuracy, and ex-
plores how to use these predictions for effective bidding strategies. The research uses a quantitative
approach with an experimental design to evaluate various machine learning models for predicting
the Swedish ancillary service market. It incorporates insights from the Swedish energy company
Mälarenergi, which are used in combination with the predictions to create a bidding strategy tool.
The findings suggest that while some services are harder to predict, the current optimal technologies
for forecasting are identified. Additionally, the need for dynamic methods in determining optimal
bidding strategies is highlighted. The thesis concludes by emphasizing the necessity for ongoing
research due to the evolving nature of energy markets and their dynamics.
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1. Introduction

1.1 Intro
Renewable energy sources are advancing rapidly, which opens up new possibilities for energy com-
panies to produce and distribute their products [1]. The growing awareness of the climate crisis has
increased the demand for green energy sources. In response, many energy companies use techno-
logies like wind and solar power because of their renewable properties [2]. However, there are still
challenges that come along with renewable energy sources that need to be addressed. One of these
issues is that they are not controlled by people like nuclear power, which is controlled through a
nuclear plant. Instead, they rely on the forces of nature to function. This means wind power will
not generate electricity without wind, and solar power will not be efficient without the sun. This
can become problematic when the electricity demand is high and energy producers do not have
enough capacity to provide for the grid. Another issue is when the opposite occurs, and the uncon-
trollable renewable sources produce too much energy. Overloading the grid can cause significant
damage, so energy companies offer ancillary services to balance the current energy demand with
the output. However, these services are offered through a bidding system, and predicting prices
and volumes that will be in demand for the next bidding period can be difficult. Failing to manage
and predict these prices and volumes can be the difference between making generous profits and
losing bids. Change is necessary for companies to survive, and transitioning to renewable energy
sources is a significant task for energy companies today. Unfortunately, change is not always easy
for different reasons, such as identifying what needs to be changed, allocating the correct resources
for change, or convincing the people affected by it [3].

1.2 Motivation
The public’s awareness of how our climate changes has made many more concerned about how
their products are being produced, which creates demands on companies to become more environ-
mentally friendly. While companies need to retain a good image of their brand by implementing
environmentally friendly methods into their productions, they must still manage to generate profit
so they can survive. Energy companies are no exception to this situation, and it is possible to
argue that they have a bigger responsibility to adapt to this change and produce clean energy for
the societies that use it. Thus, renewable energy sources are becoming a more interesting option
for many companies than non-renewable energy sources to retain their brand as a good choice for
their customers. However, transitioning from non-renewable to renewable energy sources can be
expensive and difficult, and this thesis aims to make this easier.

1.3 Problem formulation
In today’s highly competitive market, there is a wide range of technical tools available to predict
market trends. However, this wide range of options can make it challenging to identify and utilize
the appropriate equipment necessary to accurately forecast prices and volumes for grid balancing
services. Additionally, producing revenue-generating bids based on pricing and volume data can
be a daunting task without the necessary resources.

1.4 Purpose
This thesis investigates how an energy company could enter markets related to services that ensure
the grid’s current power is in balance. Doing this can help increase profits from renewable energy
sources, encouraging more energy companies to change to more climate-friendly energy production.

1.5 Research questions
This thesis will investigate how energy companies could increase their profit by offering services to
keep the balance on the grid. The following questions will be investigated to address this:

• RQ1: What type of cutting-edge forecasting model is most suitable for predicting prices and
volumes for ancillary services in the energy sector?
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• RQ2: How effective is the model at predicting prices and volumes for the ancillary services
that maintain the energy balance on the grid?

• RQ3: How can an algorithm be used to generate effective bidding strategies based on pre-
dicted prices and volumes?

1.6 Delimitations
The thesis was completed in collaboration with Mälarenergi, who requested assistance in developing
an algorithm to predict prices and volumes for services that help balance the grid. Additionally, the
algorithm should also be able to suggest the best way to utilize the predicted prices and volumes
for the upcoming period. Therefore, the focus was on developing the appropriate algorithm for
this purpose. The data used for the models are limited to only have clear correlations to the prices
and volumes of the Swedish ancillary service market.

1.7 How to answer the RQs
RQ1 aims to investigate the most suitable current state-of-the-art technology for forecasting prices
and volumes in the ancillary service market. Previous studies on similar problems have utilized
machine learning tools for this purpose. The literature suggests various forms of machine learn-
ing tools with mixed results. Common models used in the literature include LSTM, Bi-LSTM,
GRU, and Bi-GRU, which will be investigated and compared in this thesis for predicting prices
and volumes to address RQ2. The literature has also proposed using machine learning tools to op-
timize the utilization of predicted parameters to maximize profits. One such tool used to increase
revenue gains is reinforcement learning. However, this thesis will focus on exploring the potential
of using linear optimization for profit gain related to RQ3. These concepts will be discussed in the
background section to provide the reader with an understanding of their capabilities and how they
can be applied.

3
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2. Background

2.1 Mälarenergi
Mälarenergi is a municipally owned company with its origin in Västerås, Sweden. They have
a customer base of roughly 150.000 residents and are one of the largest energy providers in the
region [4]. They are continuously working towards becoming more renewable in the sense of moving
towards working with more sustainable solutions in both the energy sector but also by providing
joint waste/energy solutions in terms of implementing waste heat boilers. Mälarenergi has an
annual energy production of about 585 GWh. Except for electricity, they also focus on producing
and selling heating to their customers, where their annual sales of heating amount to approximately
1438 GWh [5]. Since the introduction of ancillary markets in Sweden, there has been an interest
in how this power also could be utilized to support ancillary services. The utilization of FCR-
D Down is also strongly associated with storing energy in energy storage such as larger battery
parks. Currently, Mälarenergi is investigating the possibility of constructing a battery park with a
possible capacity of 100MWh. However, the battery park will not only be constructed to support
the entry into the ancillary services market. It will also act as a reserve in the event of a major
power outage. Energy stored in the battery will, therefore, also be reserved in case of such an
event where the stored energy instead will be utilized to restart the power plant. A restart of the
powerplant requires about 40MW of power, which therefore means that about 40% of the energy
stored in the batteries should be reserved for this type of event.

2.2 The energy market(s)
The energy market in Sweden has a vast and intricate infrastructure, which can be challenging to
navigate and understand for those who are not familiar with it [6]. One of the reasons for this is
that the Swedish energy market includes not only Swedish actors that produce and use electricity,
but also those from all over Europe. The market is also under constant change due to new regu-
lations and rules from different actors and the market environment. Further adding complexity is
how the energy market is divided into several smaller markets with different characteristics. The
first market is the "beforehand market" where actors can purchase energy in advance to avoid
price fluctuations caused by the changing energy market [7]. This market provides stability and
security for energy market participants.

The second market is also the biggest within the energy sector and is called the spot market
[8]. The spot market, also known as the day-ahead market, is where most energy is traded between
two actors or through a third-party exchange. For Sweden, NordPool and EPEX Spot are the two
third-party actors. It is important to note that these exchange actors take the bids they receive and
combine them with other European exchange actors to form a single market. The cost of electricity
is updated daily, leading to new energy bids being made daily too. The price is determined by the
point at which the demand and supply curves intersect, also known as the marginal price, and can
change rapidly. The third market, known as the "intraday market," is similar to the spot market
but typically involves smaller amounts of energy being purchased [9]. The actors that usually use
this market are responsible for ensuring a balance between the energy supply and demand and can
adjust their energy according to this market, unlike the spot market. The fourth and final market
is called the balance market, and it is connected to when it is time to deliver electricity; since
the demand and supply must be balanced, there are several support services within this market
that can help balance the energy output to its current demand [2]. Common support services are
FCR-D, FCR-N, mFRR, and aFRR [10].

2.3 Svenska Kraftnät
Svenska kraftnät (SVK) plays a vital role in regulating the energy market within Sweden and
ensuring a constant supply of electricity to the grid [11]. One of SVK’s primary objectives is to
maintain a balance between the supply and demand of electricity in Sweden. Additionally, SVK is
responsible for upholding a free and open energy market that fosters healthy competition among
market players. As a socially critical authority, SVK is committed to ensuring safe, eco-friendly,
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and cost-effective energy transmissions across Sweden [12]. From building new power lines to
facilitating smooth electricity trading, SVK is the central pillar of the ancillary service market.

2.4 Ancillary services market
The energy grid requires electricity to maintain a frequency of approximately 50Hz [13]. If the
frequency increases or decreases significantly in relation to that level, severe problems could be
the effect of that variation. In Sweden and most of Europe, electric equipment is standardized to
run on a 50Hz current. Many types of equipment are very sensitive and dependent on a stable
frequency. For example, Engines are a frequency-sensitive type of equipment. If the frequency were
to increase, it could cause overheating and mechanical stress on the engine, ultimately leading to
its breaking or malfunctioning. However, if the frequency were to decrease, the engine could run
less efficiently and, in some cases, not start. Therefore it is crucial to maintain the frequency on
the grid at a stable level at all times.

The frequency is regulated by the amount of electricity on the grid at a given time [14]. This
can, therefore, be measured by taking the amount of energy produced and weighing it against
the amount of energy consumed. If the amount of energy produced exceeds that of the energy
consumed, overproduction will occur, which will increase the frequency. In the same way, if the
market consumes more than what is produced, the frequency will decrease. Therefore, to try to
maintain the frequency at a stable level, several sub-markets have been introduced to regulate the
frequency on the grid.

2.4.1 Frequency Containment Reserve

The FCR submarket is divided into three different distinctions: FCR-D, FCR-N:

• FCR-D Down: The FCR-D Down reserve activates when there is an overproduction on the
market and the frequency is within the range of 50.1-50.5Hz. This market aims to let energy
producers purchase excess energy from the energy grid to regulate the frequency down to
a more stable level. This is a relatively new product on the market and was introduced in
January 2022 [15].

• FCR-D Up: Unlike FCR-D Down, FCR-D Up is a market meant to regulate the market
upwards from an underproduction. The market triggers when the frequency is 49.9-49.5Hz
[16].

• FCR-N: FCR-N is a Frequency reserve during normal operations. It is meant to keep a
symmetrical up/down-regulation and is functional when the frequency is between FCR-Down
and FCR-Up (49.9-50.1Hz) [13].

2.4.2 FFR

Fast Frequency Reserve (FFR) is a support service designed to maintain the balance of the energy
market during sudden and rapid changes in energy balance [17]. It is employed when the rotational
energy falls below a certain threshold frequency.

2.4.3 aFRR

The Automatic Frequency Restoration Reserve (aFRR) is a support service triggered when the
frequency deviates from 50Hz [13]. It responds in about five minutes and can operate for up to
one hour.

2.4.4 mFRR

As its name suggests, the Manuel Frequency Reserve Restoration (mFRR) is manually activated
by SVK when the frequency deviates from the standard 50Hz [18]. It has a limit of 15 minutes for
activation and can last up to one hour. The purpose of mFRR is to provide automatic support
services when needed.
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2.5 Differences in bidding contraints
Different energy services have specific limitations on the amount of energy that can be bid for
each service. Energy providers are compensated differently based on the service they bid on.
For example, in FCR services, the hourly demand remains rather static for each service [19].
These volumes are negotiated each annual quarter with an approximate quarterly increase of
about 45MW. The forecast is that the demand will be 530MW during Q4 2024 [20]. The demand
is meant to always be fulfilled where energy providers are compensated regardless of whether the
amount of energy is activated or not. This approach contrasts with the bidding nature of FRR
services, where energy providers are compensated solely for the volume of energy that is activated
on the market. Furthermore, unlike FCR services, FRR services do not have a static demand.
Instead, the demand is dynamic and fluctuates continuously.

2.6 Pricing models for ancillary services
2.6.1 Pay-as-Bid

In the past, all ancillary services were priced using a "Pay-as-Bid" model [21]. This means that
each energy supplier would bid a set volume for a price that they deemed appropriate. During the
bidding process, SVK would determine which bids to accept based on the highest bidder. This
means they would select the bid with the highest price and volume. Any bids with a price higher
than this highest bidder would be declined, while bids with a lower price would be accepted. The
prices bid that are lower than this threshold would remain the same, and the suppliers would be
paid based on their own bids. The "Pay-as-Bid" model is similar to any other financial market
where sellers and buyers agree on prices through bidding.

2.6.2 Marginal Pricing

Shortly after the start of this project, there was a change in the pricing model for the FCR
markets [21]. It was announced that starting from February 1st, 2024, all FCR bids will be based
on a marginal pricing model, replacing the previous Pay-as-Bid model. Under this new model,
all accepted bids will be paid the same amount for their proposed volumes, regardless of the bid
price. This means that even bidders with prices lower than the highest bidder will receive the
same compensation as the highest bidder. As a result, this change will lead to a more equal
pricing structure in the market. The shift in pricing will have an impact on the average price, as
the average price will now become the price of the highest bidder since all accepted bids will be
compensated equally per MW.

2.7 Artificial Neural network
Machine learning is the practice of enabling machines to make their own decisions by learning
from data and experiences, inspired by how humans think and learn [22]. It is an interdisciplinary
field, drawing concepts from statistics, artificial intelligence, information theory, biology, cognitive
science, and control theory. One of the most fundamental aspects of machine learning is the devel-
opment and use of Artificial Neural Networks (ANNs), which are designed to mimic the structure
and function of the human brain. ANNs consist of layers of neurons that process information
and help in generating decisions, thoughts, or actions. These networks can be tailored to perform
various tasks, similar to how different parts of the human brain handle specific functions such as
vision, hearing, and balance. In an ANN, each layer decodes and analyzes different features of the
input data, with neurons in one layer having weighted connections to neurons in the subsequent
layer. ANNs typically include three types of layers: input layers, hidden layers, and output layers.
The input layer corresponds to the features of the data, the hidden layers process the information,
and the output layer produces the final decision or classification. The learning process involves
adjusting the weights between neurons through methods like forward and backward propagation,
enabling the network to improve its performance over time.
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Figure 1: Artificial neural network

2.7.1 Forward Propagation

Forward propagation is the process by which input data is passed through the layers of a neural
network to generate an output [22]. This process starts at the input layer, where the input features
are fed into the network. Each subsequent layer in the network transforms the input data through
a series of linear combinations of weights and biases, followed by the application of an activation
function. The activation function introduces non-linearity into the network, allowing it to model
complex relationships between the input and output. The inputs are transformed into outputs for
each layer by applying the weights and biases and then passing the result through the activation
function. This transformed output then becomes the input for the next layer. This process
continues until the data reaches the output layer, where the final predictions are produced. Forward
propagation ensures that the input data is systematically processed through each layer of the
network, ultimately resulting in an output that can be used for tasks such as classification or
regression.

2.7.2 Backpropagation

Backward propagation is a method used to train neural networks by updating the network’s weights
and biases to minimize the error in its predictions [22]. The process begins by calculating the error
at the output layer and the difference between the predicted output and the actual target values.
This error is then propagated backward through the network, layer by layer. For each layer, the
gradient of the loss function is calculated. These gradients represent how much the loss would
change with respect to small changes in the weights connecting the layers. The error is effectively
distributed backward using the calculus chain rule, starting from the output layer and moving
toward the input layer. The error is used to adjust the weights and biases to reduce the overall
error. This adjustment is typically done using an optimization algorithm like gradient descent,
where each weight and bias is updated in a direction that minimally reduces the error. This way,
the neural network can learn patterns in the inputted data to predict correct outputs accurately.

2.7.3 Activation functions

There are several types of activation functions, each used for different purposes [22]:

• Sigmoid �: The sigmoid function is defined by the sigmoid function:

�(x) =
1

1 + e�x
(1)

The sigmoid function maps the input values to either 0 or 1. It is most usually used for
classification tasks where measured output is meant to be a probability.
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• Rectified Linear Unit (ReLU): This activation function, on the other hand, compared to the
Sigmoid function, aims to map input values from (0,1) given the following function:

ReLU(x) = max(0, x) (2)

If the input value is positive, the output will directly be the input given to the activation
function; otherwise, it will be mapped to 0. It is most suitable for

• Hyperbolic tangent (tanh): This activation function maps values between [-1,1] and makes
the values more centered around 0 which for some NN architectures like LSTMs makes the
convergence more effective. It is based on the following function: The hyperbolic tangent
function is defined as:

tanh(x) =
e
x � e

�x

ex + e�x
(3)

2.8 Recurrent neural network
RNN is a concept that was introduced to the world in 1986 and is a form of neural network [23].
This neural network excels in its capabilities to predict data in time series [24]. This makes the
RNN suitable for tasks such as forecasting prices for the stock market [23]. The RNN is so effective
for temporal data because the neurons in the RNN act together to make the information flow in a
cycle. This creates a significant difference between normal feed-forward neural networks and the
RNN since it can later use its output for a current layer to affect the same network. However, even
though RNNs are designed to handle time-series data, their architecture has a fatal flaw that leads
the RNN to the problem of both the vanishing and exploding gradient dilemma [25]. These weak-
nesses derive from the fundamental structure of how RNNs handle data. Thus, while RNNs excel
at processing time series data, they also suffer from inherent limitations created by their design[26].

To make accurate predictions using RNN, the network must be provided with data on what it
is meant to predict [26]. The RNN is designed to work with other RNN units to increase their
efficiency in predicting future events. This is achieved by passing the output from one RNN unit
to another combined with the original input data. This cooperative capability is why the RNN
excels in using time series for prediction. However, sharing output from one unit to another also
creates the vanishing/exploding gradient problem. This happens because each RNN unit updates
the gradient by multiplying it with a corresponding weight. If the weights have small values, the
gradient will diminish each time it is multiplied, gradually getting closer to zero, causing the van-
ishing gradient problem. Similarly, if the gradient gets multiplied with values bigger than one, it
eventually becomes very large, which is the exploding gradient problem. This is not a problem for
shorter time series, but it limits the RNN’s ability to use longer sequences of time series data.

2.9 Long short-term memory
The Long Short-Term Memory (LSTM) network is an advanced version of the RNN that aims to
eliminate the weaknesses of the RNN while keeping its strengths intact [27]. It is called Long Short-
Term Memory because the network comprises both long-term memory with updated weights and
short-term memory passed between different neurons [28]. The LSTM model has like the RNN, a
significant advantage in recognizing patterns and relationships between different points of sequen-
tial data at different times. This ability can be used for predicting upcoming data in the sequence
[29]. The LSTM is an excellent choice for predicting prices in areas such as the stock market due
to its ability to quickly adapt to changes in data sequences. Unlike a standard RNN, the LSTM
overcomes the vanishing gradient problem by treating its long-term memory with a memory cell
[30]. However, it should be noted that the LSTM can still be subjected to the exploding gradient
problem [31].

The memory cell within the LSTM unit has an internal state where a sequence of data is handled,
which is divided into both short and long-term memory [32]. The constant error carousel, a critical
mechanism within the LSTM, handles the internal state by deciding what information should or
should not be remembered. Moreover, the memory cell consists of three different types of gates
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that serve different purposes to update the internal state of the cell. The three gates are called
input gate, output gate, and forget gate. The input gate consists of two nodes/neurons that the
sequence of input data gets multiplied with, which decides how the new data/memory should be
kept. One of these two neurons uses the sigmoid � activation function, while the other uses tanh.
The output gate uses a combination of the long-term memory processed through a tanh activation
function and the current input processed through a sigmoid activation function. This combination
then becomes the output from the current LSTM cell [33]. This output can then be used to either
feed-forward to another LSTM cell or be provided as the final output of the LSTM unit [34]. The
forget gate acts like a gatekeeper that decides how much of the memory connected to the current
input should be removed, which is determined by a value between 0 and 1, where 0 means no
memory is kept, and 1 means all is kept for the current memory [32]. The value between 0 and 1
is determined by bias and weight that are updated together with the current input. Figure 1 from
[32] illustrates the flow and architecture of a typical LSTM cell.

Figure 2: LSTM architecture

[32] describes the figure 1 through the following:

• c: Describes the current internal state of the cell and is where the current inputs are being
processed.

• t: Gives the information about the current time step of the cell.

• h: Are hidden neural nodes.

• x: Is the current input data to the cell.

• f(t): How much of long-term memory will be forgotten at time t.

• i(t): The current input that will be kept for long-term memory at time t.

• o(t): the output at time t.

• Neural nodes: The red rectangles containing either the sigma or tanh activation function are
all neural nodes within the LSTM cell.

• Yellow circles: These are so-called pointwise operations where the data undergoes different
transformations such as how much of the data should be forgotten or kept.

• Black arrow: Shows a vector of which direction data is being transferred.
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2.10 Gated recurrent unit
The Gated Recurrent Unit (GRU) model is a variant of the RNN specifically designed to mitigate
the vanishing and exploding gradient problems often encountered when processing time series data
[35]. The GRU shares structural similarities with the LSTM model, notably in its use of gates to
manage memory. However, whereas the LSTM utilizes three gates, the GRU employs only two:
the update gate and the reset gate. The update gate regulates the retention and forgetting of
historical information, while the reset gate determines the contribution of reset data and provides
information about the hidden state of the GRU [36]. The GRU has an advantage over the LSTM
because it incorporates the critical function of the forget gate, which is a key strength of the LSTM,
yet it does so with less complexity [36]. Consequently, the GRU operates faster, requires less data
for training, and is less prone to overfitting.

2.10.1 Bidirectional models

The Bidirectional-LSTM (Bi-LSTM) network represents an enhancement over the LSTM network
by processing data with increased efficiency [37]. Unlike the conventional LSTM model, which
transmits information exclusively in a forward direction for use by the subsequent LSTM cell or
for generating a final output, the Bi-LSTM model propagates information bidirectionally, both
forward and backward [34]. This bidirectional capability enables LSTM units to examine data
from multiple perspectives, resulting in improved predictive performance compared to the stand-
ard LSTM model.

Similarly, the Bidirectional-GRU (Bi-GRU) extends the capabilities of the GRU model. The Bi-
GRU processes data bidirectionally, enhancing the model’s ability to capture dependencies from
both past and future contexts, much like the Bi-LSTM [35]. This bidirectional processing provides
a more comprehensive analysis of the data, leading to better predictive performance. Furthermore,
the GRU, and by extension the Bi-GRU, has advantages over the LSTM in terms of computational
efficiency and simplicity. The GRU’s less complex structure means it operates faster, requires less
data to function effectively, and is less prone to overfitting [36]. Thus, both the Bi-LSTM and
Bi-GRU models offer significant improvements over their unidirectional counterparts in various
predictive tasks.

2.11 Linear optimization
Linear optimization, also known as linear programming, involves obtaining optimal decisions from
various options and quantities [38]. The process of linear optimization often involves maximizing or
minimizing an objective function, which can be profits, energy consumption, or production rates.
Linear optimization is based on linear relationships between variables and constraints that impact
the objective function in different ways. These variables are called decision variables since they
can be adjusted to meet specific restrictions and enable optimization of the objective function.
For example, decision variables may be associated with the amount of raw material to be used,
time, or the availability of a particular machine. Constraints refer to factors that impose certain
restrictions, such as certain limits or goals that must be met, and are related to various aspects.
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3. Related Work

3.1 Reinforcement learning and RNN to predict stock prices
The stock market plays a crucial role in the economy of companies and societies, but predicting and
managing it can be quite challenging [39]. To tackle this issue, a model called "Dueling DRQN"
has been proposed. This model utilizes machine learning techniques to enhance the accuracy
and prediction of the stock market. It is based on reinforcement learning (RL) and incorporates
elements from deep Q-network (DQN), recurrent neural network (RNN), and dueling architecture.
The model uses optimized parameters from an RNN to enhance the performance of the agent
through reinforcement learning based on Bellman equations. While the model performs well in
predicting stock prices, it has only been tested on limited data. Therefore, further testing is
recommended. The research was conducted through analysis and experiments to compare the
performance of different models.

3.2 LSTM addresses price spikes on the day before market
An emerging challenge in the energy market due to the growing usage of renewable energy sources
has become more common [40]. The unpredictability of renewable energy sources, due to external
factors such as weather, makes it challenging to predict energy prices accurately. Further adding
to the problems is the occurrence of price spikes in the energy market during 2021, which further
complicates price prediction.

The current state-of-the-art technology for price prediction in the energy market relies on his-
torical data on various variables such as prices with corresponding dates [40]. Neural networks
are commonly used in this area of price prediction. However, the study proposes using an LSTM
model with and without additional features to test the accuracy of price prediction on historical
energy market data to see if these extra features have any impact on the model’s capability on
prediction. The LSTM model is built using Python and consists of one layer with 100 neurons.
The output layer performs a linear transformation on the LSTM outputs. The input size depends
on the number of features used in the test, with input sizes of 1, 24, and 168 used. The output
node is set to 24. The model’s weights are initialized randomly using a uniform distribution, and
the Adam optimizer is used for the model. The mean square error is used for the backpropagation
learning of the model.

3.3 Comparison of deep learning techniques
Deep learning techniques have become increasingly popular in recent years due to the develop-
ment of machine learning algorithms [41]. These techniques have opened up new possibilities for
businesses and companies by replacing time-consuming activities with algorithms that can predict
values based on historical time-series data with good accuracy. Common techniques in this area
include different types of RNNs, such as LSTM or transformers.

The success of RNNs such as LSTM in artificial intelligence has led to their widespread use in
predicting values and forecasting in businesses [41]. This success has also resulted in the devel-
opment of many new forms of deep learning to improve their prediction accuracy even further.
[41] aims to describe and help others find the right techniques that best serve their purpose. This
has been done by using different types of public data and testing various deep learning techniques
against each other to see how they perform. The research shows that there is no clear winner, but
some techniques perform better than others in certain scenarios.

[41] categorizes different techniques into four types: Recurrent neural networks, convolution neural
networks, attention networks, and hybrid networks. RNNs have become very successful in AI de-
velopment and have been applied to other areas as well. Their strength lies in their capability to
store memory over long times, making them effective for time-series forecasting. LSTM has shown
particular capability in using different data points in a time series to identify their relationships
to predict future events. Another type of RNN mentioned by [41] is called DeepAR, which can
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forecast even when there is missing data in certain periods of the time series.

The second category is convolutional neural networks, which excel in learning to recognize and
understand pictures [41]. They are also good at understanding connections between a current data
point and an earlier one and use their relationships for forecasting. The third category, atten-
tion networks, includes transformers with models such as BERT and GPT-2. They are good at
producing texts upon request or answering questions in real-time. They are still being tested for
time-series forecasting with different results. The fourth and final category is the hybrid network,
a mix between both techniques that utilize both convolutional abilities seen in the CNN category
and temporal relationships found within, for example, the LSTM model part of the RNN category.
This combination ensures that both strengths are utilized together instead of in isolation.

3.4 Hybrid ML stochastic forecasting approach
[42] Suggests using a hybrid model for forecasting electricity prices. The paper is not focused on
the ancillary markets but on Australia’s general electricity prices. The proposed model consists
of joining a stochastic ARIMA model along with an ANN to increase the accuracy of the forecast
further. ARIMA models are great for forecasting linear patterns in data. However, when non-
linear patterns appear, the outcome tends to be unreliable. ANNs, on the other hand, have an
upper hand in finding relationships in non-linearities. This does not completely imply that it is
not suitable for linear relationships either. However, [42] states that ANNs yield mixed results
when working on linear data. They, therefore, suggest using the ARIMA model to capture linear
relationships of the data and then utilizing the residuals of the ARIMA model to more accurately
capture the non-linearities of the data. In this case, the residuals would capture the information
corresponding to non-linearities. The authors conclude that the hybrid model outperforms ARIMA
and ANNs as standalone models.

3.5 Different ML techniques for energy market
[43] emphasizes the importance of ancillary services in the energy market. These services are
designed to maintain a balance between power supply and demand. Battery energy storage has
become increasingly popular in recent years, as it helps store energy for later use when needed for
the ancillary service market, making it more readily available. [43] explores various deep learning
methods and decision tree models to determine the most efficient way to utilize battery energy
storage. The data used for forecasting is derived from different parameters within the battery.
After comparing different models, such as RNN, CNN, and modified versions of them, the paper
concludes that Bi-GRU performed the best in terms of both mean absolute error (MAE) and root
mean squared error (RMSE). The tests were conducted using real-world data to ensure the validity
of the results. [43] briefly mentions ARIMA (Auto-Regressive Integrated Moving Average), but it
was excluded from the tests due to difficulties in handling long-term period predictions.

3.6 Forecasting of aFRR volumes
Several articles have been studying the forecasting abilities of the aFFR ancillary market. [44]
compares three different deep-learning techniques to evaluate which technique creates the most
accurate forecasts for the given market. The authors compare 1-Dimensional Convolutional net-
works (1-D CNN), LSTM, and a Feed-forward neural network approach. They further specify the
selection of hyperparameters. They conclude that for their dataset, the LSTM performed best by
having to smallest Mean absolute percentage error (MAPE). On the contrary, [45] found 1D-CNN
to outperform the LSTM in forecasting the demand for aFFR. Their motivation for superiority
in the 1D-CNN approach derives from its ability to capture complex irregularities in the data.
For aFFR, irregularities are common, such as very sudden spikes in demand. However, the first
approach presented in [44] is focused on price meanwhile [45], which implies that the different
approaches might have different meanings in terms of forecasting demand and price.
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3.7 A ML model for microgrids
[46] discusses the use of microgrids in distributing electricity throughout various areas of society.
The energy market connected to the distribution of electricity updates its prices daily, making it
essential for effective microgrid operation to predict upcoming prices. However, there are challenges
in managing energy distribution through microgrids, particularly in ensuring low-cost energy sup-
ply. To address these issues, [46] proposes a framework consisting of three parts. The first part
uses machine learning to predict energy prices. The second part aims to optimize energy usage
based on the predicted prices. Lastly, reinforcement learning decides what quantities of energy
should be bought or sold. The framework requires accurate energy prices for the upcoming bid-
ding period, which are predicted using an LSTM model. The LSTM model is considered ideal for
this scenario due to its ability to connect historical data to predict new data, which aligns with
how the day-before market works within the energy trade. A year of data was used for input to
predict the upcoming day with the MATLAB deep learning toolbox.

The second stage of the framework involves optimizing how the model interacts with the mar-
ket [46]. This is done through mathematical calculations based on the optimal price given by the
LSTM. The third and final stage uses reinforcement learning to ensure that the model makes the
right choices to maximize profit. Monte Carlo and Bellman equations update the model through
its reinforcement learning.

3.8 Deep reinforcement learning for bidding
Creating an optimal bidding model is a complex task, and [47] suggests using a joint Deep Rein-
forcement Learning (DRL), a joint model consisting of a Deep neural network (DNN) and Rein-
forcement learning for creating optimal bidding. The model utilizes and is based on the existence
of a battery energy storage system used to leverage energy trading. The proposed framework called
DeepBid showed promising results in generating profits by letting the DeepBidding model use the
battery as an intermediary. However, the trading strategy in their case was not only aimed at
utilizing energy arbitrage but also at using renewable generation error compensation at the same
time.

3.9 RL used for optimal bids
The study conducted by [48] introduces a method that uses reinforcement learning to create op-
timal bids in the day-ahead market. The proposed reinforcement learning algorithm focuses on
optimizing the use of stored energy capacity in batteries based on their current energy level. This
approach utilizes a specific reinforcement learning technique called constrained deep Q-network
(CDQN), which is an adapted version of the deep Q-network (DQN). DQN combines Q learning
with reinforcement learning and employs deep learning to calculate its Q values. The algorithm
aims to minimize the loss of both new and old Q values using the gradient descent method. The
CDQN model aims to familiarize the agent with the energy storage system environment and max-
imize rewards through a greedy policy based on Q-learning. What makes unique CDQN is its
imposition of constraints on the agent’s actions in certain circumstances to prevent undesirable
behavior. The research compares the performance of DQN and CDQN using various error forecasts
such as MAPE and concludes by emphasizing the advantages of CDQN over DQN in this domain.
[48] suggests testing the model in different scenarios, such as intraday markets, for future work.

3.10 Summary of the related work
The vast majority of related works tend to be of the experimenting types where the authors aim
to prove their points through comparisons between samples "x" and "y" of different models. Some
other approaches are proposed frameworks that could work well within the areas they are supposed
to operate within which is also usually tested in some kind of experiment. Most of what is being
tested is the prediction of time series data through the help of various amount of machine learning
tools. These tools range from deep learning models such as RNNs, CNNs, RL, and simulation
models. There are also instances where these models are being combined to create a framework
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designed for a specific task such as where deep learning is used to predict values that RL can use to
make optimal choices for different scenarios. The scenarios these models work with often revolve
around predicting prices in the stock market, or the day ahead market connected to the energy
sector, but there are also some instances where the ancillary service market is looked into with
different models. Combined, all these papers compare a wide range of different techniques, but in
each paper separately, the different techniques are usually very limited when tested against each
other. The contributions from these papers are, in general, a display of how well different models
work to solve similar problems in regard to time series forecasting problems or making optimal bids.

In this thesis, we aim to collect the most effective models from related work articles by utiliz-
ing existing widespread knowledge. We then compare these techniques against each other for the
ancillary service market to determine which one suits the market best. Furthermore, our thesis
also aims to use predicted prices and volumes to determine how to best utilize resources towards
different ancillary services for the upcoming day to maximize profit. Thus, the aim of this thesis
is to make it easier to understand the most suitable tools to use in the ancillary service market in
Sweden to predict prices and optimize profitability.
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4. Method

4.1 Formulating the research question(s)
When working on a thesis project, a common challenge is dealing with multiple "clients" because
the project is often a collaboration with a company or organization outside the academic institu-
tion [49]. This can have both positive and negative aspects. The advantage of collaborating with
an external party is that it can make it easier to identify a research topic, especially with the input
of individuals who have firsthand experience with the subject matter. However, it is important to
ensure that the project meets the needs of the external client while also contributing to academic
research.

In this thesis, we have encountered this challenge while trying to satisfy both Mälarenergi and
their request to identify an algorithm for predicting prices and volumes in the ancillary service
market, as well as contributing to academic research. To address this, we have explored various
deep-learning techniques suitable for the ancillary service market and have also sought out an
algorithm that can use these predictions to optimize battery usage over a 24-hour period.

4.2 Method and research design
A quantitative method is suitable for research when the emphasis is placed on raw facts, such
as numbers or nature laws that must be obeyed [49]. The qualitative method focuses more on
subjective things such as emotions and thoughts, where the researcher is more involved with its
subjects. For this thesis has, the quantitative method been the chosen approach, and there are
arguable reasons for it. Due to the nature of this thesis investigating the most suitable deep-
learning algorithm for price and volume predictions means that comparison between numbers has
been of great focus throughout the project. Furthermore, developing an algorithm that can use
these predictions has yet again meant that much focus has been based on numbers and facts from
mathematics. However, the qualitative method has also been used in parts of the thesis work when
gathering data through interviews.

It is important for any research to understand what should be studied and how which means
choosing the right research design [49]. Experiments are a form of research design where the
researcher can test their test subjects in an artificial environment not affected by outside influ-
ences that are not related to the test. For this thesis, the experimental research design has been
chosen primarily to test different deep-learning tools with controlled inputs and determine how
efficient they are compared to each other. The experimental research design worked well with the
quantitative method choice, with its focus on numbers that are easy to compare.

4.3 Data gathering
Any research must gather data to help answer the research questions by building knowledge and
understanding of the subjects being studied [49]. This section explains what data-gathering tech-
niques that have been used in this thesis to answer its research questions.

4.3.1 Interviews

Interviews are a common and efficient tool for extracting information during research projects
[49]. Unstructured interviews are interviews that are good at finding tacit knowledge since their
premises are based on letting the interviewee speak freely about a certain topic, which often re-
veals topics the interviewer might have overlooked. Focus group methodology is a certain form of
interview where a whole group is interviewed simultaneously instead of just one person. This type
of interview can help increase finding tacit knowledge by letting different individuals enrich the
answers by giving their perspectives in a bigger forum than by just interviewing one person at a
time.
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Both ordinary single-interview and focus group methodology interviews have been used in un-
structured form for this thesis project. Their purpose has been to understand what the client
wants from the algorithm itself, which can be difficult since the client has not been fully aware
of the possibilities and limitations of the algorithm’s programming. Speaking freely about the
algorithm and what it should be able to do has helped increase the understanding of how the
ancillary service markets work and how Mälarenergi works with their bidding strategies.

The first meeting with the client company Mälarenergi took place during the second week of the
thesis. The meeting included the project owner and another individual with good knowledge of the
spot market and some familiarity with the ancillary service market and Mälarenergi’s strategies for
spot market bidding. A second meeting was scheduled with the individual knowledgeable about
the spot market during the first meeting to further discuss how the energy markets operate. Gain-
ing a broader understanding of the market helped us better grasp the client’s requirements for the
algorithm.

Once we grasped the basics of the ancillary service market and started developing the software,
we reached an agreement with the project owner to have weekly meetings. These meetings were
intended to review the development progress and ensure that the requirements were in line with
the project owner’s expectations, which was crucial for the project’s advancement. While some
meetings were conducted solely with the project owner, others involved additional participants
with specific expertise. The complexity of the ancillary service market often led to new insights
and discussions during these meetings. Unfortunately, this also meant that there were occasions
when changes had to be made, requiring previous work to be changed or removed.

4.3.2 Literature study

When conducting research, it is common practice to perform a literature study in order to un-
derstand current research and identify existing knowledge gaps [49]. When determining which
literature to include in a study, it is important to consider its scientific validity. One way to ensure
this is to include theories that represent a general understanding of the concept agreed upon by
experts.

A literature study has been conducted for this thesis mainly for two purposes. Examining the
current literature has provided us with a deeper knowledge of the current state-of-the-art techno-
logy for predicting time series data. This has helped us understand how to develop and efficiently
use machine learning techniques to solve the task given by Mälarenergi. Secondly, the literature
study has also provided us with the current research and the knowledge gaps, which has helped
us develop the research questions. The databases used to gain articles with relevant information
have been IEEE Xplore and ACM Digital Library.

4.3.3 Other sources of information

Websites have been another crucial source of information for this thesis’s progress. The websites
have mainly offered knowledge regarding how the energy market works and the sites used for this
have been Svenska kraftnät, Energiforetagen, and Nordpool homesites, which the client company
suggested. Besides the knowledge of the energy markets, Nordpool offered valuable data that has
been used to train the deep-learning models. Another valuable resource has been the European
Network of Transmission System Operators for Electricity (ENTSO-E). They have provided ex-
tensive data and insights into the regulation of the European market, which has been crucial for
understanding various market factors.

4.4 Validity and reliability
The choice of method is crucial as it ensures a connection in the way the work is carried out and
enables the identification of patterns in the data collection process, leading to new research findings
[49]. To establish the scientific nature of a method, four essential concepts must be met. Firstly,
it is important to clearly define the research problem and its significance. Secondly, there should
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be a rationale behind the chosen method and approach. Thirdly, the researcher must maintain
neutrality and be open-minded to prevent bias. Lastly, the researcher should critically evaluate the
collected data to ensure it is accurate and reliable. [49] summarizes these concepts as validity and
reliability, where validity refers to the study of the right thing, and reliability refers to studying
the concept in the right way.

To ensure the validity of the thesis and that the right subject is being studied, communication
with Mälarenergi has been crucial. Mälarenergi’s experience and understanding of how ancillary
services work and what they need to enter and excel in these markets have provided valuable in-
sights. The insights from Mälarenergi have helped us focus on specific areas of current research
on how state-of-the-art technology has been utilized in similar areas. Knowing how related work
has been carried out through methods and tools has ensured the reliability of this thesis project
and that our model is being developed correctly. Furthermore, both of us have studied civil en-
gineering in industrial economics with computer science as our technical track. The knowledge we
gained from our education has enhanced our understanding of how to approach the problems we
encounter, lending further validity to this study.
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5. Ethical and Societal Considerations
To ensure that this thesis has been conducted within ethical frames, several guidelines have been
used throughout the work. [49] explains that there is a commonly used codex for researchers that
helps them guide their work towards ethical grounds for master thesis or other kinds of research.
The codex is built upon four requirements that must be followed for the work to be considered
ethical according to the codex. The four points are the information demand, the consent demand,
the confidentiality demand, and the utilization requirement. The information demand means that
everyone that is involved in the research must be aware of this and what the study is about, and
it is the researcher’s responsibility to make sure that the information reaches the right people.
The consent demand builds upon the previous one in regards to the fact that it is not enough
that the people involved in the study are aware of it and what it is about, but they must also
approve to be studied or involved. The third requirement, confidentiality demand, means that all
data and people involved will be handled with care and confidentiality, which means that the data
obtained will not be leaked in a way that could create damage, and all individuals involved will
be anonymous. The utilization requirement implies that all collected data must only be used for
the purposes previously informed and agreed upon. It cannot be used for anything else but for the
sake of the study [49].

This thesis has involved multiple tasks, including interacting with different individuals and in-
terviewing them to gather information. It was important to ensure that their identities were
protected and that they understood the purpose of the thesis and agreed to participate. All the
information obtained was used solely for the purpose of addressing the research questions in the
thesis. Throughout this process, We have made sure to follow the four ethical concepts described
by [49]. Additionally, it is important to give credit and acknowledgment to all individuals who
participated in the study through articles and other published materials [49]. This is achieved by
using a reference system, such as BibTex, to properly acknowledge the authors of all published
materials included in the thesis.
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6. The development process

6.1 Requirements of the software
In order to create software that meets the client’s needs, it is crucial to fully understand the cli-
ent’s requirements for the software [50]. A fundamental step in any software engineering process
is to identify and document the specifications of the software, ensuring that both the developers
and the clients can review and agree on them. This is important because clients often have a
limited understanding of what the software can accomplish, and it can be equally challenging for
developers to grasp the client’s operational environment. Therefore, documented requirements can
help eliminate uncertainties and misunderstandings between both parties, ultimately saving time
and resources in developing the right product.

Numerous discussions have been conducted with the client to understand their needs and how
the market works. The client requires an algorithm to predict the best prices and volumes for the
next 24-hour bidding period for ancillary services, including FCR-N, FCR-D Down, FCR-D Up,
mFRR Down, and mFRR Up. The terms "down" and "up" indicate whether the service is used
for storing energy (down) or providing energy (up). The client has requested that the algorithm’s
predictions should be at least 90 percent correct to ensure optimal bids. Furthermore, the client has
requested a model that can help them make efficient and profitable bids based on the predictions.
The model needs to consider different factors to suggest good bids. Utilizing FCR-N, FCR-D up,
and mFRR up means that the battery’s energy capacity is used to provide electricity which means
the battery is discharging. FCR-D Down and mFRR-Down, on the other hand, mean that the
battery will store energy due to a surplus in the system. A battery cannot charge and discharge
energy simultaneously, which results in the fact that any of the services that charge the battery
can not be used simultaneously as the services are discharging it. FCR-N and FCR-D Up/ Down
are services for which the company gets compensated regardless of whether the bidded volume gets
activated; mFRR Down/Up is compensated for only if the bidded volume is activated. The bat-
tery’s energy levels shall stay between 20-80 percent of its total capacity to reduce wear and tear.
Based on these specifications, the following requirements of the software have been established:

• The model will predict prices and volume for the upcoming 24-hour bidding period for the
FCR-N, FCR-D Down, FCR-D Up, mFRR Down, and mFRR Up ancillary services.

• The prediction of prices and volumes should be at least 90 percent accurate.

• Optimal decisions regarding what combination of ancillary services, time, price, and volume
shall be presented by the model for the next 24-hour period.

• Using any charging service results in all discharging services being unavailable for that same
time and vice versa.

• The total energy level of the battery’s capacity must not be lower than 20 percent or above
80 percent of its total capacity.

6.2 Data fetching and Pre-processing
ML networks require input data that clearly correlates to their predicted output features to yield
accurate results. Ancillary services are derived from the discrepancy between consumption and
production on the market. One hypothesis is that the increased implementation rate of renewable
energy sources such as solar and wind power has increased the number of deviations. This is due to
their volatile nature in production as they depend on external factors such as weather conditions.
Through interviews with Mälarenergi, an assumption has been made that these types of energy
sources will have a clear correlation to the fluctuations in price and demand for ancillary services.
Furthermore, since the energy grid is connected between countries, data correlated to production
in different countries has been one of the most important input features.

Three different data providers have proved to have the crucial data points needed for these models:
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SVK, ENTSO-E, and NordPool. SVK has data related to previous prices and activated volumes
for the different ancillary services available via their Swagger API. The API is accessed with the
requests library, along with the following URLS:

• https://mimer.svk.se/api/MimerAPI/GetPrimaryRegulationStatisticsPerbiddingArea?

periodFrom={start}&periodTo={end}

• https://mimer.svk.se/api/MimerAPI/GetMFRR?periodFrom={start}&periodTo={end}

Where:

• Start: Start date of fetch given in YYYY-MM-DD format

• End: End date of fetch given in YYYY-MM-DD format

The retrieved data is converted to JSON format and then iterated to extract only the data of
interest. ENTSO-E, on the other hand, has its own Python package where we use the ENTSOE-
PandasClient. Upon successful fetch, the data is outputted in a prepared pandas dataframe ready
to be utilized. The package contains different functions depending on which part of the API will
be utilized. For this purpose, two different parts of the API have been utilized:

• query_generation(): Yields generation data for the inputted country code.

• query_load(): Yields consumption data for the inputted country code.

Based on the interviews with Mälarenergi, the energy sources with the most probable impact on
the system are:

• Germany: Solar and wind power.

• Norway: Hydropower

• Sweden: Wind and hydropower.

Furthermore, as Sweden is the operable country for which Mälarenergi acts, the consumption data
for Sweden are also fetched. Lastly, we fetch spot price data from NordPool. NordPool has an
SFTP server that is free for students to access. Given authorized credentials provided by NordPool,
the SFTP server is accessed using the python paramiko package. Paramiko instantiates an SSH
client that accesses the SFTP server. The server contains files in .SVD and .XLS format. We only
fetch .XLS files corresponding to the spot prices in the Swedish energy zone 3 (SE3) with the prices
in e. Before handing the data to the ML models, it has to be processed into a common format.
All data fetched is therefore processed into a common dataframe by using pandas. Some of the
data fetched from ENTSO-E is, however, fetched in a quarterly format (each index is a 15-minute
interval). Therefore, this data is first processed into an hourly format before everything is merged
into a common dataframe with an hourly datetime index. To minimize the loading and fetching
time, the processed dataframes are stored as .PKL files in a local repository, with the following
names {name_of_service}_{date_of_last_fetch}. Next time a fetch is made for the new data, a
constructed function will use a regular expression to check for the last fetched data for each file in
the local folder. If the date of the file is earlier than the current date, only new data between the
last fetched date and the current one will be fetched and appended to the stored dataframes.

Forecasting models such as LSTM and GRU, are sensitive to large variances in inputted data.
To resolve this a common practice is to normalize the data in a smaller interval. Therefore, a
MinMax-scaler is used which effectively scales the data between [0,1].

Xscaled =
X �Xmin

Xmax �Xmin
⇥ (max � min) + min (4)

Where:

• X - Represents the original data values.
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• Xmin - The minimum value in the dataset.

• Xmax - The maximum value in the dataset.

• min - The lower bound of the range to which the data values are scaled.

• max - The upper bound of the range to which the data values are scaled.

To fully encapture the potential of the networks, the data is presented in a 3-dimensional format.
The format is based on constructing a tensor with the following structure: [num_features, batch_size,
time_lag ]. Num_features corresponds to the amount of input features. Batch_size is the number
of data samples used in a single iteration during an iteration of the ML model. It determines how
many samples the model sees before updating its weights, affecting both the speed of convergence
and the model’s generalization ability. Lastly, time_lag is the number of steps to look backward
in time to predict the outcome.

Batch_size

Num_features

T ime_lag

Figure 3: 3-dimensional tensor for time series data

In the development of machine learning models, it is essential to segment the data into distinct
sets to ensure both effective training and reliable evaluation of model performance. The dataset
is divided into three parts: a training set, which is used to train the model; a validation set, em-
ployed during the training phase to monitor and tune the model’s performance; and a test set,
which consists of previously unseen data used to assess the model’s predictive accuracy. For this
study, data were allocated into these sets with the following proportions: 70% for the training
set and 30% for the test set. Therefore a common test set was used instead of relying on both a
validation and test set. This was derived from the major volatility in the data, and how different
periods showed to have very differentiated results. Using a larger testing horizon therefore yielded
a more comprehensible understanding of the models’ performance.

Machine learning models are often computationally intensive, particularly those involving large
datasets or complex architectures. To optimize performance, it is crucial to leverage the most
capable computing device available. Typically, this involves utilizing the machine’s Graphics Pro-
cessing Unit (GPU), which can handle parallel operations more effectively than a Central Processing
Unit (CPU). In this setup, NVIDIA’s CUDA API enabled data processing on the GPU, thereby
enhancing the computational efficiency. The CUDA platform is particularly adept at accelerating
machine learning applications, allowing for more rapid training and evaluation cycles. In instances
when a CUDA-capable GPU is not available, the computational tasks default to the CPU. This
scenario is common in systems without dedicated graphics hardware. For this research, the models
were trained on an NVIDIA RTX 3070 GPU, which significantly decreased the processing time

Following the initial data preparation, the datasets were encapsulated into TensorDatasets. These
are specialized data structures provided by the PyTorch library, designed to integrate seamlessly
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with PyTorch’s modeling framework. Finally, to streamline the iterative processing of data batches
during model training, these TensorDatasets were converted into DataLoader objects. DataLoaders
are part of the PyTorch library and are crucial for efficiently managing data during the training
process, as they allow for easy batching and shuffling, which are vital for effective ML model
development.

6.3 Machine learning models
The software was segmented into two parts to create a suitable software capable of suggesting
optimal bids for the day-ahead ancillary market. The purpose of the first part is to forecast the
prices and volumes of the different services. This is crucial to give an accurate estimate of the
pricing and demand, which will affect the outcome of the second part. The subsequent part will take
the outputs of the forecasting models as input and model it into an output of a suggested bidding
strategy to maximize profit. Based on previous studies, the most common use of ML models is
LSTM and GRU architectures for forecasting. These have shown very promising results in terms of
forecasting time series data. Respectively, the models can be configured in a bidirectional setting,
which allows them to propagate data between each subsequent layer of its architecture. Due to the
project’s time constraint, four different models were created to forecast the data and determine
which model yields the most optimal output. Therefore the models we will compare are:

• LSTM

• Bi-LSTM

• GRU

• Bi-GRU

PyTorch was used to create the different models, which is a widely known ML library. PyTorch
contains premade classes for instantiating and creating LSTM, and GRU models. To create the
models, four classes are created, one for each model type. Each class inherits PyTorch’s nn.module
class, where each class has a constructor and one forward method. The constructor takes in the
hyperparameters of the model. These hyperparameters are: input_size, hidden_size, output_size,
learning_rate, num_layers, and dropout. Furthermore, the model is structured as One layer with
the respective model (LSTM, GRU, Bi-LSTM, Bi-GRU), then a subsequent layer with a linear
neural network that will compile the output into a correct output format (output layer). The
output layer only has two parameters: one for the hidden_size and one for the output_size. In
this case, the hidden_size corresponds to the input size of the output layer. For ordinary LSTM
and GRU models, the hidden_size in the first layer will be the same as in the output layer.
However, for the bi-directional models, the hidden_size of the output layer needs to be doubled to
capture the bi-directional characteristics correctly.

6.3.1 Training and testing functions

Training the networks consists of defining a training loop for each entry in the data provided. A
loss function was used to measure the loss during the training process. The Adam optimizer was
utilized to optimize and train the model, which has backward propagation incorporated into it. The
model will extract the inputs and outputs from the dataloader handed to the model. The inputs
and outputs will then be moved to the best current device available for the current machine (GPU
or CPU). The training loop will then reset all the current gradients, which is crucial to ensure that
the loss is calculated correctly. The model then runs its prediction and returns the predicted out-
put. The output will then be given to the loss function, which will calculate the loss for the current
epoch. The loss is thereafter backward propagated through the network and adjusting its weights.
The optimizer will then take a step for the gradient optimization. After the training step has been
done, the model will need to be evaluated to determine how it currently performs. An evaluation
step was therefore used directly after each training step to measure the accuracy during each epoch.

Testing the model consists of repeating the training function’s validation step for each test data
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entry. The normalized scaling of the data was reverted to the original scaling to get a more real
representation and understanding of the model’s accuracy. This also improves the calculation of
the model’s error metrics. Values that otherwise would be very close to zero could cause divisions
and multiplications, giving a false impression of the performance and significantly deviating from
the real outcome. The reverted data output is then used to calculate the model’s error metrics,
which help evaluate its performance. The calculated metrics are Root mean square error (RMSE),
Mean average error (MAE), and Mean average percentage error (MAPE). After the calculations
are made they are printed along with a plot comparing the predictions to the actual data. The
error metrics are calculated as follows:

RMSE =

vuut 1

n

nX

i=1

(yi � ŷi)2 (5)

MAE =
1

n

nX

i=1

|yi � ŷi| (6)

MAPE =
100%

n

nX

i=1

����
yi � ŷi

yi

���� (7)

Where:

• yi is the actual value of the i-th observation.

• ŷi is the predicted value of the i-th observation.

• n is the total number of observations.

These metrics can also act as loss functions, therefore, to find the most optimal model the different
equations will be tested as loss functions. However, RMSE was not used as a loss function instead,
the ordinary Mean squared error (MSE) was used.

MSE =
1

n

nX

i=1

(yi � ŷi)
2 (8)

6.4 One step predictions
At the beginning of this study, models were created to forecast electricity prices one hour ahead.
This approach involved using data from the current hour, looking back over a set number of time
steps, and predicting the price for the subsequent hour. This methodology was implemented to
comprehend the characteristics of the model and evaluate the various input features provided. The
test results yielded the following plots of the predicted prices:

Figure 4: 1-hour predictions of FCR-N prices made with Bi-LSTM
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Figure 5: 1-hour predictions of FCR-N prices made with Bi-GRU

The y-axis represents the forecasted prices, however still in a normalized form. The x-axis
represents time where each index is one hour. The models showed rather promising results in
forecasting the prices. The same configuration of hyperparameters was tested for all different
models which were:

FCR-N
Hyperparameter Result

Learning Rate 0.00001
Epochs 500

Time_lag 3
Hidden_size 60
Batch_size 32

Table 1: FCR-N parameters initial model

Model Loss Function Loss
LSTM RMSE 7.12
LSTM MAPE 7.9550%
LSTM MAE 2.55

Bi-LSTM RMSE 6.85
Bi-LSTM MAPE 7.0951%
Bi-LSTM MAE 2.49

GRU RMSE 7.14
GRU MAPE 7.9533%
GRU MAE 2.53

Bi-GRU RMSE 6.81
Bi-GRU MAPE 6.9457%
Bi-GRU MAE 2.48

Table 2: Losses of forecasting FCR-N prices one hour ahead

The Bi-directional networks tend to outperform the standard single-direction networks, and
the Bi-GRU network seems to outperform the Bi-LSTM by a very small margin.

During this testing phase, 3d-tensors were not utilized since it seemed sufficient to make use
of 2d-tensors. Additionally, the data used at this stage was only data between 2023-2024. In the
2d-tensor the time_lag was manually inputted into the dataframe. Furthermore, the training with
2d-tensors at that stage was much faster when utilizing an Apple Silicon M1 chip (CPU). However,
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using this setup for the 24-hour predictions was not optimal and yielded not as good results. This
initial stage was conducted to ensure that models could accurately predict prices with the given
data and that everything was correctly configured before trying to forecast a longer time horizon.

6.5 Predicting the day-ahead market
From an initial standpoint, forecasting 24 output values (hours) did not seem to be so different
from making one-hour predictions. However, since the forecasting is for the day-ahead market,
which requires bidding to take place at 18:00 the day before the bids take action, means that the
prediction needs to be 30 hours instead of the initial 24. Furthermore, as requested by the client,
the software user should have a one-hour consideration time before sending the bids. Therefore
the output size was increased to 31, which in this case would refer to running the model at 17:00
and sending bids at 18:00, forecasting each hour from 17:00 until midnight the next day. This
also implies altering the preparation and processing of the data given to the model. Compared to
when the one-hour predictions were made, 3D tenors were used during this stage. The 3D tensor
structure also provides a feasible structure for preparing larger output sizes. To achieve this the
expected output was added to the 3D tensor similar to how the time lag was used as input. In this
case, the values were instead added in the other direction compared to the time lag. The expected
output, in this case, is extracted by iterating over the data, extracting the next 31 data points for
each index, and applying it forward to the current index (see Figure 6).

Batch_size

Num_features

T ime_lag

31h_future_values

Figure 6: 3-dimensional with 31h expected output

Another alteration required to test the model’s performance is a change made to the test
method. This change has no direct effect on the performance of the model but rather on the
plotting of the output. Since the model predicts 31 data points for every data point, there will be
several overlapping data points, which will cause noise and the plots to be excessive and appear on
each other. Therefore, to make sure that the plots resemble the nature of the model, only every
31 outputted values were taken out to test the model. Lastly, since only the last 24 values of
each output were wanted, only these values were extracted from each outputted sequence before
handing it over to the optimization algorithm.

6.5.1 Choosing and optimizing hyperparameters

Creating an ML model in code is not so difficult to achieve. What may prove to be more difficult
is to optimize the models to perform as accurately as possible. This is achieved by adjusting and
fine-tuning the model’s hyperparameters and measuring the output. To measure what combin-
ation of hyperparameters was optimal for our models, Optuna was partially made use of which
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is a Python library specifically created to ease the hyperparameter search. Optuna is utilized by
creating a study on the data provided to the specified objective function. In this case, the objective
function was to minimize the loss of the models and find which combination of hyperparameters
yields the lowest loss. Therefore, the study specification was set to direction="minimize". Inside
the objective function, the parameters that are to be studied are specified, as well as the range for
which they are to be tested. Furthermore, the datatype of the variable is also specified (float, int,
etc.), as well as if the values are to be tested in a range or from a specified number of values.

The studied parameters are: hidden_size, number_of_layers, batch_size, number_of_epochs,
dropout, time_lag, and learning_rate. As the purpose of the thesis is to study which of the
tested models outperforms the rest, the Optuna studies need to be designed accordingly. In this
case, a study needs to be created for each ancillary service for each type of ML model. Therefore,
a nested for-loop was designed to iterate over each type of data (FCR-N,FCR-D Down, etc.) For
each instanced data, a study was created for every type of ML model (LSTM, Bi-LSTM, GRU,
Bi-GRU). Each model is then to be tested 100 times to yield a result for the optimal setting of
hyperparameters.

Hyperparameter Type of Suggestion Range/Values
input_size Fixed 12
hidden_size Integer 10 to 500
num_layers Integer 1 to 10
learning_rate (lr) Float (log scale) 1e� 7 to 1e� 1
output_size Fixed 31
batch_size Categorical 32, 64, 128, 256
epochs (num_epochs) Integer 100 to 2000
time_lag Categorical 1, 7, 12, 24, 36, 48, 72
dropout Categorical 0, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8

Table 3: Hyperparameters and their suggestions for tuning

6.6 Forecasting of demand
Most of the time during the project has been aimed towards generating the forecasting models for
the service prices. Another objective has also been to be able to forecast the demanded volumes
for mFRR. However, the forecasting models for the mFRR volumes were not conducted until the
very end of the project. Training the ML models on the data to predict the mFRR volumes
in terms of demand showed no good outcome since it could not pick up any pattern at all. A
primary suggestive reason was that the dataset of mFRR demand contains too many zero values
and too many outliers without a clear pattern. Therefore, based on the time constraint, a trend line
was utilized instead. The trend line is made using numpy and, specifically, the numpy.polyfit()

function. Firstly, a scatterplot of all the data points in the dataframe is made, with time on the
x-axis and demand in MW on the y-axis. The function thereafter constructs a trendline depending
on all the data points. This trendline is thereafter utilized to understand the mean demand for
the two different services. However, since the actual demand of the activated volumes is desired
and not the average demand of all the data points, the trend line is based on all values that are
not zero. This gives a better estimate of what the actual demand is when it arises. This does not
have to be executed for the FCR services since the FCR services have a rather constant demand.

6.7 Statistical analysis on the data
To gain a deeper insight into why different models yield varying performance levels, a compre-
hensive statistical analysis of the dataset has also been achieved. For this purpose, the SciPy
library was used, which offers a robust suite of functions designed for data analysis. The analysis
primarily focuses on several key statistical measures: Mean, Median, and Variance, the count of
zero/near-zero values and non-near-zero values, in addition to Skewness and Kurtosis. The Mean,
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Median, Variance, and Skewness are crucial for understanding the central tendency and distribu-
tion of values across different services. The skewness gives an understanding of the asymmetrical
distribution of the data in relation to the mean value and how it might deviate from the normal
distribution. These measures provide foundational insights into the general behavior of the data.

Kurtosis is particularly significant in our analysis as it measures the "tailedness" of the distri-
bution. This metric helps in understanding how outlier-prone a dataset is, which can greatly affect
the performance of forecasting models. High kurtosis indicates a distribution with heavy tails and
a sharp peak, whereas low kurtosis suggests a flatter distribution shape.

6.8 Bidding strategy model
The first step in developing a solid bidding strategy for the upcoming period was to predict the
prices and volumes of the ancillary services. However, due to the various combinations of services,
volumes, and prices, along with limitations on how to use the battery, simple forecasting was not
enough to formulate effective bids. Since there was a linear relationship between the use of volume
units for services and their addition or removal from the battery, linear optimization could be
employed. The concept of the mathematical model was to maximize hourly profit by using the
current battery as efficiently as possible while selling volumes at specific prices. Hourly revenue was
calculated as the sold volume multiplied by the current price of a service. The activated services
determined the maximum volume usage during the hour. If charging services were utilized, the
free battery capacity set the limit; if discharging services were used, the limit was based on the
current battery capacity. The mathematical model was constructed as described below.

Variables:

• A: Set of discharging ancillary services

A = {FCR-N, FCR-D Up, mFRR Up}

• S: Set of charging ancillary services

S = {FCR-D Down, mFRR Down}

• P : Set of optimal prices
P = {p1, p2, . . . , pn}

• O: Set of optimal volumes to be sold

O = {o1, o2, . . . , on}

• T : Set of hours
T = {00:00, 01:00, . . . , 23:00}

• B: Set of batteries
B = {1, 2, . . . ,m}

• Ct: Battery capacity at time t

Ct = {C1,t, C2,t, . . . , Cm,t}

• Ut: Free capacity of the battery at time t

Ut = {U1,t, U2,t, . . . , Um,t}

Mathematical Model
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• Objective:

Maximize
X

a2A

X

t2T

(Pa,t ·Oa,t) +
X

s2S

X

t2T

(Ps,t ·Os,t) (Maximize profit)

• Constraints:

– Limited battery capacity:
X

a2A

Oa,t  Cb,t 8b 2 B, 8t 2 T

– Free battery capacity: X

s2S

Os,t  Ub,t 8b 2 B, 8t 2 T

– Prevent simultaneous use of charging and discharging services:

xs,t,b + xa,t,b  1 8s 2 S, 8a 2 A, 8t 2 T, 8b 2 B

where xs,t,b is a binary variable indicating if charging service s is used at time t on
battery b, and xa,t,b is a binary variable indicating if discharging service a is used at
time t on battery b.

– Binary variables:

0  xa,t,b, xs,t,b  1 8a 2 A, 8s 2 S, 8t 2 T, 8b 2 B

Variable Clarifications:

• Pa,t: Price for service a during hour t.

• Oa,t: Optimal volume of service a to be sold during hour t.

• Cb,t: Battery capacity of battery b at time t.

• Ub,t: Free capacity of battery b at time t.

• xa,t,b: Binary variable indicating if discharging service a is used at time t on battery b.

• xs,t,b: Binary variable indicating if charging service s is used at time t on battery b.

6.8.1 Translating the model to code

Python was selected as the programming language to transform the mathematical model into a
functional algorithm. The libraries utilized included numpy and scipy.optimize. numpy was essen-
tial for creating and performing calculations on matrices, while scipy.optimize was specifically
employed for its linprog function, which facilitated optimization. The core of the implementation
was an algorithm encapsulated within a function that used several input parameters:

• num_services: the number of ancillary services,

• num_time_periods: the number of time intervals (hours),

• available_capacities: the capacities available for each battery,

• priceLimitToUseAllCapacities: a threshold price that triggers maximum battery utiliza-
tion,

• batteryMaxCapacity: the maximum capacity of each battery.
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To ensure that batteries operated within safe operational limits, each battery’s maximum ca-
pacity was scaled down to 60%, maintaining all the batteries between 20% and 80% of their full
capacity. The function utilized the lesser value between the battery’s current and maximum capa-
cities to determine the available energy level.

For development purposes, random prices and volumes were generated to test the algorithm in-
dependently from the machine learning models. These were structured into two matrices, one for
prices and one for volumes, with dimensions defined by num_services and num_time_periods.
Each matrix entry corresponded to a price or volume for a specific service at a specific time, with
the matrices aligned such that each price was associated with its corresponding volume.

The dynamic changes in the battery’s energy level, due to either consumption or charging, neces-
sitated that the linprog function optimize battery usage hourly rather than across a full 24-hour
period. The function’s decision variables were represented by vector x, which included:

• Coefficients to minimize within a 1-dimensional vector

• An inequality constraint matrix in 2 dimensions

• A 1-dimensional constraint vector

• Bounds defining the minimum and maximum values for the decision variables

This structured approach allowed for precise control and optimization of battery usage based
on economic considerations dictated by fluctuating market prices and operational capacities.

The algorithm was designed to optimize and use one battery at a time to find the optimal solutions
for how to use it before moving on to the next battery. Linprog was used to optimize the battery
for each hour instead of the whole 24-hour period. This is because the battery’s current energy
level was used as the constraint vector and needed to be updated when energy was stored or used.
The limits of how the battery can use charging or discharge services simultaneously meant that
linprog was initially called twice each hour. This was done to check if charging or discharging
the battery with the current volumes, prices, and energy level for that hour was more profitable.
Linprog received a matrix of the size _services as rows and num_time_periods as columns for
prices and volumes used as the decision variables x. The lists with prices and volumes used as
input for linprog had to be temporarily modified by setting all charging services prices or volumes
to zero or vice versa. The reason for this was to ensure that the Linprog optimization would
only be performed with either charging or discharging services, but not both at the same time.
Since Linprog’s purpose is to optimize and get the maximum profit means it would either use the
battery’s current capacity for discharge services to a full extent or, if more profitable, charge the
battery as much as possible.

Since linprog would use the battery to maximum effect for each hour by either charging or dischar-
ging it meant that the battery would switch between being either at full capacity or empty for each
hour. Additional if-statements were added to the model to avoid this scenario. The if-statements
will check if it is currently more profitable to charge or discharge the battery and then decide how
much of the battery’s capacity to use. The statement looks like the following in pseudocode:

Where:

• c1 is the current hour’s profit for charging.

• c2 is the next hour’s profit for charging.

• d1 is the current hour’s profit for discharging.

• d2 is the next hour’s profit for discharging.

• priceLimitToUseAllCapacities is a price with a high enough value to use all current ca-
pacities.
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Algorithm 1 Decision Process for Using Charge/Discharge Services
1: if d1 > c1 then
2: if d1 � priceLimitToUseAllCapacities ^ (d1 > d2 _ (d2 < c2 ^ c2 �

priceLimitToUseAllCapacities)) then
3: Use discharge services to 100% of available discharge capacity
4: else if d1 > d2 ^ d2 < c2 then
5: Use discharge services to 75% of available discharge capacity
6: else
7: Use discharge services to 40% of available discharge capacity
8: end if
9: else

10: if c1 � priceLimitToUseAllCapacities ^ (c1 > c2 _ (c2 < d2 ^ d2 �
priceLimitToUseAllCapacities)) then

11: Use charge services to 100% of charge available capacity
12: else if c1 > c2 ^ c2 < d2 then
13: Use charge services to 75% of available charge capacity
14: else
15: Use charge services to 40% of available charge capacity
16: end if
17: end if

Linprog would then be called to optimize the profit using charge or discharge services with the
current battery capacity multiplied by the chosen percentage. The purpose of the first if statement
was to use the battery to the maximum if the current price is high enough and better than the next
hour’s price on the same services. Alternative if the other service for the next hour was higher than
the current service price for the next hour and exceeded the specific profit value. Then, the battery
should be used to the maximum to make a profit in the current hour or get as much capacity as
possible for the next hour. The purpose of the second if-statement was to see if the current service
price is higher than the next hour’s service price and if the next hour’s price of the current service
is lower than the next hour’s price for the other service. This would help increase the usage of the
battery resources by only using the current service if it is better than the next hour for the same
services while at the same time making sure to increase capacity to use for the other services next
hour. The final statement ensures that the battery is only used to 40 percent to save capacity
for better circumstances. The battery’s capacity will then be updated accordingly to how much
volume linprog uses and if it was charged or discharged. The algorithm will precede to save chosen
service prices and volumes for the hour and then print it together with the total revenue and the
remaining battery capacity for the user to see.

6.8.2 Summarization of the proposed model

The proposed model outlines a structured sequence of data handling and processing stages. Ini-
tially, data is acquired from several providers: SVK, ENTSO-E, and NordPool. Specifically, XLS
files sourced from NordPool are stored locally. Subsequently, this data is transformed into data-
frames, which are also stored within the local working directory for further manipulation.

Following the data acquisition phase, these dataframes undergo normalization and are subsequently
converted into three-dimensional tensors. This transformation facilitates their integration into the
ML forecasting networks. The networks are designed to forecast 31 output values. However, for the
subsequent optimization algorithm, only the last 24 values are kept. These 24 values represent the
projected prices for the next day for each service and are critical inputs for the optimization process.

The optimization algorithm then utilizes these 24 values to calculate an optimized bidding strategy
tailored to the varying service prices. During this stage, the volumes for the FCR services are main-
tained at a constant 530 MW. Conversely, the volumes for the mFRR services are calculated based
on the average values of previously activated services.
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Figure 7: Flowchart of the proposed system
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7. Results

7.1 Results of forecasting models

FCR-N
Hyperparameter Result

Dropout 0.2
Learning Rate 0.00001

Epochs 1000
Time_lag 72

Hidden_size 200
Batch_size 256

Table 4: FCR-N prediction parameters

Model Loss Function Loss
LSTM MAE 13.27
LSTM RMSE 34.81
LSTM MAPE 18.06%

Bi-LSTM MAE 12.92
Bi-LSTM RMSE 34.80
Bi-LSTM MAPE 17.66%

GRU MAE 12.92
GRU RMSE 34.89
GRU MAPE 17.78%

Bi-GRU MAE 12.55
Bi-GRU RMSE 34.32
Bi-GRU MAPE 17.22%

Table 5: Error metrics for FCR-N

Figure 8: Plot of FCR_N predictions using Bi-GRU
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FCR-D Up
Hyperparameter Result

Dropout 0.2
Learning Rate 0.00001

Epochs 2000
Time_lag 72

Hidden_size 200
Batch_size 256

Table 6: FCR-D Up prediction parameters

Model Loss Function Loss
LSTM MAE 5.04
LSTM RMSE 13.58
LSTM MAPE 20.59%

Bi-LSTM MAE 5.07
Bi-LSTM RMSE 13.85
Bi-LSTM MAPE 20.41%

GRU MAE 5.10
GRU RMSE 14.48
GRU MAPE 21.92%

Bi-GRU MAE 4.51
Bi-GRU RMSE 13.93
Bi-GRU MAPE 20.21%

Table 7: Error metrics for FCR-D Up

Figure 9: Plot of FCR_D Up predictions
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FCR-D Down
Hyperparameter Result

Dropout 0.2
Learning Rate 0.0001

Epochs 2000
Time_lag 72

Hidden_size 200
Batch_size 256

Table 8: FCR-D Down prediction parameters

Model Loss Function Loss
LSTM MAE 28.24
LSTM RMSE 67.39
LSTM MAPE 53.02%

Bi-LSTM MAE 26.72
Bi-LSTM RMSE 62.98
Bi-LSTM MAPE 63.49%

GRU MAE 29.40
GRU RMSE 69.63
GRU MAPE 58.49%

Bi-GRU MAE 27.81
Bi-GRU RMSE 67.13
Bi-GRU MAPE 54.77%

Table 9: Error metrics for FCR-D Down

Figure 10: Plot of FCR_D Down predictions
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MFRR-Down
Hyperparameter Result

Dropout 0.2
Learning Rate 0.0001

Epochs 1000
Time_lag 72

Hidden_size 200
Batch_size 256

Table 10: MFRR-Down prediction parameters

Model Loss Function Loss
LSTM MAE 26.76
LSTM RMSE 39.92
LSTM MAPE 68.87%

Bi-LSTM MAE 25.96
Bi-LSTM RMSE 39.40
Bi-LSTM MAPE 64.89%

GRU MAE 21.59
GRU RMSE 36.19
GRU MAPE 136.09%

Bi-GRU MAE 21.55
Bi-GRU RMSE 35.97
Bi-GRU MAPE 89.84%

Table 11: Error metrics for MFRR Down

Figure 11: Plot of MFRR Down price predictions
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MFRR-Up
Hyperparameter Result

Dropout 0.2
Learning Rate 0.00001

Epochs 2000
Time_lag 72

Hidden_size 200
Batch_size 256

Table 12: MFRR-Up price prediction parameters

Model Loss Function Loss
LSTM MAE 23.99
LSTM RMSE 44.89
LSTM MAPE 91.08%

Bi-LSTM MAE 23.36
Bi-LSTM RMSE 45.17
Bi-LSTM MAPE 91.80%

GRU MAE 22.71
GRU RMSE 43.95
GRU MAPE 94.41%

Bi-GRU MAE 22.30
Bi-GRU RMSE 43.90
Bi-GRU MAPE 274.69%

Table 13: Error metrics for MFRR Down

Figure 12: Plot of MFRR Up price predictions
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7.2 Statistical analysis
The trendlines derived from the demand for the Up/down-regulation of the mFRR service are
given as follows:

Figure 13: Trend lines for mFRR-Down demand

Figure 14: Trend lines for mFRR-Up demand

In each plot, we have also added a trendline including the zero values to give an understanding as
to how much difference they make towards constructing the trendline. However, we believe that
the one without zero values is more justifiable when it comes to estimating the demand for the
different ancillary services. Especially since the trend lines including zeroes seem to suggest very
low values that do not appear appropriate for bidding. The trendlines yielded the following mean
activated demand:

• MFRR-Down: 29.22957329953531

• MFRR-Up: 40.68688736661833
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Service Mean Median Variance Non-zero Count Zero/Near Zero Count Skewness Kurtosis

FCR-N 57.147 46.378 1614.836 29128 0 3.485 25.908
FCR-D Down 36.936 15.433 3675.087 20394 8734 6.441 138.779
FCR-D Up 45.601 39.877 821.601 29127 1 1.476 3.902
mFRR Up 89.821 58.870 12949.971 29079 175 12.538 462.627
mFRR Down 69.262 45.985 6773.664 28693 553 2.726 10.017

Table 14: Statistical Analysis of Ancillary Service prices

Service Mean Median Variance Non-zero Count Zero/Near Zero Count Skewness Kurtosis

mFRR Up Volume 10.597 0.0 949.547 7581 21547 4.523 25.205
mFRR Down Volume 9.496 0.0 698.480 9461 19667 5.192 36.192

Table 15: Statistical Analysis of mFRR volumes
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7.3 Results of bidding strategy model
A separate copy of the model was made to compare the impact of Algorithm 1 on the final revenue.
One model included the logic from Algorithm 1, while the other did not. Both models used
two simulated batteries with initial half capacity and maximum capacities of 50 and 10 units.
The model without Algorithm 1’s logic did not have any limitations on how to use the battery’s
capacity. This resulted in it taking the best offer for the first hour between discharge or charge
services and using as much volume as possible. Since the available volume exceeded the capacity
of both batteries, the model without restrictions used all its capacity for the best service in the
first hour and then switched between charging and discharging depending on whether the current
battery was completely full or empty. To test the model, specific values for prices and volumes
were set in a matrix to ensure the results would not change due to random values of the prices
and volumes. Only 4 hours were used in the test to make it easier to understand when comparing
the results. Furthermore, some prices were set to very high values during certain hours to observe
the models’ reactions to price changes.The prices and volumes for each service and hour were as
follows in the picture below:

Price
Service Hour 1 Hour 2 Hour 3 Hour 4
FCR-N 100.0 1150.0 1200.0 250.0
FCR-D Down 1120.0 170.0 1220.0 270.0
FCR-D Up 130.0 180.0 230.0 280.0
mFFR Down 1100.0 160.0 210.0 260.0
mFFR Up 140.0 1190.0 240.0 112.0

Volume
Service Hour 1 Hour 2 Hour 3 Hour 4
FCR-N 530.0 530.0 530.0 530.0
FCR-D Down 530.0 530.0 530.0 530.0
FCR-D Up 530.0 530.0 530.0 530.0
mFFR Down 29.2 29.2 29.2 29.2
mFFR Up 40.6 40.6 40.6 40.6

The model applying the logic from Algorithm 1 scored 53034.3e, while the model without
Algorithm 1 scored 40152.0ewith a difference of 12882.3e.

Figure 15: Example output of algorithm 1
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8. Discussion

8.1 Result discussion
8.1.1 Error metrics for the prediction models

MAE, RMSE, and MAPE were the three error metrics used to display how well the different mod-
els managed to predict the prices of the services. The accuracy for predicting the values from the
different metrics differs depending on the service, and the differences are sometimes large. The
reason for this is how the error is calculated and treated. MAE calculates the difference between
the actual and predicted value, takes the absolute value of the difference, summarizes all the dif-
ferences, and then calculates the mean value. This value displays the average error for all the
predictions and gives a basic idea of how well the prediction was. RMSE is more sensitive to
large differences between predictions and actual values compared to MAE due to its squared error
difference in the formula. The third metric, MAPE, calculates and displays the average error as a
percentage. MAPE is calculated with the actual value in the denominator creating some misguided
values when prices were close to zero since this would greatly increase the value MAPE provided
but not accurately to what the actual error was if compared with the MAE and RMSE values.

The results show a significant difference between the MAE and RMSE for all services, with the
MAE being smaller for the predicted prices. This difference is directly related to how the model
handles stable and volatile price scenarios. The model performs well when prices are stable but
struggles to keep up with sudden price spikes or drops, leading to larger deviations in the RMSE.
This is an important factor to consider when using the model, especially when it’s crucial to win
bids during price spikes.

The MAPE metric is useful for quickly giving an idea of how well the model predicts, on average,
in percentage terms. However, users should use caution and consider looking at the other two
metrics as well, due to the unreliability of MAPE with values close to zero. In summary, it’s best
to use all three metrics together to get the most accurate impression of the model’s performance.

8.1.2 Interpreting price analysis

The statistical analysis provided further insights into the distinct characteristics of each dataset,
which helped explain the variability in the performance of different forecasting models. Notably,
the skewness observed across the datasets suggests a general tendency towards right-skewness, with
the mFRR Up prices showcasing particularly high levels of skewness. This, along with the high
kurtosis, indicates a tendency for extreme values and outliers.

Comparing the analysis to the results of the forecasting models demonstrates that while the ML
models are generally adept at capturing the underlying patterns in the data, they struggle with ac-
curately forecasting sudden spikes. This issue was particularly evident when comparing the results
of one-hour-ahead forecasts to those extending to 31 hours. The shorter forecast horizon showed
better accuracy in predicting spikes, suggesting that the longer forecast horizon might miss sudden
changes due to intervening events that the model cannot anticipate. This results in inaccuracies
in predicting these values.

Furthermore, the significant number of near-zero values observed in some of the services strengthens
our hypothesis regarding the limitations of the MAPE as a reliable metric. The presence of near-
zero values can distort the MAPE, giving a misleading impression of a model’s performance. In
contrast, metrics such as the MAE and the RMSE provide a more consistent and reliable meas-
ure of model performance, particularly in datasets characterized by skewness and high kurtosis.
This knowledge provided valuable insight into how to develop the models further to increase the
accuracy of the forecasting.
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8.1.3 Interpreting analysis of mFRR volumes

The analysis of the mFRR volumes reveals significant variability in activation patterns. The mFRR
Up dataset contains approximately 74% zero or near-zero values, whereas the mFRR Down dataset
shows around 68% near-zero values. This inactivity suggests that the services remain inactive for
the majority of the time. Due to this dominant trend of inactivity, the ML models tend to perceive
this as the overarching pattern, leading to challenges in accurately predicting periods of demand.
As a result, we believe that relying solely on ML models for predicting demand in their current form
may not be suitable unless significant pre-processing of the datasets is conducted. Additionally,
the high kurtosis observed in these datasets primarily stems from the sporadic activations, which
act as extreme outliers against the generally inactive pattern of the mFRR services. Given these
characteristics and the current timeframe of the project, a more practical approach involves using
a trend function based on the mean activated volumes. This method provides a clearer and more
reliable estimation of demand for these services, aligning better with their sporadic activation
patterns and helping to mitigate the limitations posed by the current ML data structure.

8.1.4 Best performing model

The metrics from the comparison between the ML models indicate that the Bi-GRU architecture
generally outperforms the other models. The only exception is in the case of FCR-D Down, where
the Bi-LSTM demonstrated superior results when examining the MAE and RMSE. This suggests
that Bi-directional architectures have a distinct advantage over simpler ones.

A possible reason for the Bi-GRU’s superior performance could be its relatively simpler archi-
tecture compared to the Bi-LSTM, which might make it more effective given the complexity of
the data. The Bi-GRU’s simplicity could allow it to handle the available data more efficiently.
Additionally, the amount of data fed to the models may play a role in the observed performance
differences. Each model was trained on all available data related to prices and volumes for the
various services. As the dataset grows over time, the Bi-LSTM may potentially outperform the
Bi-GRU models due to its ability to capture more complex data patterns.

It is important to note that the current optimal models may not remain optimal in the future
as the dataset expands. According to the initial requirements specification, the client reques-
ted a 90% accuracy in predictions. This target has not yet been met. However, accuracy will
likely improve over time with continuous training on new data. Therefore, it is recommended to
continuously monitor the metrics and assess whether accuracy increases over time.

8.1.5 Bidding model

The results clearly show that using a greedy algorithm that only takes the currently best offer is
not advisable. Even though Algorithm 1 proves that the greedy approach is not sufficient, it is still
unclear how other techniques would perform compared to this model. The battery charging and
discharging dynamics are the reason the greedy approach did not perform well. Utilizing only the
current best bid without considering how to handle the next hour’s bidding will result in inefficient
handling of the battery capacities. It is necessary to limit the resource usage of the battery while
taking the future into account when making bids. The implementation of Algorithm 1 was done
late in the development process due to late discoveries of the requirements that the battery would
both charge and discharge depending on services. This left much testing unfinished and likely
plenty of opportunities to further enhance how Algorithm 1 should manage battery usage. This
indicates that any further attempts to optimize the battery usage could involve improving the logic
of Algorithm 1 or testing another technique altogether.

8.2 Method discussion
8.2.1 Tuning the hyperparameters

The initial plan was to determine the hyperparameters solely based on the results of Optuna studies.
However, the studies conducted by Optuna took much longer than anticipated. As mentioned
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earlier, the original concept was for Optuna to explore the best hyperparameters for each type
of model for each ancillary service. The studies were designed to run each model 100 times,
which was considered reasonable given the project timeline. However, the time taken for each
trial varied significantly, ranging from 10 minutes to 4-5 hours. Consequently, after 24 hours,
only about 30 trials were completed. Additionally, since we had 7 forecasting models with 4
different types of ML models to test, the study time would have been excessively long. As a result,
we decided to deviate from the original plan and instead derived the optimal hyperparameters
based on the approximate results obtained during the trials. Therefore, we went for a hybrid
Optuna/Random search approach for the hyperparameters. Surprisingly, the hyperparameters we
used yielded slightly better results compared to those suggested by Optuna. Furthermore, when
training the models we tested different loss functions. Surprisingly, although the MAPE showed
potentially misrepresenting results, it acted as the best loss function for all the models.

8.2.2 Choice of methodology

The thesis primarily utilized the quantitative approach as its research method, which proved to be
beneficial due to its focus on numerical data and factual information. The primary source of data
collection from Mälarenergi was through unstructured interviews, providing valuable insights into
how the energy market operates. These unstructured interviews were particularly helpful because
they allowed us to gain knowledge and perspectives that we were previously unaware of. However,
it would have been useful to conduct a few structured interviews later in the research process to
help us identify requirements for the models more quickly. By preparing specific questions, we
could have obtained information more efficiently rather than relying on the interviewee to speak
freely.
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9. Conclusions

9.1 Summary
The aim of this thesis was to assess the potential of a data-driven bidding algorithm for the an-
cillary service market. The study was divided into two parts. The first part of the model focused
on predicting prices for all ancillary services and volumes for mFRR. This was done by comparing
the performance of different machine learning architectures such as LSTM, Bi-LSTM, GRU, and
Bi-GRU. The results showed that Bi-GRU had the highest accuracy for most services and was the
most suitable option in most cases. However, none of the models were able to achieve the 90 per-
cent accuracy requested by the client. Additionally, none of the models could predict the pattern
of mFRR volumes, so we kept it more static. This addressed our first two research questions.

The second part of the project involved creating a bidding strategy to address the third research
question. We focused on linear optimization combined with a decision algorithm that limited bat-
tery usage. The proposed algorithm outperformed the greedy approach by limiting how much of
the battery’s capacity is allowed to be used for each hour. However, further testing is recommended
to determine how well this model performs against other options.

9.2 Future work
The proposed model predicts prices and volumes that can be utilized for bidding strategies. How-
ever, as mentioned, issues still remain that can be addressed further to improve the model’s cap-
abilities and usage. Below are some suggestions for future work:

• The prediction model currently uses all available price data for forecasting. It is unclear
whether more data will increase the model’s accuracy or overtrain it.

• The batteries used for the bidding algorithm model are artificially created only to test the
model. Integration with a system that handles the real batteries is advisable. Further testing
in the future when more prices have been generated is recommended.

• Testing the bidding strategy model against alternative techniques to see how well it performs.

• Test different techniques, both in terms of ML as well as pre-processing to achieve accurate
predictions of the mFRR demand.
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