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Abstract

Over the last decade, data has become a highly valuable resource. Electrical power grids deal with
large quantities of data, and continuously collect this for analytical purposes. Anomalies that occur
within this data is important to identify since they could cause nonoptimal performance within the
substations, or in worse cases damage to the substations themselves. However, large datasets in the
order of millions are hard or even impossible to gain a reasonable overview of the data manually.
When collecting data from electrical power grids, predefined triggering criteria are often used to
indicate that an event has occurred within the specific system. This makes it difficult to search for
events that are unknown to the operator of the deployed acquisition system. Clustering, an un-
supervised machine learning method, can be utilised for fault prediction within systems generating
large amounts of multivariate time-series data without labels and can group data more efficiently
and without the bias of a human operator. A large number of clustering techniques exist, as well as
methods for extracting information from the data itself, and identification of these was of utmost
importance. This thesis work presents a study of the methods involved in the creation of such a
clustering system which is suitable for the specific type of data. The objective of the study was
to identify methods that enables finding the underlying structures of the data and cluster the data
based on these. The signals were split into multiple frequency sub-bands and from these features
could be extracted and evaluated. Using suitable combinations of features the data was clustered
with two different clustering algorithms, CLARA and CLARANS, and evaluated with established
quality analysis methods. The results indicate that CLARA performed overall best on all the tested
feature sets. The formed clusters hold valuable information such as indications of unknown events
within the system, and if similar events are clustered together this can assist a human operator
further to investigate the importance of the clusters themselves. A further conclusion from the
results is that research into the use of more optimised clustering algorithms is necessary so that
expansion into larger datasets can be considered.

Keywords— Unsupervised learning; clustering; multivariate time-series data; discrete wavelet
transform; power transformer
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Abbreviations

AC Alternating Current
ADMO Absolut Distance between Medoid and Object
AGNES Agglomerative Nesting
AI Artificial Intelligence
BPNN Back-Propagation Neural Network
CFDP Clustering Finding Density Peaks
CLARA Clustering for LARge Application
CLARANS Clustering for Large Applications based on RANdomized Search
Db Daubechies
DBSCAN Density-Based Spatial Clustering of Applications with Noise
DFT Discrete Fourier Transform
DGA Dissolved Gas Analysis
DIANA DIvisive ANAlysis
DOG Difference-Of-Gaussian
DTW Dynamic Time Warping
DWT Discrete Wavelet Transform
FCM Fuzzy C-Means
FM Fowlkes-Mallows index
FT Fourier Transform
HV High Voltage
HTM Hierarchical Temporal Memory
HP High Pass
KPCM Possibilistic C-Means algorithm
LP Low Pass
LV Low Voltage
MAVS Mean Absolute Value slope
ML Machine Learning
MPV Maxium Peak Value
NCR Normalised Class size Rand
NIPALS Non-linear Iterative Partials Least Square
PAM Partition Around Medoids
PCA Principal Component Analysis
PCM Possibilistic C-Means
PGDCS Power Grid Dispatch and Control System
QT Quality Threshold
RMS Root Mean Square
SAE Sparse AutoEncoder
SD Standard Deviation
SDR Sparse Distributed Representation
SSE Sum of Squared Error
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1 Introduction

The use of acquisition systems is increasing drastically since data is a highly valuable resource for
analytical purposes. ABB Corporate Research has established multiple acquisition systems that are
continuously reading voltage and current data at a number of transformers on the electrical grid.
The monitored waveforms from the power systems are three-phase sinusoidals with a frequency of 50
Hz. However, the acquisition systems are only storing the data when a predefined trigger criterion
is fulfilled in order to limit the amount of collected data. This is referred to as an event within the
transformer system. There are scanning tools available to find known events within the collected
data, but the predefined criteria make it difficult to search for events occurring that are unknown
to the operator of the tool. The reason for this is that the trigger catches large amounts of events of
both known and unknown type, and the unknown types need to be manually searched for in order
to be identified. It is important to find these unknown events because they could cause nonoptimal
performance within the substations, or in worse cases damage to the substations themselves. Since
transformers are some of the most costly parts in a power system, being able to perform preventative
maintenance in place of corrective maintenance could cut down not only costs but also time and
safety hazards since they typically are not constructed until commissioned [1]. ABB is currently
online monitoring power system data through the tool Transformer Explorer, which stores current
and voltage information while the transformer is in service. From this information, parameters
relating to the state of the transformers turn ratio, short-circuit impedance, and power loss is
obtained. However, the use of this application is handled manually which could lead to human
errors. In order to prevent disruptions caused by corrective maintenance, as well as gain a deeper
understanding of the system behaviour in general, an automated tool that can catch occurring
events within the system is necessary. Datta et al. [2] discuss the advantages of using unsupervised
methods such as clustering for fault prediction within systems generating large amounts of data.
As such, to analyse the large amounts of waveform data, feature extraction can be performed
on the signals and then used in creating groups of events, also known as clusters. Clustering is
an artificial intelligence (AI) technique in the category of unsupervised learning and has several
different applications such as robotics, data mining, and computer vision. Russell and Norvig [3]
describes unsupervised clustering as ”the problem of discerning multiple categories in a collection
of objects”. The objects for transformer signal analysis is, in this case, the events of different types
within the data, and the categories are the types themselves. In order to find these events and
discern them from the uneventful data logs, an automatic sorting functionality to separate these
would be beneficial. With the help of this functionality, only a few events within each cluster
needs to be inspected manually, and if deemed of no importance the cluster can be discarded. If
the events within a formed cluster are something new and/or of interest the entire cluster can be
further analysed.

1.1 Goal of thesis

The objective of the study is to research methods that enable finding patterns unknown to the
transformer model currently in use by ABB by analysing the current and voltage signals [4]. A
deeper understanding of the large amount of available data is one of the expected outcomes. In
order to group data with similar properties, an analysis of clustering methods that have been eval-
uated for the purpose of grouping data with similar properties will be presented, and a similarity
measurement of the clustered data will be performed. These clustering methods should be imple-
mented as well as adjusted to handle large amounts of waveform data. The implemented system
should be able to detect and cluster types of events unknown to the current system in use. A
summary of the benefits of the proposed automated system compared with a manual classification
will be done. The work falls into two categories; signal processing and feature extraction, and
clustering of data and quality analysis of the clustering.

1.2 Outline of thesis

The problem formulation with associated research questions is stated in section 2. General informa-
tion regarding transformer theory and applications, signal processing basics, as well as clustering

1
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methods can be seen in section 3. Section 4 holds an overview of the related works with the state
of the art in regards to waveform analysis and clustering in power systems as well as the handling
of time-series data. The ethical and societal considerations relevant to the thesis are described
in section 5. Section 6 describes the methodology employed within the thesis work as well as the
information regarding the implementation of it, while section 7 holds the results. Section 8 holds a
discussion about the achieved results of the thesis in regards to the stated goals, and lastly, section
9 holds the final thoughts on the impact of this work as well as a presentation of future work in
the area.

2
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2 Problem Formulation

The collected data which is stored in the form of an event database makes it currently unfeasible
to gain a broad overview of the entire content. A more structured database with identified clusters
of event data would be beneficial which could enable new events from an online stream to be
classified into the cluster with the highest similarity to it. Not all events would be of interest, and
this information can be further used to prevent the collection of irrelevant data.

2.1 Research questions

1. Which types of clustering methods can be used for grouping events occurring in
power systems?
There exists a large number of clustering methods and an extensive literature review is
necessary in order to identify suitable techniques.

2. How can the suggested clustering method be integrated and automated?
Investigation of the possibility to incorporate the suggested clustering method with existing
trigger-based acquisition system that are continuously monitoring the voltage and current of
transformers.

3. Which discriminating features of the event signals are important for the cluster-
ing?
Features that contain descriptive information that can identify the different events needs to
be recognised and evaluated.

4. What is the quality of the clustering?
The quality of the clustering needs to be investigated for similarity, where a high similarity
indicates similar types of events.

2.2 Limitations

Some limitations exist that could affect the execution and results of the proposed research. These
are mainly concerned with the involved data and the handling of this, as well as the confidentiality
surrounding it. One limitation set by ABB Corporate Research is the available data set that will
be analysed. At the time of writing, many years of data have been logged from the transformers
in the substations mentioned. However, an analysis will only be performed on a selected subset of
this data to make the work possible within the time frame. Another important aspect is that the
data is the property of ABB Corporate Research, and as such, could be sensitive information and
should be protected from exposure outside of internal settings. Sensitive data has the possibility
to be anonymised within the final report, with the specific details placed within an appendix that
is only available to ABB Corporate Research.

3
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3 Background

As the first phase of this thesis work, a comprehensive literature study was conducted regarding
different areas related to this specific research topic. Described in the following section is the
background information necessary in order to place the thesis work within the proper context.
This included the basics of transformer characteristics such as important structural design, typical
applications, as well as problems that can occur within transformers. Following this is information
regarding online and offline methods for monitoring of transformer systems. Since the typical
signals available in power system transformers consists of waveform signals, another crucial area is
the analysis of time-series and waveform data handling, and how to process this type of data. An
overview of the common methods to extract and handle waveform signal and time-series data as
well as some basic concepts regarding signal processing included. A section detailing the different
methods that can be used to measure distance, or similarity, between time-series data follows
and Lastly is an examination of different clustering methods, necessary steps involved, and the
motivation for using different approaches for different applications.

3.1 Transformer theory and application

A transformer is an electrical component usually used to transform an incoming alternating current
(AC) voltage level to a different level, either by stepping the voltage up or down; this is done by a
mechanical operation known as tap change where the number of turns of a winding is changed [5].
This is crucial for our modern day electricity transmission line set-up. Transferring electricity over
long distances creates a power loss depending on transmission line resistance as discussed by So and
Arseneau [6]. This loss can be limited when transferring electricity by increasing the voltage level
and lowering the current, but before the power reaches its destination such as a typical household,
the voltage level needs to be lowered; this is typically done with transformers. A simple transformer
usually consists of two coils constructed out of metal wire, commonly referred to as the primary
and secondary winding. The primary winding is supplied with a voltage, and this winding then
produces a magnetic field; the magnetic flux marked as a dotted red line flows through the core
as a consequence of this as seen in Figure 1. The magnetic field induces a voltage output that is
dependent on the turn ratio of the primary and secondary coil. A single transformer is usually
not used, but instead three; this is more commonly implemented since three-phase electricity
is produced from power station generators. In a paper presented by Suppitaksakul et al. [7],
the process of determining the power and size of three-phase induction generators is discussed.
The mathematical model of the proposed induction generator is tested and compared with both
simulated and experimental results; it is concluded that the proposed mathematical model can be
used for selecting generator size.

Figure 1. Simple transformer where two windings are wrapped around a magnetic core. The dotted
red line is the magnetic flux running through the magnetised core.

Typical applications for transformers are mainly in industrial settings such as power systems,
communications, automotive, and steel manufacturing. The transformers usually employed for
power systems fall into two categories; power transformers and distribution transformers [8]. Power
transformers, which are large in size and transform high levels of voltage, is the type which is

4
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manufactured by ABB in order to transmit generated power between stations in the electrical grid.
Distribution transformers are used for lowering the voltage to a level that fits the consumer. Failure
origination for faults that occur in power system transformers falls into mainly four categories:
windings, tap changers, bushings, and lead exits. The distribution of these can be seen in Figure
2, where a fifth category ’Other’ can also be observed. This category represents fault originations
such as core circuits, magnetic circuits, and insulation. Winding faults, representing the largest
fault category, are affected by mechanical forces proportional to the current squared [8]. This can
lead to buckling in the winding itself, altering the short-circuit impedance of the system. Faults
originating in the tap changer are usually related to mechanical aspects since the component moves
during operation of the transformer.

Figure 2. Pie chart of failure origination distribution as seen in Survey by Tenbohlen and Jagers [9].

3.2 Offline and online monitoring

The evaluation of transformers in test laboratories can be done by analysing the impulse response of
a specified transfer function. The transformers’ transfer function can be applied when monitoring
the transformers while functioning out in the field as well. In a study by Leibfried and Feser [10]
the application of transfer function for offline and online monitoring is discussed. When monitoring
offline, the transformer is disconnected from the electrical grid thereafter switched on and off, and
the acquisition system reads the voltage and current through a digital measuring system. Online
monitoring is similarly done, but instead, the measurements are performed when the transformer
is active and functioning. In the previously discussed study, two methods are mentioned which
are commonly integrated into transformers offline/online monitoring system and are said to be
important monitoring techniques. First is the gas-in-oil analysis; this method is discussed in a
paper written by Chatterjee et al. [11] where the information on how to measure dissolved gases and
temperature from the transformer oil is discussed. With correct readings, it is possible to predict
potential or already occurring faults. The second method is the partial discharge measurement;
a paper written by Jacob and McDermid [12] discusses the importance of this method regarding
acceptance test of transformers. The data collected by ABB, intended for analysing and clustering,
is collected from several active transformers via online monitoring without considering gas-in-oil
and partial discharge analysis.

5
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3.3 Transformer data

There are different measurements that can be collected from transformers in service. The ABB data
consists of voltage and current signals which are measured from different three-phase transformers.
That means that the acquisition systems retrieves a voltage and current signal from each phase, in
both primary and secondary windings. This gives three current signals and three voltage signals
from the primary winding, and similarly for the secondary, giving a total of twelve signals. ABB
is currently running the signals through the tool Transformer Explorer, and from there multiple
parameters are extracted; the turn ratio, short-circuit impedance and power loss. These listed
parameters are, however, not considered in the present Master thesis. The parameters allow for
the analysis of the transformer state, where the collected current and voltage signals consist of the
event that fulfilled the triggering criteria as well as the time period immediately before and after.

3.4 Data transformation

In order to perform cluster analysis the data needs to hold equal importance for all variables
within it. This can be achieved by data transformation methods such as normalisation and/or
standardisation of the data so that it all falls within the same dynamic range, and where similarity
measurements can be applied without assigning more importance to larger values over smaller ones.
The main difference between normalisation and standardisation is that by employing normalisation
the range of the values falls between 0 and 1, while for standardisation the values are centered
around 0. Such a range is advantageous for time-series signals that initially have dissimilar value
intervals. This technique demands that precise estimations regarding the interval boundaries can be
extracted. Standardisation is a method that can be employed when the range of the data should not
be altered, but when the distribution of the values should be the same. This is advantageous before
using methods such as dimensionality reduction and feature reduction since the interpretation of
the results is only possible when the features are distributed around the mean value [13]. An
overview of data transformation techniques for clustering is described by de Souto et al. [14], where
three different methods are analysed. These are normalisation through minimum and maximum
values, standardisation through mean and standard deviation, as well as normalisation through
rank transformation. The former two methods are described as being heavily used in clustering
contexts, while the last method, first proposed in relation to clustering by Sneath and Sokal [15],
is reported as being more robust in the presence of outliers. A fourth method for transforming
the data is re-scaling the range of the data around the nominal value of the transformer, and can
be implemented by using a generalised form of the re-scaling method described by de Souto et
al. The equations for data transformation can be seen in Table 1. For minmax-normalisation x
represents the original data point, and min(x) and max(x) are the minimum and maximum values
within the dataset. In the definition for rank transformation Rank(x) represents the rank of x.
In the definition for re-scaling Nmin and Nmax denotes the negative and positive nominal values
respectively. Finally, for z-score standardisation µ and σ represents the mean and the standard
deviation of the dataset.

Table 1: Techniques for normalisation and standardisation of transformer data.

Method Definition

Minmax
x−min(x)

max(x)−min(x)

Z-score standardisation
x− µ
σ

Rank transformation Rank(x)

Nominal re-scaling
x−min(x)

max(x)−min(x)
· (Nmax −Nmin) +Nmin

6
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3.5 Signal processing

As mentioned earlier the data consists of sinusoidal power signals with a frequency of 50 Hz. Figure
3 below is an example of an event file containing twelve power signals collected by ABB from an
active transformer in service.

Figure 3. Event file created by ABB, visualising approximately 0.2 seconds of data from both
secondary and primary windings. The first 6 waveforms are the voltage signals followed by the
corresponding 6 current signals.

When only viewing the signals shown in Figure 3 it is difficult to extract any meaningful
information, thus displaying the importance of signal processing. It is feasible to create a finite
vector containing measurables extracted from the event file. Methods for analysing the waveforms
in both the time domain and frequency domain are available in order to find correlations between
the signals. In the research by Alvarez et al. [16] the envelope is extracted from voltage signals in
both time and frequency domain as characteristic parameters which are further used for clustering.
The method showed successfull result for classifying partial discharges that are recorded from
voltage signals while online monitoring partial discharge test in a three phase distribution line.

3.5.1 Time domain

The waveforms presented in Figure 3 is an example of signals in the time domain. The amplitude
of the signals is changing with respect to time, but since there is a fixed sampling rate set when
collecting the signals the data is therefore plotted in discrete time. In order to achieve continuous
time, the sampling rate would need to be infinite and the time between two data points infinitely
small. With enough knowledge about the abnormalities that can occur in the time domain, it

7
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is feasible to extract valuable features; for example, transients that occur randomly is one of the
extractable features. Transients that frequently occur with high amplitude in comparison to the
nominal voltage amplitude is to be expected and can be found within ABB data set.

3.5.2 Frequency domain

Working in the time domain can be insufficient for analysis purposes, therefore the frequency
domain can be complementary and beneficial when processing signals. As mentioned earlier signals
in the time domain changes with respect to time but signals in the frequency domain changes with
respect to frequency. There are different methods when transforming a signal from the time
domain to the frequency domain and back; methods such as Laplace and Fourier Transform (FT).
The relationship between the two mentioned methods is discussed in a technical note by Seo and
Chen [17], where a general relation is shown and concluded to be a useful signal analysis method.
Since it is known that the frequency of the data provided by ABB contains mainly 50 Hz oscillations
and some harmonics, Laplace transform and FT can be seen as useful analysis tools for extracting
the frequency content, as well as finding the frequency deviations.

3.5.3 Time - frequency domain

One common analysis method for time varying signals is the Discrete Wavelet Transform (DWT)
which allows extracting the frequency content of a signal but in correlation to time. This is
beneficial since the collected data contains information instantaneously before and after the event
that triggered the recording of the signal. DWT is similar to the FTs frequency domain, but
instead, DWT presents the signal in the time-frequency domain [18]. When applying the DWT
on a signal, it is transformed and instead represented as a set of coefficients referred to as the
approximation and detail coefficients. Initially, before applying the DWT it is necessary to choose
a mother wavelet that can capture the features of the signal that is to be analysed. The mother
wavelet can be symmetrical or asymmetrical depending on the properties; a usual property of the
mother wavelets is that it is finite in time and have a mean of zero. Below in Eq. 1 is the latter
property mathematically described where ψ(t) is the mother wavelet.∫ ∞

−∞
ψ(t)dt = 0 (1)

The mother wavelets are used to create translated and scaled versions of itself in order to
describe and transform a signal to the time - frequency domain; the coefficients related to the
translation and the scaling will be different depending on the choice of the mother wavelet. The
translation can be seen as a shift of the wavelet in time, while the scaling of the wavelet is a way
to set the frequency. Seen in Figure 4 is an example of a wavelet family referred to as Daubechies
(Db). Usually, a number is added after ”Db” referring to the number of vanishing points, for
example, Db5. This parameter is necessary to consider after choosing the mother wavelet; with a
higher number of vanishing points it is feasible to increase the ability to capture signal features but
as a consequence, the sample size of the mother wavelet is increased as well which requires a an
increase in sampling frequency [19]. Db10 has shown to be a suitable choice when analysing faults
that occur in voltage and current signals of high voltage transmission lines according to Gawali et.
al [20]. However, DB4 is more fitting for real-time applications since less computation is required
which essentially means faster computation when applying DWT on a signal as mentioned in the
previously discussed work [20].
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Figure 4. Five Daubechies wavelets with 5, 10, 15 and 20 vanishing points plotted respectively.
With more vanishing points the wavelet becomes smoother but the sample size is increased as seen
in the figure.

A signal is represented as a set of scaled and translated versions of a mother wavelet which is
discussed more in detail in the work of Ngui et al. [21]. When an appropriate mother wavelet is
chosen Low Pass (LP) and High Pass (HP) filters can be derived in order to extract the approxi-
mation and detail coefficients. The signal to be analysed is filtered through these filters in order
to separate the frequency content, the output of the LP filter is the approximation coefficients
while the output of the HP filter is the detail coefficients; both of these outputs are downsampled
by a factor of two. This process is repetitively done until stopped by some criteria or because
there are no more samples left to filter. The process is done with a filter bank setup, where the
approximation coefficients are iterated through the filters which are connected in series, Figure 5
shows the process of DWT with filtering up to decomposition level 3.
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Figure 5. An example of how to apply DWT with decomposition level 3 on a signal which has
been sampled with a rate of X Hz. The HP filter outputs the detail coefficients while the LP filter
gives the approximation coefficients which are used for the following decomposition level. Note
that after each level the signals are downsampled by a factor of two and the frequency range is
changed due to filtering [22].

A visualisation of the frequency sub-bands can be shown below in figure 6 based on the DWT
with a decomposition level 3 which is shown above in Figure 5.

Figure 6. Visualisation of the frequency sub bands when performing DWT on a signal with decom-
position level 3; the splitting of the frequency spectrum can be continued for higher decomposition
levels [18].

These coefficients can be used further on to reconstruct and represent the original signal as a
set of features. The local representation in both the time and frequency domain makes DWT a
useful tool for detecting transients in a signal, as discussed in the work by the authors Abed and
Mohammed [23]. Here, DWT was used to detect internal faults in transformers when analysing
current signals. Similar work has been done by Rumkidkam and Ngaopitakkul [24], where the

10



Mälardalen University Master Thesis Robotics

approximation and detail coefficients were compared and analysed when investigating the current
behaviour of winding to ground faults in a single-phase transformer.

3.6 From raw data to a set of features

As mentioned in section 3.3 12 signals are measured simultaneously and stored when a trigger
criterion is fulfilled. For transformer data, it is of interest to analyse multiple time-series signals
since there are correlations between the signals that are collected from a transformer [25]. Methods
for extracting and combining features from multivariate time-series are discussed by Mörchen [26]
where features were extracted from multiple time-series signals from different problem domains such
as power demands. Multivariate time-series is the format of the ABB data since two variables are
recorded over time, voltage and current across all six transformer phases. In the work by Mörchen,
features were extracted from multiple time-series with two different methods: Discrete Fourier
Transform (DFT) and Discrete Wavelet Transform (DWT). DWT showed the best results in terms
of classification error percentage when classifying multivariate time-series containing known classes
using K-means clustering method. Both DFT and DWT produces a number of coefficients that is
increased depending on the frequency content and the length of the signal. Mörchen goes on to
suggest a method to decrease the number of coefficients in order to lower the feature dimensionality
and still maintain the important signal characteristics. By calculating the energy sum of the signal
coefficients, it is feasible to evaluate and remove coefficients that show low importance for the
purpose of capturing the signal characteristics.

3.6.1 Feature extraction

Depending on the feature extraction method and domain, the interpretation of the results will
differ. For example, the max value of a voltage signal in the time domain compared to the max
value of the same voltage signal in the frequency domain will give different information regarding
the characteristics of the signal. Table 2 is a list of generic feature extraction methods that can
be used in both time and frequency domain depending on what information one is pursuing. xi
denotes the signal, i represents index where the length of this signal is N. Table 2 shows a variety of
different features and the corresponding extraction definitions that are possibly useful depending
on what information is considered discriminating for the events within the data subset. Features
such as max peak, min peak, peak-to-peak, and variance are beneficial when analysing how are
really good indicators finding transients and outliers. However, the coefficient of skewness, kurtosis,
variance, and standard deviation are useful methods for analysing the distribution of the different
sub-bands and could contain useful information regarding the frequency behaviour. Features such
as arithmetic mean, mean absolute value, root mean square and simple square integral are beneficial
when looking at the amount of content available in the different sub-bands. All of the suggested
features must be iteratively evaluated in order to find the most descriptive combination of features
for clustering similar events within the data subset.
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Table 2: Generic feature extraction methods for time-series.

Feature extraction method Definition Reference

Arithmetic mean
1

N

N∑
i=1

xi [27] [28]

Mean absolute value

√√√√ 1

N

N∑
i=1

|xi|2 [27]

Median


xN/2

2 if N is odd

xN/2+xN/2+1

2 if N is even

[29] [28]

Variance
1

N − 1

N∑
i=1

(xi − x̄)2 [27] [30]

Root mean square

√√√√ 1

N

N∑
i=1

x2i [27] [31] [28]

Max peak max(x) [28]

Min Peak min(x) [28]

Peak - Peak max(x)−min(x) [28]

Simple square integral

N∑
i=1

|xi|2 [27] [26]

ith percentile pi(x) [32] [28]

Crest factor
max(x)−min(x)

RMS
[33]

Modified crest factor
p99(x)

p70(x)− p30(x)
[33]

Coefficient of skewness m3/m
3/2
2 where mr =

1

N

N∑
i=1

(xi − x̄)r [32] [28]

Coefficient of kurtosis m4/m
2
2 where mr =

1

N

N∑
i=1

(xi − x̄)r [32] [28]

Standard deviation

√√√√ 1

N − 1

N∑
i=1

(xi − x̄)2 [27] [28]

12



Mälardalen University Master Thesis Robotics

3.6.2 Feature selection

It is shown that feature selection has an effect on the performance of learning algorithms, selecting
fitting features have various advantages, such as decreasing the computational time and space cost
and improving cluster quality; Li et al. [34] discusses the benefits more thoroughly. Dimensionality
reduction of the features is beneficial when working with a large data set; from there the data is in
a form that can be more efficiently processed by different methods, for instance Machine Learning
(ML) algorithms. Vazquez-Chanlatte et al. [35] discusses how ML can be used to tackle large
amounts of time-series data; initially, the data is pre-processed and transformed into the feature
space and thereafter utilised by ML algorithms. ML algorithms can search for correlations between
the features which might give vital insight into a set of data and the quality of the selected features.
When selecting features it is important to consider what is necessary to preserve, Laplacian score
is a method which is studied by He et al. [36] for this purpose; the feature selection method is
based on the evaluation of the features locality preserving power where it is considered beneficial
to preserve the neighbourhood structure in the given feature space; the higher the preserved power
the lower the Laplacian score is for that feature. Based on the given score it is feasible to sort the
features and select a set of features which have the lowest score.

The Laplacian score consists of four steps as specified by He et al. [36] and Li et al. [34], and
can be seen below.

1. Construct graph G which is the nearest neighbour graph consisting of all the objects. An
edge is then placed between objects that are close to each other in the given feature space.
This is done because the method is unsupervised; if labels were available then an edge would
be placed between the observations that are under the same label.

2. By viewing the graph G the weight matrix S is created such that if object i and j are
neighbours then the element in matrix S corresponding to these objects is set as shown in
Eq. 2, otherwise set S(i, j) = 0; t is a pre-defined constant.

S(i, j) = e−
‖Oi−Oj‖2

t (2)

3. The weighted matrix is used to calculate the diagonal matrix D as shown in Eq. 3. It is then
used to calculate the Laplacian matrix L for all objects, also referred to as graph Laplacian
where L = D − S.

D(i, i) =

n∑
j=1

S(i, j) (3)

4. Finally, the Laplacian score Lr is calculated for feature r denoted as fr as show in Eq. 4
where 1 = [1, ..., 1]T .

f̃r = fr −
fTr D1

1TD1
1

Lr =
f̃Tr Lf̃r

f̃Tr Df̃r

(4)

3.6.3 Feature reduction

Working with high dimensional data is not necessarily beneficial for clustering purposes, the feature
set can contain irrelevant information that do not benefit the clustering and increase the compu-
tational time [37], [38]. An approach discussed in the work by Lou et al. [39] for reducing the
dimensionality is Principal Component Analysis (PCA), an unsupervised method that has proven
to be efficient in regards to computational time. PCA is often described as one of the most popular
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unsupervised algorithms since it preserves the variance of the feature set [40]. It is originally a
dimensionality reduction algorithm, but has proven to be valuable as a method for visualisation,
ML algorithm optimisation, and feature extraction as well. The purpose of PCA is to linearly
transform the selected features to a new compressed feature set in a smaller subspace; this method
is beneficial when working with data that lacks class labels. One disadvantage is the loss of inter-
pretability when examining the new features and the clusters based on these features; this problem
requires linking the features with the original data when interpreting. In the work of Boutsidis et
al. [41] a dimensionality reduction method for k-means clustering is studied. One of the discussed
approaches is random projections which is a method for constructing a set of artificial features
from the original features while preserving the Euclidean distance for object pairs. The method
projects the features onto a subspace; this proved to effectively reduce the number of features with
a low computational cost.

3.7 Clustering

Analysis of time-series data is a subcategory of signal processing concerned with data points mea-
sured over a time span. Several methods for clustering these types of signals exist, with different
advantages and disadvantages depending on the underlying data and application itself. According
to Sheikholeslami et al. [42] four categories of clustering algorithms are normally cited, while Han
et al. [43] mention five categories. Discussed by Sheikholeslami et al. are partitioning clustering
algorithms, hierarchical clustering algorithms, density-based clustering algorithms, and grid-based
clustering algorithms. Han et al. as well as Warren Liao [44] additionally mention a fifth cat-
egory which is model-based clustering. Of these, partitioning, hierarchical, density-based, and
model-based clustering will be discussed briefly in the following sections due to their prevalence in
related literature [45], [46], [47]. In a review conducted by Aghabozorgi [48] et al. partitioning and
hierarchical clustering algorithms represents a majority of the approaches selected for clustering
time-series data, and will thus be focused on further.

3.7.1 Partitioning clustering algorithms

Partitioning clustering split the given data set with n objects into a known number of groups
k. Each group must contain at least one object, and the number of groups must be less than or
equal to the number of data objects, i.e. k≤n. The groups can be either crisp if the data objects
themselves are only part of one group, or they can be fuzzy if the data can be part of several groups
with different membership degrees. Saket and Pandya [49] identify a few popular partitioning
methods including k-means, Partition Around Medoids (PAM), Clustering for LARge Applications
(CLARA), and Clustering for Large Applications based on RANdomized Search (CLARANS).
These are all crisp clustering algorithms, however fuzzy counterparts to them exist such as the
fuzzy c-means and the fuzzy c-medoids methods. A short description of the crisp algorithms follow
below:

K-means clustering

K-means starts with an initial approximation for the k centroids; these are either randomly created
or randomly selected from the data. A centroid itself is the mean centre of an object, in this case
a cluster, and does not have to be a point within the cluster itself. Each data point in the set
is then clustered to a centroid with the nearest distance. In the second step, the centroids of
the clusters are updated using the mean of the data inside the cluster itself. This iterates until
a termination criterion is met [50], such as a maximum number of iterations or a convergence of
the distance to the clusters’ centroids. The k-means algorithm has a time complexity of O(nki),
where n represents the number of objects, k is the number of clusters and i represents number of
iterations. Advantages of using k-means are that it creates very tight clusters, and is faster than
many other methods such as hierarchical clustering. Disadvantages include the risk of becoming
stuck in local minimums, as well as the difficulty of guessing the value of k.
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PAM

The k-medoids algorithm Partition Around Medoids (PAM) is similar to k-means, but one that
calculates initial medoids instead of centroids. This method was first proposed by Kaufmann and
Rousseeuw [51], [52]. A medoid is a member of the data set that is the most centrally located,
unlike a centroid which does not have to be a member of the data set. This data point is then
swapped with a random non-medoid, and the cost of this swap is calculated. If cost is positive,
then the swapping continues until no change occurs. This is a robust method against outliers in
the data, however, it suffers from a high time complexity of O(ik(n− k)2) and as a result does not
fit well with larger data sets [53], [54].

CLARA

CLARA was created by Kaufmann and Rousseeuw [55] as an extension of the PAM method in an
attempt to be more suitable for larger datasets. It is less computationally heavy since it randomly
sub-samples the data sets, and incorporates PAM in that it uses it to find the medoids within the
sampled set itself. The time complexity of CLARA is O(ks2 + k(n − k)), where s is the sample
size. This is an improvement when compared to the PAM algorithm. A problem with this method
is that it can end in a local minimum since the best-suited medoids have the risk of not getting
selected in the samples, thus its efficiency depends on the sample size according to Ng and Han [54].

CLARANS

Saket and Pandya’s analysis of CLARANS claims that it is a method that is more suitable for
data sets with higher dimensionality as well as having increased efficiency. CLARANS too uses
PAM for the sampling of the data, but it does not restrict its search, which is randomised, of a
minimum node to a particular subgraph. This makes it more effective than both CLARA and PAM,
something that was proven by Ng and Han [54] through experimental testing. A disadvantage of
this method is that it is computationally heavy with a time complexity of O(n2), where n is the
number of data points [49], and that the quality of the clustering is heavily dependant on how
many neighbours are examined [54]. For the algorithm, when given a dataset containing n objects,
finding k medoids in this set can be thought of as exploring a graph, denoted Gn,k, where every
node in it could be a solution. A node in the graph is defined as a set of k objects implying that
these are the chosen medoids. The nodes can be what is denoted a neighbour to another node if
their two respective sets diverge by at most one object. Each of these nodes is a representation
of a clustering. This means that every node has a cost, which is the total distance, or divergence,
between the objects associated with these nodes and the chosen medoids that they belong to. The
total cost of replacing the current node with a new medoid, that is, the difference in cost between
two adjacent nodes, can be calculated according to Eq. 5. TCmp represents the total cost, while
Cjmp is the cost of swapping a selected object with a non-selected object, and can be defined in
four different ways as discussed further by Ng and Han [54].

TCmp =
∑
j

Cjmp (5)

CLARANS is an iterative algorithm, and for each passing a collection of nodes are randomly
set to allow for the exploration of new medoids. If the cost calculated by Eq. 5 is lesser for a
neighbouring node than for the current node under inspection the neighbour is set as the new
current node. If the cost is greater or equal, the current node is identified as a local optimal point.
This practice is continued iteratively in order to identify new and better optimal points.

3.7.2 Hierarchical clustering algorithms

Hierarchical clustering groups the data objects in a tree structure; an example of this can be seen in
Figure 7. This clustering algorithm can be divided further into two types, which are agglomerative
hierarchical clustering and divisive hierarchical clustering. Agglomerative clustering begins by
placing all data objects as separate clusters and then iteratively merges them. Divisive clustering
is the opposite in that it starts with one cluster and then dividing it up iteratively. A disadvantage

15



Mälardalen University Master Thesis Robotics

of hierarchical clustering is that the structure is very rigid, and cannot be altered once a grouping
or a division has taken place [45]. An advantage is, however, that hierarchical algorithms do not
rely on the variable k, denoting the number of clusters, being specified beforehand.

Figure 7. Tree structure for hierarchical clustering. Two different groupings are performed, one
where k=2 and one where k=5.

Agglomerative clustering

In agglomerative clustering, also denoted AGNES (Agglomerative Nesting) or bottom-up cluster-
ing, each data object is viewed as a cluster consisting of only that object. These clusters are
subsequently grouped with each other until only one large cluster remains, or a set requirement
is fulfilled. The grouping is done by choosing pairs that have the smallest within-cluster dis-
similarity [56]. The final product of this is denoted a dendrogram, also known as a tree-model.
Hierarchical clustering has a complexity of O(n3) for standard agglomerative clustering, which is
slower than many of the partitioning algorithms.

Divisive clustering

Divisive clustering has not been as exhaustively researched as agglomerative clustering, but could
hold an edge over it in regards to creating comparably few clusters [56]. Divisive clustering, also
denoted DIANA (DIvisive ANAlysis) or top-down clustering, starts out the other way around with
all data objects in one large cluster. This is split in a recursive manner with an algorithm that uses
the most heterogeneous cluster which forms two new, smaller clusters. These new clusters should
have the highest between-group dissimilarity or alternatively, the cluster with the largest diameter
is selected for separation [56]. The final output of the algorithm can here too be represented as
a dendrogram. Divisive hierarchical clustering has a time complexity of O(2n) with exhaustive
search [47], [57]. This makes the algorithm unsuitable for large datasets since the complexity will
grow as the number of calculations performed on the data increases.

3.7.3 Model-based clustering

This family of clustering techniques is usually applied in one of two ways; either with a neural
network technique or a statistical technique. According to Warren Liao [44] competitive learning
and self-organising feature maps are two common methods using the neural network technique.
Disadvantages with model-based clustering include its slow computation which makes it non-ideal
for big data sets [58].

3.7.4 Density-based clustering

Density-based clustering methods work by the principle of a density criteria, in which the clusters
themselves are areas containing high-density data objects while the areas in between them are of
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low density. In the analysis of clustering algorithms by Sheikholeslami et al. [42], two density-based
methods are discussed. These are the Difference-Of-Gaussian (DOG) based clustering technique
and the Density-Based Spatial Clustering of Applications with Noise (DBSCAN). DBSCAN has
some advantages such as the ability to filter out noise in the data, but both this method as well as
the DOG-based technique suffers from high time complexity. Another example of a density-based
clustering method is the Quality Threshold (QT) algorithm, which has a time complexity of up to
O(n5) [59]. Denton [60] presents a kernel-density-based clustering method that shows promising
results when compared to other density-based algorithms, as well as the k-means algorithms, but
is only focusing on smaller data sets.

3.8 Similarity measurement

Since clustering of time-series data depends heavily upon the intra-class similarity between the data
objects, one important part of clustering is the method used to compare two waveforms, or time-
series [61]. Esling and Agon [62] first makes one distinction for distance measurements and identifies
two groups which are elastic measurements and lock-step measurements; these are detailed more
in the following sections. The authors further define four groups of distance measurements, these
are: edit-based, feature-based, structure-based, and shape-based. Structure-based measures can be
separated into model-based and compression-based techniques. Aghabozorgi [48] et al. observe
that one of the most commonly used methods for time-series clustering are shape-based methods.

3.8.1 Lock-step measurements

Lock-step measurements produce a linear alignment of time-series data. As such it matches the
ith point of an arbitrary time-series X with the ith point in time-series Y, as is the general case
of all lock-step measurements.

Minkowski distance

The Minkowski distance measurement is a shape-based lock-step measurement, and the definition
for it can be seen in Eq. 6, as stated by Chouikhi et al. [63]. In the equation, D(X,Y) is the
distance between two time-series X and Y, where i is each corresponding data point within the
series, and | denotes absolute value.

D(X,Y ) = (

l∑
i=1

|X[i]− Y [i]|p)
1
p (6)

When the parameter p is equal to 2, the generalised form becomes the special case called the
Euclidean distance, as defined in [64]. Another common special form is when p is equal to 1, which
is denoted the Manhattan distance. These two forms can be seen in Eq. 7 for Euclidean distance
and Eq. 8 for Manhattan distance.

Deuc(X,Y ) = (

l∑
i=1

(X[i]− Y [i])2)
1
2 (7)

Dman(X,Y ) =

l∑
i=1

|X[i]− Y [i]| (8)

Cosine similarity

The Cosine similarity measurement [43] is a shape-based method that measures the difference in
orientation between two time-series, and is defined as:

Dcos(X,Y ) = 1− XY

‖X‖ ‖Y ‖
(9)

where X and Y are the two time-series, and ‖X‖ and ‖Y ‖ are the Euclidean norms for time-
series X and Y respectively. The product of the two norms compute the cosine of the angles
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between the time-series, and a value of 0 denotes an orthogonality between them while a value of
1 denotes a perfect match.

3.8.2 Elastic measurements

Elastic measurements takes two time-series sequences and warps them in a non-linear manner to
account for possible deformations in their structure. The measurement method produces a non-
linear alignment of two time-series, which means that similar time-series can match no matter the
phase shift, i.e. that it can do a flexible comparison. This also makes the measurement more robust
in handling outliers. A visualisation of the difference between lock-step and elastic alignments can
be seen in Figure 8 and 9.

Figure 8. Example of lock-step linear align-
ment, where the ith data point in time series
X matches the ith data point in time series
Y.

Figure 9. Example of elastic non-linear align-
ment, where only the first and last data points
in time series X have to match the first and last
data points in time series Y.

Dynamic Time Warping

DTW is a shape-based elastic measurement. This distance measurement was first defined in
1978 by Sakoe and Chiba [65], however, the definition used in this work is the notation used by
Müller [66] with altered parameter names for the sake of conformity. The definitions for the DTW
distance can be seen in Eq. 10 and 11. In Eq. 10, cp(X,Y ) is the total cost of what is denoted a
warping path p between two time-series X and Y, where each element of the sequence is denoted
xnl

and yml
respectively. L is the length of the warping path. The optimal path between the two

time-series is denoted p∗, and has the least total cost of all paths. Cost is computed as the sum of
absolute differences, for each matched pair of indices, between their values. In Eq. 11 DTW(X,Y)
represents the DTW distance between time-series X and Y, and is the total cost of p∗. N and M
is the respective lengths of the time-series X and Y.

cp(X,Y ) :=

L∑
l=1

c(xnl
, yml

) (10)

DTW (X,Y ) := cp∗(X,Y ) = min[cp(X,Y )| p is an (N,M)-warping path] (11)

Since the number of paths can grow exponentially they are restricted by five types of condi-
tions: boundary conditions, monotonic conditions, continuity conditions, the adjustment window
condition, and the slope constraint condition. DTW has been proven to be an effective method
of similarity measurement for clustering of time-series data, such as in the work by Keogh and
Ratanamahatana [67] where exact indexing of DTW is explored. The standard DTW similarity
measurement has, however, a debatable performance when it comes to larger data sets since the
computational cost is quite high (O(MN)) as remarked by Müller [66], however, optimised versions
exist such as [68], [69].
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3.9 Quality analysis

Thorough analysis and evaluation of the quality of the created clusters are necessary so as to verify
that they are adequately formed. Three areas are identified by Theodoridis and Koutroumbas [70]
for cluster validity analysis. The first type is the external criteria, which estimates to which de-
gree the created clusters match externally provided labels, as well as the possibility to establish a
connection between the data itself and a predefined clustering structure. Using external measure-
ments, it is possible to set a specific value for the parameter k, specifying number of clusters to
be used in the clustering algorithm that require a beforehand specified parameter value for this.
The second type of analysis methods is the internal criteria, which estimates the goodness of the
structure itself without the use of any external labels, meaning that the data is only analysed in
relation to itself. This type of method is often used to instead estimate the number of clusters
k to input to clustering algorithms. The final type is the relative criteria, by which it is possible
to compare a clustering structure with other structures. The numerical implementations of these
are often referred to as external-, internal-, and relative indices. A thorough overview on different
types of internal and external validation criteria for clustering is presented by Desgraupes [71]. A
selection of some of these are presented in the following sections along with information regarding
the respective groups of methods.

3.9.1 External criteria

All external criteria methods follow the same underlying structure in that they make use of a
confusion matrix that symbolises data point pairs and whether they belong to the same cluster or
not as defined by a clustering partition and a reference partition. For all methods a low or zero
value for the index in question indicates a low or zero relationship between the clusters and the
reference point, while a higher value indicates a higher correlation between them. Four categories
are distinguished by Desgraupes [71]:

1. Two data points belong to the same cluster as confirmed by both partitions

2. Two data points belong to the same cluster as confirmed by the clustering partition, but not
the reference partition

3. Two data points belong to the same cluster as confirmed by the reference partition, but not
the clustering partition

4. Two data points belong to different clusters, as confirmed by both partitions

Three types of external criteria methods for quality validation using external reference points
from Desgraupes overview are discussed by Riyaz and Wani [72]. As mentioned, these methods
follow the above structure in grouping the data pairs being compared, and are the Rand index,
the Jaccard index, and the Fowlkes-Mallows (FM) index. The Rand index is described as being
capable of performance assessment of both classifiers and created clusters, while the Jaccard index
is an indicator of good pairs of data seen from the total amount of both good and bad data pairs
by excluding a so-called ”neutral term” from the evaluation. FM index evaluates the relationship
between the created clusters and part of the data set aside from the clustering process.

3.9.2 Internal criteria

Many of the clustering methods discussed require a specified value for the variable k, denoting the
number of clusters. This value is often unknown and has to be set by the user. Without prior
information about the system, this value is estimated through the use of internal criteria methods.
These are concerned with two concepts: cohesion and separation. Cohesion is a measure on how
tight a cluster is or an estimation of the relationship degree of the data within a cluster. Separation,
however, is a measure on how spread out the clusters are, or their distinction from each other.
These are also known as the intra-cluster and inter-cluster distances. The intra-cluster distance is
a measurement of the distance between the medoid (in the case of medoid-based algorithms) and
the objects that belong to it. The inter-cluster distance is a measurement of the distance between
the medoids of any two clusters. Many methods for this exist, and from studies performed by both
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Nisha and Kaur [73] as well as Charrad et al. [74] a selection of the internal indices as detailed by
Desgraupes [71] are compiled in Table 3.

Table 3: Clustering evaluation indices.

Index Distance measurement Reference

C-index Intra [75]
Calinski-Harabasz Score Intra/Inter [76]
Davies-Bouldin Index Intra/Inter [77]
Dunn Index Intra/Inter [78]
Error Sum of Squares Intra [73]
Silhouette Index Intra [79]

Internal measurements often lie between different intervals and their respective criteria differ.
For some methods a value close to zero is desirable (or an otherwise minimisation within the set
interval), while for other methods a higher value for the index indicates a tighter clustering.

C-Index

The C-index was first proposed by Dalrymple-Alford [75] in 1970. It measures the within-cluster
similarities and the ratio between the minimum and the maximum of these. The index can be
calculated as:

cindex =
Du− (r ×Dmin)

(r ×Dmax)− (r ×Dmin)
(12)

where Du is the total summation of all the intra-cluster distances, r is the amount of intra-
cluster distances, and Dmin and Dmax respectively is the minimum and maximum distances within
the group. The index value itself is bounded between [0,1] meaning it is a normalised estimator,
where lower values denotes a good clustering, while higher values denote a worse clustering. The
time complexity of the C-index is O(N2(n+ log2N)) [80], where N is the number of data objects
and n represents the size of the vector of distances.

Calinski-Harabasz Index

The Calinski-Harabasz (CH) Index as defined by Calinski and Harabasz [76] in 1974 and can be
calculated as:

CH(k) =
BGSS/(k − 1)

WGSS/(N − k)
(13)

where BGSS denotes the between-group sum of squares, WGSS denotes the within-group sum
of squares, N is the number of data points, and k the number of clusters. The definition for BGSS
is:

BGSS(k) =

k∑
l=1

n∑
j=1

|Cl| (c̄lj − x̄j)2 (14)

where Cj denotes the amount of objects in cluster Cj and c̄lj denotes the j th midpoint of
cluster l. Parameter x̄j denotes the j th midpoint of all objects, while n represents the size of the
object itself. WGSS can be defined similarly as:

WGSS(k) =

k∑
l=1

∑
i∈Cl

n∑
j=1

(xij − c̄lj)2 (15)

where Cl denotes cluster l, xij denotes the j th index of object i, and c̄lj is the j th midpoint
of cluster l. For the CH Index a higher value represents a better clustering, and the method itself
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has a time complexity of O(nN) [80] where n correlates to the size of the matrices defining BGSS
and WGSS and N is the number of data objects.

Davies-Bouldin Index

The Davies-Bouldin Index (DB Index) defined by Davies and Bouldin [77] is similar to the CH
Index in that it also bases its measurements on within-group and between-group differences. For
every created cluster the distance between it and the other is calculated. The average of the largest
distance for each cluster results in the DB Index. This means that it is desirable with a DB Index
that is as small as possible, and thus the goal is to minimise this function as close to zero as
possible. The index calculation is:

DB(q) = 1/k

k∑
r=1

maxs,r 6=s
Sr + Ss

dr,s
(16)

where k is the number of clusters. The variable dr,s represents the distance between the
midpoints of the clusters currently being examined, and maxs,r is the largest distance between
two clusters. Sr is a dispersion measurement for cluster r and Ss is a dispersion measurement
for cluster s respectively, where r, s = [1, 2, 3, ..., q] with a length of q. Dispersion measures the
stretching of distribution, or in this case a cluster, and the specific measurement used by Davies
and Bouldin is defined as

Si =

 1

Ti

Ti∑
j=1

|Xj −Ai|q


1/q

(17)

where Ti represents the number of vectors in cluster i and Ai is the centroid of the ith cluster.
The time complexity of DB Index is O(n(k2+N)) [80], where n is the dimensionality of the sample
vectors and N is the number of data objects.

Dunn Index

The Dunn Index was defined by Dunn [78] in 1974. It utilises the relationship between the maximal
intra-cluster distance and the minimal inter-cluster distance, and can be calculated as:

Dunn =
min1≤i<j≤kd(Ci, Cj)

max1≤g≤kdiam(Cg)
(18)

where k defines the number of clusters, d(Ci, Cj) defines a dissimilarity between two clusters,
and diam(Cg) is the diameter of cluster g, where 1 ≤ g ≤ q. The diameter itself is the largest
distance between two points within a cluster. Since the Dunn Index measures the ratio of intra-
cluster distance over inter-cluster distance a large value is desirable. The time complexity of the
Dunn Index is O(nN2) [80], where N represents the number of data objects and n is the distance
vector size.

Error Sum of Squares

Error Sum of Squares (SSE) is mentioned by Nisha and Kaur [73] as a suitable method for per-
forming cohesion measurement of a created clustering. SSE determines the distance between all
objects within a cluster and the mean of the cluster; these distances are summed to form a total
value for the differences. This is defined as:

SSE =

n∑
i=1

(xi − x̄)2 (19)

where xi denotes the object being compared to the mean and x̄ is the mean value of the cluster
itself. These differences are summed over all objects i in the set.
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Silhouette Index

Silhouette Index, a method for crisp clustering first described by Rousseeuw [79], is mentioned as
being the most popular criterion out of the three described by Nisha and Kaur [73]. Using this
method, the quality of the cluster is measured based on the graphical form of it and produces a
value that is denoted as a silhouette width. By using this method the cohesion and the separation
of the clusters can be measured. The silhouette width s(i) can be defined as:

s(i) =
b(i)− a(i)

max(a(i), b(i))
(20)

where a(i) denotes the average within-cluster distance for observation i and b(i) denotes the
smallest average distance of observation i to all the objects in the cluster closest to its own cluster.
The silhouette value itself is bounded between [-1, 1], where a value of 1 or close to it denotes a
near-perfect clustering, a value of 0 or close to it denotes overlapping clusters, and a value of -1 or
close denotes bad clustering according to Rousseeuw. The overall time complexity of the Silhouette
Index is O(nN2) [80], where N represents the number of data objects and n is the distance vector
size.

3.9.3 Relative criteria

Relative criteria methods differ from external and internal measurements in the manner that the
target is to select the best set of clusterings in reference to an already defined benchmark. This is
generally done by altering the parameters used in the clustering, such as number of clusters used,
and comparing the different results.

22



Mälardalen University Master Thesis Robotics

4 Related work

The previous section introduces a wide set of concepts that are important in order to understand
the work that is done in this thesis. This section is an exhaustive study of the state of the art in
related works and the recent advances and research in the field of waveform clustering, as well as
the different advantages and disadvantages that the studies highlight. Building from this knowl-
edge base an appropriate method for tackling the specific problem at hand was selected.

Analysis regarding the feasibility of online monitoring transformer parameters was carried out
by Abeywickrama et al. [1] to investigate the possibility of detecting certain faults in power net-
works both short-term and long-term. This work builds upon previous work by the authors [81]
detailing detection methods of transformer problems, as well as other work commissioned by ABB
Corporate Research [82]. The focus in the recent study was on the detection of short-circuit
impedance, power loss, and turn ratio as well as an overlook of the causes of these commonly
seen transformer issues. The proposed method can use signals readily available in a control room
setup, and implements the commonly used two winding transformer model; from there various
transformer parameters are available for analysis. It could be seen that even small variations could
be discovered in the monitored parameters. The results show that the suggested method can be
used instead of the off-line test since the tolerance limits are comparable to the sensitivity of the
suggested method. However, this method of fault detection relies on human knowledge which may
lead to a bias towards already known events, which makes it hard to discover patterns that are
unexpected.

Power systems create massive amounts of data regarding the stability of the system itself. To be
able to analyse this, the relevant information needs to be extracted in an efficient manner. Cluster-
ing was used in a study performed by Dutta and Overbye [83], where the QT clustering algorithm
was used to gain insight into the system response for a large-scale power system consisting of 16
000 buses for the purpose of visualising transient stability data. Before being able to cluster the
data, it was first pre-processed using normalisation. After this, feature extraction was performed
on the signals so that a similarity measurement could be achieved; the features consist of frequency
and voltage transients. Different measurements were analysed such as the Minkowski distance, the
Euclidean distance, Cosine measurement, as well as the Root Mean Square (RMS). The signals
displaying similarities were then clustered using K-means clustering in combination with QT to
reduce the amount of data for a more simplified process. The method proved to be fast even
when working with a large set of data points and could identify data that is important to general
system response. More importantly, however, is that the method also displayed a high capacity of
identifying outlier data points that could warrant the need for further investigation. The cluster-
ing method itself only requires one feature, and because of the nature of the data that has been
collected, many more features are available; this requires heavy modification to this type of method.

In the research performed by Sun et al. [84] the increasing complexity of power networks which
increases the amount of data produced, pressuring the computational speed, and reliability on the
Power Grid Dispatch and Control System (PGDCS) is discussed. This complexity is shown to be
problematic when emergencies occur on the power grid since the data needs to be sent, received,
and processed within a short time span. The suggested method is to cluster the different processing
units in order to improve the computational capability and solve the existing bottleneck problem.
The size of the clusters are also addressed since the increase of size could lead to poor data synchro-
nisation and high schedule cost which is mentioned but not investigated in the work by the authors.

Large-scale blackouts on the electrical grid is a risk which is problematic and hard to predict.
A method to combat this issue is addressed by Tomin et al. [85] where an intelligent unsupervised
clustering ensemble-based system is implemented. Large amounts of data are collected from the
power system and thereafter go through a feature selection where the violated safety parameters
are chosen with the Non-linear Iterative Partials Least Square (NIPALS) algorithm in order to
construct principal components for feature selection. The data is processed through three un-
supervised algorithms; these are Fuzzy c-means, Kohonen map, and K-means. Each technique
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produces a state of the system where the state with the majority is chosen as the final state. The
results show the possibility to detect and predict emergency states in the power system.

Several AI methods can be employed to interpret measurements regarding the transformer oil
via Dissolved Gas Analysis (DGA) results, aimed at the detection of incipient faults, or slowly
developing faults. These could be rises in temperature or a reduced oil level. Hao et al. [86] have
performed studies wherein the DGA results were analysed using the Fuzzy C-Means (FCM) algo-
rithm as well as their proposed Kernel-based Possibilistic C-Means algorithm (KPCM), which is
the Possibilistic C-Means (PCM) algorithm combined with kernel methods. KPCM is adapted to
be robust and less influenced by sample distribution, with the kernel base to combat issues with
clustering accuracy. FCM and KPCM were both used in simulated tests where fault samples from
two sets were grouped, using five clusters. In the first test, FCM achieved an accuracy of 90%
and KPCM 95%, while in the second test FCM achieved an accuracy of 80% compared with no
change in accuracy from the previous test for KPCM. This accuracy was obtained by comparison
with existing DGA data labels for the data. Validation of the proposed algorithm was performed
by diagnosing collected statistical data alongside another commonly used AI method for DGA
analysis; Back-Propagation Neural Network (BPNN). The diagnostics accuracy for KPCM proved
to be 90.5% in simulated tests, while the compared method of using a BPNN which displayed a
total accuracy of 86.3%. The KPCM algorithm proved to be minimally affected by disturbances
and converged fast using 19 iterations. Hao et al. however only study one type of faults occurring
in power systems, whereas many other types of faults exist in the collected data for this study that
is in need of identification.

The presence of overvoltages in a power system can heavily compromise the insulation and
the general conditions of the system itself. Sima et al. [87] propose a method to automatically
extract features from collected overvoltage data originating from transmission and distribution
substations. Error waveforms do not manifest in simulated overvoltage data, yet they are preva-
lent in the measured data. To solve this issue a recently developed unsupervised deep learning
method for data cleansing dubbed Sparse AutoEncoder (SAE) was used. Data cleansing itself is
the process of detecting corrupt data and replacing it while preserving the quality of the overall
data. The process itself has two steps: SAE and PCA. SAE is used to extract the features from
the data which has been pre-processed to a certain waveform length. PCA itself is responsible for
decreasing the features themselves to two-dimensional objects. Secondly, a clustering method that
finds density peaks, named Clustering Finding Density Peaks (CFDP) is utilised to cluster the
extracted features. This stage involves identification of outliers as well as the removal of clusters
with a core consisting of an error waveform. A total of 3850 waveforms were analysed from a
classified database consisting of 3107 true overvoltage waveforms and 743 error waveforms; the
purpose of this database was exclusively to verify the cleansing accuracy, i.e. the ratio of cleansed
error waveforms to the total amount of error waveforms in the overvoltage waveforms, of the anal-
ysed methods. In comparison with other common clustering methods such as k-means, k-medoids,
and fuzzy c-means clustering, a cleansing accuracy of 95.56% and mis-cleansing rate of 1.96% was
achieved for the proposed method. For example, the best accuracy achieved by k-medoids was
89.37%, while fuzzy c-means had a score of 92.19%. The k-means method produced the lowest
accuracy score of all compared algorithms, 77.66%. Proven to be a successful unsupervised method
of cleansing and clustering waveform data, however, this study worked with a predefined class of
data; in this case overvoltages. When applied to a system with other classes of system events, the
process of extracting features needs to be altered to handle different kinds of identifying parameters.

An issue with many methods set out to identify outliers in data sets is that labels denoting
the state of the data point are often necessary in order to group similar events together. This is
troublesome when new data enters a system, or when the system itself changes over time. Wu et
al. [88] analysed the Hierarchical Temporal Memory (HTM) neuron model, which is inspired by
neuroscientific research of distal synapses who act as pattern identifiers. Inspired by memory, the
structure of an HTM network consists of columns of neurons, with synapses connected to them.
Distal synapses are located far from the cell body itself but have been shown to have a substantial
effect on it [89]. Two areas in the neurons handle information; inside the proximal zone of the
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neuron, feed-forward input data is handled, while contextual information is handled inside the
distal basal zone of the neuron. The representation of the data is converted before it is processed
through HTM into Sparse Distributed Representation (SDR). The cells in the network can be in
three possible states: active, non-active, or predictive. When in the predictive state it has the
capability to find patterns by recalling the change from one state to another. Two experimental
tests were performed using the HTM neuron model; the first test comprised New York taxi data
where the model was compared to two other anomaly detection methods: Skyline and Twitter’s
Anomaly Detection. The second was a multivariate test consisting of unstable rock data where the
method was compared to the threshold algorithm within the measuring sensors placed on the rocks
themselves. When compared in the univariate test HTM was more adept at identifying anomalies,
while Twitter’s algorithm struggled with many false positives. The experimental results concluded
that HTM neuron model is able to efficiently adapt to data with noise and still maintain high
accuracy when predicting. Another advantage of HTM is the fact that it needs no labelled data
to learn patterns.

The popularity of time-series data is increasing in a wide range of domains, and a method for
clustering this type of data is proposed by Zhang et al. [90] where the size of the data set is reduced
but without decreasing the clustering computational efficiency. Initially, time-series data that have
similar time step change are paired and linked in a complex network where the nodes of the network
are the time-series and the link between nodes defines their relationship with the proposed method
triangle distance. Statistical properties are thereafter defined in order to evaluate and choose
candidates for further clustering; this process reduced the data set size by 10%. A hierarchical
clustering method is applied to the candidates, where the data objects are grouped into clusters
which are formed as a dendrogram. DTW is finally used to compute the distance between time-
series objects. Experiments were performed with synthetic and real data; three datasets with
existing labels are used; these are the Control Chart dataset, the Telecom Customers’ Consumption
Data, and Cylinder-Bell-Funnel. A good performance could be concluded from the results where
efficiency and effectiveness were evaluated. 2% of the objects were clustered incorrectly; Zhang et
al. note that the error rate showed a pattern where the number of misclassifications is decreased
as the number of objects is lowered.

4.1 Summary

A summary of the related works that have been analysed in this section can be seen in Table
4. They have been grouped according to their connected research areas, where it is possible for
membership in more than one area. These groups have been identified as important areas to the
thesis work, and thus selected for this purpose.

Table 4: Summary of the related work in areas connected to the thesis work.

Research area Citation
Online-monitoring [1] [81] [82]
Signal processing of time-series data [1] [81] [83] [85] [87] [88] [90]
Feature extraction [1] [81] [83] [85] [86] [87] [90]
Fault detection [1] [81] [82] [85] [86]
Clustering of unknown events [83] [85] [86] [87]
Clustering validation methods [86] [87] [90]
Real-time monitoring of time-series data [1] [81] [82] [84] [88] [90]
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5 Ethical and societal considerations

No ethical or societal considerations have been present for the execution of the thesis work. No
humans have been involved in the collection of data except for ABB personnel, and no animals or
humans have been effected during the implementation of the work itself.
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6 Methods and implementation

Discussed in this section are the practical applications of the theory discussed in section 3 pertain-
ing to the specific task at hand, which is clustering of multivariate transformer data, as well as the
methodology with which this was performed. A design of the system and the structural process
flow with a method for each block is shown in Figure 10. The development of each subsystem
contained within this process flow and the different functionalities were developed and gradually
tested, verified, and finally integrated. The implementations were developed in Python within the
Anaconda distribution due to being open-source as well as being one of the most utilised program-
ming languages for scientific data processing [91], [92]. Additionally, machine learning frameworks
for Python such as scikit-learn [93] provided helpful tools for developing unsupervised learning
implementations. Evaluation of the system was performed using Microsoft Azure Databricks using
Runtime Version 5.2 for increased computational capacity, where the created Python files together
with the ABB dataset could be imported to ABB AbilityTM Analytics - Training Platform and
used.

Figure 10. An overview of the process flow which is divided into three major sections; signal
processing and feature extraction, clustering and validation, and finally evaluation of the results.
Each section is represented with a number of blocks which visualises the consecutive steps.
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6.1 Methodology

The thesis work followed an iterative, explorative design process, based on Agile methodology as
defined by Beck et al. [94] and modified to suit the specific time span of the thesis work and the
available resources. Exploration was important to the work in the sense that the work itself explores
details of the final design. Iteration is essential in engineering problem solving, and according to
Adams and Atman [95] ”believed to contribute to better quality solutions”. Agile methodology
consists of planning in sprints, and each sprint was approximately 2-3 weeks. Prioritising of work
changed from sprint to sprint, and the backlog consisting of unfinished tasks was reevaluated
before each new sprint. This went hand in hand with the initial time plan and the overarching
focus areas of the thesis work. The final implementation was achieved through the mentioned
iterative method over the course of the thesis work. The available data provided by ABB was
in the form of measurable numbers with known units and could be numerically compared. The
results obtained are also presented in the form of figures and tables that build upon these numerical
comparisons. This suits a quantitative research methodology quite well and was the approach used
to answer the stated research questions.

6.2 Process flow setups

Discussed in this section is a summary of the methods that were surveyed in section 3, where
suitable techniques in each area involved in the work needed to be identified and chosen for the
process flow implementation.

6.2.1 Analysis of the ABB dataset

All of the different signal analysis methods discussed in section 3 were considered useful; the signal
processing method selection was dependent on what information is considered valuable. However,
analysis in only time domain was not enough when considering the type of data ABB has collected.
The signals were mainly 50 Hz, which is the fundamental frequency, but frequency deviations occur
regularly when faults occur. This meant that methods for analysing the frequency of the signals
were important in order to catch these deviations. FT and DWT were the two methods that
were most suitable for this purpose. However, the ABB data was in a format where time was
important; when an event occurs the time immediately after and before was recorded. With DWT
it is possible to analyse the frequency content when the event occurs, as well as immediately before
and after with a high resolution. ABB’s acquisition systems collected the data with a sampling
rate of 10KHz which allowed for a large number of samples over a short period of time; this
was beneficial since DWT requires downsampling of the signal in order to increase the frequency
resolution. Considering these aspects, DWT was the method that was primarily implemented for
signal analysis in this thesis work.

6.2.2 Feature processing

The use of feature extraction, -selection and -reduction methods were important in order to reduce
the dimensionality of the data and extract valuable information. The features listed in Table
2 were used for extraction; the features themselves are considered general and beneficial in the
aspect of minimising the risk of bias when extracting information. In order to compile a subset
of these features, the Laplacian score was used as a method for evaluating and selecting features
that contained descriptive information. If the feature subset was too large and too computationally
heavy, PCA could be utilised as a feature reduction method for reducing the feature dimensionality
at the cost of decreasing the variance of the feature subset. Feature selection and reduction methods
were necessary when considering the size of the stored ABB data; few and descriptive features were
considered beneficial for the purpose of grouping a large number of events.

6.2.3 Clustering algorithms

From the different clustering algorithms discussed, it was clear that methods that display high time
complexity were not suitable for application to large datasets that need to be clustered. This was
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based on the fact that as the number of samples to be clustered increases, so does the processing
time. The algorithm should also be possible to scale well with the large amounts of data of the
ABB dataset, as well as be suitable for data with high dimensionality. Based on this hierarchical
clustering methods were deemed unfit for this particular problem and dataset since many of the
methods within the clustering family display very high time complexity. The same holds true for
a majority of the popular density-based and model-based clustering methods. Partitioning-based
clustering methods include some promising methods that work well with large datasets with high
dimensionality and were, therefore, a more fitting choice for the ABB dataset. An exception from
this was the PAM, or k-medoids algorithm, which was deemed unsuitable in the context of the
dataset because of its high time complexity.

6.2.4 Distance measurements

The lock-step distance measurements described in section 3 are all robust and popular methods
used in clustering research. Additionally, the elastic distance measurement DTW has proven to be
a powerful contender when the data contains outliers or display phase-shifting. However, the ABB
dataset contained data that displayed no phase shifts and all signals extracted were of equal length;
this paired with the fact that the standardised version of DTW has a higher time complexity than
the lock-step methods meant that only the lock-step methods Euclidean, Manhattan, and Cosine
were included in the conducted work.

6.2.5 Clustering evaluation methods

Despite the differences in the calculations of the external indices, the methods share the common
factor that they rely on externally provided information about the data. This could be externally
supplied labels or expertise about the data, and as such, this method was out of scope for the
thesis work. The quality analysis focused on the usage of internal and relative methods. The goal
of the listed internal indices is either the maximisation of the inter-cluster distances, also denoted
separation of clusters or the minimisation of the intra-cluster distances, also denoted cohesion of
clusters. Despite these minor differences Milligan and Cooper [96] found that none of the internal
methods can be said to be generally better than the other and that the final outcome of the index
depends mostly on the underlying data. It was recommended by Yan et al. [97] to make use of
more than one internal index method to increase the validity of the indication of a certain number
of clusters. If a majority of the methods point to one number over others the chance was that this
number would produce the best clustering. For this reason, all the listed internal measurements,
as well as alteration of clustering parameters, was used as a measurement of cluster quality.

6.2.6 Limitations of test cases

Due to a limitation of time and computational power, the number of process flow setups was limited.
The events that were clustered consisted of normalised power signals which were calculated from
their corresponding voltage and current signals. A limitation was also set on the DWT where
Db4 as the used wavelet with a decomposition level of 11. The number of features that were
extracted from the frequency sub-bands from the DWT were however not limited but selected
after evaluation. The selected features were compiled into three separate feature subsets where the
feature selection was based on the result of the Laplacian score. These were feature set 1, feature
set 2, and feature set 3; their respective setups can be seen in Table 6. Feature set 1 and 2 were
selected since they each captured the information on the high-voltage (HV) and the low-voltage
(LV) sides respectively according to the Laplacian score; these sides represent the primary and
secondary side of the transformer. Feature set 3 was chosen since it contained information from
both of the sides. These feature subsets were used to cluster the events. The chosen clustering
algorithms were CLARANS and CLARA, the selection of these clustering algorithms were based
on their suitability in regards to time complexity and efficiency. The algorithms were utilised with
three distance measurements; Euclidean, Manhattan, and Cosine. For evaluation, all of the listed
indices in 3 with their corresponding distance measurements were used accordingly depending on
what was used in the clustering algorithm. All in all, the process flow setup combinations consisted
of two clustering algorithms, three distance measurements, three feature subsets, five values for
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the parameter k which signifies the number of clusters, and five clustering iterations for each k -
value. This in total gave 90 unique combinations for the process flow setup, where each setup
was performed five times in order to gain a robust estimation for the index values. The specifics
regarding each combination and the computational times for them can be seen in section 7.

6.3 Data acquisition and handling

As mentioned in section 3, the data was acquired by ABB Corporate Research in the form of
logs from transformers collected over several years. From this, twelve signals could be extracted
representing the two windings, the three different phases, as well as their corresponding voltage and
current measurements. Initially, the signals, as shown in Table 5, were stored in a cell matrix where
each signal was represented as a column vector of size 104989 with its corresponding x-coordinate
in a separate column. This gave a matrix of size 104989 x 24, which was referred to as an object
with a corresponding event number. The data storage process was performed in MATLAB [98] and
stored in structured files before being converted to a Python format using the Numpy package [99].

Table 5: Overview of signal representation for data handling.

Event number xxxxx
Transformer coil Measurement Phase number

High voltage side

Voltage
Phase 1
Phase 2
Phase 3

Current
Phase 1
Phase 2
Phase 3

Low voltage side

Voltage
Phase 1
Phase 2
Phase 3

Current
Phase 1
Phase 2
Phase 3

6.3.1 Segmentation of data

The raw data requires a substantial amount of processing power due to its size as shown earlier
in section 6.3. The size of one object was 104989x24; processing hundreds of these objects which
only makes up a subset of the available data was too time-consuming in regards to execution
time. Each object consisted of approximately 10 seconds of measurements, with the segment that
deviated from regular behaviour at approximately 0.5 seconds length. The rest of the time was split
evenly in order to see the behaviour of the signal immediately before and after the event. Since the
interest lies mainly on the deviating segment of the data. A one-second segment which is symmetric
around the event is extracted from all signals which contain approximately 10502 samples. This
gives an object size which is 1

10 of the actual size, thus giving the object matrix a size of 10502x24.
For the purpose of implementing different feature extraction methods, the left-over segments of
the signals are stored separately and are available for calculations when necessary.

6.4 Data transformation

According to Kaufman et al. [55], modifying the way variables in a dataset are measured can
lead to vastly different end results for clustering implementations. Thus, to prevent becoming too
reliant on how the data is measured an alternative is to standardise the data itself so that all
variables get the same importance. Since the data values contained in the power signals varied
from very small to very large numbers, both positive and negative, it was advisable to transform
these using suitable methods. Chosen for transforming the dataset were z-score standardisation
and minmax-normalisation, as discussed in section 3, since they are well-known within clustering
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contexts and display promising capabilities in terms of improving the readability of the results.
Standardisation was additionally required in the case that PCA was to be applied to the extracted
features. The mentioned methods were applied separately in different clustering configurations to
the segmented dataset in Python using both the Numpy [99] and Scikit-learn packages [92], [93]
for easier handling of the dataset and built-in functionality for data transformation.

6.5 Initial test setup

In order to validate the developed clustering method, it is beneficial to initially choose a small
number of features and then expand on these when all the separate sub-systems of the clustering
implementation have been validated. Extracting one feature from each signal gave a total of 12
features per object; by calculating the power from each phase using Eq. 21 the number of features
could be lowered to 6 where one feature was extracted from the power signal P from each phase p.

P (t)p = V (t)p · I(t)p (21)

From the pre-processed power signals P, the RMS was then calculated as shown in Eq. 22 for
each phase p, and used as a feature for clustering. This is similarly done by Hamedi et al. [27]
where RMS was used as one of many time domain feature extraction methods for classifying EMG
data of facial gestures. RMS showed a wide spread of accuracy for the signal type used in the study
but had overall slightly lower performance in comparison to Maximum Peak Value (MPV) which
had a classification accuracy of 87.1 % when used on labelled data. For comparison purposes of the
system, the feature extraction method MPV is implemented. The calculation for this as specified
by Hamedi et al. [27] can be seen in Eq. 23. MPV used on power signals will extract the largest
power spike from each phase, and RMS will give information regarding the mean power over the
segmented data. These two are methods that could give a correlation between the power of the
HV side, LV side, and between the phases for each side respectively.

RMSp =

√√√√ 1

N

N∑
i=1

|P (i)2| (22)

MPVp = max |P (t)| (23)

As mentioned earlier in section 6.3.1 the data was divided into multiple one-second segments,
where the first and last second of the segment are denoted as start and end while the event segment
is denoted as middle. These were used when calculating the Mean Absolute Value Slope (MAVS)
as shown in Eq. 24.

MAV S1 = Mean(P (t)middle)−Mean(P (t)start)

MAV S2 = Mean(P (t)end)−Mean(P (t)middle)
(24)

Initially the mean absolute value was calculated for the start, end, and middle segments, sec-
ondly the difference is calculated between middle-start and middle-end. This is done for the six
power signals for each object. The twelve calculated MAV S1&2 values were thereafter used as
features for the objects which indicated if the power was increasing, decreasing, or stabilising. To
identify the peak variation in the form of standard deviation (SD), a similar method to MAVS was
implemented. Instead of calculating the mean of the segment, the deviation is measured as shown
in Eq. 25. The SD indicates if there are any fluctuations in the power signals event in relation to
the start and end of the signal.

SD1 = SD(P (t)middle)− SD(P (t)start)

SD2 = SD(P (t)middle)− SD(P (t)end)
(25)
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6.6 Frequency extraction - Discrete wavelet transform

As mentioned in section 6.3.1 the signals were segmented; one second was extracted from each
power signal of the object, resulting in six one-second segments. The segments of the signals had
a length of 10502 samples which allowed for faster computation. These segments were grouped
together in a matrix and set into a format that satisfied the DWT process where the rows represent
the phase and the column list the data points. Before applying DWT on an object there are three
parameters that needed to be set; the first one was the choice of mother wavelet, secondly the
number of vanishing points, and finally the decomposition level. The process of DWT is explained
more detailed in section 3.5.3. Daubechies is the wavelet family that was primarily set; the number
of vanishing points was set to four and decomposition level was set to 11. From there the different
frequency sub-bands were obtained from the six power signals; incrementation of the decomposition
level leads to more sub-bands and as a consequence required more computational power. When
the frequency sub-bands are extracted, features are then extracted from them. The features that
were implemented are listed in Table 2; all of the feature extraction equations could be used
simultaneously but also individually. Initially, one feature extraction method was used but further
on extended with more extraction methods.

6.7 Feature selection - Laplacian score

A method for reducing the number of features was to compute the Laplacian score of each feature
and evaluate the features locality preserving power as discussed earlier in the feature selection
section 3.6.2. The Laplacian scores were then placed in a rising order, where the lowest value
indicates the feature with the highest locality preserving power. These values were then used
to evaluate the extracted features which allow the selection of features. In order to more easily
implement the functionalities of Laplacian score, the feature selection repository ’scikit-feature’
was used [100]. For the evaluation of the suggested features in Table 2, a data subset which
consisted of 113 events was used. These 113 objects correspond to 4 days of data collected by
the acquisition system. Initially, DWT was applied to each phase signal with a decomposition
level of 11. Features were thereafter extracted from all high-frequency sub-bands which were
represented as a set of detail coefficients as well as the last low-frequency sub-band which was a
set of approximation coefficients. The Laplacian was then used to calculate the Laplacian score
for each feature subset. The features that scored the best are listed in Table 10 and 11 which can
be found in the results section 7.2.1.

6.8 Selected features

Based on the results acquired in section 7.2.1, three feature subsets were compiled. The seven
features that had the best Laplacian score on the HV and LV side were grouped into two separate
feature subsets; feature set 1 is for the HV side while feature set 2 is for the LV side. Feature set 3
was based on a combination of feature set 1 and 2, where two extra features are chosen based on
the results of the high voltage and low voltage side. All feature sets are listed in Table 6.

Table 6: Four feature sets compiled from the best performing features according to the Laplacian
score as listed in section 7.2.1. The sets are compiled based on what side of the transformer the
signal originates from.

Feature set 1 Feature set 2 Feature set 3

Kurtosis Kurtosis Kurtosis
Skewness Skewness Skewness

Peak to Peak Peak to Peak Peak to Peak
Max Max Max
Min Min Min

Variance Variance Variance
Crest factor Sign slope integral Crest factor

Sign slope integral
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6.9 Feature reduction - Principal component analysis

In order to get a more manageable amount of features to use in the clustering algorithm, a feature
reduction method could be applied to the extracted features to linearly transform them to a new
condensed set. From studies detailed in section 3, PCA has been identified as a method for feature
reduction in the absence of data labels. The package scikit-learn was utilised, as discussed in
Section 6.5, to find the principal components such that an acceptable level of variance was left
intact. In the initial test setup, 93% of the variance was selected to be an adequate number, based
on 35 sample event objects. In continued testing, the variance limit was increased to 95%, as no
visualisation was necessary by then and thus more principal components could be used. It also
meant that a majority of the information in the feature objects should be left.

6.10 Outlier handling

For handling outliers, a method proposed by Singh and Kumar [101] was utilised. Initially, clusters
that are considered small were marked as outlier data. This is done by identifying clusters with less
than the average number of objects in relation to the number of clusters k divided by two [102].
The equation for this can be seen in Eq. 26, where ts denotes the threshold value for small clusters,
ni is the total number of objects in cluster i, and k is the number of clusters.

ts =

∑k
i=1 ni
k · 2

(26)

The remaining clusters were then analysed for outlier objects within the clusters. For each
cluster i, the Absolute Distance between Medoid and Object(ADMO) was calculated for object Oj

as shown in Eq. 27, where mi denotes the medoid for cluster i and Oj denotes object j.

ADMO(i, j) =

k∑
i=1

ni∑
j=1

|Oj −mi| (27)

The average ADMO for cluster i was also calculated and multiplied by 1.5 as suggested by
Singh and Kumar, and the calculation for this can be seen in Eq. 28. The product is denoted as
td which was used as a threshold value when detecting outliers.

td(i) =

k∑
i=1

1.5 ·
∑ni

j=1ADMO(i, j)

ni
· (28)

The ADMO value for each object j in cluster i was compared to the threshold td; if the ADMO
for the object was greater than the threshold td, then the object was marked as an outlier and
removed from the cluster. However, in this thesis, the main focus is to identify clusters that are
smaller than the predefined threshold that is calculated as shown in Eq. 26. This implementation
focused on smaller clusters; outliers in larger clusters were not further analysed.

6.11 Clustering

From the discussion in section 3 regarding different clustering algorithms, the conclusion was drawn
that the selection of a fitting clustering algorithm should be based on the suitability in regards to
time complexity and efficiency; thus CLARANS was deemed a suitable option. As a supplementary
method, the CLARA algorithm was also implemented to compare against CLARANS.

6.11.1 CLARANS

With a time complexity of O(n2) CLARANS is slightly slower than its predecessor CLARA, how-
ever, CLARANS has a randomised search space which prevents the algorithm becoming stuck in
a local minimum. Due to this, as well as its suitability for large datasets, CLARANS was selected
as the primary clustering algorithm. The implementation of the CLARANS algorithm was aided
through the use of the Python package ’Pyclustering’ [103]. A maximum of 250 neighbours to com-
pare against is recommended by Ng and Han [54], where either 1.25% · k(n− k) or the static 250
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is chosen. However, due to limitations within the initial test setup which used only 35 events the
value 250 was downscaled to 20 to accommodate for the smaller dataset. This value was increased
to the original 250 when tested on the final dataset. The variable numlocal denoting the number of
solutions to be examined was set to 2 as per recommendations from Ng and Han as well. Segments
holding the indices of the created clusters are retrieved and used both for visualisation purposes
as well as validation purposes. The algorithm itself has two input parameters besides the desired
number of clusters k. These are the settings for the desired number of neighbour nodes as well as
the amount of local optimum nodes. The specification of the CLARANS algorithm as defined by
Ng and Han can be seen in Figure 11, and details regarding the required parameters are stated in
Table 7.

34



Mälardalen University Master Thesis Robotics

Figure 11. Flowchart of the CLARANS algorithm.
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Table 7: Explanation of parameters for CLARANS algorithm.

Parameter Meaning

numlocal Number of solutions to be examined
maxneighbour Maximum number of neighbours considered
mincost Lowest cost obtained so far
bestnode Object with the lowest cost

The algorithm consists of two nested loops. The inner loop keeps track of the search through
neighbours of the selected medoids and the calculation of the distance from the medoids to the
objects in the clustering. The outer loop handles the iteration through more and more optimal
clusterings until a set threshold is reached. The inner loop starts with a random selection of k
number of clustering medoids. All data objects are thereafter designated to the clusters with
the medoid that is closest to them. The distances from each object to their respective medoids
are calculated and summed, and then stored as a local minimum. During the next iteration, a
medoid is randomly replaced by a neighbouring non-medoid and the previously mentioned process
is repeated. A check is performed whether the new sum is smaller than the previously stored
local minimum. If not, the clustering is rejected and the variable j, denoting iterations where a
smaller sum is not found, is increased by one. If the sum instead is smaller, then the old medoid
is replaced with the new one and the counter j is reset to zero. This process is repeated until the
threshold set by parameter maxneighbour is reached. When this occurs, the algorithm jumps to
the outer loop and compares the new clustering to the best one so far. If the distance for the new
clustering is larger then the clustering is rejected, and if it is smaller the new distance is set as
mincost representing the lowest obtained cost and the new clustering is set as the node with the
best clustering. When the outer loop passes the threshold set by parameter numlocal the algorithm
returns the bestnode, which is the medoid with the best clustering.

6.11.2 CLARA

CLARA has a better time complexity than CLARANS and is claimed to work well on large datasets,
but has the disadvantage of a limited search space since it picks a sample from the dataset and
uses the k-medoids algorithm so that a set of suitable medoids is produced. Due to its low time
complexity and suitability in regards to dataset size, CLARA was implemented as a secondary
clustering algorithm in Python. The algorithm as specified by Ng and Han [54] can be viewed in
Figure 12 with associated parameters in Table 8.
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Figure 12. Flowchart of the CLARA algorithm.

Table 8: Explanation of parameters for CLARA algorithm.

Parameter Meaning

i Number of samples
k Number of clusters
S Sample of dataset
D Original dataset
M Set of medoids
mincost Lowest cost obtained so far
bestset Set with the lowest cost

The algorithm starts out by randomly creating subsets S of the initial dataset D of size 40+2k,
where k is the number of desired clusters. It then calls the PAM algorithm on each of these
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subsets to find k medoids. When these have been found, every object in the dataset is assigned to
the medoid which is the most similar to it. The mean dissimilarity is computed of all similarity
measurements, and the subset which holds the minimal value of dissimilarity is kept on.

6.12 Similarity measurement

Selected to be used for similarity measurement were the lock-step methods Euclidean distance,
Manhattan distance, and Cosine similarity. These were implemented using the scikit-learn machine
learning library [93]. The method DTW was implemented but not used for validation purposes
due to the fact that all signals were of the same length, and thus the main point of the method
was deemed non-applicable to the problem at hand. The similarity measurements were compared
against each other in terms of computation time and the selected value for the number of clusters.
Both an initial data set as well as larger samples of the entire dataset was used in the calculations.

6.13 Quality analysis

Evaluation of the created clusters was performed using two of the categories of methods described
in Section 3: Internal indices and relative indices. The internal indices used were the Silhouette
Index [79], the DB Index [77], the Error Sum of Squares (SSE), the Calinski-Harabasz Index [76],
the Dunn Index [78], and the C-index [75]. The definitions for these can be seen in Table 3 in
Section 3. The Silhouette Coefficient, Calinski-Harabasz, and Davies-Bouldin Index were imple-
mented through the scikit-learn library for Python, while SSE, the Dunn Index, and C-index were
implemented in standard Python. The Calinski-Harabasz Index and the SSE is limited to using
the Euclidean distance, while the DB Index, C-index, Dunn Index, and Silhouette Index can be
utilised with any distance measurement. Calinski-Harabasz and C-index have further limitations
in that they are not defined when the number of clusters is equal to one.

The internal indices were used to evaluate the different values for the variable k, denoting the
number of clusters. The indices were each calculated five times for values of k = {10, 15, 20, 25, 30}
and then averaged. A cluster size of 1-9 was eliminated due to the above limitations of the Calinski-
Harabasz index and the C-index, as well as creating an unsuitably small grouping of the dataset
considering its size. The motivation for the selected k -values is to get a general overview, per-
formed in large enough steps, of the effect of increasing/decreasing the value for the parameter.
Used for the evaluation were feature set 1, 2, and 3 as described in Table 2 since these held the
most information in terms of the number of features. Feature set 4 was not used because of time
limitations. The results for the different values of k using the CLARA and CLARANS algorithms
can be seen in section 7.
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7 Results

The final step when the developed system was functional was to validate it and gather results
for statistical assessment purposes. The objects from the data were assigned to different clusters
through the use of the two clustering algorithms, which were then evaluated. The objective was
to achieve clusters that contained similar objects and where the clusters itself were distinct from
other clusters; this is a measurement of cluster cohesion and cluster separation. Low intra-cluster
distance and high inter-cluster distance is favourable for high cluster quality. Evaluation of different
clustering algorithms and parameters such as the number of clusters was varied and compared as
discussed in Section 6. Visual representation of the clusters was utilised as well; methods reducing
the number of dimensions were necessary depending on the dimension of the feature space in
order to minimise the computational requirements when performing cluster division. PCA was the
method utilised for dimensionality reduction. LabVIEW engineering software [104] was utilised
for validation of the implemented system in relation to the baseline which was the current system
used by ABB.

7.1 Initial test phase

An initial test setup was constructed to perform a simple verification of the system and its func-
tionalities. This included a rough visualisation of the created clusters using the CLARA and
CLARANS algorithms using features created and then reduced with PCA.

7.1.1 PCA

PCA was initially tested with 35 objects. Since the initial test was performed mainly to get an
understanding of the created system, visualisation of the created clusters was of great importance.
This meant that the number of principal components resulting from using PCA had to be at a
maximum three so that the features could be plotted in three-dimensional space. The features
used in this setup was MAVS which resulted in two features per power signal as seen in Eq. 24.
This reduced the feature set from 12 features to the number of principal components according to
Table 9. As stated in the table the cutoff that was observed for three principal components was
around 93%, and thus this was the accepted variance level to be able to visualise the results.

Table 9: Variance retained in relation to number of principal components using 35 event objects.

Variance retained Number of components

0.99999 12
0.99 7
0.95 4
0.93 3
0.75 2
0.50 1

7.1.2 Clustering

A visualisation of the created clusters using a combination of RMS, MAVS, SD, and MPV as
features in the initial test setup with k = 5 can be seen in Figure 13 and 14. Five clusters were
extracted using both the CLARANS and the CLARA algorithms and are visible in the figure as
represented using different colours and symbols.
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Figure 13. 3D scatter plot of the clusters created
using the CLARANS algorithm.

Figure 14. 3D scatter plot of the clusters
created using the CLARA algorithm.

From these figures can be seen that the clustering procedure works as expected, and that
visualisation of the created clusters is possible when the number of principal components is lower
than three. The conclusion from these results was that more investigation into the features used
was necessary and that a higher k -value is possibly needed for isolating outliers.

7.2 Second test phase

After the initial testing phase was finished and the functionality of the system had been established,
the second phase of the evaluation was initiated. In this, the number of events used was increased
from 35 events to 113 events, going from 1 day’s worth of data to 4 days’ worth of data. The
focus of this evaluation phase was to, first of all, decide of which features to use and in what
combinations, as well as determine the optimal number of clusters.

7.2.1 Feature evaluation and selection

Table 10 and 11 are the results acquired from the implementation that is discussed in section 6.7
where DWT was applied with a decomposition level of 11 to each phase, thereafter features are
extracted from all of the sub-bands. Each column represents the score for each feature in correlation
to a phase. The HV phases can be seen in Table 10 while the score from the features extracted
from the LV phases can be seen in Table 11. Next to each Laplacian score is the corresponding sub-
band that had the best Laplacian score, where A stands for approximation coefficients, D stands
for detail coefficients and the following number specifies the decomposition level. The final column
to the right in both of the tables is the average of the Laplacian score for each feature calculated
over the three phases; the seven best scores that have the lowest averages are highlighted. The
following extracted features of the HV signals presented the lowest Laplacian score: Peak to peak,
Max, Min, Crest factor, Variance, Kurtosis, and Skewness. For the LV-side the exact same features
are found with the lowest score as well, however, Crest factor is replaced by Sign slope integral.
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Table 10: The Laplacian score for each feature with its corresponding HV phase and frequency
sub-band. The last column contains the average of the Laplacian score for each feature where the
seven best scores are highlighted green.

Laplacian score
Feature

HV1 HV2 HV3
Average

Median 6.2236e-09 (A11) 2.00035e-09 (D5) 1.21974e-08 (A11) 6.8071e-09
Mean absolute value 4.98029e-09 (A11) 1.32444e-09 (D1) 2.07113e-09 (D2) 2.7920e-09
Standard deviation 9.4281e-10 (D1) 5.23838e-10 (D11) 2.48777e-09 (D4) 2.48777e-09
Sign slope integral 1.07027e-09 (D1) 1.29292e-10 (D10) 1.67193e-09 (D4) 1.3181e-09
Peak to Peak 4.55694e-10 (D1) 2.05423e-10 (D2) 2.60589e-10 (D1) 3.0724e-10
Max 2.31136e-10 (D1) 7.96606e-11 (D2) 2.35607e-10 (D2) 1.8213e-10
Min 7.88445e-10 (D1) 3.09002e-10 (D2) 1.93738e-10 (D1) 4.3039e-10
Root mean square 4.98029e-09 (A11) 1.32444e-09 (D1) 2.07113e-09 (D2) 2.7920e-09
Crest factor 5.14137e-10 (D1) 2.37654e-10 (D2) 3.28133e-10 (D2 3.5997e-10
Modified crest factor 5.78963e-08 (D4) 4.47307e-10 (D4) 8.47938e-09 (D4) 2.2274e-08
Variance 2.74952e-10 (D1) 3.62975e-11 (D11) 1.67193e-09 (D4) 6.6106e-10
Skewness 3.68309e-11 (D1) 3.44536e-12 (D1) 4.86677e-12 (D1) 1.5048e-11
Kurtosis 7.37965e-13 (D1) 2.91989e-14 (D1) 7.16094e-14 (D1) 2.7959e-13

Table 11: The Laplacian score for each feature with its corresponding LV phase and frequency
sub-band. The last column contains the average of the Laplacian score for each feature where the
seven best scores are highlighted green.

Laplacian score
Feature

LV1 LV2 LV3
Average

Median 9.68971e-10 (A11) 8.66707e-09 (D4) 1.42073e-07 (D7) 5.0570e-08
Mean absolute value 7.05884e-09 (D5) 2.18499e-09 (D7) 1.75554e-08 (D7) 8.9331e-09
Standard deviation 2.83999e-09 (D11) 1.16321e-09 (D3) 1.56616e-08 (D7) 6.5549e-09
Sign slope integral 4.67933e-09 (D5) 3.64518e-10 (D11) 1.39577e-08 (D2) 6.3338e-09
Peak to Peak 3.33481e-09 (D4) 2.87132e-10 (D1) 1.01402e-08 (D9) 4.5874e-09
Max 3.97907e-09 (D1) 2.43117e-10 (D1) 6.40198e-09 (D9) 3.5414e-09
Min 1.02818e-09 (D1) 3.30537e-10 (D1) 8.37348e-09 (D10) 3.2441e-09
Root mean square 7.05884e-09 (D5) 2.18499e-09 (D7) 1.75554e-08 (D7) 8.9331e-09
Crest factor 2.74028e-09 (D1) 9.67819e-11 (D1) 1.62564e-08 (D7) 6.3645e-09
Modified crest factor 3.58302e-08 (D4) 4.32591e-10 (D4) 2.26488e-08 (D6) 1.9637e-08
Variance 1.23633e-10 (D11) 8.4637e-11 (D11) 1.3962e-08 (D2) 4.7234e-09
Skewness 2.52253e-09 (D1) 3.37656e-10 (D1) 6.35706e-09 (D1) 3.0724e-09
Kurtosis 6.82565e-13 (D1) 1.19863e-11 (D1) 5.8652e-12 (D1) 6.1780e-12

7.2.2 PCA

An overview of the relation between the achieved variance level and the number of required principal
components can be seen in Table 12. For this, a Daubechies level of 4 and a decomposition level
of 11 was used on 113 event objects or 4 days of data collected by the acquisition system. 396
features were used which were then reduced according to the desired variance level.
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Table 12: Variance retained in relation to number of principal components using 113 event objects,
or 4 days of collected data.

Variance retained Number of components

0.99999 112
0.99 68
0.95 42
0.85 23
0.75 15
0.65 9
0.50 5

The resulting dataset had in this process reduced its dimensionality from 396 to the number
of principal components displayed in Table 12 and was adequate to hold the most important
information regarding the relations in the data. For example, a variance level off 99% meant a
decrease in dimensionality from 396 to 68, which is a decrease almost by a factor of 6. This means
that almost no information within the data would be lost and that the clustering process itself
could be performed much faster.

7.2.3 Decide the number of clusters

Viewed in this section are the results for the different values of k using the CLARA and CLARANS
algorithms. These helped decide the optimal value for choosing a suitable number of clusters and
are based on 113 event files, equivalent to 4 days of collected data. These result thus formed the
basis of what value to parameter k should be set to for the different setups in regards to the specific
clustering algorithm, distance measurement, and internal index. A wavelet from the Daubechies
family is used with 4 vanishing points which will be referred to as Db4, thereafter DWT was applied
with a decomposition level of 11. The specific goal of the indices is either to maximise or minimise
their respective values within either a set interval or not. These goals can be seen in Section 3 and
are summarised as:

1. C-index: Within the interval [0,1] the index should be minimised

2. Calinski-Harabasz score: The goal is to maximise the value

3. Davies-Bouldin index: A value close to zero indicates a better partition

4. Dunn index: A higher value indicates a better clustering

5. Silhouette index: Within the interval [-1,1] a value of 1 means highly dense clusters and a
value of 0 indicates overlapping clusters

6. SSE: The goal is to minimise the value

The results are organised first of all by clustering algorithm and then by the feature set that was
utilised. Both clustering algorithms were processed using all distance measurements and validated
using the indices that are available for each distance measurement. This means that the C-index,
Davies-Bouldin index, Dunn index, and Silhouette index could all be used with all three distance
measurements, while the Calinski-Harabasz score and the SSE could only be utilised with the
Euclidean distance because of their built-in limitations. The results for feature set 1 can be seen in
Table 13 and Table 14, the results for feature set 2 can be seen in Table 16 and Table 17, and finally
the results for feature set 3 are viewed in Table 19 and 20. Summaries of the optimal number of
clusters, i.e the k -values that performed best for each combination of clustering algorithm, distance
measurement, and internal index can be seen in Table 15, 18, and 21. An x is indicated for the
cases where the index performed the same for all values of k. This occurred for the combination
of Dunn index and Cosine distance measurement, due to the specific formulation of Dunn. The
best value achieved by an index across all distance measurements is indicated by a red colour in
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the tables for CLARA and CLARANS respectively, while the red colour indication in the tables
denoting the optimal number of clusters for each feature set represents the best value across both
of the clustering algorithms.

Table 13: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARA algorithm and using feature set 1.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.310 0.291 0.373 0.390 0.357
Manhattan 0.331 0.371 0.388 0.362 0.387
Cosine 0.463 0.497 0.427 0.430 0.459

Calinski-Harabasz Euclidean 6.490 5.686 5.665 5.416 5.030

Davies-Bouldin

Euclidean 1.433 1.410 1.164 1.089 1.049
Manhattan 1.980 1.811 1.629 1.570 1.495
Cosine 1.261 1.233 1.070 0.985 0.885

Dunn

Euclidean 0.200 0.213 0.222 0.249 0.220
Manhattan 0.178 0.152 0.107 0.112 0.148
Cosine -0.693 -0.693 -0.693 -0.693 -0.693

SSE Euclidean 2063.403 1884.954 1706.479 1552.092 1422.361

Silhouette

Euclidean 0.067 0.036 0.013 0.013 0.021
Manhattan 0.040 -0.034 -0.030 -0.026 -0.028
Cosine 0.130 0.093 0.074 0.080 0.059

Table 14: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARANS algorithm and using feature set 1.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.328 0.314 0.321 0.340 0.333
Manhattan 0.339 0.326 0.320 0.303 0.305
Cosine 0.424 0.464 0.469 0.477 0.477

Calinski-Harabasz Euclidean 6.563 5.403 4.938 4.564 4.290

Davies-Bouldin

Euclidean 2.004 2.060 1.803 1.590 1.582
Manhattan 2.253 1.955 1.793 1.694 1.584
Cosine 1.358 1.339 1.146 1.220 1.053

Dunn

Euclidean 0.156 0.183 0.201 0.191 0.137
Manhattan 0.137 0.195 0.162 0.182 0.100
Cosine -0.693 -0.693 -0.693 -0.693 -0.693

SSE Euclidean 2061.072 1913.746 1776.305 1652,701 1535.148

Silhouette

Euclidean 0.014 -0.005 -0.009 -0.022 -0.026
Manhattan -0.022 -0.003 -0.030 -0.002 -0.031
Cosine 0.106 0.075 0.080 0.043 0.046

As seen in Table 13 and 14 the highlighted values, marking the combination of distance mea-
surement and k -value that produced the best result for each index, are similar for the two clustering
algorithms when using feature set 1. This is especially true for C-index and Silhouette index, where
the values deviate by only 0.02-0.03 points. However, larger differences can be seen for SSE and
the Davies-Bouldin index. When analysing which of the two clustering algorithm gave the best
score across all indices, CLARA performed better than CLARANS in five out of six cases. Only for
the Calinski-Harabasz index did CLARANS produce a better value, which differed by 0.073 points
from the CLARA algorithm. The values in Table 15 display which k -values that produced the best
results for each distance measurement, clustering algorithm, and internal index. The highlighted
values are the best across the two clustering algorithms and the three distance measurements for
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each internal index. A final observation for this set is that although the recommended k -values
differ slightly when considering all distance measurements, the k -values recommended by the best
performing distance measurement for both CLARA and CLARANS are all the same except for
the Dunn index where CLARA recommended a k -value of 25 and CLARANS a k -value of 20.
Both algorithms also indicate the same preference in terms of distance measurement for the best-
produced values, with the Euclidean distance measurement and the Cosine distance measurement
preferred by two indices each when not accounting for the indices that only use the Euclidean
distance measurement.

Table 15: Estimated number of clusters using a combination of internal index methods, distance
measurements, and clustering algorithm. Feature set 1 was used for all tests.

Internal index Distance measurement CLARA CLARANS

C-index

Euclidean 15 15
Manhattan 10 25
Cosine 20 10

Calinski-Harabasz Euclidean 10 10

Davies-Bouldin

Euclidean 30 30
Manhattan 30 30
Cosine 30 30

Dunn

Euclidean 25 20
Manhattan 10 15
Cosine x x

SSE Euclidean 30 30

Silhouette

Euclidean 10 10
Manhattan 10 25
Cosine 10 10

Table 16: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARA algorithm and using feature set 2.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.299 0.368 0.329 0.357 0.408
Manhattan 0.376 0.299 0.329 0.366 0.375
Cosine 0.483 0.519 0.464 0.483 0.475

Calinski-Harabasz Euclidean 7.169 6.256 5.966 5.218 5.468

Davies-Bouldin

Euclidean 1.462 1.446 1.270 1.316 1.171
Manhattan 1.687 1.849 1.682 1.656 1.503
Cosine 1.329 1.257 1.045 0.915 0.862

Dunn

Euclidean 0.201 0.203 0.188 0.221 0.238
Manhattan 0.179 0.128 0.135 0.110 0.157
Cosine -0.722 -0.722 -0.722 -0.722 -0.722

SSE Euclidean 2058.430 1850.750 1697.390 1538.432 1408.407

Silhouette

Euclidean 0.079 0.029 0.036 -0.004 0.015
Manhattan 0.044 0.002 -0.011 -0.034 -0.012
Cosine 0.110 0.116 0.098 0.108 0.061
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Table 17: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARANS algorithm and using feature set 2.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.335 0.348 0.343 0.292 0.360
Manhattan 0.329 0.346 0.368 0.272 0.357
Cosine 0.456 0.442 0.503 0.501 0.486

Calinski-Harabasz Euclidean 7.296 5.847 5.416 4.803 4.510

Davies-Bouldin

Euclidean 2.144 1.890 1.677 1.722 1.496
Manhattan 2.404 1.731 1.935 1.665 1.542
Cosine 1.614 1.420 1.213 1.236 1.090

Dunn

Euclidean 0.185 0.199 0.200 0.176 0.235
Manhattan 0.145 0.156 0.146 0.100 0.200
Cosine -0.722 -0.722 -0.722 -0.722 -0.722

SSE Euclidean 1991.444 1876.514 1719.276 1648.166 1506.565

Silhouette

Euclidean 0.041 -3,269E-05 -0.005 -0.028 -0.019
Manhattan 0.024 -0.013 -0.031 -0.009 -0.033
Cosine 0.100 0.083 0.078 0.060 0.059

After inspection of Table 16 and 17, holding the best values obtained for each index, distance
measurement, and k -value using feature set 2, similar observations as for feature set 1 can be
made. Here, the best values produced by C-index and Silhouette index also differ very little, but
this is also the case for the Dunn index which is especially similar across CLARA and CLARANS,
only differing by 0.003 points. The same noticeable differences for the Davies-Bouldin index and
the SSE as seen for feature set 1 can be seen for feature set 2. For this set, CLARA also overall
produced better results than CLARANS, with four out of six indices with better values according
to their specific goals, as seen in Table 18. The C-index and the Calinski-Harabasz index indicated
a preference for CLARANS, where the C-index recommendations for a k -value differed quite a
lot between the two clustering algorithms. For Calinski-Harabasz the recommendation for both
CLARA and CLARANS was the same, which held true for all other internal indices as well except
the Silhouette index where CLARA recommended a k -value of 15 and CLARANS a k -value of
10. A small discrepancy can be seen in terms of preferred distance measurements, where only
the C-index indicates a difference between CLARA and CLARANS. For CLARA, which overall
produced the best values for the indices, a preference was for the Euclidean distance measurement.

Table 18: Estimated number of clusters using a combination of internal index methods, distance
measurements, and clustering algorithm. Feature set 2 was used for all tests.

Internal index Distance measurement CLARA CLARANS

C-index

Euclidean 10 25
Manhattan 15 25
Cosine 20 15

Calinski-Harabasz Euclidean 10 10

Davies-Bouldin

Euclidean 30 30
Manhattan 30 30
Cosine 30 30

Dunn

Euclidean 30 30
Manhattan 10 30
Cosine x x

SSE Euclidean 30 30

Silhouette

Euclidean 10 10
Manhattan 10 10
Cosine 15 10
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Table 19: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARA algorithm and using feature set 3.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.356 0.373 0.376 0.322 0.446
Manhattan 0.340 0.349 0.335 0.315 0.332
Cosine 0.459 0.503 0.491 0.455 0.434

Calinski-Harabasz Euclidean 6.416 6.185 5.034 5.823 5.807

Davies-Bouldin

Euclidean 1.414 1.319 1.282 1.125 1.076
Manhattan 1.919 1.832 1.542 1.459 1.453
Cosine 1.354 1.130 0.993 0.982 0.856

Dunn

Euclidean 0.212 0.189 0.213 0.202 0.235
Manhattan 0.116 0.136 0.125 0.188 0.145
Cosine -0.713 -0.713 -0.713 -0.713 -0.713

SSE Euclidean 2220.461 2008.730 1828.167 1654.351 1479.818

Silhouette

Euclidean 0.095 0.034 0.016 0.036 0.027
Manhattan -0.014 -0.010 0.001 0.010 -0.042
Cosine 0.158 0.134 0.109 0.106 0.081

Table 20: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARANS algorithm and using feature set 3.

k
Index Measurement 10 15 20 25 30

C-index

Euclidean 0.377 0.313 0.363 0.323 0.381
Manhattan 0.350 0.333 0.288 0.352 0.289
Cosine 0.435 0.472 0.448 0.510 0.450

Calinski-Harabasz Euclidean 6.451 5.619 4.654 5.028 4.464

Davies-Bouldin

Euclidean 2.301 1.972 1.890 1.619 1.591
Manhattan 2.183 1.962 1.912 1.650 1.661
Cosine 1.554 1.402 1.284 1.210 1.120

Dunn

Euclidean 0.182 0.206 0.179 0.229 0.173
Manhattan 0.182 0.209 0.162 0.175 0.204
Cosine -0.713 -0.713 -0.713 -0.713 -0.713

SSE Euclidean 2175.859 2030.917 1889.285 1730.837 1620.656

Silhouette

Euclidean 0.005 -0.010 -0.021 -0,001 -0.041
Manhattan -0.002 -0.006 -0.035 -0.003 -0.035
Cosine 0.100 0.068 0.078 0.050 0.061

The results for feature set 3 can be seen in Table 19 and 20, where even larger differences
can be seen for SSE and the Davies-Bouldin index across the two clustering algorithms. A much
larger difference can be observed for the Silhouette index as well, while the best-produced values
for the C-index, the Calinski-Harabasz index, and the Dunn index have the same small differences
as for feature set 1 and 2. There was a similar preference for CLARA over CLARANS as for
feature set 2, and here too four our of six internal indices indicated better results for the former
clustering algorithm, as seen in Table 21. The best results were largely using the same k -values for
both clustering algorithms, however, both the C-index and the Dunn index recommended different
k -values. The best-produced values for both CLARA and CLARANS indicated a preference for
the same distance measurements, where Cosine was preferred two out of four indices when not
accounting for the indices that only use the Euclidean distance measurement.
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Table 21: Estimated number of clusters using a combination of internal index methods, distance
measurements, and clustering algorithm. Feature set 3 was used for all tests.

Internal index Distance measurement CLARA CLARANS

C-index

Euclidean 25 15
Manhattan 25 20
Cosine 30 10

Calinski-Harabasz Euclidean 10 10

Davies-Bouldin

Euclidean 30 30
Manhattan 30 25
Cosine 30 30

Dunn

Euclidean 30 25
Manhattan 25 15
Cosine x x

SSE Euclidean 30 30

Silhouette

Euclidean 10 10
Manhattan 25 10
Cosine 10 10

Overall a clear preference for the CLARA algorithm could be observed, with a majority better
values for the internal indices across all feature sets. The feature set that had the overall best
values for CLARA was feature set 3, which had three of the best values out of six when seen across
all feature sets; the values produced by the C-index, the Davies-Bouldin index, and the Silhouette
index. Feature set 2 held two of the best overall values, produced by the Calinski-Harabasz index
and the SSE, while feature set 1 held one of the best overall values produced by the Dunn index.

Table 22: Summary of feature set preference and result distribution.

Internal index Feature set
C-index 3
Calinski-Harabasz 2
Davies-Bouldin 3
Dunn 1
SSE 2
Silhouette 3

The clustering itself of the data was the most calculation-heavy part of the pipeline. As such, it
was timed for each different setup, and as each setup was processed five times, the average results
were calculated for each setup. These are presented below in Table 23, 24, and 25 for feature set
1, 2, and 3 respectively. The numbers are the calculation times in minutes and are based on the
time it took to cluster the data using Azure Databricks, and not the time it took to run through
the Anaconda distribution.

Table 23: Processing times in minutes for the different clustering setups in regards to clustering
algorithm, distance measurement, and number of clusters. Values taken from an average of five
iterations for the same setup which was based on feature set 1.

k
Index Measurement 10 15 20 25 30

CLARA

Euclidean 0.5 3.0 10.1 26.0 57.6
Manhattan 0.1 0.2 0.5 1.1 1.9
Cosine 0.7 3.5 11.7 28.5 63.9

CLARANS

Euclidean 13.4 8.5 8.7 5.2 5.3
Manhattan 74.5 14.5 8.6 5.9 3.9
Cosine 22.9 2.6 2.7 1.7 1.0
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Table 24: Processing times in minutes for the different clustering setups in regards to clustering
algorithm, distance measurement, and number of clusters. Values taken from an average of five
iterations for the same setup which was based on feature set 2.

k
Index Measurement 10 15 20 25 30

CLARA

Euclidean 0.5 2.8 8.9 19.0 50.4
Manhattan 0.1 0.2 0.5 1.1 2.1
Cosine 0.7 3.7 11.8 31.4 71.3

CLARANS

Euclidean 35.4 8.7 7.9 5.1 5.9
Manhattan 54.8 8.9 8.3 5.9 9.9
Cosine 19.2 2.2 1.3 1.4 1.2

Table 25: Processing times in minutes for the different clustering setups in regards to clustering
algorithm, distance measurement, and number of clusters. Values taken from an average of five
iterations for the same setup which was based on feature set 3.

k
Index Measurement 10 15 20 25 30

CLARA

Euclidean 0.7 2.9 10.8 29.3 61.7
Manhattan 0.1 0.2 0.6 1.3 2.4
Cosine 0.7 3.9 11.6 29.4 63.7

CLARANS

Euclidean 48.0 8.1 10.8 5.1 3.1
Manhattan 111.5 21.9 8.5 8.1 7.6
Cosine 33.1 2.7 1.7 1.5 1.9

From the results seen in Table 13-21 a combination of clustering algorithm, distance mea-
surement, and k -value could be extracted. By comparing the values of all the indices over these
parameters, it could be noted that the CLARA algorithm paired with the Euclidean distance mea-
surement was the overall best performing combination for all feature sets. Moreover, the values
achieved by the use of feature set 3 was better than those achieved for feature set 1 and 2. There-
fore the combination of the CLARA algorithm using a Euclidean distance measurement on feature
set 3 was utilised in the final stages of the evaluation of the system.

7.3 Final test phase

For the final phase of the evaluation of the clustering system, additional scenarios were put to the
test. In the first scenario, the number of samples to be clustered was increased from 113 events to
553 events, meaning an increase from 4 days to 16 days of data. The second scenario was the use
of PCA on the original 113 events. PCA was, however, not applied in the first scenario with the
553 events. These two scenarios were added to compare against the results gained in the second
test phase, but by using the aforementioned optimal combination of clustering algorithm, distance
measurement, and feature set. The final parameter needed was the number of clusters, and for
extracting an estimation for this an examination of the internal indices used was conducted. The
six internal indices were all used to provide feedback on the quality of the performed clustering.
However, the Silhouette index was considered of less importance since it measures the overlap of
clusters. Overlapping clusters is an expected result since one signal can contain several concurrent
events, as well as the fact that the features themselves are correlated. Because of this, the Silhouette
index holds less weight than the others. Some internal indices are more or less easy to interpret
since not all of them have given intervals. For the indices that have as their goal to maximise the
index values, it is not clear to what degree this is adequate. The lack of a set maximum value
means that the results can only be interpreted relative to other measurements of the same index,
and not in reference to an objective value. The indices that in this aspect are considered easier
to interpret are the C-index, the Davies-Bouldin index, and SSE. The Silhouette index has a set
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interval too, however, it is already considered of less importance based on what it measures. Both
the Calinski-Harabasz index and the Dunn index have as goals to maximise their index values with
no set maximum, and as such are also considered of less importance. A final consideration on the
different importance of the indices was the measurement itself. This means that additional weight
was given to the indices that strictly measured the intra-cluster distances since cluster cohesion
was considered of more value than cluster separation for the interpretation of the results. This is
because the ambition is to have as similar events as possible grouped together in order to acquire
high cluster quality. The indices that strictly calculate intra-cluster distance are the C-index, SSE,
and Silhouette. A summary of all of these considerations resulted in the decision that the indices
that carried the largest weight in the interpretation were the C-index, the Davies-Bouldin
index, and SSE.

By inspecting the best performing feature set, feature set 3, and focusing on the CLARA
algorithm, six estimations for a k -value could be extracted based on each internal index. However,
since not all indices held the same importance, three k -value estimations were ultimately selected.
These were the values gained from the C-index, the Davies-Bouldin index, and the SSE value. By
taking the average of these values rounded off to a discrete value an ultimate k -value to be used
in the final test phase could be obtained, seen in Table 26.

Table 26: Final estimation for the optimal number of clusters based on the three most important
internal indices.

Internal index Estimated number of clusters
C-index 25
Davies-Bouldin index 30
SSE 30
Average 28

One observation that could be noted is that although CLARA performed better than CLARANS
on all feature sets, and that feature set 3 held the overall best values for the indices, CLARANS
performed better on feature set 2 than feature set 1 and 3. When inspecting the values for the
C-index, the Davies-Bouldin index, and the SSE produced by the use of feature set 2, it is noted
that these form the same recommendation for a k -value as the CLARA algorithm: 28. Pairing
the obtained estimation for an optimal k -value and the aforementioned combination of CLARA
with Euclidean distance measurement on feature set 3, further testing on the dataset could be
conducted.

7.3.1 Test with larger dataset

The increase from 113 events to 553 events to cluster meant an expected increase in computation
time as well. Therefore the number of iterations that the clustering process was performed for
the same combination was reduced from five to one since the main purpose of five iterations was
to gain a robust estimation for the internal indices. The clustering process for the events took
53.46 minutes, and the resulting values for the internal indices can be seen in Table 27. An outlier
calculation was performed and the number of clusters with less than three objects was 13.

Table 27: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARA algorithm and using feature set 3.

Internal index Index value
C-index 0.146
Calinski-Harabasz index 31.775
Davies-Bouldin index 1.958
Dunn index 0.046
SSE index 7694.682
Silhouette index 0.047
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As seen in the table, and when compared to the results of the test using the best combination
but with 113 events and a k -value equal to 30, a definite improvement has occurred in the values
for the internal indices. Four out of six indices show better values for 553 events than for 113
events: the C-index, the Calinski-Harabasz index, the SSE, and the Silhouette. At first glance,
the SSE value is interpreted as higher, but when the average value is taken across the dataset the
average distance is 14.656. This is based on the 553 events and subtracting the 28 cluster medoids,
which leaves 525 distances that are added for the SSE value. This is in contrast to the 113 events
using 30 cluster medoids in the second test phase, which produced an average SSE value of 17.829.
Seen below in Figure 15-26 are a selection of different clusters created using this larger dataset.
28 clusters in total could be extracted and inspected using LabVIEW, however, only a few are
presented here because of their distinction in behaviour.

Cluster one

Figure 15. High voltage side, sum of the
power signals across all three phases.

Figure 16. Low voltage side, sum of the power
signals across all three phases.

Seen in the above two figures is one signal shown firstly from the HV-side and secondly from the
LV-side. When the signal has gone through the transformer a noticeable peak has appeared on the
LV-side which is not present before it enters. This event was clustered on its own, with no other
events seen as similar by the selected features or the clustering algorithm.

Cluster two

Figure 17. High voltage side, sum of the
power signals across all three phases.

Figure 18. Low voltage side, sum of the power
signals across all three phases.

Seen in this cluster we have a single object where the power dramatically dropped and stabilised
at a low value; this is an indication of a transformer shutdown or a disconnection from the load.
These cases are very rare and as such only one event of this type was found within the dataset.

Cluster three

Figure 19. High voltage side, sum of the
power signals across all three phases.

Figure 20. Low voltage side, sum of the power
signals across all three phases.
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Figure 21. High voltage side, sum of the
power signals across all three phases.

Figure 22. Low voltage side, sum of the power
signals across all three phases.

Figure 23. High voltage side, sum of the
power signals across all three phases.

Figure 24. Low voltage side, sum of the power
signals across all three phases.

Figure 25. High voltage side, sum of the
power signals across all three phases.

Figure 26. Low voltage side, sum of the power
signals across all three phases.

The four events found in the third cluster all displayed wave-like behaviour where some sort of
oscillation is occurring. Seen right as the event occurs is power spike for all of the visualised
objects. As such, this cluster exhibits a high level of homogeneity.

7.3.2 Test with feature reduction

Similar to the test with a larger data set, the number of iterations that were performed is reduced
to five. PCA is applied to the smaller data subset in order to get an insight into how the clustering
quality is affected when the variance is decreased to 95%. However, an outlier calculation was
done here as well; the number of clusters with less than three objects were 21. This is due to the
fact some events occur more often; these are usually of none or little interest. In Table 28 are the
different scores for the internal indices listed.

Table 28: Values for the internal indices for the different number of clusters as calculated by an
averaging from five iterations for CLARA algorithm and using feature set 3.

Internal index Index value
C-index 0.311
Calinski-Harabasz index 6.471
Davies-Bouldin index 1.027
Dunn index 0.190
SSE index 1402.413
Silhouette index 0.056

Seen below in Figure 27-44 are a selection of different clusters created using this the dataset
that consists of the original 113 events in combination with PCA. These clusters were selected
because they show a good similarity between the clustered objects while still displaying minor
differences within the clusters. Cluster one illustrates a case where one object has been clustered
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incorrectly while displaying some similar characteristics, and cluster two showcases a group with
a high level of homogeneity across all of the clustered objects.

Cluster one

Figure 27. High voltage side, sum of the
power signals across all three phases.

Figure 28. Low voltage side, sum of the power
signals across all three phases.

Figure 29. High voltage side, sum of the
power signals across all three phases.

Figure 30. Low voltage side, sum of the power
signals across all three phases.

Figure 31. High voltage side, sum of the
power signals across all three phases.

Figure 32. Low voltage side, sum of the power
signals across all three phases.

Figure 33. High voltage side, sum of the
power signals across all three phases.

Figure 34. Low voltage side, sum of the power
signals across all three phases.

Seen in Figure 27-34 are events that were clustered together using 113 events and applying PCA.
It can be seen that the first three events out of the four are very similar in signal behaviour, while
the fourth differs slightly from them. While the first three exhibits a power spike at the event that
quickly goes back to the previous power levels, the fourth one has a spike combined with a power
level increase that doesn’t go back to the level it was at before the event occurred. This spike
could be picked up by a feature as similar to the other spikes but has failed to capture the power
levels observed in the moments after the event.
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Cluster two

Figure 35. High voltage side, sum of the
power signals across all three phases.

Figure 36. Low voltage side, sum of the power
signals across all three phases.

Figure 37. High voltage side, sum of the
power signals across all three phases.

Figure 38. Low voltage side, sum of the power
signals across all three phases.

Figure 39. High voltage side, sum of the
power signals across all three phases.

Figure 40. Low voltage side, sum of the power
signals across all three phases.

Figure 41. High voltage side, sum of the
power signals across all three phases.

Figure 42. Low voltage side, sum of the power
signals across all three phases.

Figure 43. High voltage side, sum of the
power signals across all three phases.

Figure 44. Low voltage side, sum of the power
signals across all three phases.

The objects shown in Figure 35-44 are quite similar in behaviour; it is possible to see that at the
start the power signal is stable, but some event occurs and the frequency increases as well as the
peak to peak of the signal. It can also be seen that the event occurs earlier in the HV-side in
comparison to the LV-side.
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8 Discussion

After initial testing of the system was performed, visualisation of the created clusters showed
that using five clusters, i.e. k = 5, was too restrictive and that this parameter value needed
to be increased if an increase in the dataset was to be done. By setting the possible values of
this parameter in the interval [10, 30] with a spacing of 5 in between it ensured that a more
suitable grouping for the different events could occur when using more objects in the clustering
process. Through thorough testing of different combinations of clustering algorithms, distance
measurements, and internal indices, the final estimate for an optimal k-value was set to 28.

Three out of the four feature subsets were used for clustering; these are feature set 1, 2 and 3
as listed in Table 6. It is clearly seen that the results from the Laplacian score in Table 10 and 11
imply that features that are found descriptive in the HV-side are descriptive on the LV-side as well.
However, there is one difference in that the HV-side indicates that the crest factor is in the top
seven features while the LV-side indicates that the sign slope integral should be included instead.
To validate this difference, these two subsets are included in the testing setup. Feature set 3 is a
combination where the sign slope integral and the crest factor are both included. The reason for
considering the seven features with the best scores average across the phases is for decreasing the
number of features by half. When tested using different setups in regards to clustering algorithm,
distance measurement, and k -value, feature set 3 was the set that produced the overall best values.
This is reasonable considering that feature set 3 contains the most features and as such the most
amount of information regarding the signals within the dataset. The different feature sets took a
different amount of time, with feature set 3 being the slowest one. This was expected because of
the mentioned difference in the amount of features in the feature sets.

Out of the two clustering algorithms that were implemented a clear preference could be noted
for the CLARA algorithm, which performed best across all feature sets when considering the values
produced by the external indices. The Manhattan distance measurement was fastest on all feature
sets for the CLARA algorithm, however, the case was the opposite for the CLARANS algorithm
when compared to the other distance measurements with Manhattan being the clearly slowest
distance measurement. The processing times of the clustering algorithms as seen in Table 23, 24,
and 25 correlate well with the stated time complexities for CLARA and CLARANS respectively.
As the value of k, i.e the number of clusters used, increased, so did the processing time for the
CLARA algorithm, which is due to its time complexity being dependant on the value of k. The time
complexity of CLARANS is only dependant on the number of samples, and as such the processing
times for CLARANS were rather similar. One exception to this is when the value of k was set
to 10, which dramatically increased the processing times for all of the feature sets. The reason
for this could be that the parameter maxneighbour is dependant on the value of k, and if this is
set too small the algorithm might have a harder time to find a local optimum, thus taking more
time. The processing times, in general, were also dependant on the Azure Databricks setup, which
initially meant that two iterations of the clustering process shared the same resources, i.e the same
CPU and memory. It is possible that this had an effect on the processing times in the early stages,
but the setup was quickly changed so that two parallel runs of the clustering process both had the
maximum amount of resources.

The combination that was considered the overall best performing when considering all the
different parameters was the CLARA algorithm using the Euclidean distance measurement on
feature set 3, with a k -value of 28. This was based on the dataset that contained 113 events, or 4
days’ worth of data. When the dataset was expanded to 553 events or 16 days’ worth of data, a
noticeable difference could be seen in the results from the internal indices. When compared to the
performance of the best combination used with a k -value set to 30, the closest value to 28 from
the second test phase, the values for the SSE, the C-index, the Calinski-Harabasz index, and the
Silhouette were drastically better for the larger dataset consisting of 553 events. The Dunn index
and the Davies-Bouldin index performed worse for the larger set, with a decrease and an increase
respectively for their values.

Overall it is difficult to externally validate the quality of the clusters without provided labels
or domain knowledge. However, visual inspection of the created clusters as shown in the results
section indicate that the capability to group similar events is good and that it is feasible to both
find valuable information within small one-event clusters as well as within larger clusters holding
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several events. The one-event clusters could indicate outliers within the data, or very rarely
occurring events that require further inspection. Large clusters holding similar events could assist
in identifying regularly occurring events which could help prioritising the importance of the formed
clusters themselves. In the occurrence that the cluster holds important events that could potentially
be damaging for the transformer, this information could be used for preventative maintenance.

At the stage reached in this thesis work, it is not feasible for the constructed system to sup-
port online classification since a lot of external validation regarding the findings still need to be
performed. The events were clustered based on features extracted from the voltage and current
signals collected by the ABB acquisition system, and the created clusters were evaluated using
internal measurements that rely strictly on the data itself and no labels. As such, it is not possible
to support this functionality at this time.

When relating these findings to the research that has been performed in related works, the
major contribution that stands out is that this thesis work has been concerned with the clustering
of multivariate time-series data, as a contrast to the univariate time-series data analysed in related
works. This presents a new complexity to the problem of clustering large amounts of time-series
data, in that the methods for feature extraction and selection needs to accommodate this structure
of data. The work performed by Abeywickrama et al. [1] presented difficulties in finding events
that were unknown to the external validation, which was in the form of human knowledge; in
this aspect the thesis work that has been conducted can in a more unbiased way identify and
cluster types of events based on the inherent information in the time-series data itself. The work
presented here uses several features in order to perform this clustering, a noticeable difference from
the work of Dutta and Overbye [83] which only utilises two features. More features used means
that more information about the data could be captured. The data itself contained several types
of events, and the clustering needed to be able to group many different types using the same setup
of methods. This is in stark contrast to the work of Sima et al. [87] which focuses solely on one
type of event. This variation of events within the time-series data means that features that capture
many different types of signal behaviour had to be used in order to present a fair representation
of all types of events occurring within the power system. Since the events in the collected data
had no labels, evaluation of the resulting clustering relied solely on internal and relative methods,
denoted internal and relative indices. In the work by Zhang et al. [90] both simulated and real data
was used, and access to existing labels was possible, which meant less uncertainty when evaluating
the performance of the clustering. The use of internal indices removes the reliance on external
measurements, which in turn removes elements of bias. The work itself used a hierarchical-based
clustering method, something that in itself is generally unsuitable for larger datasets considering
the high time complexity for many of the algorithms that fall into this category. Using partitioning-
based clustering methods the time complexity could be mitigated.
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9 Conclusions and future work

In this thesis work, a comprehensive study of all aspects involved in the clustering of multivariate
power system data has been performed. Following this, an implementation of a system suitable for
the specific dataset consisting of voltage and current signals has been carried out. These signals
were converted to power signals and then split into multiple frequency sub-bands by the applica-
tion of Discrete Wavelet Transform. From these sub-bands, information could be extracted. From
research, two clustering methods from the partitioning-based clustering family could be distin-
guished and implemented. These two methods were selected in order to compare their different
strengths in terms of efficiency and time complexity. Fifteen features were analysed and the most
descriptive ones were ultimately used to cluster the information extracted from the sub-bands.
The methods used in this implementation has been validated for each area involved, and the final
results achieved by the selected clustering methods have been evaluated using established quality
analysis methods as well as by visual inspection of the created clusters. These results point out
good capabilities in clustering similar events, as well as the capability to identify outliers which
could be previously unknown events. They also point to the need to investigate clustering algo-
rithms with even lower time complexity in order to increase the size of the dataset. The work itself
set out to answer four research questions; these can be seen below with their correlated conclusions:

RQ1: Which types of clustering methods can be used for grouping events occurring in power
systems?
From research, two clustering methods from the partitioning-based clustering family could be
distinguished and implemented. These were the CLARA and CLARANS algorithms, both of them
k-medoids based methods that display good qualities in terms of dataset dimensionality and size.
The methods themselves proved to produce clusters of high quality, however, time efficiency was
a concern because of limitations according to their respective time complexity which although low
could be improved to accommodate even larger sets of data.

RQ2: How can the suggested clustering method be integrated and automated?
Integration into the existing analysis tool is possible, where an add-on to the main program can be
created and work in synergy with it. Automation and being able to cluster a continuous stream of
data collected by the transformer acquisition system, however, is not feasible at this time due to the
time complexity of the clustering methods CLARA and CLARANS. New events that do not fit in
the assembled clusters would need a new cluster and thus a recalculation of all the medoids in order
to maintain the accuracy; this would make the system inefficient. If new types of events cannot
occur then the feasibility to cluster streams of data increases. However, even then optimisation
of the selected medoids might be necessary to improve the clustering itself. Due to this reason as
well as the time complexity such automation is not possible at this time.

RQ3: Which discriminating features of the event signals are important for the clustering?
By calculating the Laplacian score for the features that were extracted from the different frequency
sub-bands of the HV and LV side signals it is clear that six out of the seven best features were the
same on both sides: Kurtosis, skewness, peak to peak, variance, maximum and minimum value.
But the most discriminating feature set when clustering was the feature set 3 which consisted of
the six dominant features but with two extra features included: crest factor and sign slope integral.

RQ4: What is the quality of the clustering?
The quality of the clustering was mainly measured through the use of internal indices, and their
respective goals for the values obtained. Through these could be seen that the quality of the
clustering generally increases when the dataset is increased, as well as when PCA is applied. Out
of six indices, four showed improvements in their respective values for both of these two scenarios.
These were the C-index, Calinski-Harabasz index, the SSE, and the Silhouette index. Two of
the three indices that were seen as most important were among these: the C-index and the SSE.
Additionally, when visually inspecting the clusters formed in these scenarios many of them showed
both good homogeneity within the clusters themselves, but also a good indication of the outliers
in the datasets. This indicates that special events that have more unknown characteristics and
causes could be identified using these methods.
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9.1 Future work

Suggestions for future work include more extensive validation of the system in terms of testing it
on larger sub-sets of the entire dataset that has been collected. This would create an even deeper
understanding of the system and the underlying structure of the data.

The raw data itself needs further inspection, the main characteristics need to be identified and
amplified; this can be done by filtering out information that is not essential for grouping similar
events.

From the results, the conclusion can be drawn that more optimised clustering algorithms can
be utilised to be able to more realistically handle even larger datasets. Density-based clustering
algorithms, in particular, is an alternative if fast enough varieties are identified since similarity
measurements which are the basis for partitioning-based clustering algorithms are too heavy con-
sidering the amount of data that needs to be grouped. These optimised algorithms could also
be implemented from the start using Azure Databricks, and be optimised for parallelisation us-
ing Spark dataframes or MLFlow pipelines. This would streamline the system and open up to
additional increases of the dataset size.

When adequate analysis of the entire dataset has been performed, integration into the current
acquisition system can be performed. This would mean a translation from the Python/Databricks
functionality into the format of the format of the acquisition system.

A part that needs more development is the feature selection; it was not feasible to try all of
the different combinations of the features that were researched. An analysis of the content of the
clusters when using the features that had the worst Laplacian score is of interest for creating a
broader understanding of how the features are correlated and how the effect is on the clustering.
These features are currently extracted from twelve frequency sub-bands; methods for choosing the
sub-bands that contain the most valuable information would be beneficial, this would reduce the
number of features and allow more focus on deviations instead of normal behaviour.
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