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Abstract

When integrating an industrial robot to its working cell, an integrator often builds up the scene
including the machines surrounding the robot in a virtual environment and performs the program-
ming offline. By introducing a precise and correct 3D model of the surroundings of the robot, the
integrator must no longer go through the process of building up the environment. Using a low cost
Kinect sensor mounted on an industrial robot, a series of 3D scans of the working environment
can be acquired. By registering the 3D scans, the working environment can be mapped and the in-
tegrator can take advantage of the mapping to better adapt the robot to the environment and make
the integration more flexible. The resulting 3D model can then be used as a basis for collision free
path planning, better recognition and localization of static objects in the scene as workbenches and
non-movable machines. This thesis investigates how well the Kinect sensor is suited for building
a 3D model of the industrial robot’s surroundings, that could be used for industrial robot program-
ming and integration. The point clouds obtained using Kinect were registered together by an initial
coarse registration followed by a fine registration. By doing a hand-eye calibration, the pose of
Kinect relative to the robot base was obtained, and a transformation for the initial registration
could be acquired from the robot itself. The fine registration was done with help of the Iterative
Closest Point, which was applied to a set of keypoints extracted from the pair of point clouds to be
registered by using the SIFT3D keypoint detector. As the depth data of Kinect is noisy, the data
was smoothed out using the Fast Bilateral Filter. The evaluation of this mapping was done both
visually and by a comparison to ground-truth data gathered with the industrial robot itself. The
results showed that the error of the models obtained varied between negative and positive values,
reaching values from approximately -0.5 cm to approximately 1.9 cm. It was concluded that the
resulting models could be used for integrating an industrial robot and is suited when a rougher
representation of the surroundings is needed where mm precision is not required.
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1 Introduction

Industrial robots have been used for decades by large-scale companies to increase their productivity.
Big industries such as car manufacturers with a large-scale production use industrial robots to
automate repetitive and recurring tasks. Carrying heavy load from one point to another, machine
tending, grindings, weldings and painting jobs are all examples of such tasks and are carried out
with precision over and over again by the robot. By introducing industrial robots, companies have
not only automated their product line but have also created a more healthy work environment for
human workers by letting the robots take care of heavy and toilsome tasks.

The most common type of industrial robot resembles an arm consisting of several joints and
links. The joints, either revolute or prismatic, are used to manipulate the robot links. At the end
of those robots lies the mounting plate on which different tools can be attached. Using different
tools the robot can be adapted to carry out different tasks.

Such a robot is often programmed and integrated to its cell by a experienced integrator. The
integrator does not only program the robot but also makes sure that the robot as well as other
hardware, tools and machines are working properly and coherently. The programming of the
industrial robot is often done offline, i.e. the programming is done without the robot, with the
robot disconnected or with a simulated robot. This brings some grade of comfort for the integrator
that do not need to be beside the robot all time and can write and try out the code in the
programming environment at a calm place. To be able to do this however, the integrator must
recreate the robot cell where objects to be avoided or interacted with are included. The integrator
then need to piece by piece build up the surroundings using Computer Aided Design (CAD) models
of these objects. If objects that need to be included into the working cell are not commonly used a
CAD model may not be available from start, which means that the integrator must construct such
a CAD model manually. In the end the programming and integration of a industrial robot can
therefore, how simple the product-line may be, become time consuming, inflexible and cumbersome
even for the experienced integrator.

Programming of an industrial robot to do a number of tasks can thus be demanding from a
time perspective. Making the programming more approachable would not only save a lot of effort
for the large scale companies but could also make it more affordable and attractable for small and
medium sized enterprises (SMEs) to invest in a robot automation solution. For the SMEs that
have low production volumes but offer variety of products, the most exhausting expenses would
come from reprogramming the robot to produce their different products. The investment of a robot
automation solution might be expensive for a SME but it is a one time expense which may pay
itself due to increased productivity. The difficulty in reprogramming the industrial robot is another
issue. For the integration and programming of the robot to a certain product line would require
that the SMEs have an educated expert at place each time the robot needs to be reprogrammed.
For this they would either need to establish a software department at place or outsource this task
to other companies, both which comes with recurring expenses and inflexibility for the SME.

To find different ways to make the programming and integration of the industrial robot more
intuitive and less time consuming could therefore both gain big companies as well as the SMEs
that want to find a way to become more efficient. One aspect that could contribute to this is a
precise 3D model of the industrial robot’s working environment that models static objects such
as other machines, cables and rods surrounding the robot. With such a model the integrator do
not has to go through the process of building up the important details in the robots working cell
that is to be avoided or interacted with, as they already will exist in the 3D model. A 3D model
could be especially gainful to the integrator when the surroundings of the industrial robot are
very cluttered. Having a precise 3D model could also aid in collision free path planning. With
the information a precise model can give, a collision free path the robot should follow carrying an
object can be automatically generated.

Such a 3D model of the robot’s surroundings can be given by the use of point clouds. By
gathering 3-dimensional data in form of point clouds, a model of the surroundings can be built.
This kind of information can be gathered using sensors such as laser range scanner [1], time of
flight cameras [2], stereo vision system [3] or a Kinect for Xbox 360 sensor.

The Kinect sensor is both a cheaper and a more convenient option compared to the other
sensors. It provides the user with both depth information with help of a IR emitter and IR-camera
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stereo system as well as color information gathered from a regular camera. The depth data acquired
may be noisier compared to the more expensive sensors such as the laser scanner but is available
at a more affordable price. While the laser scanner sensors may cost several of thousand Swedish
crowns, the Kinect has been available for anyone at a price of approximately 1000 SEK. Kinect
has also due to its properties and availability been of a wide interest for researchers as well as
hobbyists that have been eager to research or hack the device, which has resulted in that Kinect
has built up a wide support over the years.

Its successor, Kinect for Xbox One, which uses the time-of-flight technique for depth measure-
ments, is also a cheap alternative to other sensors. However, compared to the old Kinect sensor
the open source support may still be young for the Kinect for Xbox One.

Due to these properties and the availability, the Kinect sensor has become a popular research
topic and its usability has been examined in different projects. Applications in 3D mapping [4],
modeling of human bodies [5], surface calculation with application in skin burn care [6] are among
the aforementioned projects.

This thesis examines how well the Kinect sensor is suited for creating a 3D model of an industrial
robot’s environment. To achieve the goal, the thesis can be divided into three problems. First
of them is the problem of registering (stitching) the point clouds to create a complete 3D model.
As the Kinect sensor has limited field-of-view, it must be moved around to capture different parts
of the surroundings and a method to merge those parts to one complete model must be searched
for. The second issue is the correction of the data noise, a method that can be used to correct
the depth error is needed. Last, the 3D model obtained should be examined to see how well it is
suited for industrial robot programming and integration. For this, methods to evaluate the results
are also needed.

The registration problem has been shown to be a problem of finding a transformation that
can align one point cloud to another. This problem can be solved with help of the industrial
robot itself in combination with algorithms provided by the Point Cloud Library (PCL) for further
improvement in alignment. The industrial robot is pre-calibrated which means that the pose of
each joint relative to the base is always known. This means that the robot has a knowledge of
the pose of the tool mount relatively to its base which can be used to find the transformations to
register two consecutive point clouds. By mounting the sensor to the robot, a hand-eye calibration
is done to find its transformation relatively to the tool mount. As the transformation from the
tool mount frame to the robot world frame (the robot base) is already known, the transformation
to transform the sensor frame to the robot world frame is simply found by a multiplication of the
tool-to-base transformation and sensor-to-tool transformation.

This transformation is calculated at each pose of the sensor and applied to the point cloud
currently captured. With this transformation, each point in the point cloud expressed in the sensor
frame can now be expressed in the robot world frame. If two point clouds capture a common area
of the surroundings, the points of that common area will roughly overlap when each point cloud is
transformed to the robot world coordinate frame. By doing this all the point clouds captured at
different poses are roughly aligned together in the world coordinate frame.

This rough alignment is due to that the hand-eye calibration is not perfect, therefore a small
degree of misalignments occur between the point clouds. This can be corrected by refining the
alignment with the help of a classical algorithm called Iterative Closest Point (ICP) [7][8][9]. The
ICP iteratively finds a transformation between two overlapping clouds that minimizes a mean
square error between the point correspondences of the point clouds to be aligned. This algorithm
has shown to be effective when it comes to align two point clouds together, as long as the point
clouds are already roughly aligned. With these two methods, the registration is divided into an
initial coarse registration process (with the robot) and one final fine registration process (with
ICP).

To correct the depth data, the Fast Bilateral Filter (FBF) [10] for organized point clouds is
used. The small survey of Chatterjee and Govindu [11] has shown that bilateral filter is a common
way to filter the Kinect depth data, which have made the bilateral filter a interesting choice for
this task.

The 3D models obtained from the registration have been evaluated both visually and by a
comparison to ground-truth data obtained using the industrial robot. The ground-truth data have
been gathered with a thin plastic tool as a pointer, which have been attached at the end-effector
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of the industrial robot. The tip of the plastic tool has been carefully placed on several locations
on surfaces that is to be measured, and the positions of the tip relatively to the robot base have
been stored as ground-truth data at each location. With the ground-truth data, points on real
objects have been compared to their corresponding points in the registered point cloud and the
error for each measured point have been calculated. A analysis of a flat surface has also been
made by measuring four points off a table. These points have then been used to find the plane
equation of the table and a point-to-plane error calculation has been done on both a registered
and non-registered model of that table. Both the visual and ground-truth evaluation have been
done on both unfiltered and filtered 3D models to measure the effects of the FBF.

1.1 Problem Formulation

The problem formulation is as follows:

Can a Kinect sensor mounted on an industrial robot be used to create a 3D model
that is accurate and precise enough to be used for industrial robot integration and
path planning?

With this problem formulation, the three main questions that this thesis has tried to answer
are:

• How can several point clouds be merged to a complete 3D model?

• How can the noisy depth data be corrected so that an accurate 3D model is given?

• What methods can be used to evaluate the 3D model?

1.2 Thesis outline

The thesis is organized as follows:

In section 2, the relevant background information on the Kinect sensor, PCL and the differ-
ent concepts needed to understand rest of the report is given. The related work is presented at the
end of this section.

In section 3, the tools and methods used for creating a 3D model as well as the methods used
for evaluating the results are presented.

In section 4, the results of the thesis work are presented.

In section 5, the work is summarized and concluded. Future work is presented.
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2 Background

This section provides information about the Kinect sensor, the Point Cloud Library and the dif-
ferent concepts regarding the registration process. Finally related work is presented in the end of
this section.

2.1 Kinect

The Kinect for Xbox 360 was developed by Microsoft in collaboration with PrimeSense and was
released in 2010. It was originally intended as a gesture based controller for Microsofts gaming
system Xbox 360. Due to its ability to simultaneously provide both depth and color information
of a scene as well its affordable price, the Kinect has become a popular tool amongst researchers,
especially in fields relating 3D modeling and mapping.

The Kinect sensor consists of an IR emitter and an IR camera stereo pair approximately 7.5 cm
apart, a RGB camera, a microphone array and a tilt motor. The depth data, as well as the color
information is provided at a resolution of 640 × 480 at 30 Hz. It has a operation range between
0.8 m - 3.5 m and has a horizontal field of view of 58 deg and a vertical field of view of 45 deg.

2.1.1 Working principle of Kinect depth measurement system

The depth measurement of Kinect is done with a structured-light stereo system which consists of
an IR emitter and a IR camera. With the help of a diffracting grating, the single beam projected
by the IR emitter is split to several beams that travels in different directions. With this a fixed
dot pattern is projected on a scene which is reflected back to the IR camera and captured in
the infrared image. The image is then compared to a reference pattern which has been obtained
by capturing a plane at a known distance with a projection of the fixed dot pattern on it. This
reference frame is stored in the memory of the Kinect sensor [12].

If a speckle lies on a object with a distance to the sensor different from that of the reference
plane, the position of the speckle on the IR image will be shifted along the baseline between the IR
emitter and IR camera centers. Using a simple image correlation process, the shifts are calculated
for all the speckles in the IR image and a disparity image is given as a result [12]. The depth data
is in turn retrieved from a corresponding disparity. The relation between the disparity d and the
depth data can be visualized with help of Figure 1.

Figure 1: Picture taken from [12]. The center C of the coordinate system for expressing 3D points
lies in the perspective center of the IR camera. Using a reference frame at a known distance Z0,
the focal length of the IR camera, the known base line b, the displacement D of an speckle on an
object and the measured disparity d, the distance Zk to an object is found by similarity triangles.
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In Figure 1 the 3D coordinate system to express the 3D points is considered to have its origin C at
the perspective center of the IR camera. The coordinate system follows the right hand rule with
the Z-axis orthogonal to the image plane and the X-axis is alongside the base line b which lies
between the IR camera and IR emitter.

A reference plane lies at a fixed distance Z0 from the sensor. Consider an object lying on the
reference plane at a distance Z0 from which a beam speckle is reflected. This speckle is captured
on the infrared image by the IR camera at a fixed position. Now consider that object being placed
closer or further away from the sensor at the distance Zk. The same beam (the dot pattern is fixed
and a diffracted IR beam always diverges from the other beams at its fixed direction) will now be
reflected back in a different angle and be projected on the image with a displacement along the X
axis. This displacement in image space is considered to be the disparity d of a point lying on an
object located in object space. With the use of similarity triangles the following relationship

D

b
=
Z0 − Zk
Z0

(1)

and

d

f
=

D

Zk
(2)

can be found where Z0 is the distance to the reference frame, Zk is the distance to a 3D point
pk lying on an object in object space, D is the displacement of the beam speckle in object space
(parallel to baseline b), d is the observed disparity of point pk in image space and f is the focal
length of the IR camera.

By substituting D from Equation (2) into Equation (1), and by expressing the distance Zk in
terms of the other variables, the distance of the point pk in object space can be expressed as a
function of its disparity as

Zk =
Z0

1 + Z0

fb d
(3)

were the distance Z0, focal length f and baseline b are constant values. In the end a gray scale
image containing the depth information of a scene is obtained. It is these images (also called depth
maps) that are converted into point clouds with a set of 3D points. It should be noted by the reader
that the complete 3D coordinates, including the X and Y coordinates are extracted automatically
by using a wrapper provided by PCL.

2.1.2 Shortcomings of the depth measurement system

Due to inherent limitations of the structured-light stereo system, the depth maps obtained from
Kinect have regions with no data. These areas appear due to that the depth of certain parts of
the scene could not be measured. The reason of depth measurements missing in parts of the scene
is a result of the IR camera not being able to detect any dot pattern on those parts. There are
three main reasons for the IR camera to not be able to observe any dot pattern.

First, if a scene includes objects that are highly reflective or refracting, the light beams projected
on these kind of objects are not reflected back correctly to the IR camera and are thus not observed.
The second reason for the IR camera to not be able to see any dot patterns on parts of the scene is
due to occluding objects. A background scene observed by the IR camera might not be projected by
the dot patter simply because of an occluding object stops the beam to reach the background. The
region of missing depth data that appear due to occlusion is formed as a shadow of the occluding
object. Third, the IR light is not visible in strong sunlight, therefore depth data is not obtainable
at and near windows due to the sunlight that makes it hard for the IR pattern to be visible. All
these cases are depicted in Figure 2. The picture above in Figure 2 is showing a knife, a glass jar,
a plastic bottle and a paper mug close to a window. The picture below in the same figure shows a
point cloud of the aforementioned objects. It can be seen that the glass jar and parts of the bottle
is not detected by Kinect. Parts of the knife that are reflecting the sun light are also not detected

7



Mälardalen University Master Thesis

by Kinect. An example of data missing due to occlusion can be seen behind the paper mug. It can
also be seen that Kinect fails on detecting anything outside the window due to the sun light.

Figure 2: A knife, a glass jar, a plastic bottle and a paper mug is shown in the picture above. The
point cloud including these objects can be seen in the picture below. In the point cloud there are
parts on the knife, glass jar and the plastic bottle that are not detected due to the reflecting and
refracting properties of the objects. The shadow like shape due to missing data can be seen behind
the paper mug. Also it can be seen that nothing outside the window is detected.
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2.2 Point Cloud Library

The Point Cloud Library (PCL) is a free, BSD licensed library containing several state-of-the art
algorithms for processing n-dimensional point clouds and 3D geometries [13]. It has algorithms for
registration, model fitting, segmentation, feature estimation, surface reconstruction and filtering,
which have been implemented and optimized by researches and experienced programmers. Means
for obtaining point clouds from Kinect are available as well. It is therefore decided that the
algorithms provided by the PCL is to be used for this thesis to achieve the goals.

2.3 Keypoints

Using keypoint detectors, a subset of points called keypoints can be extracted from a point cloud.
These keypoints are points that exhibit certain properties which makes them recognizable regardless
of different variations in the point cloud. The purpose of keypoint detectors is to find these points
in a point cloud despite the point of view, rotations, scale and till one extent even noise. In order
to achieve high recognition rates, the keypoints should be descriptive, distinctive and repeatable.

Thus a keypoint lying on a specific object is expected to be found despite of which view it is
observed from. Such a point could be a point lying on an corner or edge of a box. Using a keypoint
detector specially used for finding corners and edges will then try to detect this point and other
corner points in a point cloud, despite the view they are observed from. The keypoints are in short
parts of the point cloud itself, which have been selected due to their properties and characteristics.

The keypoints can aid in applications as registration (point cloud stitching, see 2.6.2) and
object recognition. Instead of using all the points in a point cloud containing noise, the distinctive
keypoints can be used as a better representation of the original point cloud. This can for example
be used to find more stable correspondences between two overlapping clouds containing noise.

The criteria for classifying a point as a keypoint is different depending on which keypoint
detector is used. The PCL contains many different algorithms for keypoint detection for both 2D
images and 3D point clouds. For this thesis four key point detectors intended for 3D point clouds
are looked upon. These are SIFT3D, Harris3D, SUSAN and ISS3D.

2.3.1 SIFT3D

SIFT3D algorithm adapts the original algorithm presented by Lowe [14] from images to point
clouds. The original algorithm consists of both keypoint detectors and descriptors, however
SIFT3D only adapts the detector.

There are two major steps of the original SIFT keypoints detector. In the first step the detector
finds candidate keypoints with help of difference-of-Gaussians function, which is obtained by a sub-
traction of Gaussian blurred images at different scales. In other words, the difference-of-Gaussians
function D(x, y, σ) is given as

D(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y) = L(x, y, kσ)− L(x, y, σ). (4)

where the L(x, y, kσ) and L(x, y, σ) are the Gaussian blurred images obtained by a convolution
of a Gaussian function G(x, y, σ) and a input image I(x, y) at the different scales kσ and σ,
differentiated by the constant factor k. The Gaussian function is given as

G(x, y, σ) =
1

2πσ2
e−(x

2+y2)/2σ2

. (5)

The process of obtaining the difference-of-Gaussian function is depicted in Figure 3. To the left of
the figure, the images obtained from the Gaussian blur at different scales are shown (the yellow
planes). To the right, the differnce-of-Gaussians, which are obtained from a subtraction of two
adjacent Gaussian blurred images, are depicted as blue planes. For each octave (i.e. for each
doubling of σ) the Gaussian images are resampled by taking every second pixel in each row and
column. From this resampling new difference-of-Gaussian images are obtained.
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Figure 3: The Gaussian images are depicted in yellow to the left of the figure. The difference-of-
Gaussian images, which are shown to the right, are obtained by subtracting the Gaussian images.
This process is repeated for each doubling of σ on resampled Gaussian images.

When the difference-of-Gaussians are obtained, the keypoint candidates are selected by finding
the maxima or minimia of the difference-of-Gaussian images along the scales. As shown in Figure
4, this is done by comparing a pixel in a 3x3 region with all of its 26 neighbor on the current
and adjacent scales. There are eight neighbors of the pixel to be compared on the current scale,
and nine on the scale above and nine for the scale under. The pixel is then selected as a keypoint
candidate if it is a local extrema.

Figure 4: A point (marked as a cross) in a 3× 3 region is compared to its 26 neighbors on current
and adjacent scales. If the point is a local extrema, it is selected as a keypoint candidate.

After the keypoint candidates have been obtained, measures to reject unstable keypoints are
taken. Keypoints candidates that have low intensity values, and are therefore sensitive to noise, are
rejected by fitting a 3D quadric function to a set of local sample points. With this the interpolated
location of the extremum is determined. This is done with an Taylor expansion of the function
D(x, y, σ) up to the quadratic terms.

The rejection of points located at the edges involves ratio of the eigenvalues of a 2x2 Hessian
matrix H that is computed at the location and scale of a candidate keypoint
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H =

[
Dxx Dxy
Dxy Dyy

]
(6)

and the one of the local principal curvature of D. The derivatives in the Hessian matrix are
estimated by taking the differences of neighboring sample points. In the SIFT detector adaption
to 3D point clouds, a set of four dimensional difference-of-Gaussian scale-spaces, D(x, y, z, σ), are
given. The local extrema is found by checking the k nearest neighbors of each point, to see if the
points value on the current scale is smaller or bigger than its neighbors in the current and adjacent
scales.

To be able to calculate the SIFT3D keypoints, point cloud with intensity values must be
available. The keypoints obtained are represented by 3D point coordinates and a scale value.

2.3.2 Harris3D

Harris3D is an algorithm intended for keypoint detection in images. It is an adaption of the edge
and corner detection algorithm presented by Harris and Stephens, 1988 [15], where instead of
image gradients, surface normals of the point cloud are used [16]. The main idea of the corner
and edge detection algorithm is to detect high-intensity changes in both horizontal and vertical
directions using a smoothing window. Three cases are considered;(i) if a flat surface is observed
using the window, a slight movement in any direction gives a change close to zero. (ii) if an edge is
detected, an high change is detected perpendicular to the edge. (iii) if a corner is observed, a slight
movement in any direction should yield a high change. Thus corner and edges can be detected.

In the adaption, the keypoints response at each point (x, y, z) is defined by

r(x, y, z) = det(Cov(x, y, z)−K(trace(Cov(x, y, z)))2 (7)

where the covariance matrix Cov is the upper triangular part of unnormalized covariance matrix
over the normals.

2.3.3 SUSAN

Smallest Univalue Segment Assimilating Nucleus (SUSAN) algorithm is intended for detecting
edges in images. For PCL it has been adapted to point clouds. The algorithm presented by Smith
and Brady [17] uses a circular mask with a center pixel known as a nucleus to compare whether the
surrounding pixels in the mask shares the same or similar brightness as the nucleus. The area which
has the same or similar brightness as the nucleus in the mask is called USAN, Univalue Segment
Assimilating Nucleus, which is the main element for determining the presence of edges and two
dimensional features. The basis of SUSAN lies in the concept of that each point is associated with
an area in the mask which have the similar brightness as the point observed.

For each pixel, a mask is created with the pixel as its nucleus and the brightness of the nucleus
is compared to the surrounding points in the mask. This comparison is done using the equation

c(~r, ~r0) = e
−
(
I(~r)−I( ~r0)

t

)6

(8)

where ~r0 gives the position of the nucleus, ~r is the position of the point which the nucleus is
currently compared to and I(∗) gives the brightness of any point. The t is the threshold for pixel
brightness difference. The total USAN area is then given by the sum of all the comparisons, i.e.

n(~r) =
∑
~r

c(~r, ~r0). (9)
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An edge strength image is given by the edge response function

R(~r0) =

{
g − n(~r0) if n(~r0) < g
0 otherwise

(10)

where the USAN area n is subtracted from the geometric threshold g = nmax
4 calculated from

an analysis of the expected value of the response in presence of noise. Here nmax is the max value
the area n can take. To be able to do a non-maximum suppression that eliminates multiple detec-
tions of a single edge, the direction of an edge must be known. This is done by moment calculation
applied to the USAN area. When finding the edge direction, two different scenarios are considered.
In the first, the nucleus point clearly lies on either side of the edge. The direction of the edge is
then found by the help of a vector between the position of the nucleus and the center of gravity of
the USAN which is perpendicular to the edge.

In the second case, if a point lies on a band of brightness which is half way between the
brightness of the two regions that generates the edge, the direction of the edge can be found by
finding the longest axis of symmetry. The sums

(x− x0)
2
(~ro) =

∑
(x− x0)2c(~r, ~r0) (11)

(y − y0)
2
(~ro) =

∑
(x− x0)2c(~r, ~r0) (12)

and

(x− x0)(y − y0)(~ro) =
∑

(x− x0)(y − y0)c(~r, ~r0). (13)

are then used for estimating the longest axis of symmetry. The orientation of the edge is determined
based on the ratio between the values gathered using Equation (11) and Equation (12). The sign
of the Equation (13) determines if the diagonal edge has a gradient that is positive or negative.
The second case is assumed if the USAN area is less than the diameter of the mask. If that is not
the case the first case is instead assumed, i.e. it is assumed that the nucleus lies in either side of
an edge. After the edge direction is found, non-maximum suppression can be done and the local
minimum is selected as the keypoint.

Moreover, to make the method more robust, binary thinning can be used to eliminate noise
points. This process ensure that the edges obey required rules about number-of-neighbor con-
nectivity. With this the noise points can be removed and edge points that have been incorrectly
removed by the non-maximum suppression are restored. In PCL this algorithm is extended for
RGB-D data including normal direction variations on top of the original algorithm.

2.3.4 ISS3D

Intrinsic Shape Signature (ISS) by Zhong [18] is applicable directly on point cloud where local/semi-
local regions of the cloud is characterized. At each basis point the local region of the object
is described using two components. The first component is a intrinsic reference frame Fi =
{pi, {exi , e

y
i , e

z
i }} that is independent of point of view, were the 3D point pi is in the origin and

{exi , e
y
i , e

z
i } a set of basis vectors which are found by analysis of weighted point scatter matrix. The

second component consists of the 3D shape feature vector, which represents the local/semi-local
region of a 3D shape around a point with respect to the reference frame.

The keypoints are extracted with help of a weighted point scatter matrix. For each basis point
pi and its neighbors pj within the sphere of radius r, the weighted point scatter matrix is given by

COV (pi) =
∑

|pj−pi|<r

wj(pj − pi)(pj − pi)T /
∑

|pj−pi|<r

wj (14)
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where the weight wj is used so that points at sparsely sampled regions contribute more than
regions with dense samples. The weight for each point pi is inversely related to the number of
points in the spherical neighborhood rdensity, i.e.

wi = 1/||{pj : |pj − pi| < rd}||. (15)

Basis points that possess large three dimensional point variations in their spherical neighborhood
are chosen as the keypoints. The smallest eigenvalue of the point scatter matrix (Equation (14))
in the neighborhood of radius rsalient is used to measure these variations.

From these points, only those with a ratio between two successive eigenvalues falling below a
threshold are selected as the final keypoints, i.e. λ2i /λ

1
i < γ21, λ

3
i /λ

2
i < γ32, where λ1i , λ

2
i and λ3i

are the eigenvalues of the point scatter matrix calculated for basis point pi.

2.4 Filters

Filters that have been considered for this thesis to smooth out the noise in the depth data of Kinect
are presented in this section.

2.4.1 Fast Bilateral Filter

The bilateral filter is a nonlinear, edge preserving filter commonly used to denoise images. It
smooths each pixel p in a image by a weighted averaged of the neighboring pixels intensity values,
where the weights are based on both the position and intensity differences of the neighboring pixels.
Using the bilateral filter, the new intensity value Ibfp of a pixel p is given by

Ibfp =
1

Wp

∑
q∈N

Gσs(||p− q||)Gσr (|Ip − Iq|)Iq, (16)

where Gσ(x) represents the weights given by the Gaussian function

Gσ(∗) =
1

σ
√

2π
· e

−x2

2·σ2 . (17)

and where Wp is the normalization factor given as

Wp =
∑
q∈N

Gσs(||p− q||)Gσr (|Ip − Iq|). (18)

The spatial Gaussian function Gσs(||p−q||) gives a weight that depends on the distance between
the center point p and its neighbors q in the neighborhood N where the parameter σs decides how
big the neighborhood is. In contrast the range Gaussian function Gσr (|Ip−Iq|) gives a weight that
is decided by the intensity differences of pixel p and its neighboring pixels and is controlled by the
parameter σr. This can be applied to the depth data of Kinect where the depth values are seen as
the intensity values.

The FBF gives similar results as the original bilateral filter but at a higher speed. The speed
up of the filter is achieved by analyzing it in 3D space, where it can be expressed as simple linear
convolutions followed by two simple nonlinearities. By this a simple criteria to down-sample the
key operations of the bilateral filter is derived and thus important acceleration can be achieved
[10].

2.4.2 Moving Least Squares

The Moving Least Squares (MLS) is based on the work of Alexa et.al. [19]. It assumes that a point
data set implicitly defines a surface S, which MLS tries to approximate by a projection procedure.
This procedure consist of two steps. Given a point set {ri} obtained from a measurement of surface

13



Mälardalen University Master Thesis

S with a certain amount of noise, a plane H is defined such that it locally approximates the surface
S. This plane is defined using a point r ∈ {ri}. When the surface is locally approximated, the
point r is orthogonally projected to a polynomial p(∗) that have been found my minimizing the
wight least squares error ∑

i∈I
(p(xi)− fi)2θ(||ri − q||) (19)

where xi is the orthogonal projection of ri, fi is the point-to-plane error of ri and q is a point on H.
The parameter θ is a distance based weight, set manually by the user in the PCL implementation.

2.5 Hand-eye calibration

In this thesis, the initial registration to stitch together the point clouds obtained by the Kinect is
done with help of the industrial robot. To be able to do the stitching, knowing the pose (position
and orientation) of the sensor relatively to the robot base frame can be helpful. When the sensor
is attached at the end of the industrial robot, the problem of finding the sensor pose relatively to
the robot base frame is called hand-eye calibration.

With a hand-eye calibration, the static transformation of the sensor pose relatively to the tool
mount frame of the robot is found. More specifically, after the hand-eye calibration a transforma-
tion Hsg that transforms the sensor coordinate frame Si to the tool mount frame Gi is obtained,
where the index of both Si and Gi denotes the ith position taken by the sensor and the tool mount
frame.

As the robot always has a knowledge of the current pose of its tool mount relatively to its base
frame, a hand-eye calibration will yield in that the current pose of the sensor also will be known to
the robot. This information can then be used for the initial coarse registration of the point clouds.

In this thesis, a hand-eye calibration method based on the work of Tsai and Lenz [20] is
used. Before doing the hand-eye calibration, two matrices must first be found. These are the
extrinsic matrix Hei that transforms the world 3D coordinates to the camera 3D coordinates and
the transformation matrix Hgi that transforms the tool mount frame Gi to the robot world frame
RW . The matrix Hei is found through camera calibration. When doing the camera calibration,
the sensor is rigidly attached to the robot tool mount and moved to different positions by the robot
with one of the cameras of Kinect always aimed at a chessboard pattern lying on a table. At each
position a image is captured and used for computing the extrinsic matrix Hei of the sensor that
transforms 3D points in the world to the sensor frame, for the ith position of the sensor. In this case
the points in the world are points lying on the calibration pattern, expressed using the calibration
coordinate frame C, that are transformed to the sensor frame (the real world in which the robot
operates is expressed by the robot world frame RW , in which the final 3D model will be expressed
in). The transformation matrix Hgi is obtained from the robot itself (the robot is pre-calibrated
which means that the information of the poses of all its joints are always extractable).

The matrix Hei together with the matrix Hgi then are used as inputs for the hand-eye cali-
bration process accordingly to [20]. Given these two matrices the transformation Hgji from frame
Gi to Gj is calculated as well as the transformation Hsij from Si and Sj , i.e. the transformation
between two different poses i and j of both for the tool mount and the sensor is computed. These
transformations are given as

Hgij = H−1gj ·Hgi (20)

for the tool mount and
Hsij = Hej ·H−1ei (21)

for the sensor (where H−1ei gives the transformation from the sensor frame to the calibration world
frame at the ith position). The hand-eye calibration method of Tsai and Lenz make use of principle
axes as functions of the rotation angle θ for defining rotations, expressed as

Pr = 2sin(θ/2) · [n1 n2 n3]T , 0 ≤ θ ≤ π, (22)

where n = [n1 n2 n3] is the eigenvector of the rotation matrix R with the eigenvalue λ = 1, i.e.
R · n = n. The expression in Equation (22) is a modified version of the Rodriguez formula.
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With the principle axis defined, how the rotation and translation of the sensor relatively to the
tool mount is found is summarized below.

Definitions of notation

• θR: Angle of rotation for R

• Pgij : Principle axis of Rgij which rotates the tool mount frame Gi to Gj .

• Pcij : Principle axis for Rcij which rotates the sensor coordinate frame Si to Sj

• Pcg: Principle axis for Rcg, which rotates sensor frame Si to Gi

• P ′cg = 1

2cos(
θRcg

2 )
· Pcg = 1√

4−|Pcg|2
· Pcg

• Skew(V): A skew-symmetric matrix of a 3D vector given as

Skrew(V ) =

 0 −vz vy
vz 0 −vx
−vy vx 0

.

Steps for finding the transformation

1. Compute the P ′cg: By selecting a pair of positions i, j taken by the sensor, a system of
linear equations (with at least three equations, meaning two pairs of positions with a total
of three positions must be considered ) is set up with the P ′cg as the common unknown, i.e.

Skew(Pgij + Pcij · P ′cg) = Pcij − Pgij . (23)

The rotational differences between of position Si and Sj must be as large as possible. Note
that the Pcij and Pgij are the principle axises of the rotation of the transformation Hgij and
Hcij respectively defined as in Equation (22).

2. Compute the rotation Pcg: After that P ′cij is found in step 1 the Pcg is found as

Pcg =
2P ′cg√

1 + |P ′cg|2
. (24)

3. Compute the translation Tcg: With the translation Tcg as unknown and at least two pairs
of positions i, j, the system of linear equations

(Rgij − I) · Tcg = Rcg · Tcij − Tgij (25)

is set up. Note that the Tcij and Tgij is the translations of Hgij and Hcij respectively.

4. Get the homogeneous transformation: When it is desirable the rotation and translation
is expressed as a homogeneous transformation. The rotation Pcg is expressed as a 3 × 3
rotation matrix Rcg by

Rcg = 2 · Pcg · PTr + 2 ·
√

1− p · Skew(Pcg) + I3 − 2 · diag([p p p]), (26)

where p = Pcg · PTcg. The final Homogeneous transformation is then finally given as

Hsg =

[
Rcg Tcg

0 1

]
. (27)
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2.6 Registration

The process of aligning several 3D point cloud sets taken from different point-of-views into one
single point cloud is called registration. As the Kinect has limited field-of-view in both horizontal
and vertical direction the sensor must be moved to capture parts of the surroundings. The regis-
tration allows to create a global point cloud that gives a complete 3D-map of the surroundings, by
aligning the parts together.

The registration is done by finding a transformation that aligns one point cloud to the other.
This transformation is usually estimated with help of correspondences, i.e. pairs of points that are
in common in the two 3D point data sets. These correspondences are then used to estimate the
transformation as a closed form solution. This requires that the point clouds have some overlapping
regions such that the points in these regions can be matched. The correspondence matching can be
done in many different ways. The ICP algorithm that is used for the fine registration in this thesis
finds the correspondence by matching the points in one point cloud to their nearest neighbors in
the other point cloud. To be able to get good matches using this method requires that the point
clouds are already roughly aligned such that there is a chance to match the points to their true
correspondences. It therefore required that the point clouds captured are coarsely registered by
an initial coarse registration. In this thesis, the initial coarse registration is done with help of the
industrial robot itself.

In rest of this section, the concept of the initial coarse registration with the robot is shortly
explained followed by a more detailed description of ICP which is used for the fine registration of
the point clouds.

2.6.1 Initial transformation with industrial robot

The initial registration is basically done by transforming each point cloud acquired from different
views into one common coordinate frame, in this case the robot world coordinate frame RW .
By knowing the pose of the sensor relatively to the tool mount frame, the transformations that
transform each point cloud obtained to the common coordinate frame RW can be found. Let Si
be the sensor coordinate frame, i.e. the frame that is fixed to the Kinect sensor. The z-axis is
coinciding with the optical axis of the RGB camera, the y-axis and x-axis are perpendicular to the
z-axis accordingly to the right hand rule. The index of Si denotes the current pose (position and
orientation) of the sensor of several consecutive poses.

The initial registration itself is done by transforming each point cloud acquired at different
poses in one common coordinate frame, such that the points of a common area captured by the
point clouds coincide. As it is desirable to express the points of the 3D model in the robot world
coordinate frame RW , a transformation Hsi that transforms the points from the sensor frame Si
to the robot world coordinate frame is needed.

When the transform Hsi is known the initial registration is simply done by applying the trans-
formation at the point cloud acquired at the certain pose of the sensor. The point clouds are then
expressed in the a common coordinate frame, i.e. the robot world coordinate frame RW . For
getting a better understanding of the initial registration process, refer to Figure 5. There it can
be seen that a sensor has been placed at three different poses.
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Figure 5: Kinect camera looking at the same red point on a square shape from three different
positions. The frames S1, S2 and S3 represents the sensor at position 1, 2 and 3. The purple dots
lines represent the field-of-view of the sensor.

At all those poses the sensor is observing the red point on a square shape. The square shape is
static and therefore the coordinates of the square shape and the red point relatively to the robot
base frame are always non-changing. When this point is observed by the sensor, it has different
coordinates in the sensor frame depending on what pose the sensor is at. As the transformation
Hsg from the sensor frame to the tool mount frame is always known, the distance of the point to
the tool mount can be calculated using the transformation matrix. The coordinates p′i of the point
expressed in the tool mount frame is simply given by

p′i = Hsg · pi. (28)

where pi is the coordinates of the red point in sensor frame at position i. As the pose of the
tool mount relatively to the robot base is always know by the industrial robot, the transformation
matrix Hgi that transforms the points in the tool mount frame to the robot base frame can be
extracted. Thus the point coordinates p′ of relatively to the base are given by the transformation

p′′i = Hgi · p′ = Hgi ·Hsg · pi (29)

and the transformation matrix Hsi is therefore given by

Hsi = Hgi ·Hsg. (30)
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The registration is successful when the points of the common areas captured by the point clouds
overlap. Take the red dot as an example again. It is viewed from three different poses of the sensor,
thus it has the three different coordinates p1, p2 and p3 in Si where i = 1, 2, 3 are the poses taken
by the sensor. The registration is successful when

Hs1 · p1 ≈ Hs2 · p2 ≈ Hs3 · p3 (31)

i.e.
p′′1 ≈ p′′2 ≈ p′′3 , (32)

How much the points p′′1 , p
′′
2 and p′′3 will differ from each other is most probably be defined by the

quality of the hand-eye calibration as well as the noise in the depth data.

2.6.2 Iterative Closest Point

Iterative Closest Point is a method used to estimate the transformation to align a source point
cloud X to a target point cloud P . It was presented by Besl and McKay 1992 [7] and independently
by Zhang [9]. Chen and Medioni presented a similar method [8], where they use ”point-to-plane”
matching to find the correspondences instead of the ”point-to-point” method presented in [7] and
[9].

Given two coarsely aligned point clouds X and P with intersecting parts, the goal of the
registration is to align them together such that they overlap. This is done by finding a translation
(R, t) that minimizes the mean-square distance

e(R, t) =
1

N

N∑
i=1

||yi − (Rxi + t)||2 (33)

where N is the total number of the corresponding pairs and where every point xi ∈ X have a
match yi = c(pi) ∈ P , which is given by some correspondence operator c(∗). R and t are the
rotation and translation to be estimated.

If for every point in X, the true correspondence in P is known, then transformation that
registers point cloud X to P can be calculated in closed form. However these correspondences
are not known beforehand and have to be estimated by some matching criterion. In the original
ICP algorithm the clouds to be registered are assumed to be roughly aligned by a initial coarse
registration, and by that assumption the correspondence are found by matching each point in cloud
X to its nearest neighbor in cloud P , i.e the correspondence is given by smallest squared Euclidean
distance

yi = c(pi) = arg min
p∈P

||pi − xi||2. (34)

Even though the clouds are close together initially and are coarsely aligned, it is not guaran-
teed that correspondence matching based on closest neighbor will give perfect matches, and thus
will not yield to a transformation that correctly overlaps the clouds. Therefore ICP uses iterations
to minimize the mean-square distance in equation (33) to find a correct alignment.

The correspondence search is thus done at each iteration, as well as the transformation es-
timation using the current correspondences. The transformation is then applied on the source
point cloud X such that it approaches the target point cloud P . This is done till a certain ter-
mination criterion is met. The best possible transformation to align the clouds is given by matrix
multiplications of the each transformation estimated in each iteration.
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Figure 6: Correspondence iterations example

In Figure 6 the problem with the incorrect corresponding matching is illustrated in 2D. In the
figure the two identical shapes, one red and one black, are roughly aligned. The purple dots are
points lying on the shapes. The purple lines depict the point correspondence match between the
shapes. For each iteration the black shape approaches the red shape. As illustrated in the figure,
each point on the red shape is matched to a point on the black shape. However this match may not
be perfect as the points matched are not lying on the same positions of respective shape. In the
end the ICP algorithm still converges if the shapes are roughly aligned as the corresponding points
are close together. In the remainder of this subsection, a summary of the ICP termination criteria
is given followed by an explanation of how the transformation is estimated at each iteration. In
the end, a summary of the ICP algorithm is given.

ICP termination

In the last step of the ICP iteration, it is checked whether the algorithm meets a given termi-
nation criterion. If it has not, all the steps are repeated. The ICP is computational intensive,
therefore it is desirable to specify the precision to minimize the iterations needed by a user set
termination criteria. There are four common methods to do such:

1. The absolute error criterion where the iterations stop when the mean-square error pre-
sented in equation (33) falls below a specified threshold, e(R, t) < τ .

2. The change in error criterion where the iterations are stopped when the change in error
from one iteration to the other is below specified threshold, i.e. ek−1 − ek < τ , where k
indicates the current iteration.

3. The pose change criterion, where the difference between the current transformation and
the previous transformation is small and ineffective

4. The maximum number of iterations criterion, where the iterations are stopped when
they reach a user imposed value.

The first, third and forth termination criterion are implemented in PCL.

Transformation estimation

When given a set of points X and their corresponding points y = c(p) ∈ P in a m-dimensional
space, the next step is to estimate a transformation these correspondences. A method based on
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Umeyamas paper from 1991 [21] that is implemented in the Eigen library is used as the default
option for the ICP algorithm in PCL. It is therefore summarized here.

The solution presented by Umeyama is based on singular value decomposition of a covariance
matrix of the point sets given. The goal is to find the right parameters for the rotation R, translation
t, and the scale c such that the mean-square error

e(R, t, c) =
1

N

N∑
i=1

||yi − (cRxi + t)||2 (35)

is minimized. The covariance matrix is expressed as

Σxy =
1

n

n∑
i=1

(yi − µy)(xi − µx)T (36)

where

µx =
1

n

n∑
i=1

xi. (37)

µy =
1

n

n∑
i=1

yi (38)

are the mean vectors of the points xi ∈ X and their corresponding points yi ∈ P . The singular
value decomposition of Σxy will be

Σxy = UDV T (39)

where U and V are orthogonal matrices consisting the eigenvectors of ΣxyΣTxy and ΣTxyΣxy respec-
tively.

D = diag(di), where d1 ≥ d2 ≥ ... ≥ dm are the singular values of the matrix Σxy, given by the
positive roots of the eigenvalues of the matrix ΣTxyΣxy. It should be noted that the eigenvalues of

ΣTxyΣxy and ΣxyΣTxy are the same, however the eigenvectors are not.
When rank(Σxy) ≥ m−1, the optimal transformation parameters are then determined uniquely

by

R = USV T (40)

t = µy − cRµx (41)

c =
1

σ2
x

tr(DS), (42)

σ2
y and σ2

x being variances of Y and X around the mean vectors µy and µx, i.e.

σ2
y =

1

n

n∑
i=1

||yi − µy||2, (43)

σ2
x =

1

n

n∑
i=1

||xi − µx||2. (44)
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The matrix S in (40) and (42) is a diagonal matrix defined by analyzing the covariance matrix
Σxy. For rank(Σxy) > m− 1, S is chosen as

S =

{
I if det(Σxy) ≥ 0
diag(1, 1...,−1, 1) if det(Σxy) < 0

(45)

and when the rank(Σxy) = m− 1, S is

S =

{
I if det(U)det(V ) = 1
diag(1, 1...,−1, 1) if det(U)det(V ) = −1

(46)

This method is applicable to any dimension which makes it suitable for transformation estima-
tion using feature data that can some times be high dimensional.

ICP algorithm summary

The ICP algorithm consists mainly of four steps. These steps are summarized below.

• Inputs: Two point cloud sets, P with Np points and X with Nx.

• Initialization: The iteration variable k is set to zero, the homogeneous transformation T
=(R,t) is initialized by setting the rotation R = I and translation t = [0 0 0 1]T . Initial point
clouds are given P0 = P , X0 = X.

• Output: A final homogeneous transformation matrix T that registers X to P .

1. Estimate the correspondences for current iteration by a matching criterion. In the original
ICP the correspondence for each point in X to a point in P is given by nearest neighbor
search using squared Euclidean distance, i.e.

yi = c(pi) = arg min
p∈P

||pi − (Rxi + t)||2 (47)

where yi = c(pi) ∈ P is the correspondence match of xi ∈ X.

2. Given the current correspondences, calculate a transformation Tk = (Rk, tk) in closed form
that best minimizes the mean-square error

e(R, t) =
1

N

N∑
i=1

||yi − (Rxi + t)||2. (48)

3. Apply transform Tk to cloud to be aligned to bring it closer giving a new point set Xk+1 as

xi,k+1 = Rxi + t.

Update the transformation T by accumulating the previous transformations, i.e. T =
TkTk−1Tk−2...Tk−n.

4. Check whether the termination criterion is met. If it is met, terminate and give the accumu-
lated transform T as an output that transforms the point cloud X from its initial position
to its current position. If the termination criteria is not met, repeat all the steps.
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2.6.3 Nearest neighbor search using kd-tree

The nearest neighbor search for finding the correspondences between two point clouds are a com-
putational complex process. To make the nearest neighbor search more optimized a kd-tree can
be used to search only a subset of one point cloud for the nearest neighbor.

The original kd-tree presented by Bentley 1975 in [22] is a binary tree that is constructed by
portioning the space at each level of the tree. It is widely used for effective nearest neighbor search
for a given point. By using a hyperplane that is perpendicular to one of the coordinate system
axis the space is divided in two parts, splitting up the data points in two partitions. This is then
repeated for every partition where the key-axis to split is chosen in a cycling manner, that is the
axis to split is chosen by D = L mod k + 1, where D is the axis to split, L is the level of the
tree and k the dimension. For a 3D point cloud it means that the points can be divided along the
x-axis, y-axis or the z-axis at each level of the tree.

The kd-tree has later been optimized by Friedman, Bentley and Finkel by changing the way to
chose the key-axis [23]. In this optimization the axis with the largest spread in values are chosen
as the key-axis and median of the values as the divider.

In PCL the kd-tree implementation is provided by the Fast Library for Approximate Nearest
Neighbors (FLANN) which can be used for both exact search in a single kd-tree and approximate
nearest neighbor search in randomized kd-trees [24] for high-dimensional data.

The construction of a classical kd-tree is explained more in detail below, as well as how the
nearest neighbor search is done.

Kd-tree construction

The kd-tree, as mention above, is a binary tree for k-dimensional data that divides the space
at one key-axis for each level of the tree using hyperplanes. As one moves down the tree, the axis
to split is selected interchangeably. In a kd-tree, a median value is chosen with respect of the
key-axis coordinate only. A point is then sorted to the right of the median point if its key-axis
coordinate is greater than the coordinate of the median point, and to the left if it is smaller.

Figure 7 shows an example of how a kd-tree is constructed for 2-dimensional data. Among all
the points, A is selected as the root node. The blue vertical line going through point A splits the
plane in two parts at the x-axis, dividing the points with greater x-value than the root node to the
right and points with smaller x-value than the root node to the left. Next the median point B is
selected with respect of the y-axis and is added to the right side of the root node as its child. The
red line going through point B splits the right sub plane, this time dividing the points with greater
y-value than point B to the top, and points with lesser y-value to the bottom. The children of
point B is selected in the same manner as before, the subspace is split once again but this time
with the x-axis as the key-axis, and the median point with respect to the x-axis is chosen as the
children. This continues iteratively for each side of the root until all the points are assigned to the
tree.

In the kd-tree optimization [23] the tree is build in similar way, however the dimension with the
largest spread in values is selected as the key-axis. The FLANN library provides approximating
nearest neighbor search using randomized trees. These are built in comparison to the optimized
kd-tree by randomly selecting the key-axis from the first D dimensions with the greatest variance
in data.
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Figure 7: Figure shows an example of how a kd-tree is constructed. The blue lines split the data
with respect to the x-axis while the red line splits the data with respect to the y-axis. The data is
first split at the root node A at the x-axis, and the median of each sub part is chosen as the children
of the node. The point B with an higher x-value is inserted to the right while the point C is inserted
to the left. Next the data is further split at the medians of each sub part, but this time with respect
to the y-axis. The medians of each new part are yet again chosen as the children of point B and C
in the same manner as for point A. This continues till all the points are assigned to the tree.
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Nearest neighbor search in kd-tree

Given a target point in space, its nearest neighbor in a kd-tree is found by searching the tree
in a depth-first manner. The search is initialized with the root node and an assumption of that
the distance to the target points nearest neighbor is infinite. Each coordinate with respect to the
splitting axis of the target point is compared to the one of the current node. If the coordinate of
the target point is less than the one of the node, then the left subtree is searched for. Otherwise the
right subtree is examined. This is done until a leaf node is encountered in a minimum subregion.
The leaf node is then selected as the current best.

The parent of the leaf is next examined to investigate if it could be a better match as the
nearest neighbor of the target point than its children. If the parent node is closer to the target
node, it is selected as the current best instead of its leaf nodes.

At the current selected node, a check is made to examine whether there are any points closer to
the target point on the other side of the hyperplane that divides the subregion where the current
selected point resides in. The parents are examined in this way recursively as the algorithm walks
up the tree and only parts of the tree is searched instead of the whole data set.

2.6.4 Rejecting bad correspondences using RANSAC

As nearest neighbor corresponding matching does not guarantees good correspondence matches,
bad correspondences must be rejected. This is commonly done with use of a user set threshold.
This threshold decides how far away the corresponding points are allowed to be from each other.
If the distance between one point and its corresponding point is greater than the threshold, the
correspondence between these points is rejected. This rejection is done in the correspondence
matching step where the distance of each correspondence is compared to the threshold.

Another common and more complex way of rejecting the bad correspondences is with the help
of the Random Sample Consensus (RANSAC) algorithm presented by Fischler and Bolles, 1981
[25]. It is used to fit mathematical models to a set of data points containing significant amount
of outliers. Instead of using all the data to fit a model, RANSAC starts with randomly selecting
a subset of the minimum amount of points required to instantiate the given model. A line for
example can be fitted to the data using only a subset of two points.

The RANSAC finds the best match and parameterization iteratively starting with a minimum
subset of randomly selected points that are required to initiate the predefined model. It then grows
the subset to find a set of points that best matches the model.

Given a model that requires a number of minimum n points to be initialized and a data set P
with number of points greater than n, the algorithm randomly selects a subset S1 of n points from
P to initiate the model. Using the initialized model M1, surrounding points in P are observed to
determine whether they falls within a given error tolerance ε of the model M1. Given a simple
model to fit to the data, it might be practical to find this tolerance analytically. However this
approach is intractable when it comes to more complex models. In that case, it is reasonable to
estimate this threshold experimentally that gives the best fit.

All the points below the given tolerance are considered inliers and are used to determine a
subset S∗1 called the sample consensus of S1. With this new subset containing the inliers a new
model M1∗ is initiated. If the amount of points in a sample consensus falls below a given threshold
t, a new subset S2 is chosen and the steps are repeated. This threshold must be large enough to
assure that the correct model has been found as well as that the amount of mutually consistent
points satisfies the needs for the final smoothing procedure that gives improved results.

If a sample consensus that is bigger than the given threshold is not found after a predefined
number of iterations, the largest sample consensus set is chosen or the algorithm is terminated
in failure. The final consensus chosen is used to refit the data to get the final parameters of the
model. All the points that are not in the final sample consensus set are considered to be outliers
and are automatically rejected.

Given a set of correspondences between two point clouds a transformation can be found in close
form using the method presented by Umeyama [21] that minimizes the mean-square error
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e(R, t) =
1

N

N∑
i=1

||yi − (Rxi + t)||2 (49)

where xi ∈ X has its corresponding point yi ∈ Y , R is the rotation and t the translation of the
transformation. Using RANSAC the parameters for the transformation that aligns the point data
set X to Y is to be estimated from data containing contaminated of bad matches. As there are
three degree of freedom to translation, three to the orientation and one more to scaling, three
non-collinear points are required to initialize the transformation as they give enough constraints
(three for each point) to solve for the seven unknown.

The maximum iterations for the RANSAC to run can be estimated. Given z, the probability
that at least one sample subset is composed of only inliers, and wn = (1−e)n being the probability
that all n points chosen in a row are inliers (they are within the error tolerance), the maximum
iterations k required can then be given from the probability that the sample is contaminated, i.e.

(1− wn)k = (1− z). (50)

By solving for k the iterations are then given as

k =
log(1− z)

log(1− (1− e)n)
. (51)

where e can be set to the expected proportion of outliers in the data.

In summary the RANSAC algorithm is as follows:

• Inputs: Data set X, predefined model M and minimum number n of points required for the
model. If transformation is to be found include data set Y and a list of correspondences
between X and Y .

• Outputs: A set I of inliers and the parameters of model M .

1. Select a subset S1 of n points and use them to get an initiated model M1.

2. Observe surrounding points to determine whether they are within a error tolerance ε of the
model M1. Select all the points within the tolerance to get the consensus set S1∗ of S1.

3. Examine whether the size of the consensus set S1∗ is bigger than a given threshold t. If the
size of the consensus set is equal or greater than the threshold, recalculate the predefined
model with the set found and terminate. Else, select a new subset S2 of n points and repeat
the procedure.

4. If a consensus set of an acceptable size is not found within a predefined number of iterations,
recalculate the model with the largest consensus set found, or terminate in failure.
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2.7 Related work

The ability of the Kinect sensor to provide the user with both depth data and color information
as well as its price, has made it a popular option for projects in 3D reconstruction and mapping.
As the Kinect sensor has a limited field-of-view the sensor must be moved around so that parts
of the environment can be captured in form of point clouds. These point clouds then need to be
registered together to a complete map.

A typical point cloud obtained from the Kinect is noisy and have regions where the depth
could not be measured. These shortcomings are directly related to the implementation of the
IR stereo-light depth measurement system of the Kinect. The goal in a 3D reconstruction and
mapping project is to get a correct 3D representation of an environment, object or human body
despite these shortcomings. One important step to gain a correct representation is to have a good
method to align and stitch together the frames acquired from different views. For this purpose,
the ICP algorithm is a popular choice. Most of the work found regarding the 3D reconstruction
with help of ICP has been about finding a way to enhance the algorithm. As Kinect provides a
color image along side the depth data, the color image can be used to enhance the ICP algorithm
and get more precise point cloud stitching. One example of this is the work of Jung and Lyou [26]
where features are found directly in the color image provided by the Kinect using SURF feature
detector.

The features extracted in the frames are compared to find highly similar features. Features
falling beyond a certain threshold are matched to give a set of correspondences. These correspon-
dences are then converted into 3D coordinate feature using the rotational and translational relation
between the color camera and the IR camera, i.e.

Xcolor

Ycolor
Zcolor

 = R

Xdepth

Ydepth
Zdepth

+ t (52)

where the R and t are the rotation and translation respectively to map the depth data to the
color data. These 3D correspondences are then used instead of the whole depth cloud to align two
consecutive clouds with help of ICP.

Another example of enhancement of the ICP algorithm using the color image is the work of
Xie et. al. [27]. Here a new cost function for the ICP algorithm is presented. This cost function
balances the significance of SIFT features extracted from RGB images and structural information
obtained from depth images acquired from a Kinect-like RGB-D sensor with dynamically adjusted
weights. By doing so the error minimization process is improved. Expect that the algorithm is
enhanced by an adaptive threshold that is calculated for each iteration, which is used for outlier
rejection. The registration process consists of two parts where a initial registration is done using
RANSAC and SIFT feature matching and a fine registration is done by the enhanced ICP algorithm
presented. The new cost function is given as

f(T ) =
∑
pi∈p

αi||piT − q∗(k)i ||2 +
∑

(pfi,qfi)∈cf

βi||pfiT − qfi||2 (53)

where the first term is weighted mean square of closest distances between pi in point cloud p

and its correspondence q
∗(k)
i in q. The weight α is set to a value given by local surface variations

of the corresponding points pi and q
∗(k)
i if the closest distance of those falls below the adaptive

threshold and to zero otherwise. The second term is the weighted mean square of 3D spatial dis-
tances of feature correspondence pairs pfi and qfi. This term is adjusted with help of the weight
β which is set accordingly to a SIFT matching distance and a ratio between spatial distances of
SIFT feature pairs and a set of statistically derived inliers.

This method is compared to other variants of the ICP algorithm. These are ICP with 40%
outlier rejection, ICP with adaptive threshold presented in the work of Zhang [9], a SIFT based
method from the work of Lemuz-Loṕez and Arias-Estrada [28] and a color based variant of ICP
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presented by Johnson and Kang [29]. The ICP variant presented by Xie et.al. is shown to give
better results comparing the root mean square error in the proposed experiments than all methods
mentioned above.

The work of Henry et.al [30] also takes advantage of the combination of RGB and depth images
obtained from the Kinect sensor where 3D modeling of cluttered indoor environments is investi-
gated. The registration is as in [27] divided into two parts where initial registration is achieved
with the RANSAC procedure applied on visual features combined with spatial information and
a fine registration step using the proposed RGBD-ICP algorithm. In the initial registration step,
SIFT features are extracted from two frames and are associated with their corresponding depth
values. To reject false matches and to find a rigid transformation from the correspondence data
the RANSAC procedure is used and a set Af containing the feature pairs generating the best
transform is given. After this step the ICP loop is started where the final transformation is found
minimizing the mean square distances

t∗ = arg min
t

α

 1

|Af |
∑
i∈Af

wi|t(f is)− f it |2
+ (1− α)

 1

|Ad|
∑
j∈Af

wj |(t(pjs)− p
j
t )n

j
t |2
 (54)

of both feature correspondences in first term and 3D point correspondences found by point-to-
plane nearest neighbor matching in the second term. These two terms are weighted using the
factor α and the influence of them are decided by varying the value of the factor. If the value
of α is set to one, the first term is considered and a pure SIFT feature alignment is done in the
ICP iterations. However if it is set to zero only the second term is applied which gives a pure ICP
alignment. The point-to-plane matching is done at each iteration of the RGBD-ICP algorithm,
however the features correspondence in the first term are only calculated in the initial registration
step. It is shown by the authors that a combination of the both terms give better result than both
pure SIFT feature alignment and pure ICP alignment.

In this thesis the initial alignment is done with the help of the robot transformation matrices
that are expected to be more accurate and robust than feature matching initial registration. For the
finer registration, the ICP algorithm has been used. 3D keypoints detectors in PCL are exploited
to find interest points in the point cloud that exhibit certain properties. A reduced point cloud of
keypoints are then used for the ICP transformation. Compared to the works above, the keypoints
here are used for reduction of the point cloud instead of being used for feature extraction.

The other importance thing to considered regarding 3D reconstruction is the correction of the
depth data. As the depth data is noisy a method must be used to suppress or get rid of the noise.
This is especially important when the application is as in this thesis where the 3D model is required
for the industrial robot integration.

In the work of Nguyen et.al [31], where both the axial noise along the z-axis and the horizontal
lateral noise are empirically found, the authors argue that a filter intended for images are enough
to filter the depth data obtained from the Kinect. This argument is drawn from the fact that the
lateral noise changes very little with the distance of an object to the sensor. Such a filter could be
the bilateral filter.

In the recent work of Chatterjee and Govindu [11], the authors has made a small survey where
studies with aim to denoise the depth data of the Kinect are divided in two categories. In one
categories are those studies that does no attempt to model the depth noise and in the other category
are the studies that attempt to empirically finding the depth noise model. Amongst the works in
the first category where a noise model is not found, several studies are said to be using bilateral
filter in their pipelines to smooth and correct the data whereas others utilized the RGB to aid the
denoising. In either case, none of these methods attempt to find the underlying characteristic of
the depth noise.

In contrast, the studies in the other categories finds the a mathematical model to the noise
standard deviation. Chatterjee and Govindu themselves present a method to smooth the depth
data using bilateral filtering after developing their own noise model. They argue that the quadratic
nature of the depth noise is inherited directly from the structured-light principle of Kinect to
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measure depth of a scen, which is not considered in other studies. By keeping the the working
principle of the Kinect in mind, Chatterjee and Govindu theoretically finds that the standard-
deviation of the depth noise has a quadratic relationship to the depth, a relationship which is
also found in the work of Khoshelham and Elbrink [12], Nguyen et al. [31] and Choo et al. [32].
The theoretically derived noise model is empirically verified by the authors and three different
application where this noise model can be applied are shown. One of them is regarding the
denoising of the Kinect depth data. For this purpose an adaptive bilateral filter is proposed, where
the derived noise model is exploited. Thus the low density of the depth data at larger distances as
well close distances are smoothed.

In the work of Chen et. al. [33] they propose an adaptive joint bilateral filter that are used
for both filling holes and denoise the depth map. In this joint bilateral filtering, the approach to
denoise is similar to the work of [11], in which the noise model of the depth data is used to make
the filter adaptive to the depth data.

While the work presented above use some kind of 2D image filtering method to denoise the
Kinect depth data, the work of Pagliari et al. [34] make use of reference frames to counter the
erroneous depth data. Here, the authors acquires 100 depth images using the Kinect at different
positions in the range of 0.8 - 4.0 meters. Each pixel is then averaged over these 100 frames acquired
for each position of the sensor. These averaged depth maps are converted into point clouds and a
plane is fit to each of them. The residuals are then calculated and negated for each frame fitted.
These negated residuals for each reference plane are then saved in a multidimensional matrix and
used for correction of each point separately all over one point cloud. If the depth value of a point
is in between two reference frames, the correcting residual is found by interpolating between two
close reference frames. With this method a unique correction of each point is acquired.

Tepper and Sapiro [35] also presents a different way to smooth and correct the depth data using
L1 splines. By using the splines smoothing method, an function approximating the underlying sur-
face of a noisy data set is found. This function captures important patterns in the data set while
discarding outliers. Using splines involves in minimizing a functional that is a linear combination of
a fitting term and regularization term. In the case [35] this means that the approximating function
is found by minimizing a functional consisting L1 spline, i.e.

ŷ = argmin||z − y||1 + s||Dz||22 (55)

where ŷ is the smoothed function, ||z − y||1 is the regulation term and s||Dz|| is the fitting term.
In Equation (55) the || ∗ || is the L1 spline formulation,D is a discrete second-order differential
operator. This minimization problem is solved iteratively using the split-Bregman iteration and a
DCT-based filter [35]. In this thesis, the FBF [10] was used to smooth the depth data as it is an
good approximation of the regular bilateral filter.
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3 Method

This section presents the tools and methods used for creating a 3D model as well as the methods
used for evaluating the resulting 3D model.

3.1 Tools used

• The industrial robot: The robot used for this thesis is the ABB IRB 140 with an IRC5
robot controller. It is an 6-axis, anthropomorphic robot arm which can carry up to 6 kg. It
has a reachability of 810 mm and a repeatability (variability in measurement) of ±0.03 mm.

• Point Cloud Library: Algorithms provided by the Point Cloud Library (PCL) are used
to build a 3D model out of the point clouds. A framework provided by PCL is also used for
grabbing the data streams from Kinect.

• OpenCv: Algorithms provided by OpenCv are used for the camera calibration.

3.2 3D model building process

In this section the process of building the 3D model is explained. This process is divided into six
main parts which are presented separately. The six main parts of the 3D model building regards
the hand-eye calibration, point cloud capturing, depth data smoothing, initial coarse registration,
key point extraction and the fine registration.

3.2.1 Hand-eye calibration

For the hand-eye calibration a C] implementation based on the work of Tsai and Lenz [20] is used.
The calibration is done with the Kinect rigidly attached at the end of the industrial robot. The
robot is moved and stationed to several positions with the RGB-camera of Kinect aiming at a
chessboard calibration pattern. The reason for using the RGB-camera is that the point clouds are
transformed to the RGB camera frame so the point cloud is overlapped with the color information
(which is automatically done by the framework provided by PCL that is used to get the color and
depth data information from Kinect).

At each position of the sensor, a picture of the calibration pattern is captured. The camera
calibration algorithms provided by OpenCv are used to estimate the extrinsic matrix of the RGB-
camera. The extrinsic matrix He together with the transformation matrix Hg that transform the
tool mount frame to the robot world frame RW are used as the input to the hand-eye calibration
process explained in Section 2.5. After the hand-eye calibration is done, the transformation matrix
Hsg that transforms the sensor frame to the tool mount frame is obtained.

3.2.2 Obtaining the point clouds

The sensor that is rigidly attached to the industrial robot is moved to several positions. At each
position a point cloud is captured and stored to a file. It is made sure that each consecutive point
cloud captured overlaps with the previous point cloud, so that correspondences between each point
cloud pair exist for the ICP algorithm.

3.2.3 Initial coarse registration

At the same time as the point clouds are captured, a transformation matrix Hsi for each point
cloud is extracted from the robot. Thus each point cloud is coupled together with a transformation
Hsi which transforms it to the robot world frame RW .

To coarsely register the point clouds in the robot world frame, each point in each point cloud
is multiplicated with the transformation the point cloud is coupled with. With this multiplication
the point cloud is transformed to the common robot world frame RW .
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3.2.4 Depth data smoothing

As the depth data acquired from Kinect is noisy it is desired to find a way to minimize the noise.
When choosing the method to use for minimizing the noise, both the algorithms provided by PCL
and the related work have been considered. Amongst the related work, the method presented by
Pagliari et.al., where reference planes to correct the depth data is one of the methods that has
been of a special interest to implement, but is not implemented due to lack of time. The reason
for that is discussed more in detail in the conclusion which is given in Section 5.

The PCL contains several algorithm that can be used for surface reconstruction and depth
data filtering. Two of them are the Fast Bilateral Filter (FBF) and the Moving Least Squares
(MLS). Both of these algorithms takes point clouds as an input and gives a smoothed version of
it as output. The FBF presented by Paris and Durand [10], is a speed up version of the regular
bilateral filter and the PCL implementation of the FBF algorithm is directly applicable on point
clouds instead of images.

It is shown in the survey performed by Chatterjee and Govindu [11] that the bilateral filter
is an common way to filter the depth data of Kinect, which is the main reason to consider the
bilateral filter for smoothing the depth data. The MLS algorithm is intended for point clouds
from the beginning. It is interesting because the MLS is to smooth the noise of a point cloud by
approximating the surfaces of the objects in the point cloud. In other words, MLS is intended for
making the shapes of different objects in a noisy point cloud more pronounced. Even if the MLS
algorithm is originally intended for point clouds, it has not been designed with Kinect like devices
in mind, that gives very noisy point clouds. Therefore the use of MLS with depth data acquired
from Kinect may be problematic due to its high level of noise compared to other more expensive
alternatives. In other words the MLS might be really good at pronouncing some shapes, but might
also find structures and shapes in flat surfaces that does not exist due to the high level of noise.

To find out which filter is better, a small comparison is done between the FBF and MLS. This
is done by applying the filter on the same point cloud of a part of a kitchen. For the FBF, there
are two parameters to be set, which are the σs that controls the spatial Gaussian weight and the
σr which controls the range Gaussian weight (see 2.4.1 for more information of the FBF filter).
These parameters are set to values of 4.5 and 0.03 respectively. The parameters to set for the MLS
are the search radius r and the distance weight parameter θ, which are set to 5 cm and 0.0025
units respectively. The values are set after testing different combination of parameters for both
the FBF and MLS.

In Figure 9 the unfiltered point cloud is shown both from the side and the front. Figure 11
shows the point cloud after the FBF has been applied to it, from roughly the same angles as the
unfiltered cloud. Lastly Figure 13 shows the effects of the MLS algorithm on the point cloud.
Looking at the figure it shows that both the FBF and MLS succeeds in smoothing out the noise
of the depth data. They give similar results, however the FBF gives a point cloud that seem to
be more even and solid. The FBF is better at minimizing the crack-like patterns over the cloud
(which are more visible in the front picture). Even if the smoothing effect is similar between the
FBF and MLS, FBF is preferred, as it gives more even and solid point clouds.
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(a) Part of a kitchen taken from the side. No filter has been applied to the point cloud

(b) Part of a kitchen taken from the front. No filter has been applied to the point cloud.

Figure 9: Unfiltered point cloud of a kitchen. The crack-like patterns are spread over the point
cloud which can be clearly seen in the picture below.
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(a) Part of a kitchen from the side with FBF applied to the point cloud.

(b) Part of a kitchen from the front with FBF applied to the point cloud.

Figure 11: The FBF applied to the kitchen point cloud. It can be seen that it gives a smoother
point cloud. The crack-pattern are thinner as well.
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(a) Part of a kitchen from the side with MLS applied to the point cloud.

(b) Part of a kitchen from the front with MLS applied to the point cloud.

Figure 13: MLS applied to the point cloud. Gives a smoother point cloud, however the big crack-like
patterns are still there around the area of the micro-wave.
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FBF is originally a filter for images. It therefore requires that the point cloud to be filtered are
organized, i.e. point clouds are ordered as grid data (similar to images) with an known width and
height. When the point clouds are registered, they are not any longer organized which means that
the FBF can not be used as an post-processed filter. Thus the FBF is used as a pre-processing
step where each frame is filtered separately before the registration of the frames.

3.2.5 Keypoints extraction

The ICP algorithm does a correspondence match between the points in two point clouds at each
iteration it runs. When doing this it need to find the nearest neighbor of all the points of a point
cloud. For each point in a point cloud A, the nearest neighbor is searched for using all the points
in a consecutive point cloud B, that is to be aligned together with A. Using the ICP could in the
end be computational complex, because not only does the ICP need to find new correspondences
at each iteration it is run, it also has to be applied to several pairs of point clouds. One immediate
solution to this problem is to use only a subset of the point cloud for the ICP registration. In this
thesis, what points to be included in this subset are chosen with the use of a keypoint detector.

By extracting a set of keypoints from a point cloud obtained from Kinect, a subset of repeatable
and distinctive points are thus obtained. With this, instead of a noisy point cloud containing 307200
points (as the resolution of the depth map acquired from Kinect is 640×480) only a subset of a few
thousand distinctive and repeatable points are considered. Not only may these keypoints speed
up the ICP algorithm, but they might also be good to have in a correspondence match. Assume
that two point clouds have one region in common, i.e. a part of two point clouds overlap. In this
overlap a certain object is visible, such as a square pole. With an initial registration, the square
pole from the both point clouds are roughly aligned. Using the keypoints, certain points such as
edge points will be extracted from the pole (and the other objects in the surrounding as well). If
the same parts of the pole are visible in both the point clouds, it is assumed that the keypoints on
these parts are roughly the same in the both point clouds and that they are coarsely aligned.

Thus when the ICP algorithm does its correspondence match on the keypoints on the pole, that
are already close together, it will match keypoints that have similar properties that made them
detectable in the first place. Other keypoints might still be matched, however by using a simple
distance threshold, correspondences with a distance greater than the threshold will be rejected.
The wish to reduce the point cloud combined the assumption that the corresponding matching will
be better with keypoints is the motivations for using the keypoint detector to get a subset of the
original point cloud.

For detecting the keypoints, four keypoint detectors are considered. These are Harris3D,
SIFT3D, ISS3D and SUSAN. There are many implementations of different keypoint detectors
in PCL, but these four are directly applicable on point clouds. They are also well referenced or
have good support in PCL making it easier to find a reason to chose one of them. The Harris3D and
ISS3D both uses only the spatial information of the point clouds given by the Kinect whereas SU-
SAN have RGB-D implementation and SIFT3D make use of the intensity information of the color
image provided to extract the keypoints. The keypoint detector in the original SIFT algorithm
is a popular choice when extracting keypoints from images. Thus the SIFT3D implementation in
PCL is an interesting detector to consider.

In the work of Fillipe and Alexandre [36], where a comparison of keypoints detectors in PCL is
done, it is shown that both SIFT3D and ISS3D in the end are the keypoint detectors that gives the
best result in term of repeatability, where the latter even showed to be more invariant. Even if the
ISS3D gives best result, the performance of the keypoint detectors depends on what parameters
are used. In the comparison the keypoint detectors are used on a RGB-D object data set with the
default parameters set in PCL and how well they will perform on a cluttered scene is not known.
Both the SIFT3D and ISS3D keypoint detectors in PCL are therefore interesting to consider. In
the end the SIFT3D is only tried out as the implementation of ISS3D algorithm is not working
correctly.

To get a better visualization of where keypoints can be located, refer to Figure 14 and Figure
15. In Figure 14 two point clouds of the same room can be seen which are taken from slightly
different views. The green and red dots marks the keypoints extracted from the left respectively
right point cloud. As it can be seen, most of these keypoints lay on edges of different objects around
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the scene. Looking at the point clouds, it can be seen that the keypoints have been extracted from
roughly the same positions.

Figure 15 shows the keypoints of the same point clouds as in Figure 14 extracted after the
initial alignment. Here it can be seen that the common parts of the keypoints are roughly aligned.
It is after this alignment the ICP algorithm is applied on the keypoints.

Figure 14: Two scenes captured by the Kinect. The green and red points are the keypoints for
respective point cloud.
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Figure 15: In this figure, the keypoints that are extracted after an initial registration are shown.
The red and green points close together are to be matched by nearest neighbor search by the ICP
algorithm.
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3.2.6 Fine registration using ICP

The initial coarse registration results in a rough alignment of the point clouds. This means that
a degree of misalignment still exist between the point clouds after the initial alignment. The
alignment of the point clouds are therefore refined using the ICP algorithm, which iteratively finds
a transformation that minimizes the distance between the correspondences of the point clouds.
The ICP algorithm uses a kd-tree for the nearest neighbor match, which is an common way to
optimize the nearest neighbor search.

The ICP is applied on the keypoints of each pair of point clouds which are extracted after the
point clouds have been coarsely aligned. As the keypoints are used as the inputs for the ICP,
the nearest neighbor correspondence matching is done between these keypoints. Points that have
neighbors with a distance further away than a given threshold are discarded. If the distance between
the matched points is less than the given threshold the match is considered to be a correspondence.
With this, the keypoints that are roughly aligned are selected as the correspondences to be used
for the transformation estimation. The threshold of 2 cm is chosen as it gave the best registration
result. The RANSAC algorithm is also tried out for rejecting bad correspondences, however using
this rejection method does not give any bigger differences that can be seen as an improvement to
the fine alignment. Therefore the RANSAC algorithm is not used in the end.

The transformation at each correspondence match is found by a close form solution. The final
transformation for the current pair of point clouds is obtained at the end as a multiplication of all
the calculated transformations that have been found at each iteration. It is applied to the pair of
point clouds to better align them together.
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3.2.7 Registration overview

In this section, the summary of the registration process is given in a flowchart.

• Inputs: The point clouds captured, initial transformations saved in file

• Output: Registered cloud.

Figure 16: Flowchart of the registration process.
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3.3 Testing and evaluation of results

The evaluation is done on models built from four different cases. Both a filtered and unfiltered
model have been created for each case so the effects of the filtering can be evaluated. In the first
case, parts of a cluttered room have been captured and registered to create models of the room. In
the second and third case models of two objects, one bowl and one lunch box laying up side down
on a table are built. For the last case, models of two registered point clouds and a non-registered
point cloud of a table are used to evaluate a flat surface.

Figure 18: Picture of the room.

The evaluation is done both visually and by a comparison to a corresponding ground-truth
scenario. The filtered and unfiltered models of the cluttered room and the objects are used for
the visual evaluation. The models of the objects as well as the models of the table are used for
a comparison to a ground-truth scenario. In the visual evaluation, the effects of the FBF are
examined as well as the registration result. The ground-truth scenario refers to the actual setting
itself on which the measurements and experiments are done. This means that the ground-truth
must contain reliable data representing the model which the results can be compared against.
In other word, it is simply the reference data that the results are compared against to get an
evaluation.

To gather the ground-truth data, the robot itself is used as a measurement tool. A pointer is
constructed of a thin plastic tube combined with a thin strip of wood, which is fastened close to
the tool plate and calibrated so that the robot knows the pose of the tip of the pointer relatively
to the robot base. To avoid the pointer from bending and loosing its shape, it fastened so that it
can slide through another slightly thicker tube. By letting the tip of the pointer come close to the
surface of the table, the current coordinates of the tip relatively to the robot base are recorded
and used for the ground-truth data.
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Figure 19: A plastic tube combined with a thin wooden stick is used as a pointer while gathering
ground-truth data. To avoid it from breaking, it can slides inside a slightly thicker tube.

The ground-truth evaluation is done in two ways. Firstly the robot is used to measure four
points on the table, which are used to find the plane equation of the table. The part of the point
cloud that resides withing those four points is extracted and the error of each point in that part
is calculated as a signed point-to-plane distance using the plane equation. Any negative values of
the error will tell if the points are receding under the real surface. The point-to-plane errors are
calculated both for a point cloud that is obtained by registering two parts of the table and on a
single non-registered point cloud of the table on which only an initial transform has been applied.
About 4000 points are randomly sampled from the error data of each plane and are presented in
a scatter plot.

The other way used is also fit for measuring the error of different objects for which the mathe-
matical model is not known. This method gives a degree of flexibility when it comes to choosing
objects for the evaluation because any random object available can be used. In this method, several
points are manually measured from the surface of the object over the area of interest and compared
to the corresponding point in the point cloud. To be able to measure the ground-truth value for a
certain point in the point cloud, the robot is first brought to a desired position by the user with
the z-axis of the tool pointing against the surface to be measured. A virtual ray is then shot from
the current position of the robot along side the z-axis of the pointer and points with a distance
less than a given radius from the ray are picked. This radius is used to make it easier to pick a
point from the point cloud. The ray is an infinitely thin line and the point cloud consists of a set of
discreet points which means that the ray in many cases might not hit any point. Using the radius
around each point will help with finding a point in the point cloud, as the ray will not try to hit
point entities but larger spheres defined by the radius and one point as its center. How small this
radius can be roughly represents the density of the points in the an area. The radius used in the
end for the evaluation is between 0.50− 0.60 mm. In Figure 21 it is shown how defining a radius
for each point can help in selecting a point. The black lines in Figure 21 represents the real surface
while the red points represents the points obtained using Kinect. As it is shown in 20a the ray,
depicted as a blue dotted line, gets inbetween the red points without hitting any of them. In 20b
a radius for each point is given, that defines a sphere (represented as circles in the figure) with a
red point as its center. Now instead of trying to hit a single point, the ray gets to hit a sphere
instead. The green circles represents the spheres that have been hit by the ray.
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(a) Virtual ray shooting with no threshold
around the points in a Point Cloud.

(b) Virtual ray shooting with a threshold around
points in a Point Cloud.

Figure 21: In (a) the red points represents points of a black structure obtained by using Kinect.
The blue ray is shot in the same direction as the z-axis of the plastic tool. It can be seen that the
ray gets inbetween the points instead of hitting any of them. In (b) a threshold is given to each
point, defining spheres around each point. Instead of trying to hit a point, the ray gets to hit a
sphere. In (b) the green circles represents the spheres that are hit by the ray. The point closest to
the ray-origin is selected.

Amongst the points that have been picked, the point closest to the ray origin is chosen. The
selected point is approached by the robot along side the z-axis of the pointer. The distance is then
measured from the point to the surface. If the point is under the table, the pointer tool slides in
to avoid it from bending. After the tip of the pointer reaches the point it is brought straight up or
down (depending on if the point is above or under the surface) to the top of the surface and the
difference of the current position of the tip point and the selected point is used as the error. The
steps of picking ground-truth points from a surface and comparing their corresponding points in a
point cloud is listed in detail in Table 1.
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Table 1

1. Load registered 3D model of current scene.

2. Move the robot to desired position in real world.

(a) Save robot position and repeat step (1) till desired amount of positions are saved.

3. For each position saved

(a) Shot ray, find the points withing a given radius.

(b) Pick point closest to ray origin. Save point in a list.

4. For each point in list

(a) Approach selected point

(b) When point reached, move tool tip to surface.

(c) Calculate distance from surface to the point.

Table 1: Steps taken for the second ground-truth evaluation, where manually picked points out from
a surface are compared to their corresponding points in the point cloud being evaluated.

4 Results

In this section both the visual and measured results are presented, where the visual results mainly
shows how well the registration is done as well as the effects of the filter. The measurement
results gives a indication of how well the noise has been suppressed. The visual results and the
measurement results are divided into two separate sections.

4.1 Visual results

With the visual results, it is intended to show how well the registration is done as well as the
effects of the filtering. For this purpose, a registration of the room where the robot resides in and
registrations of a bowl and a lunch box are looked upon. In the figures that follows, both filtered
and unfiltered version of the same 3D models are presented.

In Figure 22 the room is shown. The above picture shows a 3D model with filtered point clouds
and the picture below shows a 3D model without filtered point clouds. The point clouds have been
obtained during a one swipe of the sensor over parts of the room. Different things are visible in
Figure 22, for an example the gray object with the red cable (called the FlexPendant) which is
the device used to operate the robot. Further away from it, close to the white robot, parts of a
lunch-box in red and white is visible as well as a notebook. Looking at the white industrial robot,
it can be seen that parts of its gripper is also visible. The coordinate frame shown in the picture
represents the robot world frame, where the blue axis is the z-axis, the red axis is the x-axis and
the green is the y-axis. The origin of the frame shows the location of the robot used for this thesis.

The immediate difference of the filter and unfiltered 3D model in Figure 22 is that the points
of the unfiltered 3D model seem a bit more scattered. In both pictures it can be seen that the
registration of the room is successful, however looking closer at some parts of the models it can be
seen that the registration is not perfect. At a close up on the table, it can be clearly seen that some
parts of the table seem fragmented and some parts of the table seem to go through each other.
This is mostly due to the noise which makes the parts of the surfaces go through each other and
the registration that is not perfect. The filtering itself do not seem to have any particular affect
on the registration as the fragmentations on the tables seem to be roughly the same.
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Figure 22: A part of the room captured during a quick swipe of the robot. The above picture shows
the filtered model while the picture below shows the unfiltered model. The points of the unfiltered
model seem to be more scattered than the filtered model. The fragmentations on the table seem to
be roughly the same on both models.

A closeup of the table close to the white robot is shown in Figure 23. Also here the above picture
shows the filtered model while the picture beneath shows the unfiltered version. It can be seen that
both models are very noisy, however the filtered version seem more ordered and even. Looking at
the table again, the filtered model also seem less bumpy.
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Figure 23: A close up on the table in the 3D model of the room. Above picture shows the filtered
model and the picture below shows the unfiltered model. The table seem less bumpy on the filtered
model and the points are also ordered and more even than the unfiltered version.

In Figure 24, the white robot is shown in close up. The filtered model above shows that the
filtering makes the robot smoother, less fragmented and more solid compared to its unfiltered
version below.
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Figure 24: A close up is shown on the white industrial robot. Filtered model is shown in the picture
above and the unfiltered model is shown in the picture below. It can be seen that the filter makes
the robot surface smoother and more solid.

In Figure 25, the same room is shown from above. In the picture the fragmentation of the table
is visible. Looking far to the left, it can be seen that the 3D model is very noisy compared to rest
of the parts. This is due to that these parts are located far away from the sensor. Looking at the
fragmentations on the table, it can yet again be seen that there does not seem to be any visible
difference in the registration for the filtered 3D model above and unfiltered 3D model below.
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Figure 25: The room shown from above. Yet again no bigger differences can be seen on the fragmen-
tations on the table, which suggest that the filtering does not have big impact on the registration.

The FlexPendant is shown in Figure 26. The registration is successful both for the filtered
cloud above and unfiltered cloud below. A red cable coming out from the FlexPendant as well as
small black cables can be seen in the figure.
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Figure 26: The FlexPendant is showing with the red cable sticking out. Filtered version is presented
above and the unfiltered version below.

The table and the FlexPendant are shown from the side in Figure 27. Around this device,
different layers are visible, which shows that the registration does not perfectly align the point
clouds together. This is more visible in the filtered cloud, however looking closely at the unfiltered
version a similar misalignment can be seen. Looking closer at the table, the thin black cables
are not detectable, instead they are merged together with rest of the table. Also notice the wavy
nature of the table, it shows that the table in the models is not perfectly flat which is more visible
for the filtered model.
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Figure 27: Close up on the FlexPendant. Here the registering quality can be seen. Looking closely
at the FlexPendant, layers can be seen which shows that the registration is not perfect. Also note
the wavy nature of the table in the model, which is more apparent in the filtered version above.

In Figure 28, a close up on the FlexPendant is shown. In the middle of the pictures, it can be
seen that the red cable, that is approximately 1 cm thick, is detected by Kinect, but the shape of
the cable is badly preserved, both due to the noise and the misalignments of the registration. The
misalignments are particularly visible in the filtered model above.
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Figure 28: Close up on the red cable that is sticking out from the FlexPendant. It can be seen that
the cable is detectable, but the shape is badly preserved.

The device is shown again at a closeup in Figure 29. The difference of the filtered model above
and the unfiltered model below can clearly be seen here. The unfiltered version seem to be very
scattered and stripe like patterns exist over the model, which can be seen on the table and the
FlexPendant. The filtered version seem to be more solid without the stripes that are visible in the
unfiltered point cloud. Even in this figure the misalignments are visible close to the FlexPendant.
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Figure 29: Another close up on the FlexPendant. The effect of the filter can be seen here. The
filtered version above seem to be more solid than the unfiltered version below. Looking at the table
and the FlexPendant in the unfiltered model, stripe like pattern can be seen that are not present in
the filtered version.

A bowl laying up side down on a table can be seen in Figure 30. As in earlier figures, the
filtered version is shown above while the unfiltered model is shown below. This bowl is registered
using several point clouds taken by placing the robot at its sides and front. The registration is
successful in stitching these point clouds together and the effect of the filtering can clearly be seen.
The filtered model of the bowl in the picture is less bumpy and more smoother than the unfiltered
model.
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Figure 30: A model of a bowl lying up side down on a table. The filtered model above is more
smoother than the unfiltered model below.

Looking closer at both the filtered and unfiltered bowl in Figure 31, the same flaws can be seen
as in the previous figures of the room. Here a slight misalignment can be seen in both the filtered
and unfiltered bowl, especially on the parts of the table. The misalignment is not as clear looking
at the bowl itself. That some parts of the object and especially the table is not completely aligned
is due to both the registration method used as well as the imperfect data.
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Figure 31: A bowl up side down on a table. The filtered version of the bowl (picture above) is more
even and smooth compared to the unfiltered model below. Misalignments are visible on the table
and the bowl for both the filtered and unfiltered model.

The lunch box in Figure 32 and Figure 33 is shown in the same fashion as the bowl. In Figure
32 it can be seen that the registration is successful in stitching the point clouds together, but
looking closer at the lunch box in Figure 33, the same kind of misalignments exist as it does with
the models of the bowl. At the left top of the filtered model of the lunch box in Figure 33 it can
be seen that a set of extra points are sticking out which is not apparent in the unfiltered model.
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Figure 32: A lunch box up side down on a table, with the filtered version of the point cloud shown
in the picture above and the unfiltered version shown in the picture below. The filtered model is yet
again more smoother than the unfiltered model.
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Figure 33: Note the extra points on the left side of the filtered lunch box (picture above). These
are not as apparent in the unfiltered version. Even here misalignments can be seen on the lunch
box and the table.
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4.2 Measurement results

The results from the error measurements of the objects and the point-to-plane error of the planes
are presented in this section. The measured errors of the lunch box and the bowl are presented in
the Figure 34 and Figure 35 respectively. In the scatter plots of respective object, the blue marks
represents the errors measured out from the filtered model, while the red marks represents the
errors measured from the unfiltered model. As it can be seen in both Figure 34 and Figure 35 the
filtering has resulted in lowering the error in most cases for the filtered model of both the lunch
box and the bowl.

Figure 34: Scatter plot of errors measured out of the lunch box. The blue marks represents the
errors of the filtered model while the red marks represents the errors for the unfiltered model. The
error is shown in mm on the y-axis and the samples are given on the x-axis.

For the lunch box, 33 points have been measured. The maximum error encountered for the
filtered lunch box model is 14.8110 mm and the minimum error is 0.04448 mm, i.e. very close to
zero. Looking at the whole scatter plot the minimum value seem to be an exception and does not
seem to represent the model in whole. Instead the second minimum value of 1.1694 mm might be
more representative. The range between the maximum value and the second minimum value is
then 13.6416 mm and the mean error is at 4.5561 mm. The maximum error of the unfiltered lunch
box model is 14.6190 mm and the minimum value is at 2.1182 mm that gives a range of 12.5008
mm. The mean is 6.1313 mm. At some samples, the error for the filtered model is larger than
for the corresponding unfiltered model, which can be seen at sample 1, 7, 12, 19, 25 and at the
maximum error at sample 28.
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Figure 35: Scatter plot of errors measured out of the bowl. The blue marks represents the errors
of the filtered model while the red marks represents the errors for the unfiltered model. The error
is shown in mm on the y-axis and the samples are given on the x-axis.

For the bowl, the maximum error for the filtered model is 13.2537 mm, the minimum error is
3.4533 mm and the mean is 7.3484 mm. The range between the maximum value and the minimum
error is 9.8004 mm. For the unfiltered model the maximum error is 15.7571 mm and the minimum
error is 5.4310 mm. The mean is 8.7828 mm and the range is 10.3261 mm. As with the lunch
box, the error at some samples are higher for the filtered model than the unfiltered model. These
samples are 24, 25, 26 , 27, 28, 30 and 31. The errors for the bowl are in general higher than for
the lunch box. The max, min, mean and range values for both the lunch box and the bowl are
summarized in Table 2 and Table 3.
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Figure 36: The figure shows the plot of the differences between the errors of the filtered model and
unfiltered model of the lunch box. The black line represents the zero difference. The error difference
is shown in mm on the y-axis and the samples are given on the x-axis.

The difference between the errors of the filtered model and unfiltered model of the lunch box
and the bowl is plotted in 36 and 37 respectively. The difference is plotted in blue and the black
line shows the zero difference in the plot. The biggest reduction of the error is for the lunch box
about 7.0289 mm while the minimal change is at 0.1122 mm. Amongst the couple of points where
the filter resulted in increased error (represented by the plots under the black line), the maximum
increase of the error was at 1.3135 mm. The sames values for the bowl are 7.6980 mm for the
maximum error reduction and 0.1630 mm for the minimum reduction. The biggest value where
the filtered caused an increase of error is for the bowl at 2.9280 mm. Looking at both Figure 36
and Figure 37 its can be seen that correction is evenly scattered close to zero up to roughly 3.5
mm.
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Figure 37: The figure shows the plot of the differences between the errors of the filtered model and
unfiltered model of the bowl. The black line represents the zero difference. The error difference is
shown in mm on the y-axis and the samples are given on the x-axis.

Lunch box
Error (mm) Filtered Unfiltered
Max 14.8110 14.6190
Min 1.1694 2.1182
Mean 4.5561 6.1313
Range 13.6416 12.5008

Table 2: Summary of the max, min, mean and range values of the errors for both the filtered and
unfiltered lunch box models.

Bowl
Error (mm) Filtered Unfiltered
Max 13.2537 15.7571
Min 3.4533 5.4310
Mean 7.3484 8.7828
Range 9.8004 10.3261

Table 3: Summary of the max, min, mean and range values of the errors for both the filtered and
unfiltered bowl models.

A subsample of the point-to-plane errors of the table models are plotted in Figure 38 and Figure
39. A total of 4000 points have been sampled from the original error data for both the filtered and
unfiltered models. The blue marks represent the errors for the filtered model and the red mark are
for the errors of the unfiltered model.

The error data in the plots are divided into quartiles. The green lines are for the errors of the
filtered data and the black lines for dividing the errors of the unfiltered data. The dotted lines
represent the first and third quartile, where the dotted line at the top is the third quartile. The
filled line is the median.
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In Figure 38 the error plots for the registered table are shown. A thick band can be seen along
side the x-axis, between approximately 7.5 mm and 15 mm. Here the error plot of both the filtered
and unfiltered data are more dense than the rest of the plot. The first and third quartile for the
errors of the filtered data (represented by the blue marks) are at 7.8555 mm and 12.6790 mm,
which means that 50 % of the errors for the filtered data lie between these values. For the errors
of the unfiltered data, 50 % of the errors lie between first quartile at 7.3831 mm and the third
quartile at 12.4604 mm, i.e. approximately the same area as for the errors of the filtered data.
This means that 75% of the errors lie above approximately 7.4-7.9 mm for both the filtered and
unfiltered data. The median of the errors of the filtered data (the green line) is 10.8127 mm while
the median for the errors of the unfiltered data (the black line) is 10.3784.

The errors of the unfiltered and filtered data seem similarly distributed, however at few oc-
casions, the errors for the unfiltered data seem to reach both lower negative values and higher
positive values. The lowest value is −2.5998 mm for the filtered data and −3.4745 mm for the
unfiltered data. For the filtered data, the highest error value is at 18.8992 and 19.6054 mm for the
unfiltered data. For both the minimum and maximum values of the errors, slight differences can
be seen. The total absolute error is 3.9879 · 104 mm for the filtered data, while the total absolute
error for the unfiltered data is 3.9268 · 104 mm, which is lower with a difference of 611 mm, i.e
approximately 1.5% of the total absolute error of the filtered data.

Figure 38: Plots of point-to-plane error of two registered planes. The red marks are the errors for
the unfiltered model while the blue marks are the errors for the filtered model. The error is shown
in mm on the y-axis and the samples are given on the x-axis.

In Figure 39 the point-to-plane error plots of a single table point cloud are shown. Between
approximately 7 mm to 15 mm and between approximately −3.75 mm and 1.25 mm, the error
plot is more dense than rest of the plot. The first and third quartile for the filtered data is at
2.3177 mm and 11.2508 mm respectively. It is in these values where 50 % of the error values for
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the filtered data are, and yet again about 75 % of the errors are above the first quartile. For the
errors of the unfiltered data, the area enclosed by the first quartile at 3.1398 mm and the third
quartile 11.3251 mm is slightly smaller.

The errors of both the filtered and unfiltered data seem similarly distributed, but even here the
errors of the unfiltered data have a wider range, reaching lower negative values and higher positive
values than the errors of the filtered data. For the filtered data, the lowest value is −4.8726 and
the highest value is 17.4247 mm. The lowest value is −6.4948 mm for the unfiltered data and
maximum error for the filtered data is 19.0251 mm. The median (the green line) is 8.8276 mm for
the filtered data and 8.7390 mm (the black line) for the unfiltered data.

The total absolute error is 3.1635 · 104 mm and 3.1914 · 104 mm for the filtered data and the
unfiltered data respectively, with a difference of 279 mm (which is barely 1% of the total absolute
error of the unfiltered data). The max, min, median, quartile and range values of the plots in
Figure 38 and 39 are summarized in Table 4 and Table 5.

Figure 39: Plots of point-to-plane error of a single plane of a table. The red marks are the errors
for the unfiltered model while the blue marks are the errors for the filtered model. The error is
shown in mm on the y-axis and the samples are given on the x-axis.
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Registered planes
Error (mm) Filtered Unfiltered
Highest value 18.8992 19.6054
Lowest value -2.5998 -3.4745
1st quartile 7.8555 7.3831
Median 10.8127 10.3784
3rd quartile 12.6790 12.4604
Range 21.4990 23.0799
Total absolute error 3.9879 · 104 3.9268 · 104

Table 4: Summary of the max, min, mean, quartile and range values of the errors for both filtered
and unfiltered registered planes of a table.

Single plane
Error (mm) Filtered Unfiltered
Highest value 17.4247 19.0251
Lowest value -4.8726 -6.4948
1st quartile 2.3177 3.1398
Median 8.8276 8.7390
3rd quartile 11.2508 11.3251
Range 22.1967 25.0775
Total absolute error 3.1635 · 104 3.1914 · 104

Table 5: Summary of the max, min, mean, quartile and range values of the errors for both the
filtered and unfiltered single plane of a table.
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5 Conclusion

This thesis investigates whether the Kinect sensor is suitable for building a 3D model of the
industrial robot’s surrounding, which can be used for industrial robot programming and integration.
The thesis was divided into three parts. The first part addressed the problem of registering a series
of point clouds to a complete map. The registration was done with an initial coarse registration
using the robot and a fine registration using the ICP algorithm. The initial registration for each
point cloud was obtained from the robot after doing a hand-eye calibration and the ICP were
applied on a set of keypoints extracted from a pair of overlapped point clouds that were to be
registered.

Keypoints were used due to their properties which make them recognizable and repeatable from
different point-of-view. Due to these properties the keypoints could be extracted from roughly the
same positions on the common parts of two overlapping point clouds, which would increase the
chance for ICP to find correct correspondence matches. Using the keypoints would also reduce the
point clouds by selecting only a subset of the points, and make the ICP process less computationally
complex. For the task of extracting the keypoints, the SIFT3D algorithm was used.

The second issue was the correction of the noisy depth data of Kinect. As the Kinect depth
data is very erroneous, a method to correct the depth data was needed. For this task the FBF was
applied on each point cloud obtained from the Kinect sensor. The FBF gave similar results as the
bilateral filter but in shorter time. The MLS algorithm was also considered because of its abilities
to enhance the underlying surfaces and shapes that the point cloud is trying to imply. The FBF
was chosen over the MLS as the FBF seemed to give a more even and solid point cloud.

The third part of the thesis concerned the evaluation of the 3D models acquired from the
registration. The evaluation was done by both visually examining the results and by a comparison
to a ground-truth data which was gathered using the industrial robot itself. This was done with
help of a simple tool. The tip of the tool was carefully placed at the surfaces of the objects
in the surroundings, and the coordinates of the tip relative to the robot base were recorded as
ground-truth data.

Visually the results were satisfactory. Scanning a room with the Kinect and registering the
point clouds to a complete map was not a problem, however at close up on parts of the constructed
model showed that it was not perfect as several small misalignments could be seen. The filtering
resulted in making the surfaces seem more solid and even but did not seem to have any effects on
the registration. This could be seen on the fragmentations on the table, which looked almost the
same on the unfiltered and filtered model. This could be due to the ability of the SIFT3D keypoint
detector to find keypoints, which resulted in that similar keypoints were found on both the filtered
and unfiltered model.

Thicker cables could be detected by Kinect, which could be seen at the red cable of the Flex-
Pendant, which has a diameter of roughly 1 cm. It could also be seen that the cables shape was not
well preserved, and that several smaller misalignments were present at a closer look up. Thinner
cables with diameters less than a few millimeters were not detected, instead they merged together
with the table. Looking at the object models, it could be seen that their shapes were well preserved.
The filtering enhanced the shape, but some extra points sticking out of the object were present.
This is not as prominent in the unfiltered version, however that does not necessarily mean that
the unfiltered version does not have these out sticking points. They are probably more visible at
the filtered model as the points have been more ordered and are not as scattered compared to the
unfiltered model.

Overall the registration result are satisfying. By only examining the results visually, it could
be suggested that the Kinect indeed could be used for industrial robot integration. The different
point clouds are aligned good, with a small degree of visible misalignments. The objects shape are
well preserved. Thinner objects such as cables at approximately 1 cm in diameter are detectable.

The measurements of the objects will differ depending on which point-of-view the parts of the
object has been captured, as the point clouds would look different. The errors measured from the
real surfaces of the objects however still gives a good indication of what the registration is capable
of as locations all over the objects have been considered. The scatter plots of the errors of the
lunch box model as well as for the bowl model showed that the filter has an positive effect on the
overall result. It reduced the error for most of the points. The maximum reduction could be up to

62



Mälardalen University Master Thesis

7.7 mm but a correction close from zero and close to approximately 3.5 mm was more common.
The point-to-plane error scatter plots of the registered plane and the single plane obtained from

scanning a table, showed that the errors for the filtered and unfiltered models were similar in the
spread. The range, i.e. the difference between the maximum and minimum values, was slightly
lower for the filtered versions of both the registered plane and the single plane, and these variations
showed that the filter had an positive effect on the results, even if just a little.

Examining the plots of the point-to-plane error, it can also be seen that 75 % of the errors lie
above the first quartile, which lies approximately at 7.8555 mm for the errors of the filtered data.
In other words, error values close to and in the cm scale are common, which can also be concluded
examining the error measurements of the objects.

In the end it can be concluded that the Kinect can be used for constructing a 3D model of
the surroundings of an industrial robot, which can be used for integration and programming of
the robot. The models acquired would however be of use at applications where encounters at a
mm precision is not needed. It is seen in the results that errors at levels between 1 cm - 2 cm
is not uncommon and that errors of just a few mm also exists in larger amounts. The error can
therefore vary from a mm to cm scale, and that have to be kept in mind by the integrator when
using the models. The integrator should also know that the error can be on the negative scale,
which indicates that a point of the point cloud lies beneath the surface of the real object. The
results of the planes showed that the negative error is not uncommon and that they could go down
close to -0.5 cm. The models obtained would work very well when a rougher representation of the
robot’s surroundings are needed.

5.1 Future work

Even if the FBF decreased the error in the point cloud to an extent and gave smoother 3D
models, the resulting models obtained were still very noisy. If not for the lack of time, an own
implementation based on the work of presented by Pagliari et.al [34] would have been a good
alternative to correct the data.

In this work, the authors make use of reference frames to correct the data. By fitting a plane
to averaged point clouds of a flat surface, obtained at different locations, the authors built up a
reference frame using the residuals to correct the depth data of Kinect.

This method requires time both for constructing the data base as well as correcting each point
cloud obtained during the registration process, however if enough reference frames are obtained at
different positions with sufficient increments, a good data base for correcting the depth data can
be obtained. Using an industrial robot, the sensor could be placed parallel to a flat surface and
the frames could be acquired at small and exact steps when moving the robot. With this, dense
data could be obtained for the correction of the depth data.

In the end, it is the authors belief the method presented above would be a better alternative
than using any version of the bilateral filter, or the L1-spline, as a good data base of reference data
can be built with enough time. Using that reference data would hopefully result in a correction
of the data that also have a positive impact on the registration. The data will not be as noisy
and the matches done by the ICP would be more correct as the points in the point clouds would
be more representative of the original objects and surfaces. The ICP already does good work on
fine alignment and the initial alignment from the industrial robot is robust, so further work on the
depth correction is of interest as it will have a direct effect on the 3D model stitching.
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