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Abstract

In this thesis we proposed and tested a new method for creating synthetic
workloads. Our method takes the dynamic behaviour into consideration,
whereas previous studies only consider the static behaviour. This was done
by recording performance monitor counters (PMC) events from a reference
application. These events were then used to calculate the hardware load
characteristics, in our case cache miss ratios, that were stored for each
sample and used as input to a load regulator. A signalling application was
then used together with a load regulator and a cache miss generator to tune
the hardware characteristics until they were similar to those of the reference
application. For each sample, the final parameters from the load regulator
were stored in order to be able to simulate it. By simulating all samples
with the same sampling period with which they were recorded, the dynamic
behaviour of the reference application could be simulated. Measurements
show that this was successful for L1 D$ miss ratio, but not for L1 I$ miss
ratio and only to a small extent for L2 D$ miss ratio. By using case-based
reasoning, we were able to reduce the time required to create the synthetic
workload.
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Chapter 1

Thesis introduction

1.1 Introduction

Performance evaluation is of high interest for computer system users, ad-
ministrators and designers since the goal is to obtain or provide the highest
performance at the lowest cost [1]. Performance evaluation needs to be made
at every stage in the life cycle of a computer system. That is, it is not only
bound to the development of the system but also the maintenance, upgrade
and execution phase; it helps determine how well the system performs in
certain circumstances and whether any improvements to the system needs
to be made or not.

Evaluating the performance can be problematic without a complete system,
which means that difficulties can arise when verifying performance require-
ments for large complex systems early in the development phase. Industrial
practice is to measure performance late in the development cycle [2, 3], in
the system verification phase, which is relatively close to the customer de-
livery. Improving performance at this stage is expensive and can be time
consuming; time to market is crucial because being late reduces the avail-
able market shares [4]. Acquiring early system characteristic can reduce the
development time since it provides an indication on whether the design of
the system is in line with the performance requirements or not; the overall
performance must not be worse than before. One way to do this is to create
a model which mimics the hardware load characteristics of the production
system. By applying this model to a prototype of the system in develop-
ment it is possible to detect performance related problems, which otherwise
would have surfaced late in the development cycle.
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Current research has focused on solving this problem by using static models.
One such method is described in previous work by Jägemar et al. [3, 5, 6].
The problem with static models is that they do not take into consideration
how the characteristics of the system changes over time. An improvement,
which is the aim of this thesis, would be to automatically create a dynamic
model that mimics the production systems as closely as possible. The dif-
ficulty lies in creating such a model in a reasonable time while still being
accurate.

The problem was divided into the following subtasks:

1. Investigate the current state of the art related to modelling real-world
systems using model systems, especially from a dynamic perspective.

2. Define a method to implement a dynamic load generator given the
runtime dynamics from a real-world node.

3. Implement a program that mimics the runtime dynamics of a real-
world system.

4. Optimize the solution such that the synthesis quality is acceptable
while keeping the synthesis time as low as possible

We did not consider using different types of monitors. Neither did we verify
the method on different hardware architectures or operating systems.

This thesis starts with an introduction to the problem, research method-
ology and contributions in Chapter 1. Chapter 2 consists of background
information for hardware architecture, which includes processors, caches
and instruction sets etc. The background continues in Chapter 3, where we
discuss general techniques used in performance evaluation as well as per-
formance monitoring. The chapter ends with a section on how to measure
accuracy, that is, how well the synthetic workload mimics the real work-
load. Chapter 4 contains the method, experimental setup, implementation,
results and our analysis of the results. The related and future work can be
found in Chapter 5. The conclusions can be found in Chapter 6. Finally,
the source code for the suggested method can be seen in Appendix A.

1.2 Research methodology

In this thesis we have roughly followed the research methodology suggested
by Runeson and Höst [7] and in our particular case we found that action
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research (AR), which is closely related to case study, seems to fit our re-
search problem. In AR we start of with an initial idea, identify the problem,
plan how to solve it and act accordingly. We then analyse and reflect on
how successful the solution was and if not satisfactory we try again, that
is, we “learn by doing” and always try to improve the solution until we
are satisfied. We start by proposing a possible solution to our problem,
the hypothesis, and from this we form research questions, which we answer
throughout the thesis, that covers what we need to know to be able to act
accordingly.

1.2.1 Hypothesis

In this thesis we evaluate and try to improve a method that indicates perfor-
mance related problems early in the development cycle by using hardware
characteristics. We have the following hypothesis:�

�

�

�
Synthetic models used to detect performance related problems can be
made more accurate by taking the dynamic behaviour of hardware load
characteristics into account, compared to static models.

1.2.2 Research questions

In this section we present the research questions derived from the hypothesis.

Research question 1: What is hardware load characteristics and
how do we measure it?

Research question 2: What is synthetic load characteristics?

Research question 3: Does additional metrics (hardware char-
acteristics) significantly improve the accuracy of the dynamic
synthetic model?
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Research question 4: How can we improve the current method
for synthesising load characteristics?

Since our work is an extension of previous work by Jägemar [3, 5, 6], we
need to define the meaning of improve. In our case we focused on two
aspects:

1. Reduce the convergence time for the load regulator
2. Improve the accuracy of the synthesised model

To make it easier for us to answer these questions, we categorize each ques-
tion depending on its purpose and associate it with an appropriate research
method. Runeson and Höst [7] presents four types of purposes for research
which is based on Robson’s classification [8]:

Exploratory, explores what is happening.

Descriptive, aims to describe a phenomenon.

Explanatory, tries to find an explanation of a situation or a problem.

Improving, tries to improve a certain aspect of an existing problem.

According to Runeson and Höst [7], the case study methodology, an empir-
ical method used for “investigating contemporary phenomena in their con-
text”, is well suited for software engineering research. Other methodologies
that are of interest for our research are:

Literature Review, which is a method used when searching and
compiling information about current knowledge on a certain topic. It
does not introduce new results or findings, instead it is dependent on
previous research.

Experiment, which is a test under controlled conditions which aims
to show the effects of manipulating one variable on another.

Action Research, which is similar to experiments with the difference
that we aim to improve the outcome until we are satisfied.

With this knowledge in mind, we composed Table 1.1 where we classify each
research question and associate it with a research method.
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Research Type of Research

Question Question Method

RQ1 Descriptive Literature Review

RQ2 Descriptive Literature Review

RQ3 Explanatory Experiment

RQ4 Improving Action Research

Table 1.1: Type of research questions and mapping to research methods.

1.3 Contributions

In this thesis we synthesised hardware load characteristics and used it to
simulate the dynamic behaviour of a reference model. We showed that it is
possible to generate a synthetic workload, divided into workload slices, that
closely follows the dynamic behaviour of a reference model by monitoring
PMC events in a feedback loop.

The regulation of hardware characteristics was done by using a PID con-
troller together with a load generator. The feedback for the PID controller
was provided by a monitor which periodically measured the hardware load
characteristics. We showed that it is possible, at least in some cases, to
greatly reduce the time required to create these synthetic workload slices
by reusing previously regulated samples. This was done by using a sim-
ple case-based reasoning (CBR) algorithm with single nearest neighbour
selection and Euclidean distance as similarity function.

Previous attempts to synthesise hardware load characteristics have been
done by using different methods and hardware architectures. For example,
Jägemar [3, 5, 6] synthesised the static hardware characteristics on a Pow-
erPC architecture running the Enea OSE operating system. In “Workload
synthesis: Generating benchmark workloads from statistical execution pro-
file”, Kim et. al [9] synthesised the dynamic hardware characteristics on
two different ARM architectures (Cortex-A8 and A9) running two versions
of the Android operating system. We synthesised the dynamic hardware
load characteristics on an AMD x86 64 architecture running Ubuntu Linux.
The features of these architectures differ a lot when it comes to optimization
techniques use by the processors. We provided a general insight on what
to consider when synthesising hardware load characteristics on an advanced
processor.

Previous research has mainly focused on synthesising the static hardware
load characteristics. A recent study [9] is to our knowledge the only other
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study that considers the dynamic behaviour when synthesising hardware
load characteristics. Their architecture had limitations for simultaneously
managing PMC events, which meant that they were unable to monitor
multiple cores (and threads) at the same time. Our contribution to this
research area therefore consists of per-core monitoring of PMC events, which
they left as future work.
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Chapter 2

Hardware architecture

2.1 Processor hardware

A processor is the physical chip that is connected to the motherboard via
a socket and contains one of more central processing units (CPU) imple-
mented as cores or hardware threads [10]. The CPU is an electronic circuit
which is responsible of carrying out the instructions of a computer pro-
gram. Basic arithmetic, logical, control and input/output (I/O) operations
are used by the CPU to handle the instructions of the program. The design
and size of a processor has changed over the course of its existence but its
purpose is essentially the same. The basic components of a CPU includes:

Arithmetic Logic Unit (ALU), responsible for performing arith-
metic and logical operations on integers.

Registers, consisting of a small amount of storage for memory ad-
dresses and data. A CPU can have many registers of different sizes
used for different purposes.

Control unit, which manages the execution by fetching and decod-
ing instructions in the registers, as well as storing the results of the
performed operations.

These are the three internal components that exists in a CPU and are in-
terconnected through the internal CPU bus. The hardware of the processor
includes the CPU and its subsystems, where the subsystems are external
components, see Figure 2.1 on page 12 for an example of a multicore proces-
sor. External components that may be present in a CPU are for example:
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Cache memory, can be present as internal (referred to as on-chip,
on-die, embedded or integrated) or external components of the proces-
sor. Caches are used to improve the performance of memory I/O by
using faster memory types located close to the CPU in different levels
and sizes. The number of levels and sizes have changed over time and
modern processors (including embedded processors) have at least two
cache levels:

– Level 1 instruction cache (L1 I$)

– Level 1 data cache (L1 D$)

– Level 2 cache (L2 E$)

– Level 3 cache (optional)

– Last level cache (LLC)

Some of the cache levels might be shared between cores in a multicore
processor architecture.

Memory management unit (MMU), is responsible for translating
virtual to physical memory addresses. The L1 cache is typically refer-
enced by virtual memory addresses while L2 and onwards (including
the main memory of the computer) is referenced by physical memory
addresses. The translation is performed per page, which means that
the offset within a page is mapped directly.

Translation lookaside buffer (TLB), is a type of hardware cache
used by the MMU as the first level of address translation. The purpose
of the TLB is to make the translation faster by storing recently used
translations. If a virtual-to-physical reference is present in the TLB,
referred to as TLB hit, it means that its location is known. If it is not
present, referred to as TLB miss, its location needs to be found in the
page table.

Clock, sets the pace at which the processor operates.

Floating Point Unit (FPU), a special arithmetic and logical unit
designed for floating point numbers.

Temperature sensor, thermal monitoring of the CPU. Used as a
safety measure to ensure that the system does not overheat. Some
processors also use it to dynamically overclock individual cores, keep-
ing the temperature within specified limits, which improves the per-
formance of the CPU (e.g. Intel Turbo Boost).

Interconnection between the internal and external components are done
through the system bus. An example of how the MMU, TLB, and caches
interacts can be seen in Figure 2.2.
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Figure 2.1: An example of a multicore processor with shared L3 cache,
MMU and FPU.

Figure 2.2: An example of how the MMU, TLB and caches interact.
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2.2 Instruction execution

As mentioned earlier, the CPU is responsible for executing the instructions
provided by the computer application. The instruction set, or instruction
set architecture (ISA), is the set of instructions (operation codes) that the
CPU understands and can execute [11]. There are different instruction set
architectures, for example:

CISC (Complex Instruction Set Computer), is an ISA where single
instructions can perform complex operations. That is, the focus is
to reduce the number of assembly language instructions needed to
perform a specific task. For example, in the x86 instruction set there
is an instruction (PUSHA) which pushes all general purpose registers
onto the stack in one instruction, as opposed to pushing each register
individually. The x86 family, based on the Intel 8086 instruction set,
is one example of a CISC architecture.

RISC (Reduced Instruction Set Computer), as opposed to CISC, only
uses simple instructions that can be executed within one CPU clock
cycle. This means that we need more instructions to perform a specific
operation compared to a CISC instruction, but since every instruction
only takes one cycle to execute we can take advantage of pipelining to
increase efficiency. ARM (Advanced RISC Machines) is a commonly
used instruction set for embedded devices.

VLIW (Very Long Instruction Word), was designed to take advan-
tage of instruction level parallelism (ILP) by allowing programs to
specify instructions to be executed at the same time. This is done
by combining multiple independent instructions into one and having
multiple pipelines executing in parallel. TeraScale, is a VLIW ISA
used in GPUs.

The architecture is hardware-dependent and is determined by the processor
manufacturer, often implemented in microcode and stored in a special read-
only memory (ROM) or programmable logic array (PLA).

One instruction is represented (in machine code) as a series of bits that
together tells the CPU what operation (opcode) it is and the registers that
are involved, but it might include other properties such as constants or
addresses to main memory. The instruction format depends on which in-
struction set is used, and sometimes also the instruction type. For example,
in the instruction set MIPS (Microprocessor without Interlocked Pipeline
Stages) there are three different formats: R-format, I-format and J-format.
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The execution of an instruction involves the following steps:

1. Instruction fetch (IF)

2. Instruction decode (ID)

3. Execute (EX)

4. Memory access (MEM)

5. Register write-back (WB)

The last two steps are optional, depending on the instruction type, since
many instructions operates only on registers and does not require the mem-
ory step. Each of these steps takes atleast one CPU clock cycle to be
executed. The memory access is often the step that is the slowest, it may
take hundreds of clock cycles to read or write to the main memory (DRAM)
and during this time the execution of the other steps are stalled. This is
called stall cycles and is the reason why CPU caches are important since
they can reduce the number of cycles needed to access the data.

2.3 Caches

In this section we go into more detail of how the caches work as a basis for
later sections.

As previously mentioned, caches are used for improving the I/O perfor-
mance. The first level cache is typically the smallest and fastest. This
means that we form a memory hierarchy between the cache levels, main
memory and the storage device as seen in Figure 2.3 on page 16.

The available caches and the cache hierarchy are different for each proces-
sor and depends on its type and model as well as the manufacturer. An
illustration of how Intel’s processors have changed over the course of time
can be seen in Table 2.1 on the following page [10, 12, 13]. We can see
that Intel 486 DX (1989) had a L1 cache which was shared for data and
instructions. The Intel Pentium (1993) had designated L1 caches for data
and instructions, while Pentium Pro (1995) had a L2 cache. The Intel Xeon
MP 1.4 (2002) had a L3 cache. The conclusion we can draw from this is
that the caches have changed in terms of size and number of levels. We
can also see that the design decisions of using unified or exclusive caches for
data and instructions varies, but also that more recent processors may share
caches between multiple cores. Another trend is to place the caches on-chip
as an internal component of the CPU, instead of as an external component
as depicted in Figure 2.1 on page 12, to reduce the access latency [10].
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Processor Date Clock L1 L2 L3

(# cores) Speed

8086 (1) 1978 8 MHz - - -

286 (1) 1982 12,5 MHz - - -

386 DX (1) 1985 20 MHz - - -

486 DX (1) 1989 25 MHz 8 KB - -

Pentium (1) 1993 60 MHz 8 KB I$ - -

8 KB D$

Pentium Pro 1995 200 MHz 8 KB I$ 256 KB -

(1) 8 KB D$

Pentium II 1997 266 MHz 16 KB I$ 256 KB -

(1) 16 KB D$

Pentium III 1999 500 MHz 16 KB I$ 512 KB -

(1) 16 KB D$

Xeon MP 1.4 2002 1,4 GHz 12 K µops‡ 256 KB 512 KB

(1†) 8 KB D$

Xeon MP 3.33 2005 3,33 GHz 12 K µops‡ 1 MB 8 MB

(1†) 16 KB D$

Xeon 7460 (6) 2008 2,67 GHz 6×32 KB I$ 3×3 MB 16 MB

6×32 KB D$

Xeon 7560 2010 2,26 GHz 8×32 KB I$ 8×256 KB 24 MB

(8†) 8×32 KB D$

Xeon E7-8870 2011 2,4 GHz 10×32 KB I$ 10×256 KB 30 MB

(10†) 10×32 KB D$

Xeon E7-4850 2015 2,2 GHz 14×32 KB I$ 14×256 KB 35 MB

v3 (14†) 14×32 KB D$

Table 2.1: Examples of Intel processors, which shows how the caches has
changed over time. †These processors use Hyper-Threading technology, that is, two threads
can execute in parallel on one core. ‡This is a so called execution trace cache which stores decoded
micro-operations, which removes decode latency [12].
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Figure 2.3: The memory hierarchy showing the relationship between size,
access time and price.

2.3.1 Latency

An important concept to understand when talking about caches is latency
because of the hierarchical memory structure. The purpose of the caches
is to store data that has been recently used since it is very likely that this
data will be used again in the near future. If an instruction requests data
that is not present in the cache, it needs to be retrieved from higher levels
in the memory hierarchy. The access time for the level 1 cache is typically
a few CPU cycles. Access to the level 2 cache takes around a dozen CPU
cycles, while accessing the main memory takes hundreds of CPU cycles. On
top of this, the address translation by the MMU also adds some latency. If
we take into consideration that the CPU executes millions of instructions
per second, where a large part of these instructions will be load and store
instructions, we realise that we will spend a lot of time transferring data up
and down the memory hierarchy. In Table 2.2 we can see some examples
of latencies when accessing different levels in the memory hierarchy from
the CPU, as well as a scale that is easier to understand. We can see that
it is expensive to access the main memory and beyond, which means that
reducing the number of accesses to these levels may significantly improve
the performance.

2.3.2 Cache line

Memory accesses in applications follow certain principles that can be used
to optimize the performance of caches [11]. One of these principles is the
principle of locality, which includes temporal and spatial locality. Temporal
locality means that a location is likely to be referenced again soon if it was
recently referenced. Spatial locality means that a memory location that is
close to a recently referenced memory location is likely to be referenced soon.
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Event Latency Scaled

1 CPU Cycle 0,3 ns 1 s

Level 1 cache access 0,9 ns 3 s

Level 2 cache access 2,8 ns 9 s

Level 3 cache access 12,9 ns 43 s

Main memory access (DRAM) 120 ns 6 min

Solid-state disk I/O (flash memory) 50-150 µs 2-6 days

Rotational disk I/O 1-10 ms 1-12 months

Table 2.2: Example of latencies when accessing different levels in the mem-
ory hierarchy.

By loading memory into the caches in blocks, also called lines, the number
of memory accesses to higher levels will be reduced because of the spatial
locality. If we look at the Intel Sandy Bridge architecture as an example,
the memory is loaded in blocks of 64 bytes. If an application loops through
an array of 16 integers, each 32 bits, it will be enough with one or two loads
from memory depending on how the data is aligned. Increasing the cache
line size usually decreases miss rates, but if the cache lines become too big
compared to the total size of the cache, the miss rates may increase.

2.3.3 Associativity

The simplest type of cache is the direct-mapped, meaning that each memory
block has a specific location in the cache [11]. This location is given by
calculating x mod y where x is the block number of the memory and y is
the number of blocks in the cache. For a cache with a number of entries
that is a power of 2, this operation is performed by looking at the lowest
bits of the address. If we have a cache with 2n entries, we look at the lowest
n bits to determine the position. The benefits of a direct-mapped cache is
that looking up whether a block is in the cache or not will be very fast,
since only one location needs to be examined.

We can see that it might be a problem if two frequently used addresses
map to the same location in the cache. They would constantly replace each
other, leading to a reduction in performance. This is where set-associative
caches come in, which divides the caches into sets, where each set contains a
number of blocks. A n-way set-associative cache has sets which each contain
n blocks. The set in which to put a memory block is calculated by x mod y,
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where x is the block number of the memory and y is the number of sets
in the cache. Compared to a direct-mapped cache, the time to determine
whether a block is in the cache or not will be greater since a whole set needs
to be examined instead of a single location.

2.3.4 Replacement policy

To take advantage of the temporal locality in applications, it is desirable
to keep recently used data in the cache [11]. This can be done by using
appropriate policies when replacing data in the cache. One such policy is
Least Recently Used (LRU), which replaces the least recently used data.
If the cache has large associativity, it may be too inefficient to find the
least recently used item, and instead one of the least recently used items is
replaced. This replacement policy is called Pseudo-LRU. There are many
other replacement policies that can be used depending on various factors.
For example, if an application repeatedly loops through an array, it is more
efficient to use the Most Recently Used (MRU) policy [14].

2.3.5 Cache coherency

In most multi-core processors, each core has its own exclusive cache memory.
Usually, the L1 cache is exclusive for each core, with higher levels shared
between the cores. This introduces the problem of cache coherence; the
exclusive caches may hold different values for the same memory location.
For an example of incoherence, assume that we have two cores A and B,
which both read the value of some location in the memory. If core A then
modifies this value and writes it back to the memory, core B will still have
the old data in its cache. There are numerous ways to handle this problem,
using cache coherency protocols.

One example of a cache coherency protocol is MESI [15], where each cache
line has three different states: modified, exclusive, shared or invalid. These
states are defined as:

Modified: The cache block has been modified, and is inconsistent
with the main memory.

Exclusive: The cache block is only held in one cache, and is consis-
tent with the main memory.
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Shared: Other caches may hold the same cache block. It is consistent
with the main memory.

Invalid: The cache block is not consistent with main memory.

When a cache miss occurs from a read operation, a broadcast is made to
see if any other cache holds the same block. In that case, the other cache
puts the data on the bus and the state for all caches holding the block is
set to shared. If no other cache holds the data, it is fetched from main
memory and the state is set to exclusive. During a cache write operation,
the same procedure is followed, except an invalidate signal is also sent in
order to change the state in the other caches to invalid for the cache block.
The state of the cache block in the requesting cache is changed to modified.
This ensures that the block is not modified in multiple caches at the same
time.
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Chapter 3

Performance evaluation and
measurements

3.1 Performance evaluation

There exists numerous types of computer applications and it is therefore
not possible to have a standard for performance measurement, a standard
measurement environment (tool/application) or standard techniques for all
cases. This means that the first step when conducting a performance eval-
uation is to select an appropriate measure of performance, a measurement
environment and techniques.

To correctly conduct performance measurements you will need at least two
tools - a tool to generate load on the system (load generator) and a tool to
measure the results (monitor) [1]. There are of course several different types
of load generators and monitors depending on the system specification and
the type of application. For example when conducting performance mea-
surements of a network’s response time, ping can be used as load generator
and Wireshark can be used as a monitor to detect the ICMP request/re-
sponse (the protocol used by ping) between two nodes in the network.

When conducting a performance evaluation we need to select the metrics
that it will be based on. The selection of metrics depends on what the
application or system does, as well as which aspect of the system we are
interested in evaluating. Generally, metrics are said to be related to speed,
accuracy and availability. For example when conducting performance evalu-
ations of a network, throughput, bandwidth and delay can be used for speed
measurements; error rate for accuracy; and packet loss for availability of
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packets sent. When evaluating the performance of a processor or operating
system service, the execution time (measured with cycles per instruction,
CPI), cache miss rate, number of correct branch predictions in respect to
the number of fall-through branches etc. can be used as metrics.

Based on the selected metrics we then specify a workload. The load gen-
erator will use this workload to generate load on the system, allowing the
monitor to capture the performance of the workload. A workload used in
performance studies is denoted test workload, which can either be real or
synthetic. A real workload is one captured or observed from a real system
performing normal operations. For example, a workload from a customer’s
system that is to be used in a performance evaluation of the next gener-
ation of equipment. However, a real workload consists of real-world data
files, which may contain sensitive data and can be quite large. Instead, a
synthetic workload can be used, whose characteristics are similar to those of
a real workload but does not contain sensitive data. For example requesting
a file, that is constantly changing size in a manner similar to real workload,
from a real-time database such that a performance evaluation can be done
on some feature of the database. There are different types of test workloads
which are used to compare computer system performance. These include,
but are not limited to, addition instruction, instruction mixes, kernel pro-
grams, synthetic programs and application benchmarks [16, 17]. In short,
they can be used to synthesise the test workload such that a performance
evaluation of the system can be made.

3.1.1 Performance evaluation techniques

There are three different performance evaluation techniques: Analytical
modelling, simulation and measurements [1, 10, 18, 19, 20]. According to
Jain [1], each technique has different criteria for when it is appropriate to
use, which can be seen in Table 3.1. Simulation and analytical models can
be used at any stage in the life cycle of the system, while measurements
can only be done on an existing system. It will still take time to con-
duct the performance evaluation even if the model already exists, which
needs to be considered when selecting a technique. The tools that are re-
quired differ for each technique. For example, when creating an analytical
model we require an analyst and a programmer when developing a simula-
tor. The accuracy of the evaluation is something that many would agree to
be important. Analytical modelling often requires many simplifications and
assumptions which reduces the accuracy of the results. The accuracy of the
measurements varies because the characteristics (system configuration, type
of workload, time of measurement etc.) of the system may be unique to the
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experiment. The purpose of a performance study is to compare different
alternatives and finding the optimal solution to improve the systems per-
formance. This, however, means that we need to alter the configuration of
the system which might result in a trade-off between parameters. For exam-
ple, increasing the associativity of the cache may improve the cache hit rate
but at the same time increase access time and power requirements. Two
or more techniques can be used simultaneously for more accurate results.
For example, one could use both simulation and analytical modelling for
validation and verification. In the end, the selection of a technique depends
on the available time and resources as well as the desired level of accuracy.

Criterion Analytical Simulation Measurement

Stage Any Any Post-prototype

Time required Small Medium Varies

Tools Analyst Programming Instrumentation

Accuracy Low Moderate Varies

Trade-off evaluation Easy Moderate Difficult

Table 3.1: Criteria that needs to be consider when selecting performance
evaluation techniques.

Analytical modelling is done by using mathematics to describe the sys-
tem and its functionalities such that a system performance analysis can
be done. Analytical models rely on probabilistic methods, queuing theory,
Markov models and Petri nets [18]. A common technique used to create
analytical models is queuing theory [1]. By estimating characteristics of the
resource utilizations, the queue lengths and the queuing delays, the model
can be used to predict the performance of the system [19]. When analysing
large systems, the hierarchical modelling technique can be used. Accord-
ing to Lucas [20], the development and revision of analytical models are
difficult and time consuming. There are also some limitations to queuing
theory, such as including random effects from multiprogramming and mul-
tiprocessing. For example, memory modelling is difficult because resources
are shared among several jobs and the number of jobs are often limited to
the available memory. This means that some system behaviours are not
easily modelled and requires simplification. This results in lower accuracy,
compared to the other two techniques, and is one of the reasons it is rarely
used today except in specific cases where the lower accuracy is sufficient
[18]. One such case is scalability analysis [10].
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Simulation is very versatile, flexible and potentially the most powerful
evaluation technique [19, 20]. With simulators we can model existing or fu-
ture systems. They are typically written in a high level computer language,
such as C or Java. Simulation can be further classified into trace driven
simulation, execution driven simulation, complete system simulation, event
driven simulation and software profiling [18]. As opposed to analytical
modelling, simulation does not have any limitations to what features we
can model. With simulators we can study the transient, or dynamic, be-
haviour of the system whereas with analytical models we typically study
the steady state behaviour [19].

Trace driven simulations consists of simulating a trace of information rep-
resenting the instruction sequence that would have been executed on the
target system. That is, we do not necessarily need the actual instructions
but a trace of events. However, these traces can be quite large. As an
example, we could simulate the schedulability of a specific task set using
different scheduling algorithms. Execution driven simulation is similar to
trace driven simulation, with the difference that we either provide an ac-
tual program executable or an instruction trace as input which we need to
execute. This means that the size of the input is proportional to the static
instruction count, while the input for trace driven simulation is propor-
tional to the dynamic instruction count, that is, the input is often orders of
magnitude smaller for execution driven simulation. Trace driven simulation
generates a trace of only completed or retired instructions, which mean that
it does not contain instructions from branch mispredictions. With execution
driven simulation we can accurately simulate branch mispredictions since
we execute the instructions.

For many workloads it is important to consider the I/O and operating sys-
tem activities, hence a complete system simulation might be required since
many trace and execution driven simulators only include the processor and
memory subsystems. Complete system simulators can model hardware com-
ponents with enough detail that they can boot and run a complete operating
system. In some cases we might be more interested in simulating some given
events rather than simulating the full system. In this case we can use event
driven simulation (or discrete event simulation) to model events occurring
at specific points in time. These events can then generate new events that
propagate downstream. One usage is simulation of packet transmission in
a network.
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Program profilers utilize simulation and measurement tools to generate
traces and statistics from an executable input, that is, they can be thought
of as software monitoring on a simulator. The profiler can use any type
of simulation and is for example used to find optimization opportunities,
memory leaks, bottlenecks and computational complexity of a program.

Measurements can be made when at least a prototype of the system exists
[1] and is used for understanding the system [18]. A monitor (see Section 3.2
on the following page) is typically used when performing the measurements.
The advantage of performance measurements, compared to modelling and
simulation, is that we obtain the performance of the real system, rather
than the performance of a model of the system [19]. Measurements can
be used to identify current and future performance problems that can be
corrected or prevented, respectively. The measured data can also be used
as input for a simulation model or to validate an analytical model. This
could be the case if controlled measurements are not possible, for example
at an active customer site where the measurement could interfere with the
operation of the system.

3.1.2 Benchmark

When talking about performance evaluation one often encounter the terms
benchmark and benchmarking. According to Jain [1], the definition of bench-
marking in computer science is the act of running a standardized computer
program, or a set of programs, in order to evaluate the performance of
a system and compare it to other systems. A benchmark is therefore a
workload that can be used for early design exploration and performance
evaluations of current and future systems. The benchmarks used differ de-
pending on what type of system (personal computer, industrial system etc.)
that is evaluated. When computer architecture advanced, it became more
difficult to compare systems simply by looking at their specification. This
made manufactures realise that they needed realistic and standardised per-
formance tests [21]. To improve the quality and satisfy the manufacturers,
the Standard Performance Evaluation Cooperative (SPEC) consortium and
the Transactions Processing Council (TPC) was formed in 1988 [18]. Since
then, the quality of benchmarking has increased and many other organiza-
tions has been formed, such as the Embedded Microprocessor Benchmark
Consortium (EEMBC) and Coremark which focuses on embedded systems.
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3.2 Performance monitoring

A performance monitor is used to observe the activities of the system, that
is, activities that normally can not be observed by analysing the source code
of an application. There are different types of monitors [1, 19, 18, 20, 22],
such as:

• On-chip performance monitor counters (PMC)

• Off-chip hardware monitoring

• Software monitoring

• Hybrid monitoring (combines software and hardware monitoring)

The purpose of the monitor is to observe the performance of the system
and collect performance statistics. Some monitors also analyse the data
to identify problems and suggest solutions to solve the problems. When
selecting what type of monitor to use (hardware or software), one need to
consider what is going to be measured as well as the intrusiveness of the
technique. For example, when measuring characteristics from a live system
the intrusiveness needs to be kept low in order to not interfere with the
services of the system.

3.2.1 Performance monitor counters

Performance monitor counters (PMCs) are a set of registers, specific to the
hardware, that counts events related to hardware, such as cache misses or
the number of retired instructions [11]. PMCs were introduced during the
1990’s in the Intel Pentium processors, and today they can be found in al-
most all modern processors. The main benefits of using PMCs compared
to software debugging is that it requires no modification of source code and
that it is less intrusive [18]. This allows for executing complex programs
while still allowing monitoring, compared to simulators where the run-time
would be too high. A drawback with PMCs is that they are hardware
dependent, which reduces portability. The events that can be measured
with the PMCs are also dependent on the hardware. Some events, such as
instruction cycles, can be measured on almost all processors. The Perfor-
mance Application Programmers Interface (PAPI) [23] provides predefined
events for these commonly occurring events in order to improve portabil-
ity. The number of events that can be measured simultaneously depends on
the hardware. For example, the Pentium III processors have two hardware
counters, which allows two different events to be measured at the same time.
Different tools have been developed to use the PMCs, such as perf [24].
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3.2.2 Hardware monitor

Hardware monitoring is done by attaching high impedance electrical probes,
hardware probes, to the hardware device being measured [19]. This can be
seen as off-chip hardware measurements since the measurements are done
by an external device and not by the microchip itself. Using the hardware
probes, we can sense the state of the target systems hardware (registers,
memory location, communication paths etc.) without interfering (or at least
try to minimise the interference) with the system being monitored. Neither
do we alter the performance of the system. By using a real-time clock to-
gether with the hardware monitoring unit we can detect events of interest
and at the same time form an execution trace for the target system, that is,
a log containing timestamped sequence of events. However, with hardware
monitoring we typically do not have access to information regarding the
software, such as which process caused the recorded event. Hardware moni-
toring is especially useful when measuring real-time and distributed systems
since we do not interfere with the program execution [22]. The main dis-
advantage of hardware monitoring is that the device used to monitor is
typically tailored for a specific hardware architecture. This means that a
hardware monitor may not be available for a particular target, or is difficult
to re-configure such that it can be used. This, and the fact that we use
external hardware, makes hardware monitoring more expensive compared
to software alternatives. Bus-snoopers and logical analysers are examples
of hardware monitors.

3.2.3 Software monitoring

A software monitor, as the name suggest, only uses software to observe and
record events of interest [22]. It is done by utilizing architectural features,
such as trap or break instructions, of the system being monitored [18]. These
instructions are added to the source code of the system being measured,
that is, to the operating system or an application. Software monitoring was
primarily used for performance evaluation prior to the introduction of PMCs
(see Section 3.2.1 on the previous page). The drawbacks of using software
monitoring is the use of resources (memory space and execution time) on
the system being monitored, that is, it is very intrusive. Measurements with
a software monitor can either be event driven or timer driven (or both) [19].
Event driven monitoring uses trap instructions to detect and record events
of interest, while timer driven monitoring collects data at specific points in
time.
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3.3 Accuracy

When talking about accuracy in this thesis, we mean how well the synthetic
workload mimics the real workload. One way to measure the similarity is
by using a correlation coefficient. One of the most common correlation
coefficients is Pearson’s correlation coefficient. This coefficient is a number
that varies between -1 and 1:

-1: Perfect negative correlation

0: No correlation at all

+1: Perfect positive correlation

The formula for calculating Pearson’s correlation coefficient for two data
sets {x1, ..., xn} and {y1, ..., yn} is:

rxy =
n
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i=1 xi
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2
i − (
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where n is the number of elements in each of the data sets [25]. This formula
can also be written as:

rxy =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
√∑n

i=1(yi − ȳ)2

where x̄ and ȳ are the mean values of the data sets.

To interpret the value of the coefficient r, it is important to also take the
sample size into consideration. The larger the sample is, the more reliable
the value of r will be. With a certain number of samples and a certain size
of r, we can say that r is significant at a certain confidence level. Even if
we have a large number of samples, and we can say that r is statistically
significant, a low value of r means that the variance in X only explains a
small part of the variance in Y . This is called the coefficient of determina-
tion, and is defined as r2. For example, with a r value of 0, 7, the coefficient
of determination will be r2 = 0, 49. This means that 49% of the variance is
shared by both variables.

There are other correlation coefficients that can be used in some cases. One
is Spearman’s rho, which is typically used when there are few cases involved
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[25]. In order to use this coefficient, it must be possible to rank the data.
The formula to calculate the coefficient is then

ρ = 1− 6
∑
d2

N(N2 − 1)

where N is the number of pairs of observations and d is the difference in
rank for each pair of observations. Since only the rank order is used to
calculate ρ, it will describe how well the variables are related to each other
using a monotonic function. This differs from the Pearson coefficient which
measures the linear correlation.
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Chapter 4

Model Synthesis

4.1 Method

In this thesis we focused on extending the technique used to model hardware
characteristics, as described by Jägemar [3, 5, 6], such that the dynamic be-
haviour of the system was included. Our main focus was the characteristics
of the caches. At the start of the project we were given the source code of
an application suite called charmon. Charmon uses measurements and sim-
ulation as performance evaluation techniques (see Section 3.1.1 on page 21)
to find performance related bugs early in the development cycle. This is
done by:

1. Measure hardware characteristics of the target system running a pro-
duction application. The measurements are then used to create a
synthetic workload that can be used to synthesise hardware load char-
acteristics.

2. Create a synthetic workload (model) by using a PID controller to reg-
ulate the hardware load characteristics. When the controller reaches a
stable state, that is, when the hardware characteristics are similar to
that of the target system, we retrieve the load generator parameters.

3. Use the parameters as input to the load generator to reach the stable
state immediately on the host system, where the platform has been
modified. The modified platform can either be a new version of the
operating system (in development) or a new hardware architecture (to
be evaluated).
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4. Measure the performance with the purpose of detecting performance
related bugs.

The methods used when measuring, regulating and loading the system were
modified to include the dynamic run-time behaviour such that our hypoth-
esis could be tested. According to Ganesan, Jo and John [26] the memory
level parallelism (MLP), which describes the “burstiness” of memory ac-
cesses, must be taken into consideration when creating accurate synthetic
workloads. This is similar to our method since the dynamic run-time be-
haviour includes this “burstiness”. In a recent study by Kim, Lee, Jung and
Ro [9], the dynamic behaviour was included by periodically sampling hard-
ware characteristics and storing the events, during the sampling interval, as
“workload slices”. The workload slices were then arranged in the execution
time order to form a tracing log that was later used to generate the syn-
thetic workload. This is very similar to our approach with the difference
that the events they recorded were the executed instructions (divided into
ALU instructions, branch instructions and memory operations), which they
then re-construct using kernel functions. They also only consider the L1
data cache while we include the instruction cache and the L2 cache (shared
unified cache).

By analysing charmon and compiling the results from the literature study,
while at the same time considering our hypothesis, we propose the following
method to include the dynamic run-time behaviour:

1. Periodically measure hardware characteristics of the target system,
storing a collection of N samples. The period will affect the intrusive-
ness and accuracy; with a shorter period we achieve better accuracy
at the cost of increased intrusiveness and vice versa.

2. Create synthetic workload slices from the samples by using a PID
controller to regulate the hardware load characteristics. When all
hardware load characteristics for one sample are within the acceptable
tolerance level, we retrieve, and store, the load generator parameters
for that particular sample. At the end of this step we will have a
collection of load generator parameters for N samples.

3. Use the collection of parameters as input to the load generator to
simulate the dynamic hardware load.

4. Measure the performance and compare it to the static method as well
as the original measurement to evaluate the accuracy of the method.
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We realised early that some of the samples would probably be similar to each
other, which should mean that the parameter values for the load generator
also would be quite similar. This would mean that we could make the
regulation more efficient by looking at previous samples and using the closest
sample’s parameters as starting point. Case-based reasoning (CBR) is the
process of retrieving a previous relevant problem and reuse it to solve a
new problem [27], which fits what we wanted to do. We therefore created
a method based on CBR which could be used for our problem. Generally,
CBR is done in four steps:

1. Retrieve the most similar case (or cases) to a problem

2. Reuse the information in that case to solve the problem

3. Revise the outcome, if necessary

4. Retain the information from the new problem such that it can be
used to solve future problems

There exist different methods for conducting these processes and how a case
can be represented. Our representation of a case is quite straight forward;
similar cases have similar desired cache miss ratios (or other metrics) and to
solve the new problem we reuse the parameters. Since we look at previous
cases to solve a new problem, the retrieve process must be both effective and
time efficient. The choice of method for searching for a similar case depends
on the size of the case base, that is, if we have many samples we would need
to put emphasis of the time efficiency. In our case we periodically collect
the hardware characteristics, as such the size of the case base depends on
how often we sample as well as the total time for the measurements. In
our experiments we used around 100 samples, separated by a period of 1
second, in a real world environment the period and total time might be
longer to reduce the intrusiveness. Finally, one could choose to save all
previous cases for every experiment made or just the previous cases in one
particular experiment. We chose the latter, that is, the largest our case
base would ever be is 100 cases. This meant that we simply loop through
all cases to find a suitable match.

This left us with choosing the method for matching a previous case to a
new problem. The most common method for similarity matching is based
on Euclidean distance [28]. In Comparing case-based reasoning classifiers
for predicting high risk software components [29], the authors evaluated
the performance of 30 different CBR classifiers, used for predicting high
risk software components, by varying the parameters during instantiation.
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They suggest using a simple CBR classifier with Euclidean distance, z-
score standardization, no weighting scheme, and selecting the single nearest
neighbour for prediction because it is easy to implement and performs as well
as more complex classifiers. This insight led us to use Euclidean distance
to determine the single nearest neighbour, that is:

d(p, c) =
√

(pL1D − cL1D)2 + (pL1I − cL1I)2 + (pL2 − cL2)2 (4.1)

When we have found the nearest neighbour, we reuse its parameter values
to generate hardware characteristics and then revise the outcome with the
regulator function, that is, we run the PID controller until the hardware
characteristics are within the tolerance level. When satisfied, we retain the
parameter values such that future synthetic workload slices can benefit from
CBR.

4.2 Experimental setup

The experiments were conducted on a simple workstation (HP ProBook
6475b) running Ubuntu Linux 14.04 with kernel version 3.13.0-52-generic
x86 64. An overview of the hardware specifications can be seen in Table 4.1
and the memory hierarchy of the processor can be seen in Figure 4.1. The
simulator used in the experiments was also built on this workstation using
gcc (Ubuntu 4.8.2-19ubuntu1) 4.8.2. To reduce error sources we use
a minimal distribution of Ubuntu Linux without X window system (no
graphical user interface).

CPU Dual-core AMD A6-4400M @ 2.7 GHz

Family: 15h (21)

Model: 10h (16)

Memory Elpida DDR3 4GB 1600MHz

HDD Hitachi HTS72505 500GB

Table 4.1: Hardware specification overview
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Figure 4.1: Memory hierarchy and information about set-associativity,
cache line size etc.

Since we used PMC events to monitor the load characteristics we needed
to make some modifications to the CPU configuration because these events
are speculative. This means that the counters might increase when specu-
lative code (CPU optimization techniques) is executed, for example branch
prediction, memory prefetch etc. These techniques were therefore disabled
by modifying specific CPU registers [30] with the following commands:

1. wrmsr -a 0xc0011020 0x10000000

“Disable streaming store functionality”

2. wrmsr -a 0xc0011021 0x800000021e

“Disable loop predictor, speculative instruction cache TLB reload re-
quest and instruction cache way access filter”

3. wrmsr -a 0xc0011022 0x2010

“Disable speculative TLB reloads and data cache hardware prefetcher”

4. setpci -v -s 00:18.2 11c.l=3000:3000

“Disables IO and CPU requests from triggering prefetch requests”

5. setpci -v -s 00:18.2 1b0.l=800:800

“Disable coherent prefetched for IO”
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The reason why we needed to do this was because of the low accuracy of the
PMC event counters. We were also unable to generate cache misses in early
testing. Each core has six 48-bits performance counters, “Core Performance
Monitor Counters”, that are used to count events. The Northbridge has four
48-bits performance counter, “Northbridge Performance Event Counter”,
that are used to track events occurring in the Northbridge.

To conduct the experiments we needed a reference model, that is, an appli-
cation whose workload generates hardware load characteristics of appropri-
ate magnitude. Jägemar [3, 5, 6] uses a production application as reference
model and a signalling application to load the system where the simulations
are done. In our case we tried to use a combination of different applica-
tions to load the system, depending on the experiment, and then use an
application with similar behaviour but that did not load the system to the
same extent while simulating. The applications we used for this purpose
were: iperf, dd and matrix multiplication. We chose iperf [31], which is a
network testing tool that can generate TCP/UDP data streams, because it
is similar to a signalling application, dd because it can be made to read and
write between files with different setting. Matrix multiplication was chosen
because it is common knowledge that exploiting cache locality can reduce
cache misses, as such using an ineffective algorithm should generate a high
amount of cache misses.

4.2.1 Experiment

In this section we describe how we conducted our experiments. The exper-
iments that were conducted can be seen below:

Experiment 1: Evaluate the effect of using CBR when creating the
synthetic workload.

Experiment 2: Create the synthetic workload using L1 D$ miss ratio
and evaluate the simulated dynamic load characteristics.

Experiment 3: Create the synthetic workload using L1 and L2 D$
miss ratio and evaluate the simulated dynamic load characteristics.

Experiment 4: Create the synthetic workload using all metrics (L1
D$ miss ratio, L1 I$ miss ratio, L2 E$ miss ratio).

Experiment 5: Calculate the average hardware characteristics using
the same reference models as in Experiment 2–4. Create the synthetic
workloads and evaluate the simulated static load characteristics.
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To create the reference model we mainly used iperf since it has the be-
haviour of a signalling application. The reference model for Experiment 1–4
was created by running an iperf process in the background as base load.
To get varying hardware load, that is, bursts of cache misses, we then ex-
ecuted other iperf processes during short periods that generated heavier
load. The hardware characteristics were recorded by running the monitor
on one core and the iperf processes on the other to reduce interference.
When creating the synthetic workloads, the tolerance levels for the PID
controller were different between the experiments. In Experiment 2, where
we only used L1 D$ miss ratio, the tolerance was set to 0,5%. In Experiment
3–4, where both L1 D$ and L2 D$ miss ratios were used it was set to 5%. In
the regulation stage, we also looked at the IPC to verify that it was within
acceptable levels.

4.2.2 Validity

Since this thesis focuses on hardware characteristics, the experiments and
implementation are heavily influenced by the architecture of the hardware
(cache line size, set-associativity), which means that it may be difficult and
time consuming to reproduce. This also means that the results can not be
generalised, the techniques can however be generalised.

One possible source of errors is from the cache hierarchy, where the L1 I
and L2 D caches are shared between both cores. If an L1 I$ or L2 D$
miss is generated we have no way of knowing from which core it originated.
This means that the miss ratio in the shared caches may fluctuate in an
unpredictable way. That is, unpredictable behaviour might be included
in the measurements and as such affect the regulation and generation of
hardware characteristics.

PMC events may not be the same between different systems, and even if
the same events exists they may not be calculated in the same way. The
number of PMC registers may also vary, which limits the number of events
that can be recorded at the same time. This also means that the number of
metrics that can be calculated at any given time are limited by the specific
hardware.

The methods used to generate hardware characteristics were developed by
Jägemar [3, 5, 6] for Freescale P4080 which has eight Power Architecture R©
e500mc cores. These methods were then modified for our processor. How-
ever, our processor utilizes many intelligent techniques to improve perfor-
mance, such as memory prefetching, loop prediction, TLB prefetch etc,
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Register Description

PMCx076 Unhalted processor cycles

PMCx0C0 Retired instructions

PMCx040 L1 Data cache accesses

PMCx041 L1 Data cache misses

PMCx043 Data Cache Refills from System

PMCx080 L1 Instruction Cache Fetches

PMCx081 L1 Instruction Cache Misses

PMCx083 Instruction Cache Refills from System

Table 4.2: PMC registers.

which means that we needed to disable them to be able use the methods.
The Power Architecture R© e500mc cores also utilizes some of these tech-
niques but not to the same extent. We might have missed to disable some
techniques or there could be some that can not be disabled, which means
that the generator algorithms may not work as expected.

With the same hardware, OS and active services the results should be pos-
sible to reproduce.

4.3 Implementation

As described in Section 3.1 on page 20, conducting performance measure-
ments requires two tools: a monitor and a load generator. This is the case
in our implementation as well. We have a monitor, charmon, and a load
generator, loadsim, that together can be used to model and simulate hard-
ware characteristics in the manner described in Section 4.1 on page 29. To
get the hardware load characteristics, for the selected metrics, we use the
appropriate PMC event registers. These registers are hardware specific to
our system, documented in BIOS and Kernel Developer’s Guide (BKDG)
for AMD Family 15h Models 10h-1Fh Processors [30], and can be seen in
Table 4.2. However, note that these events are speculative, as described in
Section 4.2 on page 32.
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We use the perf utility to acquire the register values which we then use to
calculate the metrics of interest in the following way:

Instructions per cycle: the number of retired instructions divided
by the number of unhalted processor cycles, that is,

Instructions per cycle =
PMCx0C0

PMCx076

L1 D$ miss ratio: the number of L1 D$ misses divided by L1 D$
accesses, that is,

L1 D$ miss ratio =
PMCx041

PMCx040

L1 I$ miss ratio: the number of L1 I$ misses divided by L1 I$
fetches, that is,

L1 I$ miss ratio =
PMCx081

PMCx080

L2 D$ miss ratio: the number of Data Cache Refills from System
divided by L1 D$ misses, that is,

L2 D$ miss ratio =
PMCx043

PMCx041

L2 I$ miss ratio: the number of Instruction Cache Refills from
System divided by L1 I$ misses, that is,

L2 I$ miss ratio =
PMCx083

PMCx081

The monitor uses these metrics to measure the hardware load of the system.
This is then used as feedback to the simulator. In the previous implemen-
tation by Jägemar [3, 5, 6], the measurements were done periodically. The
average hardware load characteristics were then calculated and used as in-
put to the simulator, we refer to this as “static simulation”. In our case we
wanted to include the dynamic behaviour of the hardware load character-
istics. This meant that we needed to change the method for collecting the
data. This was done by storing the measurements at each period in a data
structure (samples). The input for the simulator was then changed to an
array of samples. For each sample in the array, we regulated the hardware
load until the desired values were reached within a specified tolerance level,
while at the same time monitoring the IPC. More specifically, we used a
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PID controller for each metric, except for IPC, to determine the parameter
values for the load generator functions. The parameter values were then
stored in the same manner as the hardware load characteristics. At this
point we had created the synthetic workload slices, in form of a collection
of load generator parameters, which were then used to create the dynamic
hardware load. To evaluate the accuracy of the synthetic workload, we
monitored the simulation of the dynamic hardware load and compared it to
the reference model. The constants for the PID controllers (Kp, Ki, Kd)
were determined by Jägemar using trail and error.

A representation of the this procedure can be seen in Figure 4.2 on the
following page. In this figure we can see two different processes, the mon-
itor and the simulator, which were bound to different CPU cores. In our
case we bound the monitor to core 0 and the simulator core 1 (see Fig-
ure 4.1 on page 33). The monitor does however measure the hardware load
on both cores. This was done to reduce the interference from unwanted
processes when simulating. Jägemar describes the use of a signalling ap-
plication when simulating. In our case we use a combination of different
applications, mainly iperf, that generates hardware load characteristics of
different magnitudes, which is also bound to core 1.

4.3.1 Load regulation and generation algorithms

In this section we go into more detail on how we regulate and generate the
hardware load characteristics.

Since we wanted to include the dynamic behaviour of the hardware load,
we changed the input to the simulator to an array of measured samples.
We then regulate the load generator parameters for each sample by using
a PID controller to calculate the error, as seen in Listing A.1 on page 59.
That is, by using the monitor we compare the generated hardware load with
the desired hardware load and change the value of the parameters until we
reach a specific tolerance level. The PID controller is used in the evaluation
functions, as seen in Listing A.2, A.3 and A.4, to regulate the different
generator parameters, which are then used in the generator function, as
seen in Listing A.5 and A.6. The different parameters that are regulated
can be seen in Table 4.3 on page 40.
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Figure 4.2: (a) Record hardware characteristics using the PMC event coun-
ters, while at the same time loading the CPU with a reference application.
This will be our characteristics model and reference for comparison. At the
end of this stage we have a collection of hardware characteristics, in shape
of metrics, which are used as input to the simulator. (b) Load the CPU
with signalling application workload, but not to the same extent as in (a).
Create the synthetic workload slices by using a PID controller to regulate
the parameters for the load generator, while at the same time monitoring
the IPC. Measure the generated characteristics and use it as feedback for
the regulator. When the regulation is completed for all samples, we will
have a collection of load generator parameters (our synthetic workload).
(c) Load the CPU in the same way as in (b) and use the parameters as
input to the load generator. This should simulate a hardware load similar
to that in (a), which is evaluated by comparing the measured hardware load
with the reference model.
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Parameter Description

dmiss iter Number of iterations in the data cache miss gen-
erator function.

dmiss segstart The starting cache segment. A higher number
yields fewer generated cache misses. This deter-
mines the number of sets to walk through.

imiss iter Number of iterations in the instruction cache miss
generator function.

imiss mod Jump distance (number of cases) in the instruc-
tion cache miss generator function. The minimum
value depends on the size of the L1 I$ divided by
the number of bytes of machine code instructions
for one case. This parameter is constant.

imiss dist Distance to the next cache block in the instruction
cache. This value depends on the size of one cache
block divided by the number of bytes of machine
code instructions for one case. This parameter is
constant.

dmiss offsetSwitch Determines how often we switch working set.
Switching working set more often generates more
L2 D$ misses.

Table 4.3: The different types of load generator parameters.
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The algorithm for generating L1 D$ misses is based on the number of sets
and ways of associativity in the cache. The L1 D$ of our hardware is 4-
way associative with 64 sets and 64B cache line size, as seen in figure 4.1
on page 33. From the AMD64 Architecture Programmer’s Manual [32] we
can see that the physical address consists of three fields: tag, index and
offset. The number of bits in the offset field, noffset, depends on the cache
line size. In our case, with 64B line size, noffset = log2 64 = 6. The index
field determines which set the address belongs to. With 64 sets the number
of bits in the index field is nindex = log2 64 = 6. With 6 bits for both the
offset and index field, we know that the tag field begins at the 13:th bit.

To fill a set in a 4-way associative cache we need to access 4 different ad-
dresses which have identical index fields. An example of how this can be
done can be seen in Listing 4.1. To fill the entire cache we can do the same
thing for each of the 64 sets. By filling the cache multiple times, switch-
ing position in the working memory from which the memory accesses are
made, we can generate cache misses. In order to fine tune the number of
misses, we also vary the number of sets that are filled each iteration. The
same principle can be applied to the L2 E$, which in our case has 1024 sets
and 16-way associativity. The generation of L1 D$ and L2 E$ misses were
combined into one function, seen in Listing A.5 on page 61.

ptr = malloc (( sizeof(int))*WORKING_MEMORY_SIZE);

index = INDEX << INDEX_FIELD_START_BIT;

for(i = 0; i < L1D_WAYS_OF_ASSOCIATIVITY; ++i)

a += ptr[(index + (i << TAG_FIELD_START_BIT))/( sizeof(int))];

Listing 4.1: Filling a cache set. INDEX FIELD START BIT and
TAG FIELD START BIT are the bit positions at which the fields start.
WORKING MEMORY SIZE is the size of the working memory. INDEX is in the
range 0 to 63 and determines which set to fill. L1D WAYS OF ASSOCIATIVITY

is the number of ways of associativity for the cache.

Evaluation functions that compare the current miss ratio with the desired
miss ratio were used when regulating the number of L1 D$ and L2 E$ misses.
These can be seen in Listing A.2 on page 60 and Listing A.4 on page 61.
While evaluating, we also monitored the IPC to verify that it was within
acceptable levels.

To generate instruction cache misses a similar method can be used. The
difference is that instead of accessing different elements in an array to fill
the cache, different instructions are executed. Since the L1 I$ is 64KB, as
seen in Listing 4.1, we need a way to generate a large amount of instructions
in order to fill the cache. One way to do this, which was used by Jägemar
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[5], is by constructing a large switch-case statement, as seen in Listing A.6
on page 62. By inspecting the compiled code, it is possible to determine
how many bytes of instructions each case statement consists of. In our case,
using objdump, we could see that each case statement consisted of 12B of
instructions. Since the cache line size is 64B we know that each cache line
holds 64/12 = 5.33... cases. This means that it is enough to access every
6:th case statement, since accessing the other cases would result in cache
hits.

4.3.2 Case-based reasoning

Case-based reasoning was implemented in two functions. One was used to
retrieve and reuse parameters from previous samples, seen in Listing A.7
on page 62. The function loops through all previously completed samples
to find the single closest neighbour, using Euclidean distance as seen in
Equation (4.1) on page 32. Since we used only the single nearest neighbour,
we could skip the square root operation and still get the same result. The
parameters of the closest neighbour was then loaded into the generator.
The other function was used to retain the parameters, seen in Listing A.8
on page 63. It simply stores the final generator values when the hardware
load characteristics were within tolerance.

4.4 Result

In Experiment 1, the results of which can be seen in Table 4.4, we evaluated
the effects of using CBR. We could see that the average speedup was almost
3 when using CBR.

In Experiment 2, where we created a synthetic workload using only L1 D$
miss ratio as metric and evaluated the dynamic load characteristics, we got
the results as seen in Figure 4.3. We calculated the Pearson coefficient rxy,
as defined in Equation (3.1) on page 27, between the reference model and
the generated L1 D$ miss ratio to rxy = 0, 97.

The results of Experiment 3, where we created and evaluated a synthetic
workload using L1 D$ and L2 D$ miss ratio, can be seen in Figures 4.4
and 4.5. The Pearson coefficient for L1 D$ miss ratio was calculated to
rxy = 0, 81 and for L2 D$ miss ratio to rxy = −0, 11. That is, we had no
positive correlation for L2 D$ miss ratio.
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Experiment 4, where the goal was to create a synthetic workload using L1
I$, L1 D$ and L2 E$ miss ratio, was unsuccessful because we were unable to
regulate the instruction cache misses at the same time as the data misses.

In Experiment 5 we simulated the static hardware load characteristics using
the average of the same reference models as in the previous experiments.
The results with the same reference model as in Experiment 2 can be seen
in 4.6. The results with the same reference model as in Experiment 3,
using both L1 D$ and L2 D$ miss ratio, can be seen in Figure 4.7 and 4.8,
respectively.

Note that when we regulated the hardware load characteristics, we also
verified that the IPC was not too low and not too high, to avoid unreli-
able measurements. The average IPC from the reference models and the
simulations can be seen in Table 4.5.

CBR: Average time per sample

Enabled 8,8 s

Disabled 26,2 s

Table 4.4: The average time per sample to create the synthetic workloads
using 100 samples, with and without CBR.

Experiment Ref. IPC Dynamic Sim. IPC Static Sim. IPC

2 and 5 (L1 D$) 0,45 0,35 0,26

3 and 5(L1 and L2 D$) 0,44 0,32 0,26

Table 4.5: The average IPC from the reference models and simulations.

43



Figure 4.3: Experiment 2: Generated L1 D$ miss ratio from dynamic sim-
ulation. The synthetic workload was created using only L1 D$ miss ratio.

Figure 4.4: Experiment 3: Generated L1 D$ miss ratio from dynamic sim-
ulation. The synthetic workload was created using both L1 D$ and L2 D$
miss ratio.
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Figure 4.5: Experiment 3: Generated L2 D$ miss ratio from dynamic sim-
ulation. The synthetic workload was created using both L1 D$ and L2 D$
miss ratio.

Figure 4.6: Experiment 5: Generated L1 D$ miss ratio from static simula-
tion. The synthetic workload was created using only L1 D$ miss ratio.
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Figure 4.7: Experiment 5: Generated L1 D$ miss ratio from static simu-
lation. The synthetic workload was created using both L1 D$ and L2 D$
miss ratio.

Figure 4.8: Experiment 5: Generated L2 D$ miss ratio from static simu-
lation. The synthetic workload was created using both L1 D$ and L2 D$
miss ratio.
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4.5 Analysis

In this section we analyse the results from the experiments.

4.5.1 Experiment 1

In Experiment 1 we evaluated the effect of using CBR when creating the
synthetic workload using 100 samples.

We can see that CBR works well, providing an average speedup of 3, when
creating the synthetic workload slices. The outcome probably depends on
the reference model as well as the number of metrics used. The probability
of finding a very similar case should be lower when using more metrics than
using fewer. In that case it might be necessary to use a more advanced
method for retrieving the most similar case, because some metrics will have
more impact than others.

It is possible to create the case base by storing results from earlier runs
and use them in the retrieve and reuse process. However, this does not
necessarily mean that the CBR algorithm will be improved since any changes
to the system (system load, updates, services etc.) will affect the correctness
of the case base. If this were to be used, we would need to add an attribute
for each case that tells time of creation. The older the case is, the less
weight is put on it in the retrieval process.

4.5.2 Experiment 2

In Experiment 2 we created the synthetic workload with only L1 D$ miss
ratio as metric. We then simulated the dynamic load characteristics using
the synthetic workload.

In Figure 4.3 on page 44, we can see that the simulation follows the reference
model very closely. The Pearson coefficient is 0,97 which is a very high
positive correlation. We can still see that the miss ratio at the low points in
the graph is too high from the simulation compared to the reference model.
This might be a result of other processes on the same core running at the
same time. It is difficult to avoid this type of interference, since we bound a
thread to a core, but did not reserve the core to run the thread exclusively.
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4.5.3 Experiment 3

Experiment 3 consisted of creating the synthetic workload with L1 and L2
D$ miss ratio as metrics. We then simulated the dynamic load characteris-
tics using the synthetic workload.

The accuracy of the dynamic regulation and generation using Equation (3.1)
on page 27, Pearson’s coefficient, was 0,81 for L1 D$ and -0,11 for L2 D$.
This means that we have a positive correlation between the reference model
and the generated L1 D$ miss ratio, but at the same time we have a small
negative correlation for L2 D$. The correlation for L1 D$ miss ratio is
smaller than in Experiment 2. This is probably caused by the fact that we
generate L1 D$ and L2 D$ misses at the same time, as opposed to only L1
D$ misses in Experiment 2. We also had a higher tolerance for L1 D$ miss
ratio in this experiment (5% compared to 0,5% in Experiment 2 ) to allow
both the L1 D$ and L2 D$ miss ratios to settle, which might explain the
lower correlation.

The methods for regulating and generating L2 D$ misses needs to be im-
proved. We could see that with a low L2 D$ miss ratio in the reference
model, there were difficulties in generating similar miss ratios. This is prob-
ably caused by other processes running on core 0. We also tried manually
increasing the L2 D$ miss ratio in the reference model, but we then saw that
the L1 D$ miss ratio was affected when the load generator tried to increase
the L2 D$ miss ratio. In order to better be able to generate the desired
cache miss ratios, our generator functions would need to be less dependent
on each other. Kim et. al [9] talks about the importance of orthogonality
to maintain high synthesis coverage, which is exactly the problem we have
with our generator functions. However, implementing orthogonal generator
functions is not a trivial work.

4.5.4 Experiment 4

In Experiment 4 we created the synthetic workload using all the selected
metrics (Cache miss ratio for the L1 I$, L1 D$ and L2 E$).

We believe that Experiment 4 was unsuccessful because the L1 I$ is shared
and as such the current instruction cache miss generator can not be used,
while at the same time generating the other cache misses. We spent a lot
of time trying to make it possible to regulate the instruction cache misses
but due to time constrains we had to move on. The reason why we can
not generate L1 I$ misses at the same time as generating L1 D$ and L2
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E$ is because the generator functions affect each other, that is, they are
not orthogonal. In [9] the implementation of the cache miss generator was
inspired by the micro-benchmark suite lmbench [33], where the cache miss
generation was done with pointer chasing among randomly assigned mem-
ory locations. This could minimize the number of instructions needed to
generate an instruction cache miss, which should reduce the impact on the
other generator functions.

4.5.5 Experiment 5

In Experiment 5 we calculated the average cache miss ratios for the refer-
ence models in Experiment 2–4 which was then used to created the static
synthetic workload. We then simulated the static load characteristics using
the synthesised workload.

In Figure 4.6 on page 45, where we used only L1 D$ miss ratio, we can
see that the miss ratio is relatively stable, but consistently higher than the
desired value. This might be due to other processes running on the core
while running the simulation. In Figure 4.7, where we used L1 D$ and L2
D$ miss ratio simultaneously, the L1 D$ miss ratio is relatively stable but
consistently lower than the desired value. This might indicate that there
were other processes interfering while creating the synthetic workload, but
not when simulating it. For L2 D$ miss ratio, we can see in Figure 4.8 that
it fluctuates a lot, but that the average of the generated misses is close to
the desired value. It is difficult to know why the fluctuations are so big, but
it might be because the miss ratio is very low, which means that interference
from the other core will contribute to a large part of the misses.

We can also see in Table 4.5 that the dynamic simulations have an IPC
closer to the reference model, compared to the static simulations. This
is likely because the simulation of the dynamic hardware characteristics
require more instructions.
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Chapter 5

Related and future work

5.1 Related work

In 2005, Bell and John presented a new automatic test case synthesis
methodology to ease the process of validating the performance of hard-
ware design and development [34]. The method consists of synthesising test
cases from the characteristics of an executing application. By using this
method, source code is created that largely represents the performance of
the application’s real workload. They found that the test cases can be syn-
thesised to an average IPC within 2,4% of the average IPC of the original
application, while having similar workload characteristics. The execution
time of the synthetic workload was at the same time also significantly im-
proved compared to the original workload. Their methods and theories are
relevant to our work.

Ganesan, Jo and John have shown [26] that in order to generate a synthetic
workload that is as close to the original application as possible, the mem-
ory level parallelism (MLP) must be taken into consideration. The MLP
describes the “burstiness” of memory accesses. In previous methodologies
only the average miss rate of memory accesses were considered. The au-
thors used the SPEC2006 benchmark to create a synthetic workload that
took the MLP into account. Using IPC as a metric the error of the syn-
thetic workload was on average 2,8%, compared to 15,3% for a synthetic
workload which did not take the MLP into account. The idea of including
the “burstiness” of memory accesses, is something that we considered when
defining our methods for creating dynamic synthetic workloads.
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Ganesan and John have done recent work [35] on creating a framework to
automatically create a synthetic workload, intended to be used in the early
design stage of processors. Since it is used for processor design, a full sys-
tem simulator is used when characterizing the workloads. An instruction
trace and a memory access trace are captured and used for characteriza-
tion. The evaluation technique is based on statistical simulation. They use
microarchitecture independent metrics, related to power and performance,
to characterize the workload. The workload characteristics are averaged
over the entire execution time. The synthetic application then replays the
average to mimic the original workload. The method they have used is
relevant to our work, even though the intended use is different.

Jägemar, Eldh, Ermedahl and Lisper created a model that synthesises a pro-
duction application [3]. They use performance monitor counters to gather
information about the hardware characteristics of the system in a relatively
non-intrusive way. The metrics used were L1 and L2 cache miss ratio as
well as IPC. A PID controller is then used to create the synthetic workload.
They have verified their results against a real production system and shown
that the behaviour, in terms of cache misses and IPC, of their model is
similar to the real system. This is the predecessor to our work, that is, the
methods are very relevant.

Kim, Lee, Jung and Ro recently proposed an approach for synthesising
workloads [9]. They used PMCs on ARM-based processors to periodically
sample the event counts. The log of event counts was then divided into
intervals, and a synthetic workload was created by looking at each interval
separately. Functions that correspond to each PMC event are used to gen-
erate the synthetic workload. For example, one of these functions generates
a L1 data cache miss. Their results show that the Pearson cross correla-
tion coefficients between synthetic and real workloads lie between 0.35 and
0.47 for all events except instructions per cycle (IPC), which has an average
of 0.21. This study is to our knowledge the only other study that takes
the dynamic behaviour into consideration. As such, the methods are very
relevant.

We have mentioned that one can use low level characteristics to synthesise
an application, but it is also possible to use high level characteristics. Deniz,
Sen and Kahne recently developed a tool, MINIME, that identifies parallel
patterns in multi-core environments and use them to generate synthetic
benchmarks [36]. The parallel patterns are used to define the behaviour of
the application in terms of communication and data sharing. They showed
that their synthetic benchmarks were on average 21 times faster and 14
times smaller than the original benchmark, while still exhibiting similar
behaviour with respect to several metrics. This is something we might
consider for future work.

51



5.2 Future work

First and foremost, our methods need to be evaluated on the intended target
system. The initial implementation was ported from PowerPC to x86 64,
that is, from Freescale P4080 to AMD A6-4400M, but is intended to be used
for PowerPC. These are two totally different hardware architectures, which
means that the cache miss generators might work better for the PowerPC
architecture than for us.

Due to time constrains we did not have time to change the methods for
generating cache misses. These should, however, be revised since it does
not accurately follow the state of the art concept of orthogonal generator
functions. The generator functions should be changed to a pointer chasing
method, as described by [9, 33], since this method seems more appropriate
for the task. Complete orthogonality can not be achieved due to the hier-
archical structure of the caches, but the interference between the generator
functions can be reduced.

In Research question 3, see Section 1.2.2 on page 6, we questioned if addi-
tional metrics would improved the accuracy of the dynamic synthetic model.
Since we had problems with our generator functions we left this question
for future work.

One idea we had for reducing the time it takes to create the synthetic
workload was to use a Fuzzy PID controller. Unfortunately, we did not
have time to try this.

Exclusive core binding, that is, only allowing a set of processes to execute
on a core, would have been preferable. Unfortunately we realised that this
was possible too late in the thesis process. This can be done for future work
to possibly reduce interference from other processes when regulating and
generating hardware load characteristics.

We did not regulate the IPC, which can be done in the future. Increasing the
number of IPC can be done with a while-loop together with nop instructions.
We are, however, unsure how to reduce it. One way would be to create stall
cycles, but this might not be that easy and may influence the other metrics.
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Chapter 6

Conclusion

We have presented a technique for synthesising hardware load characteristics
such that the dynamic behaviour was taken into account. We chose to
use the cache miss ratios of the different cache levels as metrics for the
hardware load characteristics. By running an application that generates
hardware load of appropriate magnitude, reference models were created by
periodically monitoring PMC events for the caches. These events were then
used to calculate the metrics. To create the synthetic workload slices, a
collection of periodically measured samples were used as input to a load
regulator, consisting of a PID controller, to tune the parameter values for
the load generator. By monitoring the generated cache miss ratios, feedback
could be given to the load regulator. When the acceptable cache miss ratios
were achieved for each sample, the parameter values were stored and used
to simulate the dynamic hardware load characteristics.

We found that CBR could be used to significantly reduce the total regulation
time for the samples. CBR was used to determine the initial parameter
values for the load generator by finding the single nearest neighbour from
previously generated samples. By using the desired cache miss ratios to
calculate the Euclidean distance between the samples, the parameter values
of the most similar sample could be reused.

The implementation and experiments were done on AMD A6-4400M, a
x86 64 processor, using Ubuntu Linux 14.04. The experiments consisted
of synthesising hardware load characteristics using different metrics. The
simulation was done both statically and dynamically. We could see that the
dynamic simulations followed the reference model more accurately than the
static simulations, especially for L1 D$ miss ratio. Since we did not regu-
late the IPC, this was not included in the comparison of the reference model
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and the generated hardware load characteristics. Instead we only verified
that the IPC was within acceptable levels when regulating. However, we
could see that the average IPC of the dynamic simulations were closer to
the average IPC of the reference model, compared to the static simulation.

Unfortunately, we believe our generator functions were influencing each
other too much. This meant that we were unable to cover all combina-
tions of L1 D$, L1 I$ and L2 D$ miss ratios that could be generated by the
reference application. That is, there are workloads that we are not able to
synthesise with our generator functions. The recent study by Kim et al. [9],
that we found late in the thesis process, covers this problem of orthogonal
generator functions. Had we found this earlier we would have put more
effort into refining the generator functions.
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Appendix A

Source code

float regulate(float Kp, float Ki, float Kd , float* i, float* lastError ,

float* iter , float r, float y) {

float err;

float d;

err = r-y;

d = err - *lastError;

*i += err;

*iter += Kp*err + Kd*d + Ki*(*i);

*lastError = err;

return *iter;

}

Listing A.1: The PID controller.
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#define DCACHE_KP (200)

#define DCACHE_KD (DCACHE_KP /10)

#define DCACHE_KI (DCACHE_KD)

static void evalL1DMissrate(int core , float* integr , float* lastErr , float*

segstart , int* regI , struct DesiredLoadVals* des , struct GenLoadVals*

vals) {

l1d_evalCount[core ]++;

switch (*regI) {

case 1:

regulate(DCACHE_KP , DCACHE_KI , DCACHE_KD , integr , lastErr , &vals

->dmiss_iter , des ->l1dcache_missrate ,

shared ->global_dMissRate[core]);

break;

case 2:

regulate (25* DCACHE_KP , DCACHE_KI , DCACHE_KD , integr , lastErr ,

segstart , des ->l1dcache_missrate ,

shared ->global_dMissRate[core]);

if(* segstart > 63.0)

vals ->dmiss_segstart = 0;

else if(* segstart < 0.0)

vals ->dmiss_segstart = 63.0;

else

vals ->dmiss_segstart = (int) 63.0 - *segstart;

break;

}

if(vals ->dmiss_iter < 1.0) {

vals ->dmiss_iter =1.0;

*segstart = (float) vals ->dmiss_segstart;

*regI =2;

}

if((vals ->dmiss_segstart > 0) && (vals ->dmiss_iter >1.0)) {

if (vals ->dmiss_iter > 2.0)

vals ->dmiss_segstart = 0;

else

vals ->dmiss_segstart --;

*regI =1;

}

}

Listing A.2: Evaluation function for L1 D$.

#define L1_ICACHE_KP (300000)

#define L1_ICACHE_KD (L1_ICACHE_KP /100)

#define L1_ICACHE_KI (L1_ICACHE_KP /100)

static void evalL1IMissrate(int core , float* integr , float* lastErr , struct

DesiredLoadVals* des , struct GenLoadVals* vals) {

regulate(L1_ICACHE_KP , L1_ICACHE_KI , L1_ICACHE_KD , integr , lastErr , &

vals ->imiss_iter , des ->l1icache_missrate ,

shared ->global_iMissRate[core]);

if(vals ->imiss_iter < 0)

vals ->imiss_iter = 0;

}

Listing A.3: Evaluation function for L1 I$.
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#define L2_DCACHE_KP (400)

#define L2_DCACHE_KD (L2_DCACHE_KP /100)

#define L2_DCACHE_KI (L2_DCACHE_KP /100)

#define DCACHE_MAX_OFFSET_RATIO (100)

static void evalL2DMissrate(int core , float* integr , float* lastErr , float*

localOffsetSwitchRatio , struct DesiredLoadVals* des , struct

GenLoadVals* vals) {

if((des ->l2dcache_missrate > shared ->global_l2dMissRate[core] && vals ->

dmiss_offsetSwitch > MIN_OFFSET_SWITCH_RATIO) ||

(des ->l2dcache_missrate < shared ->global_l2dMissRate[core] && vals

->dmiss_offsetSwitch < MAX_OFFSET_SWITCH_RATIO)) {

regulate(L2_DCACHE_KP , L2_DCACHE_KI , L2_DCACHE_KD , integr , lastErr ,

localOffsetSwitchRatio , des ->l2dcache_missrate , shared ->

global_l2dMissRate[core]);

if(* localOffsetSwitchRatio > DCACHE_MAX_OFFSET_RATIO)

*localOffsetSwitchRatio = DCACHE_MAX_OFFSET_RATIO;

vals ->dmiss_offsetSwitch = DCACHE_MAX_OFFSET_RATIO - *

localOffsetSwitchRatio;

if(vals ->dmiss_offsetSwitch <2.0)

vals ->dmiss_offsetSwitch =2.0;

}

}

Listing A.4: Evaluation function for L2 D$.

static void generateL1DMiss(int core , uint32_t* areaToggleCnt , uint32_t*

offset , uint32_t* offsetCnt , uint32_t iter , uint32_t setstart , uint32_t

offsRatio) {

uint32_t* pointer;

uint32_t di, i, a;

for(di=iter; di >0; di --) {

unsigned int k, set , tag;

for(k=0; k<L1D_TAGS; k++) {

if((* areaToggleCnt % (unsigned int) offsRatio) == 0) {

if(* offsetCnt >= 63)

*offsetCnt = 0;

else

(* offsetCnt)++;

*offset = (1024*1024) * *offsetCnt;

}

if(* areaToggleCnt > MAX_AREA_TOGGLE_CNT)

*areaToggleCnt =0;

else

(* areaToggleCnt)++;

for(i=setstart; i<L1D_SETS; i++) {

set = (i << 7);

tag = (64*k) << 13;

pointer = ptr[core];

if(pointer != NULL)

a += pointer [(* offset + set + tag)/4];

}

}

}

}

Listing A.5: Data cache miss generator.
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static void generateL1IMiss(uint32_t iter , uint32_t dist , uint32_t mod) {

uint32_t i;

for(i=0; i<iter; i+=dist) {

bigswitch(i % mod);

}

}

int bigswitch(int n) {

switch (n) {

case 0: n += 100000;

break;

case 1: n += 100000;

break;

. . .

case 39999: n += 101999;

break;

}

return n;

}

Listing A.6: Instruction cache miss generator.

void CBR_RetrieveReuse(int core , int currSample)

{

int i;

int closest = 0; /* Index to sample closest to desired */

float closest_squared_distance = 3.1; /* 3 = max squared distance

possible */

float squared_distance; /* Squared distance */

if(currSample == 0)

return;

for (i=0; i < currSample; ++i)

{

squared_distance = (desired_l1dcache_missrate - samples[i].

l1d_miss_rate)*

(desired_l1dcache_missrate - samples[i].

l1d_miss_rate) +

(desired_l1icache_missrate - samples[i].

l1i_miss_rate)*

(desired_l1icache_missrate - samples[i].

l1i_miss_rate) +

(desired_l2dcache_missrate - samples[i].

l2_miss_rate)*

(desired_l2dcache_missrate - samples[i].

l2_miss_rate);

if (squared_distance < closest_squared_distance)

{

closest = i;

closest_squared_distance = squared_distance;

}

}

/* Put the parameters from the closest */

generator_dmiss_iter = params[closest ]. dmiss_iter;

generator_imiss_iter = params[closest ]. imiss_iter;

generator_dmiss_offsetSwitch = params[closest ]. dmiss_offsetSwitch;

generator_dmiss_segstart = params[closest ]. dmiss_segstart;

}

Listing A.7: CBR retrieve and reuse previous parameters.
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void CBR_Retain(int core , int currSample)

{

params[currSample ]. dmiss_iter = generator_dmiss_iter;

params[currSample ]. imiss_iter = generator_imiss_iter;

params[currSample ]. dmiss_segstart = generator_dmiss_segstart;

params[currSample ]. dmiss_offsetSwitch =

generator_dmiss_offsetSwitch;

}

Listing A.8: CBR retain the final parameters.

63


