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Abstract 
Real-time systems are employed in many areas, such as aerospace and defenses. In real-
time systems, especially in hard real-time systems, it is important to meet the associated 
time requirements. With the increasing demand for high speed processing capabilities, 
the requirement for high computing power is becoming more and more urgent.  
However, it is no longer possible to increase processor speeds because of thermal and 
power constraints. Consequently, industry has focused on providing more computing 
capabilities using more number of processors. 
 
As to the scheduling policies, they can be classified into two categories, preemptive and 
non-preemptive. Preemptive scheduling allows preemptions arbitrarily, whereas it 
implies prohibitively high preemption related overheads. On the contrary, the non-
preemptive scheduling which do not allow preemption at all, will not have such 
overheads, but suffers due to the block time on high priority tasks. Limited preemptive 
scheduling, that builds on the best of preemptive and non-preemptive scheduling, 
benefits from the limited number of preemptions without a major effect on real-time 
properties. It is proved that limited preemptive scheduling dominates preemptive and 
non-preemptive scheduling on uniprocessors under fixed priority. However, less work 
has been done on multiprocessor limited preemptive scheduling, especially under 
Earliest Deadline First (EDF).  On a multiprocessor, limited preemptively scheduling 
real-time tasks imply an additional challenge with respect to determining which of the 
running task to preempt. On one extreme, the scheduler can preempt the lowest priority 
running task and this is referred to as Adaptive Deferred Scheduling (ADS). On the other 
hand, the scheduler can preempt any lower priority running task that becomes pre-
emptible. Such a scheduler is referred to as Regular Deferred Scheduling (RDS) 
 
In this work, we empirically investigate the performance of ADS and RDS, and compare 
it with the global preemptive and non-preemptive scheduling, in the context of an EDF 
based scheduler. Our empirical investigation revealed that the number of preemptions 
under ADS is less compared to RDS, at runtime. This is due to the fact that by delaying 
preemptions, the higher priority tasks that are released subsequently will run in priority 
order thereby avoiding the need for more preemptions. Also, by delaying preemptions, 
the possibility of one or more processors becoming available increases. Experiments 
investigating the schedulability ratio shows that ADS and RDS performs almost equally 
well, but better than fully non-preemptive scheduling. 
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1. Introduction 
 
The development of faster processors on small integrated circuits has met its limitation 
since the associated high heat dissipation and high power consuming problem. 
Multiprocessors, with several computing units on an integrated circuit, has been 
proposed as a solution to it. Multiprocessor Systems complicates the scheduling 
problem because a task can only operates on single processor while all other processors 
are waiting [1]. This is of importance for real-time systems, especially for hard real-time 
systems. 
 
In hard real-time systems, where each of the tasks should finish its execution before the 
deadline, a schedulable task set is supposed to be predictable with a certain kind of 
scheduling policy. These policies can be divided into static or dynamic priority 
scheduling, in which a static priority scheduling assign the priority of tasks offline while 
the dynamic priority scheduling do it online. Rate monotonic (RM) and earliest deadline 
first (EDF) are two representative scheduling policies in real-time scheduling. EDF is a 
dynamic scheduling policy. It assigns the priority with the absolute deadlines. In RM, 
which is a static scheduling policy, tasks with shorter period are assigned with higher 
priority. 
 
Although both policies schedule tasks with priority, the complexity of implementing 
these two policies are different, since the difference in online and offline priority 
assignment may bring more maintenance cost to the scheduler. For this reason, in 
industrial implementations, more attention has been paid to RM. However, EDF has 
been proven to be the optimal scheduling policy in uniprocessor systems. Task sets 
which is not schedulable by EDF is certainly not schedulable by all other policies. And 
EDF can schedule all task set with the utilization smaller than or equal to 1, assuming 
deadlines are equal to their time periods. These features give EDF a more perspective 
future that when the schedulability of a task set becomes too complex to predict, EDF 
can be put in use. 
 
This situation becomes more complex with multiprocessor systems in which tasks can 
execute in parallel on different processors at the same time. One of the difficulties to 
predict the execution of tasks comes from the fact that even all processors are idle, a 
task can only be processed on one processor [1]. Therefore, optimality concerning 
scheduling policies on uniprocessor can no longer be applied in the case of 
multiprocessors. Three main methods are put forward to solve the scheduling problem 
on multiprocessors, partitioned scheduling, global scheduling and hybrid scheduling. 
The partitioned scheduling is to divide a task set into several sub task sets and allocate 
them on a fixed processor before executing. The scheduling algorithm for each processor 
is the same as the one on uniprocessor system. The global scheduling algorithms will 
assign the tasks to different processors during the execution and the scheduling 
algorithms used are different. These two methods both have advantages and 
disadvantages, such as the migration cost which is a major problem affecting global 
scheduling. The partitioned scheduling does not suffer from such a problem, but 
requires solving the bin-packing problem that is computationally hard. The hybrid 
scheduling is a combination of previous two methods, which is proposed to exploit 
benefits from both methods. 
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In this thesis, we focus on global EDF. This policy assigns task priorities in a same way as 
on uniprocessor but allocates tasks to different processors at runtime. Research has 
shown that in global EDF, for parallel tasks, the utilization of a task set can affect the 
schedulability [2]. With a growing number of processors, the schedulability of high 
utilization task set will decrease. When the utilization going to the highest which is the 
number of processors, all task set can become not schedulable. This is no longer the 
same as the one on uniprocessor. Overhead from preemption and migration is another 
problem, since it will bring unpredictability to the system. Limited preemptive 
scheduling is a promising method to handle this problem, which can reduce the number 
of preemptions by constraining the conditions where a preemption can happen. 
 
In this work, we simulate two global limited preemptive scheduling policies, regular 
deferred scheduling (RDS) and adaptive deferred scheduling (ADS). In RDS, when a high 
priority task comes, it can preempt every pre-emptible tasks or wait for the nearest 
preemption point. While in ADS, this task has to wait until the lowest priority task 
becomes pre-emptible. These two policies will be compared with the global preemptive 
EDF and global non-preemptive EDF. Specifically, we: 
 

1. Compare the number of preemptions at runtime; 
 

2. Compare the schedulability ratio. 
 
The comparisons were carried out in the following settings: 
 

1. Change the utilization while keeping the number of tasks in a task and the 
number of processors the same; 

 
2. Change the number of tasks while keeping the utilization and the number of 

processors the same; 
 

3. Change the number of processors while keeping the utilization and the number of 
tasks in a task set the same. 

 
Using the experiments, we have derived some conclusions. The number of preemptions 
of ADS is always the lowest. RDS can have more preemptions while the global 
preemptive scheduling has prohibitively high number of preemptions. The 
schedulability of the global preemptive is the best in all experiments and the global non-
preemptive is the worst. RDS and ADS performs, in the experiments, worse than global 
preemptive but no more than 20%, in general.  However, if we consider the preemption 
overheads, global preemptive scheduling will not perform as good as shown in the 
results. Regarding to the number of preemptions and the schedulability, ADS is the best 
choice, because it has a large decrease in the preemption number compared to the global 
preemptive scheduling. Furthermore, we have found out the condition which causes 
ADS to perform better in terms of schedulability than RDS. This is because this 
scheduling policy will not suffer the priority inversion problem, where the newly 
released high priority task preempts the medium priority task, leading to the deadline 
miss of the medium priority task. 
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The rest of the paper is organized as follows. In section 2, we will introduce some 
background information concerning our project, the multiprocessor system and its 
scheduling policies, real-time system and earliest deadline first scheduling policy. Some 
related research is introduced in this section as well. In section 3, the focus is put on the 
limited preemptive scheduling. Thus, we explain the preemption related costs at first 
and then brings the idea of this scheduling. In the last part of this section, we have 
discussed a characteristic of importance, the non-preemptive region, whose length can 
affect the performance of a limited preemptive scheduling policy. Section 4 gives the 
research method we used in our work and section 5 put forward the detailed design of 
the experiments. The results of experiments and some important parameters used in the 
experiments are given in section 6. After a discussion of separate results in section 6, a 
general comparison is performed in section 7. Section 8 draws a conclusion from our 
work and proposed a possible direction for future work. 
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2. Background 
 
In this section, we introduce some background information about the multiprocessor 
real-time system and its scheduling policies. We have also introduced the earliest 
deadline first scheduling policy both on uniprocessor and multiprocessor. This 
scheduling policy is the one of the main area of our research. At the end of this section, 
some related work is given. 

2.1 Multiprocessor System 
 
A multiprocessor system is a computer system with more than one central processor 
unit sharing the main memory and peripherals [3]. This system is designed to parallel 
process programs.  
 
For decades, manufacturers look forward to place more transistors on the smaller size 
of integrated circuits and increase clock rate. Shrinking the size of an integrated circuits, 
using smaller individual gate and improved microelectronic, can reduce costs. However, 
it will cause the problem of heat dissipation, which has pushed the emergence of 
multicore processors. The drawback of increasing clock speed also contributes, because 
of the higher power consumption. 
 
The occurrence of multiprocessor system brings new problems but new trends as well. 
In 2009, comes a news, saying that a strong trend has appeared in the area of aerospace 
and defense using multiprocessors which can significantly reduce the size, weight and 
power requirement [4]. This trend is popular in the area of embedded systems requiring 
hard real-time performance. 

2.2 Real-Time System 
 
An operating system is a system designed to manage the hardware resources and 
process tasks. A real-time operating system does a similar work but concerns a more 
precise time constraint and a high degree of reliability. A system which can always meet 
its deadline are considered as a hard real-time system. 
 

 
Fig. 2.1 Parameters of a task and its instance 

 
The feature of real-time system has widened its application in many areas having 
constraints in time. Special algorithms are needed to schedule the tasks in such systems. 
In general, the most important parameters for a task are those contributing to the 
predictability of a system, like period, worst case execution time and deadline. The 
parameters of a task are showed in Fig. 2.1. Release time is the time when a task 
instance arrives and the start time is the moment an instance actually starts its 

Execution time

finishing timestart time

release time absolute deadline

period

offset
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execution. Execution time means the time required for execution in the worst case. 
Response time, divided by finishing time and release time, records the duration used for 
this instance, where finishing time is the time instance finishes its execution. Deadline 
indicates the last time an instance should realize its functionality. At last, period is the 
minimum length of time during which no more than one task instance could be released. 
This period start at or before the release time, if offset is considered, and finishes at or 
after the deadline. 
 
The schedule algorithms used can be categorized into three types, fixed task priority, 
fixed job priority and dynamic priority. In uniprocessor system, fixed priority scheduling 
is most commonly used. Rate monotonic, priority assigned by the order of period, and 
deadline monotonic, priority assigned by the order of deadline, are two of these 
methods. Earliest deadline first (EDF) is a fixed job priority scheduling policy, which set 
priority of a task instance according to its absolute deadline. In multiprocessor systems, 
some similar policies exists. Although they still use a same method to assign the priority, 
but their performance cannot be formulated in a same way. 

2.3 Multiprocessor Scheduling Policies 
 
With the development of multicore processors, one concern of the academia is to find an 
optimal multiprocessor scheduling policy. A number of policies are proposed. These 
policies can be categorized by when and where a task can be executed [5]. 
 
The partitioned scheduling policy strictly allocates tasks to processors and the migration 
of tasks between different processors is not allowed. One advantage is that once the 
tasks are allocated, on each of the processors, plenty of uniprocessor scheduling policies 
are applicable. Another is that this policy is not affected by the migration cost which is 
the cost of moving job context from the processor where preemption occurs to another. 
 
The global scheduling policy allows tasks runs on different processors. In this way, 
preemption happens only when no processor is idle, so it has a smaller context switch 
cost. This policy can be further categorized into two different level of migration. The job 
level migration allows a job being executed on different processors while the task level 
migration do not. Only different jobs can runs on different processors. 
 
In both categories, preemptive and non-preemptive multiprocessor scheduling policies 
are well studied [5]. The preemptive scheduling permits the occurrence of preemptions 
whenever a higher priority task is released whereas the non-preemptive scheduling do 
not allow preemption at all. In this way, higher priority tasks need to wait until the 
running low priority tasks finish the execution, which will bring longer blocking time on 
high priority tasks and lead to unschedulability. However, preemptive scheduling has its 
own problem, which is the preemption overheads, introduced in section 3.1, and the 
migration cost. The limited preemptive scheduling, which is introduced in section 3, is 
an alternative between them, which can limit the number of preemptions without a 
great reduction in schedulability. Although it is well suited on uniprocessor systems, less 
attention has been paid to it on multiprocessor systems. 

2.4 Multiprocessor Earliest Deadline First 
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Earliest deadline first scheduling is a kind of dynamic real-time scheduling policy. This 
scheduling policy will start executing the task closest to its absolute deadline when a 
scheduling event occurs. On uniprocessor, research shows that limited preemptive 
scheduling algorithms dominates the preemptive and non-preemptive scheduling 
algorithms under fixed priority scheduling [6]. 
 
The example in Fig 2.2 shows how earliest deadline first schedules a task set on a single 
processor. 
 

 
 

Fig. 2.2 Schedule created by EDF 

 
In Fig. 2.2, task 𝜏1 and 𝜏3 are released at time 0 while 𝜏2 is released at time 2. They have 
an absolute deadline at 3, 8 and 5 respectively. The operating sequence, in this example, 
is 𝜏1, 𝜏3 and 𝜏2. When the scheduler starts, 𝜏1 will be executed first, since it has the 
shortest deadline which means the highest priority in EDF. Then, 𝜏3 begins its execution. 
At time 2, 𝜏2 is released. Because the absolute deadline of 𝜏2 is later than the current 
executing task 𝜏3 , 𝜏3 is not preempted. Task 𝜏2 will start executing after  𝜏3 finishes. In 
such way, no task will miss its deadline. 
 
For the multiprocessors, the multiprocessor earliest deadline first, which determines the 
operating sequence by deadline as the uniprocessor EDF, schedule tasks in the way 
showed in Fig. 2.3. 
 

 
 

Fig. 2.3 Schedule created by global EDF with 2 processors 

 
Fig. 2.3 displays the same task set in previous example but with a different release time. 
All these tasks are now simultaneously released and scheduled on a 2 processor system. 
Since task 𝜏1 and 𝜏3 are two highest priority tasks according to their absolute deadlines, 
they will start the execution simultaneously when the system starts. When task 𝜏1 
finishes, the lower priority task 𝜏2, starts right after. In this example, we can find the 
difference in response time for multiprocessor and uniprocessor EDF, which is 4 and 7 
respectively. 

0 1 2 3 4 5 6 7 8 t
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2.5 Related Work 
 
The origin of multiprocessor real-time scheduling theory can trace back to the 1960s 
and 1970s. The first step was made by Liu and Layland [1] in noting that few of 
uniprocessor scheduling research achievements can be simply generalized to the 
multiprocessor systems, since a task can only operate on one processor even when all 
other processors are waiting at the same time. 
 
In the early stage of research, the focus of the academia was mainly on the partitioned 
scheduling policies. This is because of the seminal report of Dhall and Liu [7]that 
identified the Dhall effect. This effect occurs when a task has a long period and 
utilization approaching to one while other m tasks have short periods and infinitesimal 
utilization in an m processor system. 
 
However, the drawback in partitioned scheduling is that available computing resources 
can be fragmented. Even if the amount of resources is large enough in total, no single 
processor can afford to process one more task. In fact, the utilization bound of 
partitioned scheduling is 50% [8], although some later works improved this bound 
using various approaches such as task splitting. Global scheduling policies can 
ameliorate this problem. Such approaches supports the utilization of 100%, but suffers 
from the overheads caused by migrations and preemptions. Research from Brandenburg 
et al. [9] suggests that global EDF scheduling performs worse than the partitioned EDF 
due to the maintenance of a long global queue. Moreover, partitioned EDF is claimed to 
be the best for the hard real-time systems, if none of the tasks in a task sets has 
extremely high utilization. This phenomenon is closely the same for the soft-real time 
systems. This comparison, resulting in the superiority of partitioned EDF, has shown the 
significant adverse effect of overheads in multiprocessor real-time systems. These 
effects can conclude to two proper methods, either by increasing the utilization bound of 
partitioned scheduling or by decreasing the amount of migrations and preemptions in 
global scheduling, to improve the applicability in real-time systems. Another approach is 
to combine the partitioned and global scheduling, which is called hybrid approach. 
Andersson and Tovar [10] has introduced a method, EKG, which uses the partitioned 
scheduling to schedule the periodic task sets with implicit deadlines but divide some of 
the tasks into two parts and operating on different processors. 
 
In the area of uniprocessor scheduling, some contributions limiting the number of 
preemptions has already been made. Baker [11] has introduced a notion, preemption 
levels, where tasks will be assigned with preemption levels before execution. One task 
can only preempt another task if it has a greater preemption level. A similar approach 
proposed by Gai et al. [12], uses the so-called preemption threshold to reduce the 
number of preemptions. This method will explore a search space to calculate the optimal 
threshold. This space, in which a feasibility test will be carried out for every choice, is 
determined by the number of tasks in a system and the size would be the square of the 
amount. A different way to restricting the preemption number is to defer the 
preemption for a certain period of time. This time or the concept of non-preemptive 
region can be regarded as a critical section protected when executing. In order to fix the 
delay time, Baruah [13] has proposed an algorithm, for EDF, to compute the maximum 
length of the non-preemptive region for every specific task in a task set. Instead of 
delaying for a fixed time, some employ the fixed preemption point which is defined for 
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every task statically. This kind of methods, limited preemptive scheduling, is a tradeoff 
between the feasibility and the preemption overheads which can provide constructive 
suggestion for the global version. 
 
Some global fixed task priority scheduling policies has been introduced like RDS and 
ADS, whereas, for global fixed job priority and dynamic scheduling, less work has been 
done. Thekkilakattil et al. [14] has guaranteed the feasibility of global limited 
preemptive EDF with sporadic tasks. 
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3. Limited Preemptive Scheduling 
 
This section introduces limited preemptive scheduling, as well as its different variations. 
To reveal the superiority of this scheduling method, at the beginning of this section, we 
discuss the overheads caused by preemptions. The most important feature of limited 
preemptive scheduling, limiting the number of preemptions, is the non-preemption 
region. The length of this region not only affects the schedulability of a task set but the 
performance in reducing number of preemptions. 

3.1 Preemption Related Overheads 
 
For real-time systems, preemption is a key factor that guarantees that tasks finish within 
the deadline. A fully preemptive scheduling can allow the most urgent task (with highest 
priority) to execute as soon as it is released, which makes crucial operations such as 
braking operations in a car in time. On the contrary, in some circumstances, for example, 
when communicating via a shared medium, preemption will break the current session 
and cause information losses and hence can be quite costly. 
 

 
(a) 

 

 
(b) 

 
Fig. 3.1 (a) Schedule with preemption overheads and (b) Schedule without preemption overheads 

 
The mechanisms that enable preemptions require extra amount of time. In general, to 
perform a preemption, four additional costs are incurred, scheduling cost, pipeline cost, 
cache-related cost and bus-related cost [6]. Scheduling cost is the cost incurred to insert 
the running task into ready queue and allocate the newly released tasks. Pipeline cost is 
the overhead due to flushing and refilling the processor pipeline when interruption 
occurs. Cache-related cost concerns the overheads due to frequent off-chip memory 
accesses. Bus-related cost, which is the additional interference to access the RAM, will 
increases when cache miss happens due to preemptions. These costs are not predictable 
and will finally reduce the predictability of the system. Fig. 3.1 shows the difference 
between the schedule with and without the consideration of preemption cost. Two tasks, 
one high priority and one low priority, are used in these examples. The high priority task 
releases 3 time units after the low priority task which releases at time 0. The deadline of 
the high and low priority task are at 7 and 8 for each. If we suppose the preemption 
needs one time unit to process, we can easily observe the deadline miss of the low 

L - low priority task preemption overheads

H - high priority task

H deadline miss

L
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L - low priority task

H - high priority task

H

L

0 1 2 3 4 5 6 7 8 9 10 t
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priority task in the first example, depicted in Fig. 3.1 (a), while both of them can be 
schedulable without such costs, showed in Fig. 3.1 (b). 
 
Bui et al. [15] has found that the cache-related cost in preemptive scheduling can 
increase the worst case execution time by at most 33% compared with the time in non-
preemptive scheduling. Under EDF, previous study [16] claims that it is optimal in 
preemptive scheduling while suffers preemption overheads. For non-preemptive 
scheduling, EDF is infeasible with arbitrary low processor utilization [17]. These two 
studies indicate the importance of preemption for schedulability in EDF. 

3.2 Limited Preemptive Scheduling Policies 
 
Limited preemptive scheduling, a tradeoff between preemptive and non-preemptive 
scheduling, aims to reduce the additional cost introduced by performing preemptions. 
This kind of scheduling policy usually delays the preemption by a specified duration of 
time.  
 
Baruah [13] has proposed a method to defer the preemptions with a non-preemptive 
region and a possible way to calculate the longest length of this region. This proposed 
approach supposes every task has a non-preemptive region of given length where tasks 
are executed non-preemptively. Depending on the way this region is implemented, it can 
be divided into two models. In the floating model, the preemption region is predefined 
in the task code. Since the exact execution time cannot be predicted, the start and the 
finish time of the region is not predictable. In the activation-triggered model, a 
preemption region is defined with a specific length of time, qi. When a higher priority 
task arrives, it triggers the time counter. Preemption is not allowed until the counter 
come to qi. 
 
Burns et al. [18] has proposed the Fixed Preemption Points (FPP). In this approach, 
tasks are set with preemption points, thus separated into several non-preemptive 
regions. Within each region, a task runs in the non-preemptive mode. If a higher priority 
task arrives in the region, it should wait until the nearest preemption point. 
 
All of the above works focused on uniprocessors. However, with the introduction of 
multiprocessor systems, multiprocessor limited preemptive scheduling is gaining more 
attention. Unlike the policies on uniprocessors, a multiprocessor policies are confronted 
with the allocation problem. Multiprocessor limited preemptive scheduling is composed 
of two questions, 1) how to allocate the tasks and 2) which lower priority task to 
preempt. The first question can be solved with the partitioned or global scheduling. In 
partitioned scheduling, tasks are distributed to a certain processor. On every processor, 
the uniprocessor limited scheduling is applicable, which implies that preemptions can 
be limited using the same method. If using the global scheduling, several tasks can be 
pre-emptible at the same time. This results in an additional challenge with respect to 
determining which of the running tasks to preempt. 
 
Adaptive Deferred Scheduling (ADS) and Regular Deferred Scheduling (RDS), for 
multiprocessors, are proposed by Marinho et al. [19]. Both of the approaches separate 
the tasks into several non-preemptive regions and do not allow preemption when in 
these regions. The difference between them is how lower priority task is preempted. 
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1. ADS: the high priority task waits until the lowest priority task becomes pre-

emptible; 
 

2. RDS: the high priority task preempts the task that first permits preemption. 
 
RDS can be regarded as a direct variation from the preemptive scheduling, while ADS 
has a more strict restriction that only the running lowest priority task can be preempted. 
The example how RDS and ADS executes is given in Fig. 3.2. In this example, three tasks 
with high, medium and low priority are scheduled on a two processor platform. The high 
priority task is released latest at time 2. In RDS, Fig. 3.2 (a), high priority task will 
interrupt the medium priority task since this task just become pre-emptible at the same 
time, causing priority inversion. In ADS, Fig. 3.2 (b), the high priority task need to wait 
until the low priority task reaches its preemption point. 
 

 
(a) 

 

 
(b) 

 
Fig. 3.2 (a) Schedule of RDS and (b) Schedule of ADS 

 
Considering the number of preemptions, in general, RDS can have more a larger number 
than ADS, since the continuous occurrence of priority inversion in RDS, which is 
explained in section 6. 
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3.3 Non-preemptive Region 
 
All the methods mentioned above exploit the concept of non-preemptive region. It 
ensures a period of time where a task runs without preemptions. It is significant to 
determine the length of non-preemptive region, because this region affects the 
schedulability. If a task has the non-preemptive region with length equal to its worst 
case execution time, this task is then non-preemptive. As we know, non-preemptive 
scheduling is infeasible with arbitrary low utilization under EDF. To ensure the 
schedulability of limited preemptive scheduling, we firstly need to find the acceptable 
length of non-preemptive region. 
 
For non-preemptive scheduling, the maximum blocking time is 

𝐵𝑖 = max
𝑗,𝑃𝑗<𝑃𝑖

{𝐶𝑗 − 1}   

Here, 𝐵𝑖 is the blocking time of task i, and 𝐶𝑗  is the worst case executation time of lower 

priority task j. To minus 1, we mean that the lower priority task i must be released 1 
time unit before the critical instant, otherwise, no block will happen. 
 
For preemptive scheduling, since all higher priority tasks can preempt a running lower 
priority task when arrives. Block does not exists. 
 
For limited preemptive scheduling, ADS here [19], the blocking time can be bounded by 

∑ max
𝑙∈𝑙𝑒𝑝(𝑖)

𝐶𝑙

𝑘

𝑗=1

 

 
From [14], the length of non-preemptive region L under limited preemptive EDF can be 
determined by 

𝐹𝐹 − 𝐷𝐵𝐹(𝜏, 𝑡, 𝜎) ≤ (𝑚 − (𝑚 − 1)𝜎)(𝑡 − 𝐿) 

Where m is the number of processors, 𝜎 is a number bigger than 𝛿𝑚𝑎𝑥 and FF-DBF is the 
forced forward demand bound function introduced by Baruah et al. [20]. 

𝛿𝑚𝑎𝑥 = max
𝜏𝑖

{
𝐶𝑖

𝐷𝑖 − 𝐿
} 

 
In this paper, we will change the length of NPR from 1 (i.e. fully preemptive) to the 
execution time (i.e. fully non-preemptive) of a task set under a certain number of 
processors to find a schedulable set. 
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4. Research Method 
 
This thesis performs an empirical comparison between ADS and RDS, as well as 
compare it against global preemptive scheduling and global non-preemptive scheduling 
under earliest deadline first. This work has been performed using empirical method, an 
overview of which is depicted in Fig. 4.1. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 4.1 Research process 

 
At first, we performed a survey of the current challenge of interest in multiprocessor 
scheduling policies to determine the research topic. During this phase, we have studied 
the major difference between uniprocessor and multiprocessor systems. We have also 
understood the general idea of limited preemptive scheduling paradigm. To specify our 
research problem, we further studied the state-of-the-art researches and finally locate it 
on comparing the preemptive, non-preemptive and limited preemptive scheduling 
under earliest deadline first with multiprocessors. 
 
This research goal urged us to have a more detailed knowledge of the interference 
brought by preemptions, especially under EDF. In addition, we need to choose a 
representative limited preemptive method to compare with other two scheduling 
policies. By the study, we have noticed the outstanding performance of fixed preemption 
point scheduling method since it improved predictability as the points of preemptions 
are known offline and the associated overheads can be determined. We have chosen RDS 
and ADS, two similar methods in this category, in our experiments. We expect to achieve 
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the result that limited preemptive scheduling policies, RDS and ADS, are superior to the 
preemptive and non-preemptive scheduling policies. 
 
Since we conduct an empirical study, we need good task generation algorithms. We have 
chosen the UUnifast-Discard algorithm [21] which generates uniformly distributed tasks. 
While the task sets are generated, the length of non-preemptive region, which is special 
in limited preemptive scheduling, should be determined. To our knowledge, no such 
method has been proposed for EDF under multiprocessors. Thus, we have decided to 
assign the length of non-preemptive region of every task as a percentage of its execution 
time. Such method can eliminate the tremendous work load of testing every possible 
length for every specific task in a task set. In order to further determine a better ratio, 
the bisection method is used. 
 
The final step is to perform the experiments and analyze the results. During the tests, we 
have controlled the following three variables, utilization, number of tasks in the task set 
and number of processors. Utilization is a main factor influencing the schedulability of a 
task set. We can easily see it in the fixed priority scheduling polices. The number of tasks, 
if increases, may bring more preemptions and lead to the unschedulability. As we 
investigate the performance with multiprocessor, the number of processors should 
count as well. Once we have the experiment result, we can adjust the range of control 
variables through the analysis and redo the experiments. By doing so, we had a clearer 
view of the performance of the scheduling policies and eventually come to the final 
conclusion. 
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5. Experimental Design 
 
This work is to compare the non-preemptive, limited-preemptive and preemptive 
algorithms under earliest deadline first scheduling of real-time tasks on multiprocessors. 
The diagram of the experiments, which explains the steps of performing comparison, is 
shown in Fig. 5.1. Before the experiments, we firstly need to generate a certain number 
of tasks. After the task generation procedure, four experiments with global preemptive, 
non-preemptive, RDS and ADS EDF scheduling are performed. When the outcomes are 
obtained, we analyze the results. The last step, after finishing the experiments and the 
analysis, is to draw a conclusion of the trend of different scheduling policies with various 
control parameters. More detailed explanation is given in the following sub sections. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 5.1 Flow chart of experiment procedure 

 
Ahead of the experiments, a model needs to be defined. We will use Integer time model 
in this work. This is because time instants and durations are counted by clock cycles in 
real-time operation system. These values are non-negative integer values. 
 
On uniprocessor system, by Liu and Layland [1], we have noticed that the critical instant 
for a task occurs when it is released with all higher priority tasks. A critical instant is the 
time when a task is released and achieves its maximum response time. On 
multiprocessor system, the scenario is not quite the same, since several high priority 
task can be executed on different processors causing no interference to the low priority 
task. The exact condition that leads to the longest response time of lowest priority task 
is not known yet, but we can still give a scenario where the simultaneous release is not 
appropriate, showed in Fig. 5.2. This figure describes a two processor system with 4 
different priority tasks. At time 0, all tasks are released simultaneously. The lowest 
priority job of task 𝜏4 starts its running after the execution of 𝜏1 and 𝜏2. The response 
time of this job is 3. At time 5, job of task 𝜏1 and 𝜏3 comes first and then job of 𝜏2 and 𝜏4. 
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In this situation, the job of task 𝜏4 executes when all higher priority jobs finishes. Its 
response time become 𝜏4 which is longer than that of the simultaneous release. Even 
though, we still suppose that all tasks are released at the same time instant and all tasks 
release the instances as soon as possible this is does not cover all scenarios exhaustively. 
This is one of the drawbacks of empirical methods.  
 

 
 

Fig. 5.2 Longest response time with or without simultaneous release 
 

5.1 Task Generator 
 
Consider a sporadic task set {𝜏1, 𝜏2, … , 𝜏𝑛} composed of n tasks executing on m 
processors. Each of the tasks is characterized by a 3-tuple {𝐶𝑖, 𝐷𝑖, 𝑇𝑖}. The parameter 𝐶𝑖 
indicates the worst case execution time of task 𝜏𝑖. 𝐷𝑖 is the relative deadline and 𝑇𝑖 is the 
smallest interval between two consecutive jobs of the same task. For limited-preemptive 
scheduling, RDS and ADS, two more parameters, 𝑞𝑖

𝑚𝑎𝑥 and 𝑞𝑖
𝑙𝑎𝑠𝑡 , are introduced, where 𝑞 

is the length of the non-preemptive region. Therefore, it will be a 5-tuple 
set {𝐶𝑖, 𝐷𝑖, 𝑇𝑖, 𝑞𝑚𝑎𝑥, 𝑞𝑙𝑎𝑠𝑡}. The parameter 𝑞𝑖

𝑚𝑎𝑥 represents the length of the longest non-

preemptive region while 𝑞𝑖
𝑙𝑎𝑠𝑡  is the length of the last non-preemptive region of task 𝜏𝑖. 

The sum of all non-preemptive regions of this task is the execution time 𝐶𝑖. 
 
To generate such task sets, firstly, a task generator that randomly generates sporadic 
tasks is needed, for which we use the UUnifast-Discard algorithm proposed by Davis and 
Burns [21] that extends Bini and Buttazzo’s work [22]. The generator should generate 
enough task instances for simulation where the separation between jobs are randomly 
generated. 

5.2 Simulator 
 
The simulator will implement four different scheduling algorithms: 
 
1. G-P-EDF: This simulator will implement the global preemptive earliest deadline first 

scheduling which allows preemption whenever a higher priority task is released. 
 
2. G-NP-EDF: This simulator will implement the global non-preemptive earliest 

deadline first scheduling which do not allow any preemption. 
 
3. ADS under EDF: This simulator will implement ADS algorithm under EDF which 

delays the preemption of a higher priority task to the nearest preemption point of 
the lowest priority task. 

 
4. RDS under EDF: This simulator will implement RDS algorithm under EDF where a 

higher priority task can preempt any pre-emptible lower priority tasks in any 
processor. 
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Processor 2 τ2
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The simulator reports the number of preemptions and the schedulability assuming no 
preemption cost. This is because the preemption cost is a major concern of limited 
preemptive scheduling to reduce its effects on predictability. However, preemption 
overheads are not the focus of this thesis and this cost is difficult to assume since 
different implementation method will cause different costs. 

5.3 Experiment Process 
 
Three common factors can affect the feasibility and the performance of the scheduling 
algorithms. They are utilization, number of tasks in the task set and number of 
processors. For limited preemptive scheduling, another factor will count. The length of 
non-preemptive region can determine the feasibility of a task set. However, this factor is 
not shared with preemptive and non-preemptive scheduling. For simplicity, we 
predefine a limited preemptive schedulable task set. We say that the task set is 
schedulable if a non-preemptive region can be found. In this way, the performance in 
schedulability may be affected since the region may not be randomly generated within 
the true bound of non-preemptive region. 
 
In the experiments, our purpose is to find out and compare 1) the number of 
preemptions, as well as, 2) the schedulability ratio. Reduction in the number of 
preemptions is a major advantage of the limited preemptive scheduling. And the 
schedulability ratio, which is the number of schedulable task sets compared to the total 
number of task sets, is an important factor in real-time systems that determines its 
usability. 
 
All experiments will be divided into three sets, which are performed by varying the 
following factors: 
 
1. Change the number of tasks per task set while keep the utilization and the number of 

processors same 
 
2. Change the utilization and hold the number of tasks in a task set and the number of 

processors 
 
3. Change the number of processors but maintain the number of tasks in a task set and 

the utilization 
 
These experiments are performed with a large number of task instances. Both 
schedulability and performance results can be derived from previous experiments. 

5.4 Expected Outcomes 
 
For a single processor, prior research has shown that limited preemptive scheduling 
algorithms are superior to the non-preemptive and fully preemptive scheduling 
algorithms under fixed priority scheduling. 
 
We would like to see the same result under EDF scheduling on multiprocessors. 
Furthermore, we want to investigate the conditions under which different choice of 
preempted task will cause different schedulability result. 
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To our knowledge this is the first attempt at understanding how the choice of 
preempted task affects EDF schedulability on multiprocessing systems under limited-
preemptive scheduling using fixed preemption points. 
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6. Evaluation of Limited Preemptive Scheduling 
 
This section introduces the main contributions of this thesis, specifically, three sets of 
experiments controlling three different parameters, the utilization, the number of tasks 
in a task set and the number of processors in order to determine the no. of preemptions 
and the schedulability ratio. Before listing the experiment al results, parameters of the 
generated tasks will be given and explained. These experiments are not the exact tests, 
however provides some trends on how the number of preemptions and schedulability 
varies with the above parameters. 

6.1 Parameters for Task Generation 
 
In an empirical experiment, the feasibility of a scheduling algorithm is counted by the 
schedulability ratio which is the number of schedulable task sets against the total 
number of task sets. In the following experiments, we use UUnifast-Discard algorithm to 
generate 50 task sets for every changing variables. The generated tasks in every task set 
are uniformly distributed according to the utilization. These tasks have the highest 
period of 500. The execution time of a task is generated based on the assigned utilization 
and its period. After the execution time, the deadline of a task is randomly decided 
between the interval in execution time and period. In this case, all tasks can have a 
deadline smaller or equal to its period. The length of longest non-preemptive region is 
determined outside the task generator. This region, computed as a ratio of execution 
time, will start with 0.5 and then uses bisection method 5 times to decide the nearly 
fittest length factor for all tasks in a task set with the proceed of schedulability test. For 
example, if the task set can be schedulable under a limited preemptive scheduling, this 
factor, called non-preemptive factor in this paper, will increase to 0.75 for the next time. 
If it can still be schedulable, then change it to 0.875, otherwise, it will reduced to 0.625 
in the next schedulability test. Although this factor is not accurate, it can still represent 
the non-preemptive feature of the task set but not every task, because it is an average 
number of non-preemptive ratio of every task in this set. 

6.2 Experiments with Varying Utilization 
 
In the experiments, utilization of a task set varies from one-eighth of the available 

number of processors 
1

8
m to the total amount of processors m. The number of tasks in a 

task set is kept at 30. Two experiments, one with 4 processors and one with 8 
processors, are performed.  
 
Fig. 6.1 gives the preemption number of preemptive and limited-preemptive scheduling 
policies on a 4 processor system. It can be observed that with the increasing of 
utilization ratio, preemption number of all three policies increases. Even though, RDS 
and ADS grows slower than preemptive scheduling, ADS has the least number of 
preemptions in this experiment. The difference between the ADS and RDS is nearly 8000. 
The inflection point in the graph is generated because all task sets are not schedulable 
when utilization is 100% of the platform capacity. 
 
Fig. 6.2 shows the experiment result of the number of preemptions under systems with 
8 processors. In this graph, the increasing trend of all three scheduling policies is same 
whereas the total number of preemptions is much fewer than that on 4 processor 
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systems. This difference is around 4000. As the same on 4 processor system, we can still 
observed the fewest preemption number at ADS, which has nearly 5000 less 
preemptions compared to the global preemptive scheduling. 
 

 
Fig. 6.1 Preemption number test with 4 processors and 30 tasks in a set 

 

 
Fig. 6.2 Preemption number test with 8 processors and 30 tasks in a set 

 
The schedulability results of these two experiments are illustrated in Fig. 6.3 and Fig. 6.4. 
From Fig. 6.3, we can clearly observe the superiority of global preemptive EDF 
scheduling policy on a 4 processor system, which can almost schedule all of the task sets 
when the utilization is not very high, smaller than 75% of the available resource. 
However, this is under the assumption of zero overheads and hence when there are 
prohibitively high overheads, we cannot expect G-P-EDF to perform as good. On the 
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contrary, the schedulibility of global non-preemptive EDF scheduling policy is much 
worse. To the global limited preemptive scheduling policies, both of them, RDS and ADS, 
have shown a good schedulability result, although they perform worse than the global 
preemptive scheduling. The schedulability ratio can still be higher than 70% when using 
75% of the processor resource. In addition, the trace of preemptive and limited 
preemptive goes in a same way. When the utilization ratio goes to 1, all four scheduling 
policies becomes infeasible. 
 
On the 8 processor system, we can observe the same trend for global preemptive EDF 
scheduling and global limited preemptive EDF scheduling and a similar result. However, 
in this situation, the utilization ratio of computing resource is lower than that of 4 
processor system. At the inflection point, which is 62.5% of processor resource in this 
experiment, showed in Fig. 6.4, gives us a smaller gap between limited preemptive and 
preemptive scheduling and the schedulability ratio is greater than 80%. The non-
preemptive scheduling is the worst as usual. When the utilization continues growing, the 
schedulability ratio reduces dramatically. 
 

 
Fig. 6.3 Schedulability test with 4 processors and 30 tasks in a set 

 
As a conclusion of these two experiments, it is clear that global preemptive scheduling 
policy is the best when preemption related overheads are negligible. The RDS and ADS, 
which have a close feasibility performance, are not much worse than preemptive 
scheduling while the outcome of non-preemptive scheduling is undesirable. 
 
If we consider the performance of ADS in reducing the number of preemptions, which is 
a small number of reduction compared to RDS but thousands of preemptions less than 
the global preemptive scheduling, with its schedulability, we consider it more valuable 
than all other scheduling policies with a low utilization of a task set. In the experiments, 
it is around 60% of the available number of processors. 
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Fig. 6.4 Schedulability test with 8 processors and 30 tasks in a set 

6.3 Experiments with Varying Number of Tasks 
 
In this set of experiments, the number of tasks in a task set is the control variable. This 
value changes from 20 to 200 with a step length of 20. The utilization of the task sets is 
90% of the computing resource and the number of processor is 4. 
 
In Fig. 6.5, it has shown the number of preemptions in preemptive scheduling, RDS and 
ADS with regards to the number of tasks. The trend of all three policies are the same, but 
the preemptive scheduling moves in a larger range. Its preemption number swiftly 
increases to the highest value in the figure, around 22000, and then meets the inflection 
point, gradually decreasing to around 14000. Meanwhile, RDS and ADS keeps its 
preemption number at a low level, especially the ADS, whose curve is almost straight 
and the values are lowest in the experiment. The reason why there is a decreasing trend 
is that with the task number continues increasing, while total utilization remains the 
same, the execution time of every task in a task set is decreasing, which reduces the 
number of preemption. 
 
From the observation of Fig. 6.6, we can notice the schedulability ratio increases with 
the number of tasks in a task set for global preemptive EDF scheduling. RDS and ADS 
performs similar and both of them has encountered a decreasing performance within 
the interval of 40 and 120. This can be explained that since the number of processors are 
fixed on a certain system, the available pre-emptible points are up to the processor 
number at the same time. This is because that every running task can reach only one of 
its preemption point at a time. In a 4 processor system, every processor carries one task, 
thus in total 4 tasks at most can be pre-emptible simultaneously. If there are more than 
that number of higher priority tasks requiring execution, some of them will be rejected 
and possibly lead to a deadline miss. This phenomenon should be much clearer with 
huge number of tasks when all tasks have an execution time long enough. If the period of 
the tasks in this experiment could be longer, we are supposed to see a continuously 
decreasing curve other than the increasing trend after 120 tasks. The reason is that with 
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an increased period, the execution time can be longer for every task, getting a higher 
chance to encounter the previous situation. This incremental line is caused by the 
smaller execution time for every tasks. The global non-preemptive EDF scheduling 
remains the lowest schedulability ratio. 
 

 
Fig. 6.5 Preemption number test with 4 processors and utilization of 90% 

 

 
Fig. 6.6 schedulability test with 4 processors and utilization of 90% 

 
If we combine these two results, we can find the number of preemption is decreasing 
while the schedulability ratio is increasing when the number of tasks cross 120. This can 
be explained by the reduction in the execution time. Since the total utilization is not 
changed all along, the increasing number of tasks can lead to decreasing average length 
of worst case execution time. If the execution time of a task becomes shorter, it will have 
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less chance to be preempted and a smaller possibility to miss its deadline. The effect of 
preemption will be smaller at runtime. 

6.4 Experiments with Varying Number of Processors 
 
To obtain the connection between the performances of a scheduling policy and the 
number of processors, we have performed this set of experiments with utilization of 80% 
of the available resource and the number of tasks of 30. 
 
In Fig. 6.7, showing the result of number of preemptions, we can see the descending 
trend of preemptive scheduling, RDS and ADS, but a more vibrating curve in RDS and 
ADS. Since the total number of processors increasing, more parallel execution is allowed. 
Therefore the preemption number decreases accordingly. One interesting phenomenon 
here is the cross point at 10, where RDS runs with more preemption number than the 
preemptive scheduling. This is due to repeated priority inversions under RDS. To make 
it clear, when a high priority task A is released, under preemptive scheduling, it 
preempts the lowest priority task. However, under RDS, task A may preempt the highest 
priority running task. This highest priority running task that is preempted will wait in 
the ready queue and preempt the next lower priority job when it becomes pre-emptible. 
The preempted lower priority job, may not be the lowest priority running job. Hence it 
will wait for the next available preemption point. This process continues until the 
priority inversion is resolved, consequently incurring more preemptions. 
 

 
Fig. 6.7 Preemption test with 30 tasks and utilization of 80% 

 
Fig. 6.8 shows the schedulability test result. We can observe the decreasing performance 
of all four scheduling policies from this graph. The schedulability ratio of non-
preemptive scheduling is almost zero with any number of processors. However, the 
preemptive EDF, RDS and ADS has a high schedulability ratio before the point where the 
number of processors is 4. At this point, RDS and ADS reaches their best performance 
and the gap with preemptive scheduling is around 20%. 
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By the comparison of the results of preemption number and the schedulability ratio, we 
find out that with the number of preemption reducing, the schedulability ratio is also 
reducing when processor number is increasing. We should pay attention to this 
phenomenon, because in common with the increasing number of processors, the 
performance of a scheduling algorithm should go upward. Otherwise, there is no point in 
using multiprocessor systems. In this situation, which is special, the utilization is set to a 
fixed ratio of processor number, which means the execution time of tasks increases with 
the processor number. For example, because the utilization is 80%, with 4 processors, 
total utilization is 3.2 while with 8 processors, this number becomes 6.4. The worst case 
execution time of individual tasks increase. If the length of execution time of a lower 
priority task is long enough, it can easily become not schedulable. 

 
Fig. 6.8 Schedulability test with 30 tasks and utilization of 80% 
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7. Analysis 
 
In this section, a more detailed discussion of the experiment results will be given. From 
the observation, we have discovered the superiority of ADS in reducing the number of 
preemptions. This implies a promising implementation of limited preemptive scheduling 
in hard real-time systems. In addition, if we take the preemption related cost and the 
migration cost into consideration, the schedulability of global preemptive scheduling 
would not be that good. 
 
Considering the number of preemptions, ADS, in all three conditions, has the lowest 
number. RDS in general has around 2000 more preemptions in the experiments while 
the difference of preemption number with global preemptive scheduling is a much 
greater number. This result has shown the outstanding performance of these two global 
limited preemptive scheduling policies, RDS and ADS, especially ADS, in the tradeoff 
between schedulability and number of preemptions. These two policies contributes a 
small number of schedulability to a big reduction in the preemption number when 
considering the utilization of a task set with a suitable small number of tasks.  
 
The best performance in schedulability comes from the global preemptive EDF 
scheduling policy, which can schedule almost all task set when the total utilization is not 
very high, said 75% on 4 processor systems and 62.5% on 8 processor systems. Its 
performance in different number of tasks also dominates other scheduling policies. 
However, we must notice that when the task number in a task set is small, or the 
execution time of the tasks in a task set is long enough, the schedulability ratio will 
suffer. When increasing the number of processors and keeping the number of tasks and 
utilization the same, the global preemptive EDF scheduling policy still has the best 
performance. 
 
RDS and ADS has shown a similar result in all of the schedulability test. Compared with 
the global preemptive scheduling, both of them performs not so bad. Their 
schedulability ratio when increasing the utilization is about 10% - 20 % lower. When 
varying the number of processors, these figures are also quite close to those of the global 
preemptive scheduling. 
 

 
Fig. 7.1 Priority inversion in RDS causing the medium priority task miss its deadline 
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In general, under zero overheads, global preemptive scheduling dominates global 
limited preemptive scheduling. However, in the experiments, we have observed some 
special cases where ADS can schedule more task set than RDS. Although both policies 
use the fixed preemptive points, the difference in preemption strategy may cause 
different schedulability result. As we can see, higher priority tasks in RDS can be 
interfered when low priority tasks are still executing on the processor if the currently 
released task misses the preemptive point of the low priority task. This case can result in 
a deadline miss of the preempted high priority task, showed in Fig. 7.1 where three tasks 
runs on a two processor system. L, M and H represents the low priority, medium priority 
and high priority respectively. Both medium and low priority has a preemption point 
every two time units. The medium priority starts one unit earlier and it has a deadline at 
7 in this case while the low priority task has a deadline at 9. When the high priority task 
is released at 4, since, in RDS, it will preempt, the time a preemption point is available, 
the medium priority task, make it miss its deadline. ADS, on the contrary, only 
interrupting the lowest priority task, will not suffer such problem. This phenomenon 
becomes more remarkable when there are a large number of tasks in a task set, because 
the chance of happening priority inversion becomes greater. 
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8. Conclusion 
 
This work has compared the schedulability of global preemptive EDF scheduling, global 
limited preemptive EDF scheduling and global non-preemptive scheduling policies. We 
have also recorded and compared the average number of preemptions for each 
scheduling policy under different conditions. These conditions are as follows: 
 
1. varying utilization of a task set with fixed number of tasks in a task set and fixed 

number of processors 
 
2. varying number of tasks in a task set with fixed utilization of a task set and fixed 

number of processors 
 
3. varying number of processors with a fixed utilization of a task set and fixed number 

of tasks in a task set 
 
The global preemptive EDF scheduling is the best in schedulability but has the most 
preemption number. The global limited preemptive scheduling, RDS and ADS, suffers 
some schedulability penalty but has a much less preemption number. Especially, the 
superiority of ADS, which has the lowest number of preemption and a performance in 
schedulability quite close to RDS, indicates that this policy is good at saving computing 
resource because it can be very useful in limiting the preemptions. Moreover, ADS do 
not have the problem of priority inversion as in RDS. This problem may lead to an 
additional delay in response time for higher priority task, although, in general, RDS has a 
better schedulability. On the other hand, global non-preemptive EDF, like the one in 
uniprocessor, performs the worst on an average. 
 
We also found that the number of preemptions under RDS can be greater than for fully 
preemptive scheduling because of repeated priority inversions. Specifically, if a higher 
priority task A is released and the highest priority running task is preempted, this 
preempted task will preempt another lower priority task later (this can continue until 
the priority inversions are resolved). On the other hand, under global preemptive 
scheduling, a single preemption of the lowest priority job will suffice.  
 
In the experiments, the migration cost, introduced in job level global preemptive 
scheduling, and the preemption overheads are neglected. These can result in an 
inaccurate performance estimation of global preemptive scheduling in actual real-time 
systems, because the overheads can affect the schedulability. In the future experiments, 
these overheads can be taken into consideration. Besides, since we have found out the 
condition where ADS performs better than RDS in schedulability. It may be possible to 
propose a method to employ benefits from both methods in the future. 
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