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Abstract Recent game experiments have revealed that individual variation in
behaviour across strategically distinct situations is correlated, and that these
behavioural patterns are linked to personality traits (Yamagishi et al., 2013).
Classic experiments demonstrate that behaviour in games is determined as
much by the framing of the game as by the strategic fundamentals of the
game, that is the underlying payoff matrix (Brewer and Kramer, 1986). Fram-
ing effects are not restricted to the explicit framing of the experimenter but
also include the implicit cultural framing of the participant (Henrich et al.,
2001). There is also experimental evidence that the typical human response to
a novel decision is not a strategic analysis of the situation. Instead the novel
decision is linked by analogy to a different decision familiar to the decision
maker (Gick and Holyoak, 1980). The cultural context, personality traits, and
personal history of the decision maker prescribe a behaviour for the famil-
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iar situation, which the decision maker then matches to the closest available
behaviour in the novel situation. Taken together these facts suggest that con-
sidering the evolutionary stable strategy of any one particular game will aid
the understanding of human behaviour in frequently experienced and easily
recognizable situations, but will be of severely limited use in rare or difficult to
distinguish situations. Indeed recent experiments confirm that in multi-game
situations where games are difficult to distinguish from one another or where
individual games are encountered infrequently, behaviour is not predicted by
conventional evolutionary game theoretic analysis, but rather behaviour can
only be understood in terms of spill over effects between games (Huck et al.,
2011; Grimm and Mengel, 2012).

To understand behavior in rare or difficult to distinguish situations will re-
quire a technical framework which takes into account a wide variety of distinct
games, the processes by which individuals learn (or fail to learn) to distinguish
between games, and the processes by which individuals adjust their behavior
across classes of games they perceive as similar. Here we present a candidate
for such a technical framework.

Keywords Strategic Decision Making · Learning · Perception

1 Introduction

The traditional game theoretic or rational actor approach to understanding
how people act in strategic situation relies solely on the underlying payoff
structure of the situation to derive optimal or equilibria behavior, i.e. the be-
havior a rational agent would employ. Thus, traditional game theory provides a
suitable model for decisions under the assumptions that agents are fully aware
of payoff structure, that agents are readily able to differentiate between payoff
structures, and that agents put sufficient cognitive effort into their decisions to
arrive at rational conclusions (Von Neumann and Morgenstern, 2007). Some
of these assumptions are relaxed by the introduction of evolutionary game
theory. In evolutionary game theory, equilibrium behavior emerges not from
rational considerations but simply from agents modifying their strategies based
on comparisons between their own payoffs and the payoffs of others over the
course of repeated play (Weibull, 1997). This approach assumes that agents
encounter situations repeatedly, that agents are sufficiently aware of both their
own and other’s payoffs, and that the repeatedly encountered situations the
agents find themselves in are readily distinguished from each other. A third ap-
proach, taken by Fudenberg and Levine (1998), further relaxes assumptions of
common knowledge and rationality, showing that repeated play and attention
solely to one’s own (not others) payoffs in relation to one’s actions can also
leads to equilibrium behaviour. Again though this approach presumes agents
can readily distinguish one situation from another.

In contrast to the assumption that people find strategic situations readily
distinguishable, experiments show that the framing of a situation can have a
large impact on subject behavior (Brewer and Kramer, 1986). Framing can
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be as subtle as using loaded words like ’risk’ (Tversky and Kahneman, 1986;
Levin et al., 1998) or as conspicuous as connecting the laboratory situation to
a situation that subjects are familiar with (Cronk, 2007). The inherent framing
provided by a subject’s broad cultural context is also significant (Henrich et al.,
2001). In all of these cases subject behavior varies significantly with framing
even though the strategic fundamentals of the decision are held constant. The
converse effect of frames has also been demonstrated by presenting different
strategic situations using the same frame and finding that subjects behave
similarly in both situations despite different strategic fundamentals (Eriksson
and Strimling, 2010). Strong framing effects have been found even in the case
of very transparent variation in strategic structure, suggesting that the impact
of frames on behavior is at least as great if not greater than that of strategic
structure.

Given that people clearly have difficulty distinguishing between strategic
situations, it is perhaps surprising that the question of how people handle
situations with multiple games which are difficult to distinguish from each
other has not previously received a technical treatment. Recent experiments
confirm that such a treatment is needed. These experiments reveal that in
multi game situations where games are difficult to distinguish from one an-
other or where individual games are encountered infrequently, behaviour is not
predicted by game theoretic analysis, but rather behaviour can only be under-
stood in terms of spillover effects between games (Huck et al., 2011; Grimm
and Mengel, 2012).

The goal of this paper is to develop a technical framework for predicting
behavior in a multi game environment. Such an environment is characterized
by agents who are initially unable to distinguish one game from another, that
must simultaneously learn to discriminate between situations, and learn to
choose the correct actions in those situations.

Our basic approach can be summarized as follows.

1. There is a population of agents, all initially naive about their environment.
2. The environment consists of a variety games.
3. Each time step agents are randomly assigned to games which are also

chosen at random from the environment of possible games.
4. Agents “experience” a game as the set of perceptual features associated

with that game, and an awareness of the possible behaviors in that situa-
tion. Agents do not receive any further information regarding the strategic
structure of the game.

5. Agents decide which of the available behaviors to employ based on the set
of perceptual features associated with the game.

6. Agents receive a payoff determined by their own choice of behavior and the
choices of other agents via the strategic structure of the game.

7. Agents reevaluate their chosen behavior in light of received payoffs.

Thus agents consist of a behavioral function which maps perceptions of
game situations to strategies, and a rule for modifying this function based on
experience. To model issues of perception we require a behavioral function
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which responds to novel stimuli in a sensible way, and a rule for constructing
this behavioral function from previous experiences. We use the set of stimuli
shown in figure 1 to construct an example illustrating what constitutes sensible
generalization.

e f g h

a b c d

Fig. 1 A set of possible stimuli.

Suppose that an agent is repeatedly exposed to stimuli a, c, d and e, and
has learned to employ behavior Left when experiencing stimuli a or e and
to respond with behavior Right to stimuli c or d. For the moment we ignore
how this learning occurs. Suppose that subsequently this agent is exposed to
a novel stimuli b. In differentiating a and e from c and d, neither shading
nor line placement are salient features, but only whether the central shape is
a circle or a triangle. Thus an agent seeking a parsimonious decision rule is
likely to have internalized the rule • → Left, N → Right. While there is no
guarantee that this rule will hold for novel stimuli, under the assumption that
the world contains meaningful structure, responding with Left to b constitutes
the sensible generalization.

Given our requirements for generalization to novel stimuli, and online learn-
ing, a brain inspired connectionist or artificial neural network behavioral func-
tion is an appealing candidate. There is a vast literature debating the relative
merits and limitations of artificial neural networks as models of learning and
behavior. A comprehensive review of this literature is well beyond the scope of
this paper, but we direct the interested reader to Enquist and Ghirlanda’s re-
cent treatment of the issue (Enquist and Ghirlanda, 2005). For us, the primary
appeal of an artificial neural network approach is that, once trained, artificial
networks generalize to novel stimulus in precisely the manner discussed above.
In particular artificial neural networks often display the same patterns of gen-
eralization as human and animal learners. Similarly the types of discrimination
problems which human or primate learners require relatively many trials to
master, typically non-linear XOR type discriminations (Smith et al., 2011), are
precisely those discriminations for which artificial neural networks also require
relatively more learning trials to master.
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The manner in which humans and other animals learn to distinguish be-
tween and categorize as similar various stimuli and situations, especially with
regard to the appropriate behavior in that situation, has been the focus of in-
tense study over the past century and beyond (Ghirlanda and Enquist, 2003).
Similarly individual learning in single specific game situation has also been
well studied. Despite this the implications of learned categorization for behav-
ior in strategic situations appears to have received remarkably little attention.
Here we take some first steps in exploring these implications.

We begin by describing the technical implementation of our agents and the
environment. Once this technical framework is established, we will illustrate
some of its possible applications using a simple simulation study. We will
conclude with a brief discussion of the empirical work suggested by this study
and other possible implications of this framework.

2 Technical Framework

2.1 Environment

The environment consists of a set of games and a probability distribution over
this set, determining which games are encountered most frequently by agents.
In addition to their strategic structure, each game is also associated with a set
of perceptual features. A game’s strategic structure is opaque to the agents
(barring their implicit knowledge of the behavioral options available), and so
agents must use the associated set of perceptual features to choose among the
possible behaviors. How precisely agents do this is described in the following
subsection.

2.2 Agents

Our agents consist of a feed forward neural network and a set of learning
parameters which govern how this network is modified by experience.

An agent’s network can be thought of as a function f(·) which maps a
vector, x, of real valued perceptual features, to a vector of action probabilities,
y, via an intermediate layer of “hidden” neurons, h, and an estimate of the
value of each action in that situation a. The general structure of this network
function is illustrated in figure 2. This network structure is more formally
defined below. Note that all vectors, x, h, y, ect. are column vectors, and ·
denotes standard matrix multiplication.

The activity of the hidden layer, h, is computed by feeding the perceptual
vector, x, through a matrix of connections, W0.

h = σ (W0 · x+ b0) (1)

Here, W ji
0 denotes the connection strength between perceptual feature xi

and hidden unit hj , b0 are the biases of the hidden units, and σ denotes the
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Fig. 2 Network Structure

logistic sigmoid function applied element wise to a vector.

σ(x) =
1

1 + exp (−x)

The agent’s anticipated payoff from each action, a, is then computed by
feeding the activities of the hidden layer, h, through a second matrix, W1.

a = W1 · h+ b1 (2)

(3)

Finally these expected payoffs are converted into action probabilities using
a softmax activation function.

yk =
exp

(
ak/τ

)∑
i exp (ai/τ)

. (4)

The softmax activation function is a convenient way of transforming real val-
ued payoff estimates into action probabilities. The parameter τ , often referred
to as the temperature parameter, determines the extent to which high valued
actions will be chosen over low valued actions. As τ →∞ all actions are chosen
with equal probability and as τ → 0 the highest valued action is chosen with
certainty. Thus τ can be adjusted to modulate an agent’s willingness to exper-
iment with potentially dubious behaviors versus sticking to behaviors that it
believes are high valued. Typically agents will be relatively exploratory at the
beginning of a simulation, i.e. τ will be relatively high valued, and over the
course of the simulation τ will decrease so that agents focus less on exploration
and more on exploiting those behaviors which are most likely to return a high
payoff.

Now that the network aspect of an agent is laid out clearly we are in a po-
sition to describe the way in which this network is modified by the experiences
of the agent. When an agent performs an action they receive a payoff p. While
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an agent can never know whether it chose the best of all possible actions, it
can seek to improve its estimate of the payoff received for the particular action
taken. Suppose that an agent engages in behavior k. Prior to engaging in this
action the agent estimated the payoff from engaging in k to be ak. The error
e in the agent’s estimate is then e = p − ak. What the agent requires is a
way of modifying the parameters of the feed forward neural function, i.e. the
elements of W0, W1, b0 and b1, so that over time the network function will
produce better estimates of the reward from a given action in a given situation.

For a a given perceptual stimulus x, a chosen action k and a received payoff
p, the formula for e2 is

e2 = (p− ak)2 (5)

=

p−∑
j

W kj
1 · h

j

2

(6)

=

p−∑
j

W kj
1 · σ

(∑
i

W ji
0 · xi

)2

(7)

An agent that minimizes this squared error over all perceptual stimuli x,
and action choices k, will ultimately be able to consistently choose rewarding
actions. The most straightforward, though potentially fraught, way to mini-
mize this squared error is to use the chain rule to compute the gradient of e2

with respect to the parameters of the network. Once the gradient has been
computed the network parameters can be shifted in the direction of the gra-
dient, scaled by a factor referred to as learning rate. This updating method,
known as the back-propagation method (Rumelhart et al., 1986), is guaranteed
to eventually converge on a locally error minimizing parameter configuration.
However, this method cannot guarantee the global optimality of the parame-
ter configuration achieved. Indeed, there is always a risk of agents becoming
stuck in parameter configurations which, while locally optimal, are quite poor
from a global perspective. Given that in our simulations there will be many
agents all simultaneously learning in the same environment, if a small fraction
of agents become stuck in poor local optima during the learning processes this
will have only a marginal effect on the population level phenomena we are
interested in.

In our simulations we will also incorporate a technique, known as momen-
tum, to accelerate the learning process. Momentum and its use are described
in Rumelhart et al. (1986).

Thus an agent is completely described by its network function, the sched-
ule according to which τ is initialized and lowered over time (modulating how
agents transition from exploratory to conservative over time), and the learn-
ing parameters of the back-propagation method used to modify the network
function.
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Fig. 3 Payoff Matrices

3 Illustrative Study: Variation in cooperation as a result of the
ratio between stag hunts and prisoner’s dilemmas in the
environment

In this study our goal is to illustrate the possibilities of our general technical
framework within a simple and transparent setting. To this end we exclusively
consider two particular instances of the stag hunt and prisoner’s dilemma
games. The payoff structures for these games are shown in figure 3. Notice that
for these particular payoff structures, when players coordinate it is impossible
to distinguish between games, and it is only when players fail to coordinate
that the subtle strategic differences between these games becomes detectable,
and then only to the defecting player. Thus the payoff structures shown in
figure 3 create a worst case scenario for discrimination between games. Re-
stricting our attention to these two games gives us an environment consisting
entirely of symmetric, two-player, two-strategy games, with identical strategy
sets. Note that these restriction are chosen for simplicity and that the tech-
nical framework described in section 2 allows for environments consisting of
asymmetric, sequential, many player, many strategy games, with distinct and
partially overlapping, strategy sets.

3.1 Motivation

One of our basic hypothesis is that strategic situations are sometimes diffi-
cult to distinguish from each other. Here we use our general framework to
investigate the implications of this hypothesis. To do this we measure how
the relative proportion of stag hunt to prisoner’s dilemma games within the
environment affects the frequency of cooperative behavior. We do this both
when agents must learn (or fail to learn) to discriminate between a mixture
of games, i.e. agents are mixed learners, and when agents treat each game
in isolation, precluding both the possibility of failure to discriminate and the
possibility of spill over effects between games, i.e. agents are isolation learners.

3.2 Methods

For the case of mixed learning agents, we consider an environment consisting
of 10 games. We then systematically vary the number of these games which are
prisoner’s dilemmas and stag hunts, creating 11 possible treatments. For each
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of these treatments we run 20 trials. Each trial consists of a simulation where
100 agents play 1000 rounds of games, with the game played on a given round
by an agent choosen uniformly and at random from the 10 games comprising
the environment. The perceptual features on which these agents base their
decisions are 10-element binary vectors, chosen uniformly at random from the
set of all possible such vectors. In each of these trials we record the total
frequency of cooperation. The average level of cooperation over these trials is
plotted for each treatment in figure 4.

For the case of isolation learning agents there is no point in considering
an environment consisting of many games, since the learning an agent does in
one game has no impact on that agent’s behavior in any other game. Thus we
consider two control treatments. In the first a population of 100 agents play
100 rounds of a single prisoner’s dilemma game. In the second a population
of 100 agents play 100 rounds of a single stag hunt game. Note that while
in the previous case agents played 1000 rounds of various games, on average
they only ever experienced a particular game 100 times. For both of these
treatments we conduct 200 trials, measuring the frequency of cooperative play
in each. The results of these trials are then used to compute cooperation
frequencies as a function of the proportion of stag hunt to prisoner’s dilemmas
in the environment, for the case of isolation learning agents. These results are
included in figure 4.

In both mixed learning and isolation learning agents agents learn as de-
scribed in section 2.2. Each agent’s network consists of 10 input units corre-
sponding to the perceptual features of the games, 20 hidden processing units,
and 2 output units corresponding to the cooperate and defect strategies in
each game. Agents use a learning rate of 0.01 for the parameters of W1 and b1
and a learning rate of 0.005 for the parameters of W0 and b0. Agents have a
momentum parameter of 0.6. The initial temperature of the agents is τ = 6.0.
Temperature decreases each round until it reaches a temperature of τ = 0.1.
Temperature decreases by 0.05 each round for mixed learning agents, who ex-
pereince a single 1000 round simulation, and by 0.5 each round for isolation
learners who exeperience 10 separate 100 round simulation. Thus both types of
agents spend the same proportion of time at the same temperatures, allowing
for comparison between the two types of learners.

3.3 Results

Two phenomena of interest present themselves in figure 4. In the mixed learn-
ing case, where games are not immediately distinguishable, the population
converges to a state where either cooperation is ubiquitous or non-existent.
There is no middle ground. In contrast with the isolated learning case, where
games are a priori distinct, cooperation is only be a linear function of the
number of games which engender cooperation and the number of games which
do not. The other striking contrast between the two cases is the overall rate
of cooperation. Consider the environment where every game is a prisoner’s
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Fig. 4 Cooperation as a function of the number of prisoner’s dilemmas versus stag hunts
in a 10 game environment

dilemma. Here we find that isolation learning agents defect less than mixed
learning agents. Similarly when the environment consists exclusively of stag
hunts the isolation learning agents cooperate less than mixed learning agents.
Thus, perhaps surprisingly, the agents which cannot innately distinguish be-
tween games are more effective learners (in terms of their ability to converge
on equilibrium behavior) than the agents which can distinguish between games
a priori.

3.4 Discussion

The all or nothing cooperation observed in the mixed learning agents can be
understood as follows. Initially agents play each strategy, in each game, with
roughly equal probability. If there are few enough prisoner’s dilemmas, agents
learn that on average cooperation pays. With relatively few prisoner’s dilem-
mas in the environment, a higher prevalence of cooperation increases the ex-
pected value of cooperation in a randomly chosen game more than it increases
the expected value of defection. This creates a feedback loop which increases
the frequency of cooperation. In addition, because a prisoner’s dilemma and a
stag hunt appear the same to players who cooperate, when cooperative agents
do play prisoner’s dilemma they do not disabuse each other of the notion that
cooperation is a good idea, but rather reinforce this notion. Eventually, given
enough time, and enough propensity for exploration, agents can and will learn
to discriminate between prisoner’s dilemmas and stag hunts, defecting in the
former and cooperating in the latter. However, sufficiently exploratory behav-
ior carries an opportunity cost in terms of forgone high payoffs when playing
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stag hunt games. Thus, while learning to discriminate between situations is
a possibility, whether or not the exploratory costs outweigh the benefits of
learning to discriminate depends on the specific details of the environment.

On the other hand if there are many prisoner’s dilemmas in the environ-
ment, agents learn that on average defection pays. As the frequency of defec-
tion increases, the expected value of defection in a randomly chosen game de-
creases, but not as much as the expected value of cooperation decreases. This
creates a feedback loop which increases the frequency of defection. Because
the stag hunt is a coordination game, once the population has coordinated on
the socially sub-optimal non-cooperative equilibrium in this game it is nigh
impossible that they will ever learn to discriminate between stag hunts and
prisoner’s dilemmas, which appear the same when played against a defector.

These non-linear all or nothing phenomena are a natural consequence of
the hypothesis that games are not immediately distinguishable and contrast
sharply with the linear mix of cooperation and defection observed when agents
are isolation learners.

In pure environments, those consisting exclusively of prisoner’s dilemmas
or exclusively of stag hunts, the relatively poor performance of the isolation
learning agents, as measured by rate of convergence to equilibrium behavior,
speaks to the value of generalization. The isolation learners do not have to
worry about discriminating between games. This is of great advantage when
there are fewer than 8 but more than 0 stag hunts in this 10 game environment,
as discrimination between games leads to convergence on the socially optimal
equilibrium of the stag hunt games. However, even with the dubious cognitive
mechanisms enabling perfect discrimination between games, isolation learners
are simply at a disadvantage in pure environments. When an isolation learner
confronts a novel situation they are unable to bring any previous experience to
bear upon their decision. This contrasts starkly with a mixed learning agent
who brings every previous experience to bear upon each situation encountered.

When considering if and how isolation learners might come to general-
ize across situations, it becomes clear that in order to generalize they would
require some measure of similarity between situations. However, given that iso-
lation learners a priori perceive each situation as unique, in order to generalize
they will first have to learn from experience what it means for one situations
to be similar to another, just as the mixed learners do. Thus it appears that
ambiguity in perception and the ability to generalize are edges of the same
sword.

4 Conclusion

The preceding study illustrates the value of our technical framework. Fram-
ing experiments have shown that people sometimes find strategic situations
difficult to distinguish from each other. Our technical framework reveals the
implications of this empirical finding. Specifically, our framework predicts that
when a group of human learners repeatedly play a mix of stag hunt games
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and prisoner’s dilemma games which are not readily distinguishable from each
other, we can expect the group to initially converge on all or nothing coop-
eration levels. Further, in the case of a group that initially converges on all
cooperation, depending on the risks of exploration, how innately exploratory
the learners are, the number of rounds played, and the proportion of prisoner’s
dilemmas in the environment, subjects may eventually learn to discriminate
between games. In the case of zero cooperation, we can expect the zero coop-
eration state to persist indefinitely. These predictions are readily testable in a
standard economics game lab.

The technical framework and study presented here also provide a potential
explanation for many seemingly irrational or evolutionarily puzzling behaviors.
As shown in figure 4, if an overwhelming majority of the games a population
plays are stag hunt style coordination games, then the presence of a small
number of prisoner’s dilemma games does not significantly alter the level of
cooperation in a population. Thus we propose a “Small Mistakes” hypothesis.
Specifically we suggest that much of the seemingly irrational human behavior
observed in strategic situations is the inevitable consequence of the perceptual
ambiguity necessary for the, on average, beneficial ability to generalize across
strategic situations. This small mistakes hypothesis is an alternative to the
“Big Mistake” hypothesis (Barkow et al., 1992) that humans have an outdated
psychology which has yet to catch up with contemporary living situations, and
the “cultural group selection” hypothesis, that cultural intergroup competition
created unique selection pressures for innate human prosociality (Richerson
and Boyd, 2004).
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