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Abstract 

Nowadays, Industrial Control Systems (ICSs) are becoming larger and implement more complex 

functions. Therefore, technologies that are currently used to implement these functions, like 

hardware platforms and communication protocols might soon become unusable due to the lack 

of resources. The industry is trying to adopt new technologies that will allow these functionalities 

to be developed without an increase in the size of the equipment, or of the development costs. To 

enumerate some of these technologies: virtualization, multi-core technologies are the ones that 

show the biggest potential. Because these technologies are not mature, research has to be done in 

order to fully maximize their potential. Another technology that is highly used by the industry is 

the Ethernet communication protocol. It presents some advantages, but due to the non-real-time 

nature of the applications that it was designed for, it has to be extended in order to be used in 

real-time applications. The objective of this thesis work is to model an Ethernet network 

comprised of software partitions so that it can provide timing guarantees for the traffic that 

traverses the network.  A Response Time Analysis for real-time flows over such networks is 

proposed. The model and the RTA are evaluated by experiments.  
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Nomenclature 

Abbreviations 

ICS Industrial Control Systems 

VMM Virtual Machine Manager 

CoTS Commercial Off-The-Shelf 

CBSE Component Based Software Engineering 

VM Virtual Machine 

VIF Virtual interface (Virtual network interface) 

QoS Quality of Service 

NIC Network Interface Card 

ABS Anti-lock Braking System 

RTA Response Time Analysis 

AFDX Avionics Full-Duplex Switched Ethernet 

RAM Random Access Memory 

VLAN Virtual Local Area Network 

HTB Hierarchical Token Bucket 

HFSC Hierarchical Fair Service Curve 

WCET Worst Case Execution Time 

WCRT Worst Case Response Time 

BCET Best Case Execution Time 

HVM Hardware Virtualized Machine 

PV Paravirtualized 

PV-HVM Paravirtualized over HVM 

API Application Programming Interface 

VCPU Virtual Central Processing Unit 

PCPU Physical Central Processing Unit 

OvS OpenvSwitch 

ToS Type of Service 

TBF Token Bucket Filter 

WRR Weighted Round Robin 

DRR Deficit Round Robin 

SRR Shared/Shaped Round Robin 
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FIFO First-In-First-Out 

MAC Media Access Control 

UDP User Datagram Protocol 

DSCP Differentiated Service Code Point 

AVB Audio-Video-Bridging 
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Chapter 1  

INTRODUCTION 

 

1.1 Introduction 

Industrial Control Systems (ICSs) are a type of control systems used in industrial production, 

supervisory, data acquisition systems, distributed control systems and other smaller control 

systems [1]. They are becoming bigger and bigger because of the new functions that they 

implement, functions that would normally require extra hardware to be added. This would result 

in increased size, increased number of wires and more expensive ICSs. To overcome these 

problems, the industry is adopting new technologies like multi-core technology, virtualization [2] 

technology and different communication protocols. Because of the increased number of functions 

that they implement, ICSs also need faster and more robust communication protocols to inter-

connect all of its sub-systems. This can save companies money during development and also allows 

them to extend the functions of their systems, without needing to increase the size of the ICSs.  

In computing domain, virtualization refers to the virtual version of something, like a virtual 

computer hardware platform, an operating system, storage devices or computer network resources 

[2]. One type of virtualization is the hardware virtualization or platform virtualization. It refers to 

creating a virtual computer also known as virtual machine or software partition, which has the 

same behavior as a physical computer. It runs an operating system and multiple user applications. 

An important aspect of virtualization is that, the software that is running in the virtual machine is 

not dependent of the hardware that the software partition is running on. This means that the 

software partition can run an operating system, different from the one running in the hardware 

platform that hosts the virtual machine. An example of such a virtualized system is depicted below, 

in Figure 1. It consists of a host machine, a Xen hypervisor [3] and multiple virtual machines. The 

host machine represents the hardware platform on which the virtual machines will run. The Xen 

hypervisor (Virtual Machine Manager) will manage all the virtualized domains. Domain-0 

represents the first domain that is started by the Xen hypervisor. It contains the host operating 

system, drivers for the hardware and the management tool stack for the hypervisor. Without 

Domain-0, the Xen hypervisor is unusable. Domain-Us represent the guest domains in the system, 

which are unprivileged domains that have no default access to the hardware resources. Each of 

Domain-Us contains drivers for hardware access, also named frontend drivers to pair up with the 

backend drivers, which reside in Domain-0. 
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The multi-core technology refers to the multi-core processors, which incorporate in one 

silicon chip multiple cores that are able to run different applications in parallel at the same time. 

One of the multi-core processors advantages is the size of the silicon chip, which in some cases can 

be the same as of a single core processor. Another advantage of this technology is the physical 

proximity of the cores to their cache memories. This can lead to faster synchronization times 

between the cache memories, which share the same system bus, than if the cores were situated in 

different silicon chips.   

Although the concepts of virtualization and multi-core show many advantages from which the 

industrial environment might benefit, they also come with an increased number of challenges. 

These challenges are because of the real-time applications used in ICS. These applications are time 

constrained and have to respond before their assigned deadline. The problem with the multi-core 

technology is that all of the cores share the same main memory and the same system bus. Therefore, 

only one core can access the main memory or the I/O peripherals at a time.  This can be a source 

of delay if two or more applications, running in separate cores, want to access at the same time the 

main memory or the peripherals devices. Only one application is allowed to access the main 

memory or the peripheral devices at a time. All the others are delayed until each of them will be 

granted access.  The challenges that the virtualization technology raises are similar, and they occur 

due to the sharing of the resources like physical cores and I/O devices.   

Another issue of ICSs is that the industrial environment, where they are deployed, is a harsh 

environment for electric and electronic systems. Sometimes, parts of the ICS are scattered 

throughout the plant at long distances from each other and need to exchange an amount of 

information that is constantly growing. Because of this, a necessity for a fast and robust 

communication to transfer data, which can withstand perturbations, arises. Since these systems 

are becoming more and more complex, the amount of data exchanged between sub-systems has 

also increased. Thereby, a communication protocol that can support high bandwidth transmission 

and be easily scaled in the future is required. A number of fieldbus protocols are used in industrial 

computer networks. Out of these we can enumerate RAPIEnet, Profibus, CAN and EtherCAT. 

RAPIEnet (Real-timeAutomation Protocols for Industrial Ethernet) is a fieldbus protocol, which 

uses Ethernet as the physical communication support. RAPIEnet uses a ring topology and every 

node need two Ethernet ports. It supports high speed transfer of data from 100 Mbps up to 1 Gbps. 

A disadvantage of using RAPIEnet is that due to its ring topology and in case of a hardware 

Example of a host computer containing four software partitions

Hardware layer (PCPUs, Memory, I/Os, Network interfaces)

Xen Hypervisor (Virtual Machine Manger)

Domain-0

Hypervisor 
management stack, 
virtual disk drives 

for VMs, Hardware 
drivers, Network 
drivers, Virtual 

switch

Domain-1

Windows 
partition

Domain-2

Ubuntu 
partition

Domain-3

Ubuntu 
partition

Domain-4

Fedora 
partition

Figure 1- Virtualized platform
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problem with two of the nodes, multiple nodes can fail to send or receive data.  Profibus (Process 

field bus) is a communication protocol used in the industrial environment.  The nodes in the 

Profibus network are connected through a bus type topology. Profibus has a maximum transfer 

rate of 12 Mbps in a half-duplex transfer mode.  The half-duplex transfer mode means that only a 

single device can send data at a time. CAN (Controller Area Network) bus is a fieldbus used mostly 

in the automotive industry. Controller Area Network uses a bus topology with a half-duplex 

transfer mode, same as Profibus. It supports a transfer rate of 1 Mbps which is lower than the one 

of Profibus. Another fieldbus used in ICSs is EtherCAT (Ethernet for Control Automation 

Technology).  EtherCAT supports multiple topologies like line, tree and star. It also supports high 

transfer rates. A big disadvantage is that it requires special hardware, as it doesn’t receives 

messages, but reads them as they pass through the node.         

 Ethernet communication is the preferred communication in industrial environments 

nowadays, because it is a robust and fast communication that can serve well the industrial 

applications. One of the advantages of the Ethernet communication is its high utilization in 

computer networks. Therefore the hardware is very cheap and highly available as CoTS. Ethernet 

can support multiple network topologies like: star, point-to-point and bus that gives it advantages 

over other types of communications that often can only support one. Ethernet can offer high 

maximum transfer rates, ranging from 3 Mbps to 100 Gbps, but the newer and faster versions of 

Ethernet are more expensive. Another advantage of Ethernet is that it was designed to be easily 

scalable. In this context of ICSs, which become bigger, more complex and implement new 

functionalities, Ethernet has an advantage over other types of communication. A lot of research is 

undergoing to develop the Ethernet communication in terms of improving transmission rates and 

finding new and better physical transmission layers. Today there are several industrial 

communication techniques based on the Ethernet protocol. This is because of the high bandwidth 

it supports and its capability to withstand the perturbations of the harsh industrial environments. 

The biggest drawback of the Ethernet is that it was not designed to be used in real-time 

applications. It requires special mechanisms or special hardware so that it can be used in such 

applications. 

The thesis report is organized like this: Chapter 1 is the introduction, problem formulation 

and the contributions of the thesis work. Chapter 2 represents the background and will introduce 

the concepts used in the thesis scope. In Chapter 3 we will present the developed model of the 

network and in Chapter 4 we propose a Response Time Analysis method to be applied on the model 

described in the previous chapter. In Chapter 5 we describe the evaluation performed on the 

testing equipment and in Chapter 6 we present the conclusions and the future work that can be 

performed. 

1.2 Problem formulation 

Industrial Control Systems (ICSs) are becoming larger and larger nowadays because of the 

new functionalities that they implement.  The new implemented functionalities result in an 

increase of software size. The response of the industry to this increase is an evolution towards 

Component Based Software Engineering (CBSE). In CBSE functionalities are grouped into 

components, based on relations between them. The idea of CBSE was to increase the reusability 

of the software which would ease the development, by reducing the time and the costs of the 

development. Some important work into this field has been done by Ivica and Larsson and 

presented in [4].  Usually, on such big systems as ICSs, different functionalities are implemented 

on different hardware platforms. Thereby, due to the new functionalities, additional hardware is 

required to deploy the software and that would result in extra costs and extra size of the systems. 
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The implementation of the new technologies like virtualization and multi-core platforms might be 

a solution to this problem, but the technologies are not yet mature and research has to be done in 

these fields.  

 The usage of virtualization and multi-core technologies allows implementation of more than 

a single functionality on a hardware platform. These functionalities can run spatially separated on 

the same hardware platform. Virtualization permits deployment of software partitions in any node 

in the system. These software partitions can be deployed on any hardware platform as long as the 

required resources of the components are provided. To be able to be deployed in a node, a 

component needs enough resources like: CPU time, memory and network bandwidth. These 

components will have to exchange data between them and this is why the nodes they are deployed 

on have to be interconnected.   

A number of communication protocols that can be used in industrial environments are 

available. Switched Ethernet shows some advantages over other available industrial 

communication protocols. The advantages that Ethernet has over other protocols consist in the 

number of different topologies it can support. Different topologies allow easy scalability in the 

future of the systems that implement the protocol. Also, Ethernet allows high transfer rates and 

its hardware is highly available as CoTS (Commercial off The Shelf). What Ethernet lacks is that it 

cannot guarantee the integrity and timeliness of the data, which are critical constraints of real-

time systems. Even though it was not designed to serve real-time applications, different 

mechanisms can be used to optimize the utilization of the network bandwidth. Using these 

mechanisms, a certain level of performance is guaranteed. 

After we have described what are the problems arise in a virtualized environment, we present 

the system. A system composed of virtualized nodes, running on multi-core platforms, comes with 

some challenges of its own. Before describing the challenges and the problems this thesis work 

wants to solve, we have to describe such a system. The system overview is depicted in the Figure2: 
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The system is composed of several multi-core physical nodes interconnected through a Full 

Duplex Ethernet communication. Each of the computer nodes runs multiple software partitions. 

Either several software partitions or just a single one execute on each of the platform cores. In 

order for all the Virtual Machines to share the physical network connection, the virtual machines 

are connected to a software switch that allows them to share the physical interface. 

After the description of such a system we define the research goals of this thesis: 

#Problem 1: Scheduling multiple virtual machines on one physical core of the multi-core 

platform and still meet timing requirements of their transmitted frames.  

Often, due to the complexity of these systems, multiple virtual machines have to share a single 

physical core. First of the challenges of these systems is to schedule multiple software partitions 

on a single core and respect the timing requirements of their transmitted frames. Scheduling 

multiple software partitions on one physical core means that only one software partition can 

execute in the core at a time, with the other waiting. The virtual machines execute for some time 

and then they allow another virtual machine to execute.  

Depending on the number of virtual machines that execute in a physical core a significant 

delay can be introduced for example in the transmission of frames between different software 

partitions. For example a software partition starts to run an application which sends a frame to 

another virtual machine. Before it can send the frame on the network another virtual machines 

preempts the execution of the software partition and start executing in the physical core. By the 

time the VM has resumed execution and sent the frame, the timing requirement for the frame to 

reach at destination within a specific time might have been exceeded. We therefore can see a 

problem in the scheduling of multiple VMs in a physical core. We have to find a solution to be able 

to predict in which order and for how long does each virtual machine run in a core, to ensure that 

the data will be delivered before the deadline is exceeded. 

#Problem 2:  Investigate and use different available mechanisms to configure the software 

and the physical switches to reach an acceptable level of QoS (Quality of Service). QoS represents 

the overall performance level of a network that is normally experienced by its users.  

Most of the time the VMs (Virtual Machines) have to share a single NIC (Network Interface 

Card) in order to send data outside of the physical node. This is done by connecting all the VIF 

(Virtual Interfaces) of the VMs to a software switch together with the physical interface of the NIC. 

Therefore, a second challenge is to configure the software switch to reach a certain QoS (Quality 

of Service) level for the flows in the network. The physical switch, which interconnects all the 

physical nodes, also has to be configured to improve the network utilization in order to prevent 

congestion and loss of packets due to overflowed buffers.  An investigation of the available 

mechanisms to configure both switches has to done. Using these mechanisms the network will be 

modeled to improve its utilization. 

#Problem 3: Propose a RTA (Response Time Analysis) for the model of the system 

presented in Figure 2, to verify if the real-time constraints of the network flows are met.  

A model of the response time analysis for a simple network with one physical switch was 

developed during a previous thesis work [5]. This thesis work extends the model of the response 

time analysis for a network of software partitions and takes into consideration the configuration 

of both switches, hardware and software. For computer networks, different methods are available 

to upper bound the transmission delay for the flows. Thereby, an investigation on what is the best 

method for our case has to be conducted. We will apply the selected method to obtain theoretical 
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results for the upper-bounds. Then, we will compare them with the results obtained from the tests 

performed on the test platform. In all the test cases the theoretical results should be greater than 

the ones measured on the test platform.   

1.3 Related work 

1.3.1. Virtualization 

Virtualization technology is not yet a mature technology. Thereby, it requires research to be 

conducted, in order to fully maximize its potential. When it comes to using virtualization 

technology in real-time applications a series of challenges occur, such as guaranteeing an end-to- 

end response time of the applications. The most important component of a virtualized 

environment is the hypervisor. This is the manager of all the guest domains in the system. A 

number of hypervisors are available, either as open source or as commercial products. Out of these 

we can mention Xen hypervisor [3], KVM [6] and VMware ESXI [6]. Xen’s main advantage over 

others hypervisors is that it can offer complete isolation of the execution of the guest domains from 

the management operating system, the management stack and device drivers. Xen allows 

scalability of the environment and does not require device drivers. An environment virtualized 

using VMware on the other hand requires drivers for its devices. KVM uses the Linux kernel as the 

hypervisor. Xen allows any operating system to be used for the management domain. Xen also 

allows multiple types of virtualization techniques. In [7] both Xen hypervisor and KVM hypervisor 

are evaluated. The results show that overall the Xen paravirtualized domain has the lowest RAM 

(Random Access Memory) memory utilization and lowest CPU utilization out of all guest domains. 

Xen’s features and performance led to high integration rate into the products by many companies 

like: Cisco, Citrix, Fujitsu, Lenovo, Samsung and many others [8].  

 Xen hypervisor was not designed to be used for real-time applications. Therefore, to make it 

suitable some extensions would need to be created.  Work has been done in this field by Sisu et al, 

which present in [9] a hypervisor scheduling framework named Real-Time Xen. The real-time 

framework was intended to utilize real-time scheduling theory in cooperation with a highly used 

Virtual Machine Monitor, Xen. It was supposed to allow the real-time applications to run in 

virtualized environments. The framework presented in [9], implements different server 

algorithms and shows that the overhead incurred by complex algorithms is higher than the ones 

incurred by periodic servers. In this paper they also conclude that the deferrable servers perform 

well in terms of soft real-time performance.  Other work in the field has been done in [10], by 

Nesredin Mahmud. The author evaluates a distributed multi-core platform by deploying different 

parts of an orchestra application in different, synchronized, virtual nodes. The author 

demonstrates that the software partitions are synchronized and that there is potential for 

deploying real-time applications in a virtualized environment.    

1.3.2 Multicore   

In the middle of 2000’s the expansion of the transistor technology trend was disrupted. The 

trend also known as Moore’s law refers to the fact that the number of transistors that can fit in a 

silicon chip doubles every two years. The trend was disrupted because the heat dissipation on the 

silicon chip was reached. The multiprocessing has been seen as the only solution to keep the trend 

of doubling the number of transistors on a chip every two years while still managing the power 

consumption [11]. The multiprocessing refers to implementing multiple single cores on a single 

silicon chip. In order to fully take advantage of this technology, as explained by Huard et al. in [11], 

optimization of writing software has to be done. Code has to be written in a concurrent and well 

balanced way so that it can be mapped efficiently to the cores of the multicore chip. 
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A number of scheduling algorithms were designed to be used in multicore platforms to 

improve the computation efficiency of the multicore processors.  In [12] Liang-The Lee et al. 

presented a hybrid task scheduling algorithm for multicore processors in which they apply a two-

level hierarchical scheduling to adjust real-time and non-real-time tasks. The results of the 

experiments show a higher efficiency if the proposed scheme is applied on multi-core architectures 

than if it wasn’t applied.  

1.3.3. Communication 

Faster and more robust communications protocols are required given the expansion of the 

ICSs.  One of these protocols is Ethernet and the idea of using it in industrial environments has 

already been applied and several communication protocols based on the Ethernet communication 

have been developed. EtherCAT [13], RAPIEnet [14] and AFDX [15] are some examples of 

communication protocols used in industrial applications. All these protocols come with extensions 

for real-time systems, as Ethernet was not designed to be used in real-time applications. Thereby, 

it doesn't provide features like data integrity mechanisms or mechanisms to guarantee the 

timeliness of the data. 

AFDX (Avionics Full Duplex Switched Ethernet) is the protocol that comes to replace older 

avionics communication protocols like ARINC 429 [16] and ARINC 629 [17]. As time passes by 

and the avionics systems become more complex, these protocols cannot handle the increasing 

amount of information flowing through the avionics networks. In airplanes, most of the electronic 

equipment have hard real-time constraints and this requires end-to end guarantees for the data 

flows that traverse the network. EtherCAT communication protocol is used for high performance 

applications, where there is a need for quick response time. Even though it can offer high 

performance, it requires special hardware, which can be very expensive. It cannot be used for all 

the components of an ICS, therefore another protocol is required. RAPIEnet is a real-time 

industrial protocol based on Ethernet. A drawback of this protocol is that it cannot be easy scaled 

due to its supported topologies. From the point of view of the fault tolerance this protocol can 

detect the error and recover from a single node failure. All these presented protocols, based on 

Ethernet, implement extension of the protocol require some sort of extension, most often the 

hardware support of the Ethernet protocol is modified. Out of all of these presented protocols, 

some concepts from the AFDX protocol can be used in our case. 

To be able to implement any protocol in a system, a method to verify that the constraints for 

each of the network flows are met has to be used. There are many methods to check if the timing 

constraints of the network flows have been met.  Fraboul et al. mentioned in [18] and [15] several 

methods which can be used to bound the end-to-end delays for the flows in an AFDX network. One 

method mentioned by Fraboul et al., is Network Calculus [19] and is used for bounding the end-

to-end delays in computer networks, based on the min-plus algebra. The results presented by 

Fraboul demonstrate that the Switched Ethernet can provide real-time guarantees for its flows and 

can therefore be used in avionics applications. In [20] Zhen et al. mentioned multiple commercial 

software products, used for simulation of network communications, like Commet Predicator 

developed by the CACI company and OPNet developed by the MIL3 company. These tools are used 

to determine upper bounds for flows in networks. However the drawback of this approach is the 

limited number of network models provided by the companies that designed the software. The 

presented model considers two types of traffic, periodic and sporadic. It does not consider that the 

information that flows through the network has different priorities. The flows in the network 

should be granted a prioritization in the forwarding, so that the experienced latency is minim for 

the high priority traffic. Therefore this method cannot be applied to our case.  
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Another method is presented by Diemer et al. in [21], where timing upper bounds are 

provided per class and not per stream. They presented how a model of Ethernet AVB can be 

transformed into timing analysis models. They have also shown how the worst-case timing 

parameters can be computed from those models.  However this model is not applicable in our case 

due to the different network components, such as Ethernet AVB specific switches which have 

traffic shapers at the egress ports for two of its queues.   

Joseph and Pandya have described in [22] a method on how exact response times for tasks 

can be computed for a system. This method has been extended for many communication 

applications therefore it can be used in our case. 

1.4 Contributions 

The main objective of this thesis work is to model different components, based on different 

available configuration parameters, of a network comprised of software partitions. Based on the 

research problem defined in second part of chapter one, we identify the following contributions of 

this thesis work: 

#Problem 1: Scheduling multiple virtual machines on one physical core of the multi-core 

platform and still meet timing requirements of their transmitted frames.  

 Installing the RealTime-Xen 2.0 framework on the testing environment and testing 

different available schedulers, analyze their behaviors and choose the one that 

performs better in scheduling the VCPUs to be used in the network model. The real-

time nature of the applications, deployed in each of the software partitions, requires 

a predictable behavior of the execution of the software partitions in each core. 

Sometimes, they share a single core, so the pattern of their execution has to be 

known.  

#Problem 2: Investigate and use different available features to configure the software and 

the physical switches to reach an acceptable level of QoS (Quality of Service).  QoS represents the 

overall performance level of a network that can normally, be experienced by its users. Using these 

parameters, a model of the network will be developed.  

 The model of Ethernet network comprised of software partitions, through which the 

flows will be transmitted, has been defined. The network architecture definition was 

done.  Also, the different types of flows that carry data of different priorities have 

been defined. Using the available QoS configuration parameters of the network 

components to model the network, flows are prioritized in the network. Some of 

these parameters include: different queueing disciplines and different priority levels 

for the traffic. This way the high priority traffic will experience the minimum latency 

from its source towards its destination. 

#Problem 3: Propose a Response Time Analysis (RTA) for the model of the system 

presented in Figure 2, to verify if the real-time constraints of the network flows are met.  

 A method was developed to verify if the assigned real-time constraints of the flows 

transmitted through the network can be met. The method consists in applying 

different formulas, based on the priority of the analyzed traffic. The real-time traffic 

flows have to meet certain temporal constraints. Thereby some of the formulas are 

applied to see if these constraints are met. Different formulas have been proposed 

to be applied in the case of the non-real-time traffic, which only have to reach a 

certain level of performance.   
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Chapter 2  

Background 

 
Before we can describe the problem and the work that has been done, we have to introduce 

some theoretical and practical notions to the readers. First, we will start by explaining theoretical 

background of the real-time systems and virtualization, Response Time Analysis and afterwards, 

we proceed by explaining technological background of Xen hypervisor, RT-Xen 2.0 framework and 

OpenvSwitch. 

2.1 Theoretical background 

2.1.1 Virtualization 

Virtualization refers to the virtual version of something, like a virtual computer hardware 

platform, an operating system, storage devices or computer network resources. The concept of 

virtualization in computing dates back in 1960s when it was defined as a method to logically divide 

the resources of the mainframe computers for different applications. This term is associated 

nowadays with different computing technologies out of which we can enumerate: storage 

virtualization (multiple network storage devices which can be perceived as a single one), server 

virtualization (division of the resources of a physical server into several virtual ones) and network 

virtualization (sharing network resources by using just a single physical link). 

Hardware virtualization is one of the most common types of virtualization and it refers to 

creating a virtual computer inside a physical computer. The virtual computer behaves similar to 

the physical one as it also runs an operating system. The virtual computer uses some of the 

resources of the physical computer, which is called host. The most important resources that are 

shared by the virtual machines are the CPU, I/O devices, the memory and the storage space. There 

are different types of hardware virtualization: 

 Full virtualization 

 Partial virtualization 

 Paravirtualization 

Full virtualization refers to the simulation of almost all the hardware components of the guest 

VM in order to allow the specific software to run on it.  Partial virtualization refers to simulation 

of partial of the guest VM environment which in some cases might require modification to the 

guest programs. Paravirtualization, as opposed to the full hardware and to the partial 

virtualization types, does not simulate the hardware. Instead, it runs the guest programs in 

isolated domains as if they were running on a separate system.    

A virtualized system is composed of the following: 

 Hypervisor (Virtual Machine Manager- e.g.: Xen hypervisor) 

 Guest machines (virtual machines) 
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A hypervisor (Virtual Machine Manager) represents a computer software, firmware or 

hardware, used in virtualized environments, that creates and manages the execution multiple 

virtual machines (software partitions). The hypervisor layer sits on top of the hardware layer, and 

is responsible for managing the available hardware resources and distributing them to the guest 

domains. 

A guest domain is a software computer, running on a computer platform and which behaves 

as a physical computer. The guest domains can run independently, along with other guest domains 

on the same computer platform. These guest domains can each use a different operating system, 

without needing to consider the hardware components of the computer platform.  

2.1.2 Real-time systems 

Real-time computing is defined as the study of the hardware and software systems that are 

subject to temporal constraints and have to complete their tasks before their assigned deadlines 

[23].  Real-time systems are computer systems that react to external events, perform computing 

tasks based on those events and return a response within a period of time. The maximum period 

of time within which the system or one of its tasks has to return a response is called deadline. 

Function’s correctness in a real-time system doesn’t only depend on returning a correct response, 

but also returning it within its assigned deadline. Examples of real-time systems can be found 

everywhere around us nowadays and to enumerate just a few, Anti-lock Braking System (ABS) of 

modern cars, airbag deployment system, adaptive cruise control, industrial robots, most of the 

equipment found in airplanes and so on.    

Real-time systems can be divided in two categories: soft real-time systems and hard real-time 

systems. Soft real-time systems are systems for which the miss of one of its assigned deadlines 

doesn’t mean the failure of the system although many of these misses can be. To enumerate some 

of the soft real-time systems: mobile phones, digital cameras, air-conditioning units, fridges. On 

the other hand, hard real-time systems are systems for which the miss of a single deadline causes 

the failure of the entire system. Such real-time systems are: airbag deployment units in cars, some 

airplane equipment, Anti-lock Braking System found in modern vehicles. Sometimes, the 

functionalities of real-time systems contains both types of deadlines, hard and soft.  

Most often, the functions that the ICS (Industrial Control Systems) implement have temporal 

constrains so they are considered as real-time systems. ICSs contain both hard and soft deadlines 

for the tasks that they perform. 

2.1.3 Response time analysis 

To be able to say about a task or a set of tasks which are running in a real-time system that 

they will meet their assigned deadlines, we have to know what is the maximum time that it will 

take for the task to complete its job. This computed time, also being referred to WCRT (Worst-

Case Response Time) will be the upper bound of our tasks. In the real testing of the system, the 

measured value should not be bigger than the WCRT.  The worst-case response time that can occur 

for the execution of a task, does not only depend on the time to execute that task.  It also depends 

on the other tasks that are running together with our tasks in the system and that can influence 

the execution time of our task. In order to upper bound this worst time we have to conduct a 

Response Time Analysis on our network system and compute the WCRT (Worst-Case Response 

Time) time for all the tasks that are running in the system. 

The WCET of a task, running on a hardware platform represents the maximum amount of 

time that is required for the task to finish its job, on that specific hardware platform. This WCET 
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can be computed through different methods. These methods as described in [24] by R. Wilhelm et 

al. and they can be divided into two classes: 

 Static methods 

 Measurements-based methods 

The static methods do not execute code on the real hardware platform or on a simulator in 

order to compute the WCET for a task or task set. These methods consist in combining different 

possible control flows through the task with the abstract model of the hardware platform to 

compute the WCET. 

Measurement-based methods execute the task or the task set on the actual hardware platform 

or on a simulator, by giving some set of inputs. After the set of inputs is run, only then the WCET 

and BCET (Best-Case Execution Time) for the given set of inputs can be derived.  These types of 

approximations are not always precise and might not always find all possible solutions and for 

some complex systems they cannot be applicable to upper bound the WCET. 

The Worst-Case Response Time (WCRT) of a task represents the maximum of all the response 

times of the individual instances of that task. If this specific task instance will finish before its 

assigned deadline then this means that all the other task instances will also finish before the 

assigned deadline.  

2.2 Technological background 

2.2.1 Xen Hypervisor 

Xen Hypervisor [3] is a type-1 hypervisor, also known as a “bare-metal” hypervisor, which 

means that it runs right on the top of the hardware platform. It is developed as an open-source 

project and it is currently used by Amazon in cloud computing, by Google, Yahoo and many other 

companies. The hypervisor runs a single host domain and multiple guest domains. 

The host domain is known as “Domain-0” and guest domains are known as “Domain-Us”. 

Domain-0 contains the Virtual Machine Manager tool-stack that is used to configure the 

hypervisor. Also it contains drivers (backend drivers for the network or other, drivers for different 

I/O devices) and virtual storage disks for the Domain-Us. The Domain-0 is the first domain booted 

up by Xen. Without it the Xen hypervisor cannot be used. It runs the host operating system 

through which Xen hypervisor can be configured and has special privileges so that it can access 

the hardware directly.   

Guest domains (Domain-Us) are unprivileged domains that have no direct access to the 

hardware. Each of the guest domain can run a different operating system independent from the 

host operating system. The Domain-U also runs frontend drivers for different hardware devices it 

might use. The backend driver runs on the Domain-0 and it receives requests from each frontend 

driver that wants to access the hardware. It multiplexes the requests and forwards them to the 

hardware. To run a guest domain a virtual image disk and a network interface are required. The 

guest domains are configured through the network interface. 

Xen hypervisor supports different types of virtualized guest domains: 

 HVM (Hardware Virtualized Machine) guests – guests for which almost the entire 

hardware is simulated, that means an entire operating system. 

 PV (Paravirtualized) guests – guest for which not necessarily all the hardware is 

simulated and which offer an API that has to be modified. 
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 PV-HVM (Paravirtualized on HVM) guests – a mixture of hardware virtualized and 

paravirtualized guests that offer a better performance than fully virtualized guests 

through the help of special optimized paravirtualized drivers. 

An example of the overview of a Xen virtualized environment is presented in Figure 3:  

 

 

 

 

 

 

 

 

 

 

Figure 3 – Xen virtualized environment 

2.2.2 Real-Time-Xen 2.0  

 RT-Xen represents an open-source virtualization platform designed to provide real-time 

guarantees. To the best of our knowledge the RT-Xen is the only framework that comes to extend 

the Xen hypervisor, so that it can support virtual machines with real-time performance 

requirements. In RT-Xen 2.0 every domain’s Virtual Central Processing Unit (VCPU) is 

implemented as either a deferrable or periodic server. A deferrable server is a type of server that 

has a period p and a budget b. It is released every p time period and it can keep its budget intact, 

if not used until the end of the period. The periodic server is implemented also with a period and 

a budget but the main difference is that it cannot conserve its budget until the end of its period 

and it consumes it as the time passes by. Consider for example a server with a period of 4 ms and 

a budget of 3 ms like in Figure 4. 
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 Every 4 ms the server will be replenished with 3 ms credits. If the server is periodic it will 

consume the budget of 3 ms in the first 3 ms after the budget was replenished. It doesn’t matter if 

a task is executing or not during the first 3 ms. Considering a task with an execution time of 3 ms 

arrives at time two after an instance of the server was initiated, then it can execute for 1 ms. 

Afterwards, it has to suspend its execution. But in the same situation if the server is deferrable, 

then the task can execute for 3ms because it conserves its budget for the entire period. A deferrable 

server can be considered as a better solution in some cases, where the budget of the server is 

smaller than its period. 

   The RT-Xen 2.0 implements two types of scheduling schemes: rtpartition and rtglobal. The 

rtpartition scheduling scheme, creates a RunQueue for every PCPU (Physical PCPU) in the 

hardware platform for which it is deployed. For example, if the hardware platform contains four 

PCPUs, then there will be four RunQueues. Each of the RunQueues will only schedule the VCPUs 

pinned to its respective PCPU and no other. The rtglobal scheduling scheme consists of only one 

queue and schedules all the VPCUs of all the VMs on all PCPUs. Therefore, when assigning a new 

VCPU to be scheduled by the rtglobal, the current utilization of all the PCPUs is considered.  Based 

on it, a PCPU on which the first VCPU in the RunQ will run is computed. We notice that for the 

rtpartition scheme, we know which other VCPUs are a source of interference for the VCPU under 

analysis. We know the source of interference because we know which other VCPUs are executed 

in the same core. For the rtglobal scheme we cannot know what other VCPUs will run in the same 

core as the VCPU under analysis, because the global scheduler will decide on which core to execute 

that VCPU.  

Both of the scheduling schemes implement two scheduling algorithms to choose what VCPU 

to run next from the RunQueues: EDF (Earliest Deadline First) and RM (Rate-Monotonic). EDF 

is a dynamic priority scheduling algorithm that chooses to run next from the RunQueue, the VCPU 

with the shortest difference between its deadline and the current system time. Rate-Monotonic is 

a static-priority scheduling algorithm, in which the priorities of the VCPUs are known before start-

up time. The VCPU with the shortest period will have a higher priority than a VCPU with a bigger 

period.  Comparing the two scheduling schemes and stating the reasons above, we decided that 

rtpartion offers a better predictability and can be integrated easier in our analysis. An overview of 

the two scheduling schemes is presented in Figure 5. 
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2.2.3 OpenvSwitch 

The OpenvSwitch [25] is a virtual switch designed to be utilized in virtualized environments.  

A virtual switch can be used in virtual environments to connect multiple virtual machines together 

with the physical interface(s) of the host computer in which the virtual machines reside, in order 

to communicate with the external environment.  

An overview of the internal diagram of a virtualized environment which contains an 

OpenvSwitch: 

 

 

 

 

 

 

 

 

 

In Figure 6, the OpenvSwitch connects three guest domains with the exterior environment 

through the help of the “Xenbr0” bridge. The OpenvSwitch contains three virtual interfaces for the 

three guest domains (Vifx.y), where x is the id of the guest domain and y is the instance of the 

virtual interface on that domain. The interfaces are connected together with the physical Ethernet 

interface, in order for the domains to share the physical interface. At a moment in time only one 

virtual machine can send out or receive information on the interface. Since the messages that are 

sent on the interface are Ethernet frames, they cannot be preempted after their transmission has 

started. One guest domain can contain if needed more than one virtual interface.  

OpenvSwitch runs in the Domain-0 which also contains the network backend drivers of the 

virtual machines. OpenvSwitch is similar to a Linux bridge, but it was designed to be used in more 

complex scenarios.  The OvS (OpenvSitch) has a fast path and a slow path through which frames 

can be forwarded. The first received frame from a source address towards a destination address 

has to go through the slow path. Once the first frame was forwarded, any subsequent frames sent 

on the same path, will take the fast path through the kernel. The kernel path is much faster than 

through the user space.   

The OvS supports forwarding frames just like any other hardware switch and it also supports 

features like the ones found in advanced physical switches. These features can improve the 

utilization of the network. We now enumerate and describe some of these advanced functions that 

will be mentioned later on in the report: 

 802.1Q VLAN model with VLAN trunks and access ports  
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It supports the division of network into multiple logical networks that cannot interfere 

with each other. The division is done by adding the 802.1q tag in the Ethernet frame. 

 QoS (Quality of service) [26] configuration and policing 

The virtual switch allows the configuration of some parameters like: bandwidth of the 

egress traffic, bandwidth of the ingress traffic, different classes of traffic.    

 OpenFlow 1.0 plus some extensions 

This feature allows users to access the forwarding plane of the virtual switch. The user 

can create its own forwarding rules that will be introduced in the switch. These rules 

can be prioritized based on their importance. 

 Per VM traffic policing 

The amount of traffic coming from a virtual machine and going to it can be limited for 

a better control of the amount of traffic going in the network.  

 HTB (Hierarchical Token Bucket) and HFSC (Hierarchical Fair Service Curve) 

queuing disciplines 

These queueing disciplines can be used to configure multiple classes of traffic in the 

network and service this classes with different parameters. 
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Chapter 3 

Model of an Ethernet network of software partitions 

Before we define the model of the network we have to investigate what were the available 

mechanisms to model the network, given that we know what hardware and software platforms are 

used in the network. The core components of the network are the software and hardware switches, 

as they are the ones that are responsible for carrying all the traffic from one node to another.   

3.1 Software switch configuration mechanisms: 

 VLAN – Virtual Local Area Network 

In networking, a single layer 2 network can be divided into multiple networks also called 

“virtual” networks. Physically they are a single network but on an abstract level they are 

divided into multiple networks. In Figure 7 we will present an Ethernet network that is 

divided into two virtual networks, VLAN 1 and VLAN 2.  For example PC1 and PC5 are in 

VLAN1 (represented with a circle) and PC2, PC 3 and PC4 are in VLAN2 (represented with 

a square). This means that traffic that is coming from PC1 can be forwarded to PC5 but not 

to PC 2, PC3 and Pc4. Each of the ports of the switch is assigned a VLAN ID and any frame 

that is not tagged with the respective VLAN ID will be dropped. 

 

 

 

 

 

 

 

 

 

 802.1Q VLAN model with VLAN trunks  

 The 802.1Q tag is an addition to the 802.3 Ethernet frame standard. It supports 

prioritizing the Ethernet frames into 8 levels of priorities (0-lowest … 7-highest). Having 

different types of priority levels in the network allows different types of information like 

video streaming or voice streaming to be serviced first. These types of traffic are much 

more important than the retrieval of the information to be displayed by a web page and 

should be allowed to be sent ahead in the network. Also the tag specifies that in case of 

congestion in the network, if the frame can be dropped or not. Therefore, unimportant 

data can be dropped first while important one can be kept. Another information that can 

be specified in the tag is the VLAN (Virtual Local Area Network) ID. The VLAN trunks 

allow multiple VLANs to flow through a single network port. Usually a port allows only 
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frames with the VLAN ID that matches the port VLAN to pass through. Frames with 

different VLAN IDs than the one of the ports will be dropped.   

 QoS (Quality of service) configuration and policing  

Policing refers to the monitoring of the traffic that flows through an interface (port of the 

switch for the example or a NIC interface), so that it is complying with the assigned rules 

of traffic. If the traffic is not complying with the rules, it is either modified so that it will 

comply or it is dropped. Quality of Service [26] refers to achieving a level of performance 

of the network communication and this level is normally experienced directly by the users. 

Parameters that have to be considered at the measurements of the quality of service are: 

bandwidth, throughput, transmission delay, jitter, etc.  

 OpenFlow 1.0 plus some extensions 

OpenFlow [27] is a standard that allows researchers to deploy innovative communication 

protocols in production networks. It comes as a feature added to a regular CoTS 

(Commercial Off-The-Shelf) switch, routers and wireless access points. It provides access 

to the internal flow table that can contain different rules of different priorities based on 

which the traffic is forwarded. For example when a new packet is received by the 

OpenvSwitch, it tries to match the properties of the packets with the flows entries. It starts 

with the highest priority rule and moves down towards the end of the flow entries. If the 

frame matches with any of the flow entries, it will be processed and sent to the right output 

port, otherwise it will be dropped. 

 Queuing disciplines 

A queuing discipline refers to a traffic scheduler that prioritizes the traffic to be sent based 

on its importance in the network, and is associated with the output port of the network 

interface. Queuing disciplines can be divided into two categories: classful queuing 

disciplines and classless queuing disciplines. The first refers to dividing the traffic into 

different categories and give each of the categories different treatment. The classless 

queuing disciplines do not offer different treatment for different types of traffic. Out of 

the classful disciplines, the ones that OpenvSwitch implements are: the Hierarchical 

Token Bucket (HTB) and the Hierarchical Fair-Service Curve (HFSC). From the classless 

queuing disciplines the one that the OpenvSwitch implements as default for each port 

attached to the bridge is named pfifo_fast. 

We will now explain all the available queuing disciplines and we first start with the 

pfifo_fast classless discipline. 

Pfifo_fast is a classless queuing discipline and it is assigned as the default one when a new 

interface is added to the OpenvSwitch network bridge. Pfifo_fast is comprised of three 

different FIFO (First-In-First-Out) queues (bands) numbered 0, 1 and 2 as depicted in 

Figure 8. Each queue has an assigned priority (0 - highest, 1 - medium, 2 - lowest) and 

packets are removed from band 0 until it becomes empty. Afterwards it dequeues packets 

from band 1 until it is empty and then dequeues band 2.  
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 The packets are enqueued based on their ToS (Type of Service) field. ToS is a field specified 

in the IPv4 header. Based on this value the IP (Internet protocol) datagram can request a route 

either for low-delay, high throughput, high-reliable service etc. For example, in the presented 

example, if a packet datagram indicates a low-delay then, in this case, that packet is placed in the 

Band 0, because it is the first to be dequeued.  

 Hierarchical Token Bucket (HTB) [28] is based on the classless TBF (Token Bucket Filter) 

queuing discipline. In fact, it consists of several TBF and a DRR (Deficit Round Robin) scheduler 

to switch between the queues. Because the Ethernet protocol is a serial communication it can only 

dequeue a single packet at a time. An abstract overview of a TBF is presented in Figure 9: 

 

 

 

 

 

 

 

 

 

 

   

  The Token Bucket Filter consists of a bucket of size B bytes in which it accumulates 

tokens (bits to be transmitted) at a rate R. The bucket cannot hold more than a B number of tokens. 

If enough tokens (bits) are available for transmission of a frame of size P, then the packet is 

transmitted on the interface. Otherwise, the packet will wait in the queue until enough token will 

be gathered in the bucket. Only at that moment it will be ready to be dequeued. After the 

transmission of the frame, the P size in bits number of tokens are removed from the bucket. 
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Figure 8 – Pfifo_fast queueing discipline
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Because the communication is Ethernet, frames cannot be preempted.  In Figure 10 we will present 

the HTB concept: 

 

 

 

 

 

 

 

 

 

  

 

 

 

        As shown in Figure 10, the HTB supports multiple TBF and schedules them using the Deficit 

Round Robin scheduler to service both of the queues. Each of the queues has the same length in 

which they can enqueue incoming packets. Each queue’s bucket size can be different and the 

tokens can arrive at different rates. By looking at the figure we can see that queue number two will 

accumulate tokens much faster (has a higher rate) and has a bigger bucket, therefore it will be 

allowed to dequeue a bigger amount of bytes at one time. This means that Queue 2 will be serviced 

more that Queue 1. By using this queuing discipline we can see that traffic can be prioritized and 

serviced based on its assigned parameters (B and R).  

         The Deficit Round Robin is a scheduler that is used as a network scheduler. It represents a 

modified version of the WRR (Weighted Round Robin) [29]. The improvement over the WRR is 

that it can handle packets of variable sizes and servicing the queues based on a deficit value. For 

each queue, based on the assigned bucket size and the rate a quantum value in bytes will be 

computed. Different queues can have different quantum values. At the starting point of the system 

the deficit of each of the queues is 0. Each time the scheduler visits a queue, it will add the 

respective quantum value and it will try to dequeue the deficit amount of bytes if enough tokens 

are available. If enough tokens are available to dequeue all deficit number of bytes, then it will 

dequeue them. Otherwise, if not enough are available, then it will dequeue only as many are in the 

bucket at the time of visit. After dequeuing X number of bytes, from the deficit value of the 

respective queue X number of bytes will be subtracted. By using this algorithm we can see that the 

queues are fair serviced according to their parameters, no matter the average size of the packets is.  

3.2 Configuration mechanisms of the hardware switch: 

         Since industrial networks require high speed communication, for our set-up we have used a 

high-end CoTS switch, Cisco Catalyst 2960-S. We have investigated what configuration 

mechanism of the hardware switch we can use to model our network. We will now explain some 

of the available mechanisms available at the ingress port of the switch.  
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 Input FIFO queue  

   The size of this queue is specified in number of packets this queue can hold. This size can 

be altered depending on the amount of traffic in the network so that no packets are lost. 

 Ingress policing  

   Using the policing mechanism we can limit the amount of bandwidth assigned to an 

interface. It is specified in amounts of kilobytes per second. 

Egress port configuration mechanisms: 

 Egress policing  

Only a specified amount of traffic can be sent out on an interface.  

 Four egress queues  

Different queues can be used to classify and to service the traffic, based on each class 

specifications. Out of these queues, one can be set as the Expedite queue, a strict priority 

queue. This means that the Expedite queue will be serviced before any other queue, until 

the queue has been emptied. After the Expedite queue has been emptied, the other three 

queues will be dequeued in a Shaped Round Robin or in a Shared Round Robin manner. 

If shaped mode is selected, then for each of the three queues an amount of bandwidth is 

reserved. The packets from the three queues are dequeued according to the bandwidth 

reservation. No packets are sent if the bandwidth reservation has been exceeded. In the 

Shared Round Robin mode the three queues are also guaranteed a share of bandwidth. If 

a higher priority queue has some available bandwidth that it is not using and a lower 

priority queue requires more bandwidth than its reservation, then it can borrow that 

bandwidth from the queue with unused bandwidth. 

Figure 11 – Egress port queueing mechanism of Cisco Catalyst 2960-S 

3.3 Model of the network 

Such a network of software partitions is typical composed of several computer nodes. All the 

nodes are connected in a star topology using an Ethernet switch and full-duplex links.  All the links 

are considered to be full-duplex, this meaning that an interface can send and receive data at the 

same time.  This solves the collision problem, which is present in other types of links. Figure 12 a) 

depicts the network topology: 
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 At least one physical Ethernet interface 

 An internal overview of a typical computer node is shown in Figure 12 b): 

 

 

 

 

Every software partition has one or multiple VCPUs. Inside of a computer node, each 

VCPUs are pinned to a PCPU (Physical Central Processing Unit). It can be pinned alone or together 

with other software partitions. On each PCPU, only the VCPUs of the software partitions pinned 

to that PCPU will be scheduled.  The selected scheduling scheme for use as reasoned in section 

2.2.2 is called rtpartition. This scheduling scheme implements each VCPU as a deferrable server 

with a period and a budget. We consider the use of the deferrable servers instead of periodic server 

because they provide a better utilization of the budget, by preserving the budget until the end of 

the period.  This scheduling scheme also implements a separate RunQueue for each of the physical 

core on the platform. The other available scheduling scheme is called rtglobal and implements a 

single RunQueue for all the PCPUs in the systems. In comparison with the other rtglobal, the 

rtpartition scheme offers a better predictability on how the VCPUs are scheduled, because we know 

all the other VCPUs that will execute in that core. An overview of the scheduler is presented in 

Figure 13: 
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3.4 Model of the software partitions 

The software partitions deployed on each computer node can be divided into two types, based 

on the type of traffic they transmit and receive: 

 Controller partition (software partitions with real-time traffic and/or non-real-time 

traffic of which we have knowledge of)  

 Sandbox partition (software partition with non-real-time traffic of which we have 

no knowledge about) 

In order to keep the traffic of these two types of software partitions from interfering and to 

protect the Controller network traffic, the Controller software partitions will be placed in one 

VLAN (Virtual Local Area Network) network. The Sandbox software partitions will be placed in 

another VLAN network. 

Each Controller software partition can send and receive traffic of the following types: 

 Controller real-time traffic (high priority traffic) 

 Controller non-real-time traffic (lower priority than the one of the real-time traffic) 

The priority of the traffic and the VLAN ID of which the software partition is part of, can both 

be specified by adding an 802.1q tag to each Ethernet frame transmitted by that software partition. 

Using this tag it is also possible to specify if the frame can be dropped in case of congestion in the 

switch. A comparison of a standard Ethernet frame and one which contains the 802.1q tag is 

depicted in Figure 14: 

 

 

 

 

 

 

 

For each of the Controller software partition the QoS has to be specified based on the priority 

of the traffic. For the real-time traffic the QoS will be specified at a frame level with the following 

parameters: 

 priority of the frame 

 period of the frame 

 size of the frame 

 source MAC address 

 destination MAC address 

For the non-real-time traffic the QoS will be specified at an interface level with the following 

parameters:  

 maximum rate (the maximum rate at which the interface can send data) 

 burst (the amount of data in bytes which the interface can send beyond the 

maximum rate) 

 source MAC address 

 destination MAC address 
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Figure 14 – Ethernet frames format
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If a Controller software partition contains traffic of both real-time and non-real-time traffic  

types, then the QoS will be specified at an interface level. From the available bandwidth on the 

interface we can subtract the amount of bandwidth used by the real-time traffic (can be computed 

based on the known parameters), with the remaining bandwidth being available for the non-real-

time traffic. 

The Sandbox software partition will contain non-real-time traffic of which we have no 

knowledge about and which can be malicious and interfere with the rest of the traffic in the 

network. This kind of traffic has lowest priority in the system and its impact on the network traffic 

is limited by specifying the following parameters:    

 maximum rate (the maximum rate at which the interface can send data) 

 burst (the amount of data in bytes which the interface can send beyond the 

maximum rate) 

 source MAC address 

 destination MAC address 

3.5 Model of the software switch  

The software switch which is used in the model is the OpenvSwitch. This switch interconnects 

all the software partitions. Therefore, it has to be modeled to serve traffic based on its importance.  

An overview diagram of the OpenvSwitch is displayed in Figure15:  

 

The model of the switch is composed of one bridge with virtual ports to which the software 

partitions and the physical interface are connected through virtual links. To prioritize the traffic 

inside of the OpenvSwitch we set up an egress QoS for the physical port of the computer node. 

The egress QoS of the physical interface contains n+1 number of queues: 

 One queue for the real time traffic (Q1) 
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Figure 15 – OpenvSwitch overview
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 Multiple queues for the each of the non-real-time traffic flows (Q2..Qn ) 

 One queue for the untrusted traffic (Qn+1) 

N-1 represents the number of non-real-time queues created at the output port of the physical 

interface. We create one queue for each non-real-time flow that has the destination outside 

of the source computer node. This way we can guarantee a control of the bandwidth per traffic 

flow and not per entire link.  

For each of the queues the following parameters can be specified: 

 Maximum rate (maximum rate at which packets can be dequeued) 

 Minimum rate (minimum allocated bandwidth) 

 Burst (maximum number of bytes that an interface can dequeue at a time)  

 Priority (the highest priority means that the queue will receive first the available 

bandwidth) 

For each interface we can also specify ingress QoS using the following parameters: 

 ingress policing rate (the maximum rate at which the interface can receive messages; 

any frames received beyond will be dropped) 

 ingress policing burst (number of bytes that the frame can receive beyond the policing 

rate) 

The forwarding of the packets in OpenvSwitch is done by placing all the received frames inside 

a queue. Then, frames are forwarded from that queue to the egress ports, based on the rules found 

in the forwarding table. New rules can be created and added to the flow table by the user. With 

rules in the flow table we will fix the problems that the untrusted traffic may arise. Using the flow 

table we can overwrite the VLAN ID and the priority of the frames coming from a virtual port. This 

can be useful if in the system are deployed Sandbox partitions, which sends traffic that we have no 

knowledge about. Even if the frames of the Sandbox partition are tagged with real time priority 

and a valid VLAN ID of a VM from the controller network, the OpenvSwitch will modify the tag 

accordingly.     

3.6 Model of the hardware switch 

The hardware switch will interconnect all the computer nodes in the system. Each of the ports 

of the hardware switch can receive and send messages at the same time. For each port both ingress 

and egress QoS can be configured:  

The ingress QoS of each interface can be specified with the following parameter: 

 Ingress policing rate (maximum rate at which data frames can be received at a port) 

 The size of the input queue can be modified accordingly so that packet drops are 

avoided 

For the egress QoS of each port we configure three out of the four FIFO queues as following 

based on the importance of the traffic:  

 First queue is the Expedite queue (real time traffic will be placed in this queue and) 
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 The next two queues are configured to be serviced in a Shared Round Robin manner. 

Medium priority (Non-Real-Time) and low priority (Untrusted Non-Real-time traffic) 

will be placed in this queues. 

 The size of the egress queues can also be modified to avoid packet drops 

The scheduler will dequeue the frames from the Expedite queue before servicing any other 

queue. Once this queue is empty the scheduler will dequeue packets from the other queues until a 

new frame is received in the Expedite queue.  

An overview of the hardware switch model is presented in the Figure 16: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Ingress 
Port A

Ingress 
Port X

Egress 
Port A

Ingress 
Port B

Switching

Scheduler

E
x

p
e

d
it

e
 q

u
e

u
e

SRR

Egress 
Port X

Scheduler

E
xp

e
d

it
e

 q
u

e
u

e

SRR

In
p

u
t 

q
u

e
u

e
 P

o
rt

 A

In
p

u
t 

q
u

e
u

e
 P

o
rt

 B

In
p

u
t 

q
u

e
u

e
 P

o
rt

 X

Figure 16 – Model of the hardware switch

Legend

Real-time traffic

Non-real-time traffic

Untrusted traffic

Q1 Q2 Q3 Q1 Q2 Q3



   

33 
 

 

Chapter 4  

Response time analysis 

 
The RTA (Response Time Analysis) is a very well-known method used to evaluate if a task or 

a task set is schedulable on the given real-time system. We want in this part of the report to 

evaluate the model that has been described in the previous chapter. Therefore, we will apply the 

RTA method to evaluate it. The goal of developing this RTA method is to evaluate all the flows that 

have to be deployed in the network and check if their real-time constraints are met.  The basic 

response time for a task i, part of task set S that contains all the tasks running in that computer, 

has been defined by Joseph and Pandya in [30] as: 

𝑅𝑇𝑖 = (∑ ⌈
𝑅𝑇𝑖

𝑇𝑗
⌉𝑗 ∈ℎ𝑝(𝑖) ∗  𝐶𝑗) +  𝐶𝑖; (1) 

Where RTi is the response time of task i, Ci is the execution time of task i. Tj represents the period 

of task j, with task j ∈ 𝑆,  j ≠ i and priority (j) > priority (i). The term in the brackets represents the 

time it takes to execute all the other tasks in the system with a priority higher than the one of task 

i that arrive in interval [0, RTi).  

When performing an analysis using the RTA, we have to consider the worst-case scenario that 

can arise for a flow in that system. Computing the worst-case scenario, will let us know what the 

response time for the evaluated flow is if the interference from all the other sources is maxim. This 

approach can be very pessimistic if we consider that the interference from all the sources is 

maximal. However, this pessimism can be reduced by making some assumptions. The response 

time for a given flow is computed using the RTA and after that we measure the end-to-end delay. 

If we obtain a bigger measured response-time time than the one computed one with the RTA, this 

means that our method is incorrect. We might have not considered all sources of interference.  

This method can be applied on our model of the network to compute response times for the 

real-time traffic that has been described in chapter 3. The real-time traffic has the highest priority 

in the network and needs to meet its assigned deadline.  

4.1 Analysis overview 

The system that is found under analysis is generically named Г and is composed of several 

computer nodes N1…Nk. Each of them is running a number of virtual machines inside named 

VMk1…VMkl. K represents the node number and l represents the lth virtual machine deployed in 

the node. In each node the VMs are connected with the physical interface of the node through the 

Brk bridge. We consider that only one bridge instance of the OpenvSwitch exists in one computer 

node. 

In Figure 17 we present a high level overview of the setup on which we develop our method: 
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Figure 17 – End-to-End delay 

Because of the complexity of the network model on which we will apply the RTA analysis 

method, we will divide the end-to-end delay (𝐷𝐹𝑖) that is experienced by a flow 𝐹𝑖. For example 

we divide the delay of flow 𝐹𝑖 with source VM11 from node N1 and with destination VMk3 in node 

Nk into four sources of delay. First source is the delay experienced inside of the source node 

(DSN), second is the delay due to the physical transmission (DL), the third delay is experienced by 

traversing the hardware switch (𝐷𝑆𝑊) and the fourth source of delay is in the receiving node 

(DRN).  

𝐷𝐹𝑖 = 𝐷𝑆𝑁 + 𝐷𝐿  + 𝐷𝑆𝑊 + 𝐷𝐿 + 𝐷𝑅𝑁         (2) 
The delay inside source node (𝐷𝑆𝑁) could be explained as the time it takes for the flow 𝐹𝑖 since 

it was released to be processed inside of the virtual machine (𝐷𝑉𝑀) and sent on its virtual interface 

to the virtual switch. To this, we add the amount of time it takes to be processed by the switch to 

forward it at the right output interface (𝐷𝑉𝑆 ). The third delay is the output delay (DO) and is 

represents the time a frame spends in the output queue before it is transmitted on the physical 

interface. DO is added to the previous sum of delays, to obtain the delay in the source node. The 

time it waits on the output port is dependent on the queuing discipline implemented at the output 

port.  

 

 

 

 

 

 

 

𝐷𝑆𝑁 = 𝐷𝑉𝑀 + 𝐷𝑉𝑆  + 𝐷𝑂      (3)  

The transmission delay (DT) that occurs once that the frame 𝐹𝑖 has been sent on the physical 

interface is equal to: 
                                          𝐷𝑇 = 𝐷𝐿  + 𝐷𝑆𝑊 + 𝐷𝐿    (4) 
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DL represents the time it takes for the whole frame to be transmitted from the physical 

interface of the computer node until it reaches the ingress port of the hardware switch. The delay 

DL can be expressed like: size of the frame Fi to be transmitted divided by the transmission rate of 

the network interface. The delay experienced by the frame 𝐹𝑖 inside of the hardware switch (DSW) 

can be expressed as a sum of delays. The delay due to the time it takes for the switch to store and 

forward the frame. To this delay we add-up the time it takes for the switch to process the frame 

and to forward it to the specific output port.  The third delay that gets added up is the time the 

frame spends in the output queue of the hardware switch. The fourth delay added is DL and 

represents the time it takes to push the frame on the physical interface. 

The delay in the receiving node (DRN) can be explained as the time it takes for the frame 𝐹𝑖 to 

be enqueued in the input FIFO queue of the physical interface plus the time it takes to be processed 

by the OpenvSwitch (OvS) and forwarded at the right output virtual port of the switch. At the 

output port of the virtual switch, the frame has to wait for other frames enqueued earlier to be 

processed first. Only then the frame can be processed and sent to the destination VMK3.   

4.2 Analysis method for real-time flows 

For this analysis method we will consider that all the flows subject to the analysis are released 

periodically with a period Ti, where i represents the flow number. Also, all the flows under analysis 

are considered to be real-time flows.  

We need to compute the WCRT (Worst-Case Response Time) in order to make sure that all 

the frames are received in time. The WCRT experienced by a flow in the network is the one in 

which all of the buffers along the path from source to destination are full at the moment when the 

flow reaches them. This means that at the arrival of the frame at each buffer, the buffer is already 

full and it has to wait for all the messages ahead of it to be processed first. If the buffers are FIFO 

and big enough in all switches that frame traverses, drops will never occur. This case is very 

pessimistic and the probability of it to occur is almost close to zero. We therefore, have to reduce 

the pessimism. One method to reduce the pessimism is to not consider the size of the buffers, but 

only the instances of the flows that can delay the flow under analysis, since all the flows in the 

network are considered to be periodic.  

Before we derive the formulas, we divide the response time into three sections that will be 

added in the end to compute the end-to-end delay. First section, named D_source (Ds), starts from 

the release of the frame by the VM and until the frame is sent out on the physical interface. The 

second section, named D_transmission (Dt), is the time it takes to traverse the hardware switch. 

Finally the third section, D_destination (Dd), is the response time from when it is received from 

the physical interface by the receiver node and ends when it is received for processing by the VM. 

        𝑅𝐷𝑠_𝑖  =  𝐶𝐷𝑠_𝑖  +  𝑊𝐷𝑠_𝑖   (5) 

      𝐶𝐷𝑠_𝑖  =  𝐿𝑖  / 𝑅𝐿  (6)  

Where RDs_i is the response time for section D_source of the hybrid network. CDs_i is the 

transmission time of the frame i under analysis, which is equal to its length (Li) divided by the rate 

of the physical link (RL). WDs_i represents the window of interference or the “busy period” for flow 

Fi. A “busy period”, the period of time in which the processor is busy processing other frames and 

cannot process frame Fi  [31]. We denote WDs_i as being equal to: 

                                                       𝑊𝐷𝑠_𝑖
𝑛+1 = 𝐷𝑉𝑆 + 𝐵𝑖 + 𝐼𝐷𝑠_𝑖 + 𝐼𝐷𝑠_𝑓  (7)  
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Where, 𝐷𝑉𝑆 is the processing delay for the virtual switch and it is the equivalent of the processing 

delay plus found in the physical switches. 𝐵𝑖 is the blocking time of the flow under analysis, 𝐼𝐷𝑠_𝑖 

represents the interference from other flows that use the real-time queue, 𝐼𝐷𝑠_𝑓  is the interference 

from non-real-time flows that are using other queues. To compute the WDs_i we have to iterate 

multiple times through the formula until we reach a global fix-point. The global fix-point of the 

window of interference is reached when the interference won’t increase anymore between 

successive iterations. The blocking time represents the time a frame has to wait before it can be 

processed because another lower priority frame is being transmitted on the interface. The blocking 

time can be defined as the maximum length of an Ethernet frame (Lmax) divided by the 

transmission rate of the physical interface (RL): 

𝐵𝑖 =  
𝐿𝑚𝑎𝑥

𝑅𝐿
  (8)  

𝐼𝐷𝑠_𝑖 =  ∑ ⌈
𝑊𝐷𝑠_𝑖

𝑛 +𝐽𝑗

𝑇𝑗
⌉𝑗 ∗  𝐶𝑗 (9)  

Where j ∈ real-time flows and j≠ i. Fj is a real-time flow deployed in the same node as flow Fi and 

is enqueued in the same real-time queue. Jj is the release jitter of the flows that use the real time 

queue due to a clock synchronization error between VMs or due to the timer resolution. Cj 

represents the transmission delay of the real-time flow Fj that uses the same real-time queue as 

flow under analysis, Fi. It can be defined as the time it takes to send all the bits of frame Lj at a RL 

transmission rate of the physical interface: 

𝐶𝑗 =  
𝐿𝑗

𝑅𝐿
 (10)  

Flow Fj is a real-time flow and is enqueued together with Fi in the real-time queue. Tj is the period 

of the flow Fj and Cj is its transmission time. The transmission time is considered to be the time it 

takes to transmit Lj bytes of flow Fj at 𝑅𝐿  link rate. The final term in the window of interference 

formula is IDs_f. It represents the interference from the other non-real-time flows transmitted from 

the same computer node as flow Fi. IDs_f is the expressed as the minimum between the interference 

of all the non-real-time frames queued at that time in the non-real-time queues and the maximum 

deficit of the non-real-time queues:  

 𝐼𝐷𝑠_𝑓 = min(𝐼𝐷𝑠_𝑓
′  ;  𝐶𝐷𝑒𝑓

𝑚𝑎𝑥) (11)  

𝐶𝐷𝑒𝑓
𝑚𝑎𝑥 =  ∑ 𝐷𝑒𝑓(𝑄𝑔)𝑔 = 𝐷𝑒𝑓(𝑄2) + 𝐷𝑒𝑓(𝑄3) +… + 𝐷𝑒𝑓(𝑄𝑛)  (12) 

Where 𝐶𝑚𝑎𝑥
𝐷𝑒𝑓  represents the maximum deficit of the non-real-time queues and it is equal to the sum 

of all the non-real-time queues (g) deficits. Q1 is the queue allocated to the real-time flows and 

doesn’t have to be included in formula 12. The scheduler will dequeue either all the packets from 

the non-real-time queues if enough deficit is available for each queue or the maximum deficit bytes 

available at that time. Because the scheduler at the egress port is Deficit Round Robin, it will 

dequeue only the deficit amount of bytes from every queue. Even if the queue visited by the 

scheduler has more packets to be dequeued, they will be dequeued only if there is enough deficit 

bytes for that particular queue. We have to apply the minimum condition because there are two 

situations that can occur. The first situation is that the deficit of the non-real time queues is bigger 

that the amount of bytes queued in the non-real-time queues. In this situation we will consider the 

interference from all the packets queued in the non-real-time queues. The second situation is that 

the deficit of the non-real-time queues is smaller than the amount of bytes waiting to be dequeued 

from those queues. In this situation only the deficit amount of bytes can be dequeud from those 

queues.  
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        𝐼𝐷𝑠_𝑓
′ =  ∑ ⌈

𝑊𝐷𝑠_𝑖
𝑛 +𝐽𝑝

𝑇𝑝
⌉𝑝 ∗  𝐶𝑝   (13) 

Where p ∈ non-real-time flows, Jp the release jitter of flow Fp and Tp is the period of the flow Fp. 

Cp represents the transmission time of the frame. Cp is expressed as the time it takes to transmit 

Lp number of bytes  contained in flow Fp at the 𝑅𝐿 transmission rate: 

𝐶𝑝 =  
𝐿𝑝

𝑅𝐿
    (14) 

Following the fulfillment between any of these two conditions, then the packets from the real-

time queue can be dequeued. After we described all the terms of the window of interference 

formula we can then start to iterate. For each iteration we have to consider the result of the last 

iteration. For the first iteration we can consider the result of the previous iteration equal with 0. 

We continue iterating until the result of the current iteration is equal with the one of the previous 

iteration. From this point on all the iterations will obtain the same result. We can then say that we 

have reached a global fix-point and we can use this value in the computation of the response time 

of the source section.   

Next, we have to obtain the response time for the middle part of the transmission between 
computer nodes and this is the time it takes to traverse the hardware switch. The response time of 
a flow Fi traversing the hardware switch is expressed as following: 

𝑅𝐷𝑡𝑖
= 𝐷𝑃 + 𝐶𝐷𝑡_𝑖

+ ∑ 𝐶𝑗𝑗   (15) 

Where 𝐷𝑃 represents the total processing delay of a frame in the hardware switch and can 
be expressed using formula 16: 

𝐷𝑃 = 𝐷𝑆𝐹 + 𝐷𝑃𝐹  (16) 

𝐷𝑆𝐹 is the store and forward delay of the hardware switch . The store and forward delay 

represents the time it takes for the switch to store the whole frame. 𝐷𝑃𝐹  represents the amount 

of time it takes for a frame’s headers to be decoded by the processing unit so that the frame can 

be redirected to correct output port of the switch. 𝐶𝐷𝑡_𝑖is the time it takes to transmit the flow 

under analysis on the output interface of the hardware switch. The scheduling policy of the flows 

at the egress ports of the hardware switch is FIFO. Because the hardware switch is using FIFO 

queueing at egress ports of the switch we can make one assumption to reduce the pessimism. If 

we constrain the flows deployed in the system to have their deadlines not larger than their 

period, then only one instance of the other flows coming from other input ports of the switch can 

occur ahead of the packet under analysis.   

For the third section, D_destination, the response time can be defined: 

RDd_i = 𝐷𝑉𝑆 + WDd_i  (17)  

Where 𝐷𝑉𝑆 is the virtual switch delay and because the switch is a software switch this delay can 
vary from platform to platform. We can derive this delay by sending frames between VM 
deployed in the same computer node and consider this as the virtual switch delay. The window of 
interference WDd_i is equal to: 

 𝑊𝐷𝑑_𝑖
𝑛+1= ∑ ⌈

𝑊𝐷𝑑_𝑖
𝑛 +𝐽𝑗

𝑅+𝐽𝑗
𝐼

𝑇𝑗
⌉𝑗 ∗  𝐶𝑗  (18) 

Where 𝐽𝑗
𝑅is the release jitter of flows coming from other VMs inside of the source node and 𝐽𝑗

𝐼 is 

the interference jitter from those flows with different destinations than the one of flow 𝐹𝑖. 
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𝐽𝑗
𝐼 =  𝑅𝐷𝑡_𝑗 −  𝐶𝐷𝑡_𝑗 (19)  

Where RDt_j is the response time of the flow Fj and CDt_j is the transmission time of the frame at 

the output interface of the hardware switch. In equation (19) we take into consideration the 

interference from other flows that can interfere with flow Fj even though they do not have the 

same output port destination.  

 𝑇𝑗is the period and  𝐶𝑗 is the transmission time of flow Fj. Same as for the other delays, we have to 

iterate and find a global fixed-point. We start iterating from iteration 0 which will always be 

equal to 0. Iterations continue as long as for the current and the previous iteration we have 
obtained different values. When we obtained the same value we reached the global fix-point and 
can stop iterations.  

Using (5), (15) and (18) we can define the response time of a real-time flow 𝐹𝑖 which is 
subject to the analysis as: 

 𝑅𝑖 = 𝑅𝐷𝑠_𝑖 + 𝑅𝐷𝑡_𝑖 + 𝑅𝐷𝑑_𝑖  (20) 

4.3 Analysis method for non-real-time and untrusted type of flows 

 As stated previously the real-time flows have temporal constraints related to their release 

time and their latest possible transmission time before they must be delivered at the destination 

node. Non-real-time traffic doesn’t have such constraints, thereby it can be subject to a different 

type of analysis. Although they do not need an exact timing bound, they still have to be guaranteed 

a certain level of performance. This overall level of performance that the flows have to be 

guaranteed is referred to as QoS (Quality of Service) [32]. This performance level is measured 

using several criteria. Some of these criteria which are used to measure the QoS are: 

 Bandwidth 

 Throughput 

 Transmission latency 

 Jitter  

Bandwidth refers to the available transfer rate for a certain communication channel and it is 

expressed in bits per second. It is referred to as the transfer rate. Throughput refers to the amount 

of successful messages that are sent through a communication channel. It is also referred to as the 

successful delivery rate. Transmission latency is defined as the time duration which takes for a 

data packet to cross a computers network from its source node to its destination node. Jitter 

represents the variation in latency experienced by a packet as it traverses a computer network.  

The non-real-time flows are defined using these QoS parameters enumerated above.  For the 

ingress point in the network, if the software partition contains only non-real-time traffic or 

untrusted traffic, a policing shaping of the traffic at the ingress point of the virtual switch can be 

done. By doing this the software partition cannot send more than the assigned bandwidth amount 

of data in a second. Everything that goes above that rate will be dropped. 

Since for the non-real-time traffic we don’t have to compute an end-to-end delay for each flow. 

We can just specify the QoS for each of the mentioned types of flows. Due to the limitations of the 

physical links in the network, we have to define a method to see if a certain desired QoS level of 

performance can be achieved. We prioritize the real-time traffic in the network and this type of 

traffic can be a source of interference for the non-real-time traffic and for the untrusted one. To 

better define the problem and the proposed analysis method, we present an example of the model 

of the network and we consider all types of flows through the network.   
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We know for all the real-time traffic the period of time when it is released and that the size of 

the frame. By knowing this we can derive the amount of bandwidth that is required for a flow in 

terms of rate per second. 

𝑅(𝐹_𝑖) =
𝐿𝐹_𝑖 ∗ 8 [𝑏𝑖𝑡𝑠]

𝑇𝐹_𝑖 [𝑠𝑒𝑐𝑜𝑛𝑑𝑠]
  (21)  

The rate 𝑅(𝐹_𝑖) of a real-time flow Fi is equal to the size LF_i of the frame Fi expressed in 

bits divided by its release period TF_i expressed in seconds. Non-real-time flows and the untrusted 

ones already have a transmission rate specified so we do not have to compute it. Also all the flows 

in the network are defined by a source MAC address and a destination MAC address.  

 Now we present our formulas for the calculation of the QoS performance for a set of non-

real-time and untrusted flows in our network model. We consider that our network is composed 

of 𝑁𝑖 physical nodes. Each of the node contains virtual machines, which we name end systems. A 

node 𝑁𝑖  is composed of several end systems 𝐸𝑖𝑗 , where i represents the number of the node in 

which the end system runs and j is the jth number of software partition deployed in that node. We 

define a set of flows SF = {F11, F12 … Fij}, which comprises all the flows of the network. For each 

particular flow, the source MAC address, the destination MAC address and the transmission rate 

of the flow are entries of the table. Given this table, we have to check that all the non-real-time and 

untrusted flows comply with the specified rate. Since we know the transmission rates for all the 

flows in the network we can derive the formulas which are used to check if each of the non-real 

time flows and the untrusted flows can reach their assigned QoS performance parameters. 

We denote the set of flows SF with a number k of flows as the input for the network. Each of 

the k flows has a specified SRC_MAC address, a DST_MAC address and a transmission rate R 

which specifies the maximum amount of bits that the flow can send during a second. 

 We denote the following four different subsets of set SF:  

𝑆1 = {𝐹𝑥  ∈ 𝑆𝐹 | 𝑆𝑅𝐶_𝑀𝐴𝐶(𝐹𝑥) ∉ 𝑁𝑖 , 𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑥) ∈ 𝑁𝑖𝑎𝑛𝑑 𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑥) ≠  𝐸𝑖𝑗} 

𝑆2 = {𝐹𝑦  ∈ 𝑆𝐹 |𝑆𝑅𝐶_𝑀𝐴𝐶(𝐹𝑦) ∈ 𝑁𝑖  𝑎𝑛𝑑  𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑦) = 𝐸𝑖𝑘 , 𝑤𝑖𝑡ℎ 𝑘 ≠  𝑗} 

𝑆3 = {𝐹𝑧  ∈ 𝑆𝐹 | 𝑆𝑅𝐶_𝑀𝐴𝐶(𝐹𝑧) ∈ 𝑁𝑖  𝑎𝑛𝑑 𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑧) ∉ 𝑁𝑖 } 

𝑆4 = {𝐹𝑤 ∈ 𝑆𝐹 | 𝑆𝑅𝐶_𝑀𝐴𝐶(𝐹𝑤) ∉ 𝑁𝑖 , 𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑤) ∈ 𝑁𝑖𝑎𝑛𝑑 𝐷𝑆𝑇_𝑀𝐴𝐶(𝐹𝑤) = 𝐸𝑖𝑗} 

Where x, y, z and w are the indexes of the last flow part of their respective flow subset. For example 
x is the index of flow Fx that is part of subset S1 = {F1 … Fx}. Subsets S1 and S4 contain all flows 
which are coming from the other nodes into node Ni which is under analysis. Set S2 contains all the 
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Figure 20 –Example of the model of the network
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flows transmitted by VMs inside of node Ni. Third set, S3, contains all the flows transmitted from 
node Ni towards other nodes in the network.  

With these sets defined we can now derive the formulas: 

                                  𝐼𝑅𝑁𝑖 =  ∑ 𝑅(𝐹𝑋)𝐹𝑥 ∈ 𝑆1   (22) 

Where 𝐼𝑅𝑁𝑖 is the total input rate of the physical link of node Ni. This input rate is equal with the 

sum of all flow rates that have the SRC_MAC address in a different node than Ni and the 

DST_MAC in the node Ni. The condition check that the value of 𝐼𝑅𝑁𝑖 has to meet is that 𝐼𝑅𝑁𝑖≤ 

𝐿𝑖𝑟𝑎𝑡𝑒 where 𝐿𝑖𝑟𝑎𝑡𝑒 is the maximum transmission rate of the physical interface of node i. 

                                   𝑂𝑅𝑁𝑖 =  ∑ 𝑅(𝐹𝑍)𝐹𝑧∈ 𝑆3   (23) 

Where 𝑂𝑅𝑁𝑖is the limit output rate for all the flows, whose SRC_MAC is inside of Ni and DST_MAC 
is not inside of the node Ni. 
Now we present the formulas to check if the rates specified for each of the  non-real-time and 
untrusted flows can be met given the constrains of the system: 

 𝐼𝑅𝐸𝑖𝑗
=  ∑ 𝑅(𝐹𝑌)𝐹𝑦 ∈ 𝑆2 + ∑ 𝑅(𝐹𝑊)𝐹𝑤 ∈ 𝑆4      (24)  

Where 𝐼𝑅𝐸𝑖𝑗
represents the input rate of all the flows that have as their destination MAC address, 

the endpoint  𝐸𝑖𝑗 where i is the number of the node which hosts the end point and j is the number 

of the virtual machine within that node.  We do not need to provide a formula for 𝑂𝑅𝐸𝑖𝑗
 because a 

virtual machine can’t send frames faster than it is allowed by the software switch. We can limit the 
rate for the flows that are sent from 𝐸𝑖𝑗 outside of node Ni at the output queuing discipline of the 

OpenvSwitch. This way, they will comply with the bandwidth that is assigned there. 
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Chapter 5 

Evaluation  

In this chapter we evaluate the behavior of the model of the hybrid network. We also evaluate 

the behavior of RT-Xen and the Response Time Analysis by creating a scenario and comparing the 

theoretical results of that scenario with the measured ones. Before we describe the evaluation of 

the model of the network, we describe the test platform on which the measurements are performed. 

 Computer node:- Intel core i5 – 3470 CPU @2.9 Ghz with 4 cores (PCPUs) 

- 4 GB of DRAM memory (Domain-0: 1023MB and DomUs: 128MB) 

- Hypervisor: Xen v4.3 with RT-Xen v2.0 extension 

- Domain-0 OS: Linux – Ubuntu 12.04.4 LTS without graphical   

interface 

- Domain-Us OS: Linux chiefriver – yocto-preempt-rt 

 OpenvSwitch: version 1.4.6 

 Hardware switch: Cisco Catalyst 2960-S  

5.1 Evaluation of the RT-Xen 
The RT-Xen extends the Xen hypervisor with two new scheduling schemes: rt-global and 

rt-partition. We will evaluate only the rt-partition scheme because this partitioning scheme is 

more predictable than the rt-global scheduling scheme. The rt-partition pins each VCPU of the 

virtual machines to a specific core. The rt-global doesn’t pin the VCPU to a specific physical core 

and introduces uncertainty that only complicates the analysis of the flows in network. We decide 

to use the rt-partition scheduling scheme because it allows us to control the physical core on 

which we pin every VCPU thereby it is easier to analyze the flows in the network by reducing the 

unpredictability. 

 For our scenario we have created three VMs inside of a computer node. We have selected 

the EDF scheduling scheme of the VMs in a PCPU. The selected values for the periods of the servers 

were 5 ms for VM1, 10 ms for VM2, 20 ms for VM3. The budget for all the VMs was of 1 ms. We 
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used the Xentrace tool to obtain the execution trace of the virtual machines. From the generated 

“.dat” file we have ploted the data using the “gnuplot” Linux tool to retrieve the pictures in Figure21. 

 From Figure 21 we can observe that in both cases, when the VMs are pinned in different cores 

and when they are pinned on the same core, they are scheduled with the expected numbers of 

instances. When they are scheduled on the same physical core VM2 was scheduled for a longer 

time. We do not have an explication for why this has happened. We have retrieved several pictures 

and all of them had an extended execution trace for VM2.  

The next test case considers the same conditions as the previous one, with the only 

difference that the scheduler for each PCPU RunQueue is Rate-Monotonic.  

By observing the results presented in Figure 22, we can see that using the rate-monotonic 

scheduler, all three virtual machines are scheduled with the expected number of instances. We 

can see that between the two instances of VM3 which has the largest period, two instances of 

VM2 and four instances of VM1 are scheduled. 

Although, both EDF and RM schedulers can schedule VMs according to their real-time 

performance requirements, from our tests the RM scheduler has performed better than EDF.   

5.2.1 Evaluation of the model of the network 

In order to validate our network model we evaluate each of the configured mechanisms. We 

start by evaluating the queuing discipline at the egress port of the physical interface. We evaluate 

first how the bandwidth is shared by capturing the packets using the Wireshark tool. Different 

cases are evaluated using an application that sends a very high number of UDP packets that total 

in more than 500 Mbps bandwidth utilization. 
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In the first case depicted in Figure 23, an application that sends frames at a rate greater than  

500Mbps is deployed in each of the three VMs that are running in the computer node. The traffic 

from each of the VMs is directed into different queues, all limited at 24 Mbps. We observe that 

each instance of a packet coming from a source VM  is followed by an instance of the packets 

coming from the other queues. By observing the output we can acknowledge that the bandwidth 

is limited correctly for all of the queues and the result is as expected. 

In the second case, presented in Figure 24 below, we limit the bandwidth in the following way:  

36Mbps for Q1, 12 Mbps for Q2 and 24 Mbps for Q3. We also deploy the same application in all of 

the three VMs. By observing the captured packets at the destination we see that the BW limitation 

is performed correctly. That is between two instances of the packet from Q2, three instances from 

Q1 occur and two instances from Q3  occur, which is the expected behaviour.  

Bits*100/seconds

Time [seconds] 

Figure 23 – Equal bandwidth limitation

Time [seconds] 

Bits*100/seconds

Figure 24 – Bandwidth limitation
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For the third case, presented in Figure 25, we deploy the same application in the VMs and the 

following BW limitation on the queuing discipline:  Q1 is limited to  a 36 Mbps bandwidth, Q2 

and Q3 are limited to 12Mbps bandwidth .  We observe the captured packets from the 

destination interface and conclude that the bandwidth is limited correctly. 

We have evaluated how the bandwidth is shared between the different queues and we have 

shown that it is correctly distributed. Another parameter that we want to evaluate is the bucket 

size (burst). Depending on the bucket size, a single packet or multiple packets can be dequeued by 

the scheduler from a queue at one time. Packets will be dequeued only if enough tokens are 

available in the bucket. For this test we have used a tool named “Iperf” to generate maximum 

amount of traffic between two VMs running in separate computer nodes. The bandwidth of the 

queue through which the traffic is passing is set to a guaranteed value of 1000 Mbps. We set the 

bucket size first to 240000 bits, then 120000 bits and after that we set it to the smallest bucket 

size of 12000 bits. 

 

 

 

 

 

 

 

 

 

Figure 26 – Change in bucket size 
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Figure 25 – Bandwidth limitation
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The observed result is that with the first bucket size a maximum generated traffic of approx. 

900 Mbps is supported. The bucket size is changed to 120.000 bits and we can observe a drop of 

approximately 50 Mbps in the supported bandwidth. Afterwards, we change the bucket size to 

12.000 bits, which is the smallest bucket size. We observe in Figure 26 that the maximum 

bandwidth this queue can support with a bucket of 12.000 bits is 600 Mbps. Therefore, we 

conclude that the bucket size is a parameter that should be taken into account when designing the 

parameters of the queues.  A low value of the bucket size can affect the performance. 

Next, we evaluate the behavior of an egress interface of the hardware switch.  We configure 

Q1 to be the Expedite queue. The rest of the queues are scheduled in a Shaped Round Robin 

manner.                                                                                                                                                                                  

Interval (s) 
Q1-BW 
(Mbps) 

Q2-BW 
(Mbps) 

Q3-BW 
(Mbps) 

Q4-BW 
(Mbps) 

0 -> 1 0 470 235 120 

1 -> 2 0 481 236 122 

2 -> 3 0 471 235 118 

3 - > 4 0 481 244 120 

4 - > 5 0 482 236 118 

5 - > 6 0 286 225 120 

6 -> 7 910 34.6 9.44 37.7 

7 - > 8 904 34.6 0 3.15 

8 -> 9 895 33.6 9.44 0 

9 -> 10 912 34.6 0 0 

10 -> 11 907 34.6 9.44 3.15 

11 -> 12 899 34.6 0 0 

12 -> 13 900 34.6 0 0 

Table 1- evaluation of the hardware switch egress port configuration 

The bandwidth we assign to the Expedite queue should be ignored because in this mode the 

queue is serviced as long as it has traffic inside. It doesn’t matter what the assigned bandwidth of 

Q1 is. For the other queues we assign the following bandwidths: 500 Mbps for Q2, 250Mbps for 

Q3 and 125 Mbps for Q4. Traffic is placed in queues based on the DSCP (Differentiated Service 

Code Point) value inside of the IP header. We start generating maximum traffic in Q2, Q3 and Q4. 

At some point in time we start generating highest priority traffic which is sent into the Expedite 

queue. The result observed in Table 1 is that the Expedite queue is serviced at a rate of 900 Mbps, 

while the other queues experience a decrease in their bandwidth. After the high priority traffic is 

stopped, the rates of the lower priority queues come back to normal. This scenario shown in Table 

1 thereby validates the behavior of the egress port of the hardware switch.   

5.2.2 Measurements   
After we evaluated different mechanisms and how they can be configured, we performed some 

measurements on the provided setup to measure different parameters. We have measured the 

latency experienced by a packet through the network in different situations.  For the measurement 

of the latency we take into consideration multiple samples. 

The setup on which we performed the measurements comprised two computer nodes (C2 and 

C1) with three software partitions deployed inside each of the nodes. The computer nodes were 

interconnected through a Cisco Catalyst 2960-Switch. To measure the latency we have used an 
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application developed at ABB Corporate Research Centre during a previous thesis project. We have 

modified this application so that it can send Ethernet frames tagged with the 802.1q tag that 

supports priority of the frames. The application was sending periodic, prioritized frames from one 

software partition to another. The destination software partition was sending the frame back to 

the source. We would then consider half of the measured round-trip time as being the delay 

between the software partitions. For each experiment we have taken into account different periods 

between frames, ranging from 100µs to 100ms.    

 All the software partitions were pinned to a different physical core of the hardware 

platform. All VCPUs were assigned a period of 1ms and a budget of 1ms. The software partitions 

running in computer node C2 were named C21, C22 and C23. The ones running in computer node 

C1 were named C11, C12 and C13. 

 In order to measure the latency we have performed multiple, periodic and consecutive 

measurements between different nodes. A small number of measurements wouldn’t have been 

conclusive. For all the measurements, the Ethernet frames had a size of 1500 bytes, which is the 

maximum. For the measurements with periods of 0.1 ms and 1 ms a number of 10.000 

measurements were performed. For the ones with periods of 10 ms and 100 ms a number of 1.000 

samples were performed. 

Because of some abnormal measured values we decided to show the results out of 99% of 

the samples and of 100% in order to observe the difference.   

We will use the following abbreviations, to improve the readability of the measurements. 

Min. latency for minimum latency, Max. latency for maximum latency, Avg. for average latency of 

the samples, and Std. for standard deviation of the samples, BW for bandwidth. 

Experiment 1: 

For the first experiment we measured the latency between C23 and C13 using the application 

described previously. No additional traffic was sent in the network while performing the 

measurements. We obtained the following results: 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 129.9 643.2 197.7 164.8 164.2 20.4 18.2 

1 ms 152.2 599.9 200.7 177.7 177.2 9.6 5.1 

10 ms 203.3 492.9 376.3 319.6 318.8 25.8 24.3 

100 ms 193.9 745.1 377.7 330.1 329 27.3 22.7 

Table 2- Experiment 1 results 

By observing the results presented in Table 1 we notice that 1% of the highest values of the sample 

account for the biggest increase in the latency values. We believe that these higher values are due 

to some interrupts in the software switch. Also, we can observe the bigger the period between 

subsequent frames the higher the latency. This happens because when a frame is received the 

decision of how to forward it is done in the user space. Subsequent frames will hit the cached entry 

in kernel space. If the difference between subsequent frames is higher there is a possibility that 

the cache entry is cleared and subsequent frames will always take the user space path that is slower 

and leads to an increased latency.    
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Experiment 2: 

For the second experiment we measured the latency between C23 and C21. No additional traffic 

was sent in the network. We obtained the following results. 

 

Comparing the results of the measurements done inside of a computer node between two VMs we 

can notice, that obtained values are twice smaller. Inside of the computer node the communication 

is done much faster because the frames do not need to be passed to the NIC for transmission. 

Transmission of frames inside of the nodes only requires software processing and the software 

processing only depends on the performance of the hardware platform. The more powerful the 

hardware is, the faster the frame transmission between VMs of the same computer platform.   

Experiment 3: 

In this case we measured the latency between C23 and C13.   

We configured 2 queues: Q1 and Q2. With the following parameters:  

Q1– Max. Bandwidth=100 Mbps, Min. Bandwidth=100 Mbps and priority 1 (highest) 

Q2– Max. Bandwidth=1 Gbps, Min. Bandwidth=100 Mbps and priority 2 (lowest)  

The traffic from C23 was going into Q1 and the traffic from C22 into Q2. From C22 we 

generated maximum amount of traffic towards C12. 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99% 

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99% 

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 260.3 1492.9 1108.7 810.2 806.7 135.2 131.1 

1 ms 163.4 1535.7 677.9 433.8 430.6 109.8 105.1 

10 ms 198.1 792.1 705.5 449.8 446.7 109.6 105.7 

100 ms 210 801 701 452.5 449.6 108.8 105.3 

Table 4 -Experiment 3 results 

We can observe in Table4 that the values of the average latency and of standard deviation have 

increased comparing to Experiment 1 where there was no other traffic than the real-time traffic. 

This happened because both of the non-real-time traffic and the real-time traffic have to share 

the physical network interface. The obtained values show how much can a real-time flow be 

delayed with maximum interference from non-real-time traffic along its path. Comparing 

Experiment 1 and Experiment 3 we can see that with maximum of traffic interference from the 

Period  
(ms) 

Min.  
Latency 

 (µs) 

Max.  
latency  

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std.  
deviation  
(µs) 100% 

Std.  
deviation 
(µs) 99% 

        

0.1 ms 71 561.1 105.8 93.5 93 13.9 5.8 

1 ms 75.4 1559.9 103.4 89.1 88.3 21.5 2.9 

10 ms 99.6 325.3 233.8 200.1 199.6 18.9 18.1 

100 ms 120.4 364.1 240.4 208.2 207.7 15.6 14.4 

Table 3 - Experiments 2 results 



   

48 
 

same source computer platform, the real-time flow can be delayed of up to approximatively three 

times.  

Experiment 4: 

For the 4th case we have the same situation as in case 3 but we change just the parameters of 

the second queue as: 

Q2– Max. BW = 800Mbps, Min. BW=800 Mbps and priority 2 (lowest)  

In this case we have configured the rate of the queue and the max BW to the same value. In 

this case the queue cannot borrow any additional Bandwidth as opposite from the experiment 3 

where it was allowed to borrow up to maximum available bandwidth. We got the following results: 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 165.3 846 616.9 402.6 400.2 97.3 95 

1 ms 147.3 1118.4 592.8 384.6 382.2 101 98.5 

10 ms 192 676.8 616.9 412.7 410.4 100.6 98.5 

100 ms 190 696.5 628.8 417 414.7 101.7 99.5 

Table 5 - Experiment 4 results 

In Experiment 4 we run the same test as in Experiment 3, but we provide bandwidth reservation. 

This means that no queue can borrow any additional bandwidth but the one set through 

configuration in the beginning. Comparing the values of these two experiments, we can observe 

that in Experiment 4 we obtained better results than in Experiment 3 by reserving the bandwidth 

for the queues. We believe this is happening because with bandwidth reservation the tokens 

arrive at a certain rate configured in the beginning. When using bandwidth borrowing, the 

scheduler has to always check for available bandwidth to borrow and this an incur delay in 

transmission. We thereby suggest that using bandwidth reservation for all the queues in the 

software switch is a better approach and can provide better transmission times than bandwidth 

borrowing algorithm.   

Experiment 5: 

For the 5th case we measured the latency between C23 and C21. We also considered that an 

untrusted software partitions was sending traffic outside of the node at maximum possible rate 

allowed by its queue. The traffic from C22 was enqueued into Q2 configured with the following 

parameters: 

Q2– Max. BW = 800 Mbps, Min. BW=100 Mbps and priority 2 (lowest) 

 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99% 

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99% 

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 71 681.7 111.6 98 96.5 24.3 6.9 

1 ms 75.9 1371.8 111.6 93.6 92.5 23.6 4.8 

10 ms 91.9 647.3 388.2 158.7 154.8 43.3 18.6 

100 ms 100.7 576 567.1 167.6 163.5 53.8 35.2 

Table 6 - Experiment 5 results 
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Compared with Experiment 2 we can observe that the average latency has improved in this case, 

but the maximum latency has increased. The latency has increased because, for this scenario, we 

allowed bandwidth borrowing which we observed in earlier test cases that can incur increase of 

delay in frame’s transmission time.  

Experiment 6: 

In experiment 6 we considered the same situation as in case 5, but the Q2 parameters were 

configured different.  

Q2 – Max. BW = 800 Mbps, Min. BW=800 Mbps and priority 2  

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 71.6 558.1 110 98 97.2 17 6.5 

1 ms 76.1 1221.1 108.5 93 92.2 18.6 4.6 

10 ms 91.3 565.8 184.4 154.3 153 22.8 12.4 

100 ms 100.9 577 233.5 165.1 161.6 39.2 14.1 

Table 7 - Experiment 6 results 

By providing bandwidth reservation we noticed as in earlier test scenarios, that the maximum 

latency and average latency values have improved in this case, compared with the results of 

Experiment 5.  

Experiment 7: 

Experiment 7 considered the measurement of the latency between C23 and C13 when C22 

transmits maximum possible traffic to C12, but it is limited at the ingress port of the virtual switch.  

The traffic from C23 was going into Q1 and the traffic from C22 was going into Q2. The egress 

queues of the physical interface port were configured as this: 

Q1 – Max. BW = 100 Mbps, Min. BW=100 Mbps and priority 1 (highest) 

Q2 – Max. BW = 500 Mbps, Min. BW=500 Mbps and priority 2 (lowest) 

The traffic of the untrusted software partition, C22, was limited at the ingress port of the 

virtual switch to 10 Mbps. The obtained results were: 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 108.9 704.1 182.1 150 149.3 19.7 15.9 

1 ms 135.4 590.8 188.5 165.2 164.7 10.7 6.9 

10 ms 135 372.1 196 166 165.3 12.2 8.6 

100 ms 142.4 480.5 204.2 169.8 169.1 14.4 9.7 

Table 8-Experiment 7 results 

Compared to Experiment 4 which had a bandwidth reservation of 800 Mbps, the results of this 

experiment are smaller. They are also slightly higher than the ones in Experiment 1 when we didn’t 

had any other traffic. This was the expected behavior because in this case even though we have a 

BW reservation of 500 Mbps we also have a 10 Mbps limitation at the ingress port of the switch to 

which the source VM of the flow is connected.  
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Experiment 8: 

In experiment 8 we considered the same situation as in experiment 7, but we measure the 

latency between C23 and C21. 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 36.1 231.3 63.7 47 46.8 5.6 4.1 

1 ms 39.9 534.4 65.5 50.1 49.7 8.1 4.2 

10 ms 40.2 242.2 67.5 51.4 50.9 9.2 4.3 

100 ms 42.4 615.8 65 52.4 51.6 18.6 4.2 

Table 9 - Experiment 8 results 
Internally, because we have some other traffic going through the switch, we have observed that the 

values for the average latency and the standard deviation have reduced twice.  

Experiment 9: 

For the 9th experiment we considered pinning VCPUs of C23 and C21 to the same PCPU. The 

used scheduling scheme was EDF. We assigned for both of the VCPUs a period of 2 ms and a 

budget of 1 ms. Using this configuration we have measured the latency between C23 and C21, 

without any additional traffic in the network. 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 44.3 620.4 117 67.6 66.4 14 5.1 

1 ms 92.5 1216.5 117 103.3 102.8 14.2 3.9 

10 ms 109.6 523.4 227 193.1 192.3 21.4 18.1 

100 ms 104.7 338.4 230.5 199.8 199.3 17.8 16.8 

Table 10 - Experiment 9 results 
In this case we observe just some small changes compared to Experiment 2, where the VMs were 

pinned to different cores. These changes can be due to the irregular behavior of the software switch, 

which is different than the one of the hardware switch. The software switch is dependent on the 

computer platform that it is running on and on the other applications running in the system. We 

cannot obtain the same delay for the subsequent transmissions of a flow under the same conditions 

from the same source to the same destination. These measured delays will be in almost all cases 

different.   

Experiment 10: 

In experiment 10 we considered the same situation as in experiment 9, but we measured 

the latency between C23 and C13. No additional traffic was present in the network. The obtained 

results were: 
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Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 136 1653.3 200.2 169.2 168.4 25.1 18.1 

1 ms 156.1 623.9 203.4 180.5 179.9 10.6 5.1 

10 ms 191 648.7 378.7 323.2 322.3 27.8 25.2 

100 ms 215 642.1 383.6 332 331.2 23.9 21.2 

Table 11- Experiment 10 results 

 We can observe that pinning the two VMs to a single core and sending traffic from one of 

them to another computer node gives just a small overhead comparing to case one where the VM 

is pinned separately. 

Experiment 11: 

 In experiment 11 we used the same configuration as in example 10, but with partition C22 

sending maximum traffic to C12. The traffic from C23 was enqueued in Q1 and the traffic from C22 

was enqueued in queue Q2, which were configured with the following parameters: 

Q1 – Max. BW = 100 Mbps, Min. BW=100 Mbps and priority 1 

Q2 – Max. BW = 800 Mbps, Min. BW=800 Mbps and priority 2 

We obtained the following results: 

Period 
(ms) 

Min. 
latency 

(µs) 

Max. 
latency 

(µs) 100% 

Max. 
latency 

(µs) 99%  

Avg. 
latency 

(µs) 100% 

Avg. 
latency 

(µs) 99%  

Std. 
deviation 
(µs) 100% 

Std. 
deviation 
(µs) 99% 

0.1 ms 164.7 1997.1 626.3 407.6 403.8 107.3 96.3 

1 ms 149.7 1105.4 595.6 389.4 387 102.9 100.1 

10 ms 185.6 1390.4 626.6 415.7 412.4 104.4 97.1 

100 ms 196 1170.8 653.6 422.5 419.1 107.3 101.2 

Table 12- Experiment 11 results 
By repeating the same situation as in experiment 4, but pinning the VMs to the same PCPU we 

can observe a slightly increase in the measurement values. 

We will now group some of the experiments and present their results in a visualized way 

(charts) for a better understanding of these. 
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Table 13 - Experiment 1 and 3 results 

We can observe that when there is no non-real-time traffic the 100% and 99% sample values are 

almost similar. But when non-real-time flows through the network we can see that the maximum 

latency of 100% of the values is almost twice as high. 

 

Table 14 - Experiments 2, 5 and 6 results –internal VM measurements 

We can observe that the bandwidth reservation provides smaller transmission times than if the 

bandwidth is borrowed. The borrowing mechanism incurs overhead in the transmission time of 

the frames. We suggest that the bandwidth borrowing mechanism should not be used when 

configuring the queues of the egress ports of the software switch. 
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5.3 Evaluation of the Response Time Analysis 

In order to evaluate the RTA for real-time flows, we consider an example of a set of flows that 

is considered for deployment in the network. Based on the method presented in Chapter 4 we 

compute the response time for all the flows in the system. We then deploy the flows, as presented 

in the scenario, into the set up test platform. We perform measurements for the real-time flows 

and compare the results with the computed theoretical values. The measured values should not 

exceed the theoretical values in order to validate the response time analysis.   

The processing delay of the virtual switch is unknown and it cannot be considered to be null 

because it requires computational time to process the frames. Thereby, we decide to perform some 

measurements between two VMs inside of the same computer platform. The average obtained 

result is considered the processing delay of the virtual switch. This delay will be introduced into 

the formulas for RTA computation.  

We will now explain how the measurements of the latency for the real-time frames in the 

system were performed. The real-time frames were sent periodically using an application 

developed at ABB Corporate Research Centre during a previous thesis work. All the frames were 

time-stamped before being passed to the Ethernet socket. After that they were transmitted on the 

network to the destination virtual machine. There, they were received and the source and 

destination MAC addresses of the frames were interchanged. Next, the frames were sent back at 

the source node. After each of the frames were received at the source node, they were stamped for 

a second time. The latency was considered to be the difference between the two time-stamps 

divided by two because each frame performed a round-trip transmission. Each frame had the 

maximum allowed size of 1500 bytes and it was tagged with a distinct number so that in case a 

frame was lost we would not corrupt the measurements. The input parameters of the application 

were: the source MAC address, the destination MAC address, the period between transmission of 

two frames, the number of frames to be sent and the way to visualize the results (file or printing 

on the terminal).     

During the measurements of the processing delay we noticed that, between measurements, 

there were some abnormal values which were much higher than the median values. We sorted all 

the samples based on their values. We then decided to remove 1% of the highest values of the 

samples. By comparing the results of 100% of the samples with 99% of the lowest values, we 

decided to take into consideration only these 99% of the cases as they were comparable with the 

median. If we were to keep all the samples, then the response-time values computed using the RTA 

formulas, which take into account the processing delay, will exceed the desired deadline. By 

eliminating 1% of the highest values we try to reduce the abnormal behavior and make the RTA 

applicable to flows that require very short deadlines. After taking 1000 measurement samples with 

different intervals between the samples, from 1 ms to 100 ms, and we eliminate 1% highest values 

of the samples we measure a maximum latency value of 252µs. The 252µs obtained after 

eliminating 1% of the samples is, for example, almost 8 times smaller than the approx. 2 ms value 

measured before eliminating the 1%. We decide to consider 252 µs value as the processing delay 

of the virtual switch.     

We also consider the processing delay of the hardware switch of being equal to 25 µs according 

to the Cisco white paper [33].  

 

 



   

54 
 

 

Example of analysis for real-time flows 

We consider the following flow set: 

Flow 
number 

Priority Period SRC_NODE DST_NODE Frame 
size(bytes) 

F1 RT 1 ms 23 12 1500  

F2 NRT 200 µs 22 13 1500 

F3 Untrusted 4.7 ms 21 13 1500 

F4 RT 1 ms  31 13 1500 

F5 NRT 1 ms 32 13 1500 

Table 15- Set of flows 

 𝑅𝐷𝑠_1  =  𝐶𝐷𝑠_1 + 𝑊𝐷𝑠_1 ;           𝐶𝐷𝑠_1 =
1500∗8 𝑏𝑖𝑡𝑠

1 Gbps
= 12 µs  ; 

To find the response time of flow F1 in source node we start calculating the window of interference. 

We do this using the formulas provided. The window of interference is calculated by doing multiple 

iterations until a global fixed-point is found. The last value is taken into account when we compute 

the current value. 

 𝑊𝐷𝑠_1
0 = 𝐷𝑉𝑆 +  0 = 252µs ;   

As we have previously explained we decided based on some experiments that the delay of the 

virtual switch, 𝐷𝑉𝑆 to be equal to 252µs. 

                                         𝐵1 =  
1500∗8 𝑏𝑖𝑡𝑠   

1 𝐺𝑏𝑝𝑠
=  12 µ𝑠 ;   

𝐵1 represents the blocking time of the flow F1. 

𝑊𝐷𝑠_1
1  = 252 µs + 12 µs + ⌈

𝑊𝐷𝑠1
0 +0

𝑇2
⌉ * 𝐶2+ ⌈

𝑊𝐷𝑠1
0 +0

𝑇3
⌉ * 𝐶3;  

When we compute the window of interference we take into consideration only the flows that have 
the same computer source address as the flow under analysis. In our case flow F1 will experience 
interference from flows F2 and F3. 

𝐶2 = 𝐶3 = 12 µ𝑠; 

𝑊𝐷𝑠_1
1 = 252 µ𝑠 +  12 µ𝑠 + ⌈

252µs

200µs
⌉*12 µs + ⌈

252µs

1𝑚𝑠
⌉ * 12 µ𝑠; 

 𝑊𝐷𝑠_1
1 = 252 µ𝑠 + 12 µ𝑠 + 24 µ𝑠 + 12 µ𝑠 = 300 µ𝑠; 

𝑊𝐷𝑠_1
1  ≠ 𝑊𝐷𝑠_1

0 ; 

The condition to stop iterating is when we reach a global fixed point for the window of interference. 

This is reached when the current value result is equal with the next result.  From the first iteration 

we haven’t reached a global stable point. Therefore, we continue iterating: 

𝑊𝐷𝑠_1
2 = 252 µ𝑠 + 12 µ𝑠 + ⌈

300µ𝑠

200µ𝑠
⌉ * 12 µ𝑠 + ⌈

300 µ𝑠

1𝑚𝑠
⌉* 12 µ𝑠; 
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 𝑊𝐷𝑠_1
2 = 252 µ𝑠 + 12 µ𝑠 + 24 µ𝑠 + 12 µ𝑠 = 300 µ𝑠; 

𝑊𝐷𝑠_1
2 = 𝑊𝐷𝑠_1

1 ; 

Now, the previous and current windows of interference are equal. Thereby, we stop iterating and 
we consider this value as being the widow of interference for flow F1. 

 𝑊𝐷𝑠_1  =  300 µ𝑠; 

𝑅𝐷𝑠_1 =  12 µ𝑠 +  300 µ𝑠 =  312 µ𝑠; 

We proceed with the computation of RDt_1, that represents the response time of flow F1 while 
traversing the hardware switch: 

 𝑅𝐷𝑡𝑖
= 𝐷𝑃 + 𝐶𝐷𝑡𝑖

+ ∑ 𝐶𝑗𝑗 ; 

𝐷𝑆𝐹, the store and forward delay represents the time it takes to store the frame and is equal to size 

of the frame divided by the link transmission rate. 𝐷𝑃𝐹 is the processing delay of the hardware 
switch and as we mentioned previously it is equal to a maximum of 25 µ𝑠 according to Cisco’s white 
paper [33].  

 𝐷𝑃 = 𝐷𝑆𝐹 + 𝐷𝑃𝐹; 

 𝐷𝑆𝐹 =
1500 ∗ 8 𝑏𝑖𝑡𝑠

1𝐺𝑏𝑝𝑠
= 12µ𝑠;  𝐷𝑃𝐹 = 25 µ𝑠;    

 𝐷𝑃 = 12 µ𝑠 +  25 µ𝑠 = 27 µ𝑠; 

𝑅𝐷𝑡1
 =  27 µ𝑠 +  12 µ𝑠 +  ∑ 𝐶𝑗𝑗  ; 

𝑅𝐷𝑡1
 = 39µ𝑠 +  ∑ 𝐶𝑗𝑗 ; 

 We can observe from the input table presented at the beginning of the example that just 
frame F4 is a real time frame and can interfere with frame under analysis F1.  

𝑅𝐷𝑡_1  = 39 µ𝑠 +  𝐶𝐹4
 = 39 µ𝑠 + 12 µ𝑠 =   51 µ𝑠; 

Because we do not have any interference from the inside of the destination node the response time 

of frame F1 while it traverses the destination node will be just the delay of the processing of the 

switch:  𝑅𝐷𝑑_1 =  252 µ𝑠; 

Now we compute the final response time for the real-time flow F1:  

𝑅𝑖 = 𝑅𝐷𝑠_𝑖 + 𝑅𝐷𝑡_𝑖 + 𝑅𝐷𝑑_𝑖 => 𝑅1=𝑅𝐷𝑠_1 + 𝑅𝐷𝑡_1 + 𝑅𝐷𝑑_1 = 300 µ𝑠 + 51 µ𝑠 + 252 µ𝑠; 

𝑅1 = 603 µ𝑠; 

Now that we obtained the theoretical response time we have to compare it with the measured one. 

The measured latency values of 1000 samples were: 

Min. 
Latency(µs) 

Max. 
Latency (µs) 

-100% 

Max. 
Latency (µs) 

- 99% 

Avg. 
Latency (µs) 

- 100% 

Avg. 
Latency  

(µs) - 99% 

Std. 
Latency 

(µs) - 100% 

Std.  
Latency (µs) 

- 99% 

139.95 1758.33 240.56 188.45 187.43 25.11 14.76 

Table 16 - Measurements for evaluation of the RTA 

 Out of all the measured samples we can observe that the maximum value of 1758.33 µs is 

bigger  than the value computed with the analysis, which is only 603 µs. We can also observe that 

if we compare the computed values with 99% of the samples this would mean that this presented 
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test case would be validated. Comparing the average latency of the 100% of the samples with the 

one of the 99% of the samples, we can see that they do not differ a lot. We thus assume that for 

these measured samples values, only a small number of values, are higher than the computed value. 

These higher values are a result of using the software switch in the computer nodes, which uses 

the PCPUs to process the frames and sometimes because the PCPUs might be busy processing 

something else the delay of the frame transmission can increase. We can see from this behavior 

that this system layout cannot be used in hard real-time systems, but only in some soft real-time 

systems where a couple deadline misses are accepted and they do not result in a system failure.  

Example of analysis for non-real-time flows 

 We consider the network layout presented in Figure 20 and a set of flows SF which contains 

a number of 5 flows: F1, F2, F3, F4, F5 as the flows of a Gigabit network. We specify in this example 

the SRC_MAC and the DST_MAC as the index of the VM. 

Flow 
entries 

SRC_MAC DST_MAC Rate 
[bps] 

F1 31 12 400 Mbps 

F2 22 12 400 Mbps 

F3 21 11 100 Mbps 

F4 11 12 1 Gbps 

F5 31 23 1 Gbps 

Table 17 – Non-real-time set of flows 

The flows traversing the network have as a destination just 2 nodes, computer node 1 and 
computer node 2. Therefore only for those we will calculate the 𝐼𝑅𝑁𝑖  value:  

𝐼𝑅𝑁1 = 𝑅(𝐹1) +  𝑅(𝐹2) + 𝑅(𝐹3) = 400 + 400 + 100 = 900 𝑀𝑏𝑝𝑠 

In order to validate the computed value the following condition has to be met: 𝐼𝑅𝑁𝑖 ≤ 𝐿𝑟𝑎𝑡𝑒, 

where 𝐿𝑟𝑎𝑡𝑒 is considered to be 1Gbps. We thereby consider that from these two equations the 

flows that have as destination node 1 can all use the available bandwidth. For node 2 the equation 

is even simpler since there is a single flow whose destination node is N2.   

𝐼𝑅𝑁2 = 𝑅(𝐹1) = 1𝐺𝑏𝑝𝑠 

 It satisfies the constraint that: 𝐼𝑅𝑁2≤ 𝐿𝑟𝑎𝑡𝑒, with the specified link rate considered 1 Gbps.  

Now, we apply the defined formulas to check that the maximum amount of received traffic by 

an end system is not exceeding the maximum input rate. We have three destination end nodes in 

our defined system. We thus calculate the input rate for each of them. We also know, based on 

some measurements that we performed, that the maximum amount of traffic that can be received 

by a virtual machine is 4.6 Gbps. 

𝐼𝑅𝐸12 = 𝑅(𝐹1) + 𝑅(𝐹2) + 𝑅(𝐹4) 

= 400 𝑀𝑏𝑝𝑠 +  400 𝑀𝑏𝑝𝑠 + 1 𝐺𝑏𝑝𝑠 = 1.8 𝐺𝑏𝑝𝑠; 

We therefore conclude that this end system has not exceeded the maximum rate of amount of 
traffic that it can receive which is 4.6Gbps. 

We apply the same formula for the other two end systems.  
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𝐼𝑅𝐸11
= 𝑅(𝐹3) = 100 𝑀𝑏𝑝𝑠, which is smaller than the 4.6 Gbps; 

𝐼𝑅𝐸23
= 𝑅(𝐹5) = 1 𝐺𝑏𝑝𝑠, which is smaller than the 4.6 Gbps. 

After we demonstrated that the system constraints are respected for the ingress traffic in all 

of the systems, we check the output rates of each of the nodes. Since we consider a full duplex 

Ethernet communication, the output rates cannot sum up to more than the link rate (1Gbps). 

  Only node N3 and node N2 have egress traffic on the physical ports, given table Table 20, 

the table of flows. We therefore have to compute the output rates values for each of these nodes.  

𝑂𝑅𝑁3 = 𝑅(𝐹5) +  𝑅(𝐹1) = 1𝐺𝑏𝑝𝑠 + 400 𝑀𝑏𝑝𝑠 = 1.4 𝐺𝑏𝑝𝑠 and it doesn’t comply with 

the 𝐼𝑅𝑁3≤ 𝐿𝑟𝑎𝑡𝑒 rule. 

𝑂𝑅𝑁2 = 𝑅(𝐹2) + 𝑅(𝐹3) = 400 𝑀𝑏𝑝𝑠 + 100 𝑀𝑏𝑝𝑠 = 500 𝑀𝑏𝑝𝑠;  

The result obtained complies with the 𝐼𝑅𝑁2≤ 𝐿𝑟𝑎𝑡𝑒  rule. 

By using this method we are able to identify a problem with the current setup. We know that 

the node N3 cannot output 1.5 Gbps. Therefore, Flow F5 can be deployed in node N4. By doing this, 

the problem is solved and all of the flows in the system would comply with the rules and can 

provide the required QoS level of performance. 
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Chapter 6  

Conclusions 

In Chapter 3 we model a network comprised of software partitions interconnected through 

virtual and hardware switches, so that it provides different types of service for different types of 

traffic. We have afterwards developed different methods that are used to analyze the traffic that 

will be deployed in the network. Using the methods we can verify if the network flows are 

schedulable within the network or not. In this chapter we will summarize our results and relate 

them to the problems defined in the first chapter. 

6.1 Results 

Based on the problems that we have defined in Section 1.2 we present our results: 

#Problem 1: Scheduling multiple virtual machines on one physical core of the multi-core 

platform and still meet timing requirements of their transmitted frames.  

In order to provide real-time guarantees for the transmission of frames in the network, we 

investigated the possibility of using the Real-Time-Xen 2.0 framework on top of Xen4.3 in order 

to check if any type of real-type of guarantees can be provided. We have installed successfully the 

RT-Xen 2.0 framework, which added two new scheduling schemes for the VCPUs, the rtglobal and 

the rtpartition. After we evaluated both of them we have decided to choose the rtpartition 

scheduler as it implements a single RunQueue to schedule VCPUs per each PCPU. In this manner 

it will schedule in that queue only the VCPUs pinned to that core. By doing this it eliminates the 

unpredictability that a VCPU can be deployed on a PCPU at the choice of the hypervisor. We have 

evaluated two scheduling algorithms for the rtpartition scheme, the EDF and DM. Even though in 

the documentation of the RT-Xen2.0 it is specified that it can support deadline monotonic 

scheduling scheme, it doesn’t support deadlines different than the period of the VCPU. Thus it is 

in fact a rate-monotonic scheduler. For the evaluation of RT-Xen2.0 framework, we have pinned 

three VCPUs of three different VMs to one PCPU and retrieved their execution traces.   

We concluded after the evaluation of the schedulers, that the RT-Xen 2.0 framework can 

provide soft real-time guarantees for the VCPUs even if they are pinned together on the same 

physical core.  

#Problem 2: Investigate and use different available mechanisms to configure the software 

and the physical switches to reach an acceptable level of QoS (Quality of Service). QoS represents 

the overall performance level of a network, which can be normally experienced by its users.  

We investigated different mechanisms available for configuration in both, the hardware 

switch and in the virtual switch. Based on the investigation, we decided that given the different 

types of traffic that traverse the network, different servicing for each type of traffic should be 

provided. For the real-time traffic, that is time constrained, we decided that it needs to be the 

highest priority traffic in the system. Therefore, the mechanisms should be configured so that this 

traffic experiences minimum latency through the network. Also we decided that the other types of 

traffic should have lower priority, but they should be guaranteed a good level of quality of service. 

Thereby, we used at the egress ports of each computer node a classful queuing discipline which 

guarantees a bandwidth for each class of traffic. 
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Problem 3: Propose a Response Time Analysis (RTA) for the model of the system presented 

in Fig. 2, to verify if the real-time constraints of the network flows are met.  

Because we separated the traffic in the model of the network into different types with different 

specifications, we decided that the RTA method was applicable only for the real-time traffic flows 

that have timing constraints that they have to satisfy. 

For the other type of traffic, which is non-real time, we have developed an analysis method to 

allow a QoS performance level to be achieved. For example the sum of the rates of the flows that 

traverse a link needs to be smaller or equal than the maximum rate of the link. Otherwise, if we 

would not take this into consideration, some of the flows would experience a decreased level of 

performance than the assigned one.  

6.2 Future work 

The future work that can be done could be considered from different point of views. One 

would consider the improvement of the model of the network, the second one would consider the 

improvements of upper bounds of the real-time traffic and the third one would consider 

improvements of the Xen hypervisor scheduling schemes. 

From the point of view of improving the model of the network, the real-time traffic should 

experience the smallest possible latency from its source node towards it destination. It should be 

taken into consideration the implementation of different network scheduling disciplines at the 

egress port of the OpenvSwitch other than the Deficit Round Robin. A suggestion is to implement 

a scheduling discipline like the one that the hardware switch implements. This would allow the 

creation of an Expedite queue for the traffic that needs to experiment the smallest latency. For the 

other classes of traffic it would provide bandwidth reservation in within the available limit. 

Other methods used to compute the response time for the traffic flows in the network can be 

investigated and compared with our method to see if they can provide better results.  

Currently in RT-Xen all the VCPUs are implemented as servers, but maybe a different type of 

scheduler, for example a static one, can be considered for the scheduling of the VCPUs.    
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