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Abstract

Animated movies, CGI, and video games are commonplace in every day life. Virtual- and
Augmented Reality are becoming more pervasive in society, and with them, the role of Computer
Graphics becomes even more important. Part of creating these experiences is one of two approaches.
The standard approach for rendering graphics in real-time applications has, and continues to be,
rasterization. However, a shift is being made towards using ray tracing over rasterization for its
improved visual quality. Due to its often expensive computational requirements, finding ways of
optimizing ray tracing is a sprawling area of research. One aspect that is, practically, unexplored
is hybrid CPU/GPU renderers. This paper attempts to evaluate if it is possible to implement a
hybrid CPU/GPU ray tracer that performs better than either a CPU or GPU implementation in
isolation. An existing framework is profiled, analyzed, and altered to give insight into this problem.
The analysis results in a modified framework where two drawing methods are evaluated: one that
draws using OpenGL, and one that only performs frame calculations. The resulting data indicate
that, though theoretically possible, it is infeasible to implement a hybrid solution that outperforms
pure solutions using the explored architectures and APIs. The major factor limiting the performance
of a hybrid solution, is the memory system; with significant time being spent on relaying the CPU-
partition of the rendered frame to the GPU.
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1 Introduction

Animated movies, CGI in regular movies, video games, hand held devices, displays, the list goes on
and on of areas where Computer Graphics has come to play an important role in today’s society.
Rasterization has been the industry standard for real time interactive rendering. This is reflected in
the development of hardware, where optimization efforts are focused on improving the performance
of rasterization. However, for more sophisticated graphical applications, such as animated movies
and some games, there is a desire to push the boundary of visual fidelity past what rasterization
can achieve. Ray tracing is a method that can be used to push this boundary. Ray tracing is
capable of creating images of very high quality, at the cost of expensive computations. The area of
ray tracing is and has been heavily researched, and much work goes into optimizing its algorithms
and implementations.

Ray tracing is highly parallelizable, but one unexplored technique for optimizing ray tracing
by means of parallelization remains. Ray tracing can be performed on the CPU or the GPU. This
paper explores a hybrid solution where the CPU and the GPU renders each frame in conjunction
with each other. Based on Norgren’s [1, 2] framework built with the Embree, Optix, and OpenGL
APIs, the results of Norgren’s work is evaluated and expanded upon. Tests are performed on this
specific implementation and the results are then extrapolated to the general case. Of particular
interest in said framework are the problems of why the hybrid solution performed poorly. Fol-
lowing the cause assessment, focus will shift to exploring, more in general, what factors affect the
performance of a hybrid ray tracer. The goal is to find key optimization factors for future work to
explore.

In order to generate data on these problems and, eventually, be able to answer these questions;
experiments are performed on the framework. The experiments are performed with the help of
CPU and GPU profilers. The profiler results together with an analysis of the code, help pinpoint
bottlenecks in the application.

Performing tests, making alterations and performing tests again, generated results. The results
indicated that it is not possible with the framework’s current architecture - OpenGL, Embree, Optix
-, to produce a hybrid CPU/GPU ray tracer that out-performs a pure GPU implementation.

2 Background

Computer Graphics (CG) was an emerging area of Computer Science (CS) in the mid 20th century.
It has since become a prominent area of CS [3]. As computers become more and more pervasive in
society, so do the fruits of CG. Films, video-games, Virtual Reality (VR) and Augmented Reality
(AR) applications, are all examples of areas where CG plays an important role.

How does CG relate to these entertainment products and services? By performing the work of
generating the effects and images that are displayed in the film, on the computer screen, or in your
VR goggles. The process by which 2D images are generated, from 2D or 3D models, by a graphical
application is called rendering. There are two prominent methods for rendering: rasterization, and
ray tracing.

Rasterization has been the universally accepted approach for rendering images for real time
interactive graphical applications, such as: video-games, VR, and AR, in modern time. Rasteri-
zation is the process of taking information in vector form and converting it to a 2D raster image.
In rendering the rasterization process can be seen as taking information of a scene’s triangles and
vertices, deciding which parts are visible, and then producing a 2D image. Graphical objects are
treated locally and have no concepts of other objects in the scene. As a result, lighting in a ras-
terization renderer is local and there is no easy way to accurately approximate natural lighting
effects such as: dynamic shadows, reflections, refractions, and ambient light. Global Illumination
(GI), in contrast to local or direct illumination, is the concept of utilizing light that is indirect
object-to-object to increase realism in a rendered scene. Effects such as reflection, and ambient
light are part of global illumination. GI can intuitively be incorporated into ray tracing, but is
significantly more difficult to implement into rasterization renderers.

The gap in real-time rendering performance between rasterization and ray tracing is reducing
and ray tracing is, by many [4], seen as the inevitable successor to rasterization. The ray tracing
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algorithm was first suggested by Arthur Appel [5] as a means of shading solids rendered by a ma-
chine, and has since seen significant developments [6]. Ray tracing is a method for approximating
more realistic renderings than rasterization. Inspired by how light works in nature, ray tracing
consists of firing rays from the camera’s perspective through each pixel of the display. Each ray is
then traced through the world where it collides and bounces through the scene, collecting colour
information from the environment along the way. Commonly used in non-interactive applications
such as films where scenes are pre-rendered, ray tracing is significantly more expensive than ras-
terization. With demands for increasingly realistic renderings for interactive applications, there
is a desire for using ray tracing over rasterization. Perfomance is a limiting factor for making
interactive ray tracing a reality for most modern applications.

One method for increasing the efficiency and performance of ray tracing, and rasterization,
is parallelization. Commonly, CPUs and GPUs work on different tasks. In rendering pipelines
such as OpenGL’s1 and DirectX’s2 pipelines, all raster computations are done on the GPU. There
are currently several APIs made with the purpose of providing simple and efficient ray tracing
capabilities on various platforms. NVIDIA provides an API called OptiX which runs on NVIDIA
GPUs [7]. Intel has an open source, CPU based API called Embree [8, 9] which runs on Intel
CPUs. AMD’s API is called Radeon Rays (previously FireRays), is implemented in OpenCL [10],
and is claimed to be runnable on AMD GPUs and CPUs [11]. It is also claimed to be runnable on
NVIDIA, and Intel hardware [12].

The ray tracing APIs mentioned all target modern GPUs and/or CPUs but most graphics
hardware has been developed towards efficient rasterization, with ray tracing having to be adapted
to what is available. The APIs mentioned all target hardware developed with this inherent rasteri-
zation focus in mind. Imagination Technologies is a company that is taking steps towards creating
hardware optimized for ray tracing calculations specifically [13, 14]. Imagination Technologies are
also developing an API, based on OpenGL ES 3.1, to be used in conjunction with said hardware.
OpenGL is an API used for 2D and 3D graphical applications. The ES version is aimed towards
embedded systems. OpenGL is, primarily, a rasterization API which has recently been joined by
Vulkan [15] - a more modular API allowing for more control from the users.

Research in CG and parallel computing is widespread, and is often done in conjunction seeing
as most CG algorithms are heavily parallellizable. Much is done on the commercial market as
well, something that can be seen by the slew of APIs available. OpenMP [16] and OpenCL
[10] are examples of APIs that aim towards platform independence, and in OpenCL’s case even
CPU/GPU independence. OpenCL is an API inspired by NVIDIA’s GPU API CUDA [17], and
works by providing a level of abstraction from the GPU hardware. This level of abstraction allows
for efficient implementation of software without having to write version- or model-specific code.

3 Theory

CG is inherently computationally intensive, both in the quantity of computations and complexity
of the maths required. Rendering realistic scenes is not a simple task. To approximate the results
generated by nature, an understanding of how nature produces the effects we humans can see, is
needed. A famous example of an attempt at approximate nature, that is still widely used in CG,
was presented by Kajiya [18] and Immel [19], separately yet simultaneously. Kajiya and Immel
presented the equation coined by kajiya as ”The Rendering Equation”. Put simply, the equation
defines how every point on a surface is lit and how it emits light to the surrounding environment,
as is shown in the following equation (1).

L0(X,W0, λ, t) = Le(X,W0, λ, t) +

∫
Ω

fr(x,wi, λ, t)(wi × n)dwi (1)

where L0 is the total amount of light directed, from a point x, with direction w0, at time t, of
wavelength λ. Le is the emitted radiance from said point. Ω is a dome centered at x encompassing
all possible values of wi. fr is the light reflected from wi to w0. n is the surface normal at x. Li
is the amount of incoming light.

1https://www.opengl.org/
2https://msdn.microsoft.com/en-us/library/windows/desktop/ee663274(v=vs.85).aspx
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There are a multitude of lighting models that approximate this equation further to a allow for
interactive frame-rates, since a literal implementation of The Rendering Equation (1) would be
infinite. One common example of this is the Phong [20] reflection model. Phong defined it with
the following equation:

Ip = kaia +
∑

n∈lights

(kd(L̂m × N̂)im,d +ks(R̂m × V̂ )αim,s ) (2)

where Ip is a point on a surface, ks is a constant for specular or glossy light, kd is a constant for
diffuse light, and ka is a constant representing the ambient light. α is also a constant, representing
how shiny the point is. lights is a set of all lights in a scene, which the algorithm iterates over
as m. L̂m is a vector from the point to the light source, N̂ is the surface normal, R̂m is a vector
specifying the perfect reflection from the light-source, V̂ is a vector from the point being lit to the
camera. i are light intensity variables defining the composition of the light being reflected by the
object, usually defined in RGB (red, green, and blue). Below is an illustration of some of these
variables and what they represent.

Figure 1: An illustration of the various vectors used in the Phong reflection model.3

The Phong reflection method (2) requires significantly less computation than the Rendering Equa-
tion (1), in particular with how it deals with ambient light. One common method for more closely
mimicking the Rendering Equation is ray tracing. A deeper look into how ray tracing works will be
made in the section with the same name, but briefly ray tracing can approximate the light beams
defined in equation (1). Depending on how many recursive rays are used, ray tracing approximates
the Rendering Equation more, or less, accurately.

Although the first algorithm has the name of the Rendering Algorithm, there are two prominent
methods in modern CG for rendering images. The fidelity of the images rendered often depend
on how close they are to said algorithm (1). Ray tracing is the method most closely linked to
The Rendering Algorithm. The undoubted champion of real-time applications, as a result of using
cheaper approximation methods such as Phong, is rasterization.

3.1 Rasterization

Rasterization is the process of taking information of objects in a 3D (or 2D) scene, processing
them, and producing a 2D image that can be presented on a display. This is done by looking at
each object in a scene, and determining whether or not a given point on that object is seen by
the camera. This can be achieved by, either, drawing all object in the order of furthest back first,
or by using a depth buffer. The depth or z-buffer is the most common method as it often merges
with the use of shadow maps, a method for approximating shadows in rasterizers. In contrast to

3https://en.wikipedia.org/wiki/Phong reflection model
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ray tracing, where samplings are made from the camera’s point of view, rasterization samples from
each triangles’ point of view and checks whether parts of it is covered by other triangles. Thus the
parts of triangles that aren’t obscured from the camera are visible and drawn.

3.2 Ray Tracing

Ray tracing, in its original form as specified by Appel [5], has since been renamed as ray casting
and is a fairly simple algorithm. Algorithm 1 shows a pseudo-code for this algorithm.

Algorithm 1 Ray Casting Pseudo-Code

for all pixels do
castRay
for all objects do

checkIntersection
keepClosestIntersection

end for
calculatePixelColour

end for

Appel also mentions how shadows could easily be implemented by sending rays from the impact
points in the scene, towards the light sources. If a shadow ray collided with an object on its way
to the light source, the point was in shadow. The way ray tracing handles shadows is something
rasterization has had to take unintuitive short-cuts to reach. One way shadows are realized in
rasterizers is by partly rendering the scene from each light source’s point of view and creating a
shadow map in order to determine if the points visible by the camera is in line of sight of the lights,
known as shadow maps. Figure 2 shows how shadows are generated using ray tracing.

Figure 2: An illustration of rays are traced through a simple scene using shadow rays to determin
which points are in shadow, and which are not.4

While rasterization often needs to resort to unintuitive or cumbersome techniques to add parts of
global illumination, ray tracing has had a more natural development. Global Illumination (GI) is
the concept of indirect light caused by effects like reflection and refraction. Whitted [6] expanded
on Appel’s work by adding further recursive rays. Reflection, and refraction - where light enter a
transparent object and is bent - were supported following Whitted. The addition of recursive ray
tracing made it possible to better approximate many of the effects seen in nature, especially GI.
At the expense of more computations, ray tracing can generate photo-realistic renderings if enough
rays are sampled. In reality, all objects in a space affects the lighting of all other items since light
is reflected in all directions, with varying intensities and excepting Vantablack.

4https://en.wikipedia.org/wiki/Ray tracing (graphics)
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4 Related Work

From vector graphics [21, 3] to rasterization and now ray tracing, CG has been and continues to
be an active field of research. One of the fields being studied the most is GI.

GI is, as has been touched upon in earlier sections highly desirable, but expensive. With
rasterization having a harder and harder time of approximating aspects of GI, the amount of effort
spent on find solutions that can still be manageable in interactive frame-rates increases. Some
research shows that approximation of GI is possible in rasterization renderers, though not to the
same level of graphical fidelity as ray tracing renderers. An example of how some aspects of GI
can be implemented for rasterizers is by using voxel-based cone tracing to gather ambient light
information into structures, reducing the computations needed while still gaining improved image
quality [22]. Another approach for approximating GI is by using radiosity. Radiosity works by
dividing a scene into patches, after which each patch’s brightness is calculated and each patchs
effect on each other patch is calculated. Radiosity is, usually, a multi-pass algorithm where more
information of the indirect light is generated at each pass. Instant radiosity is an attempt at a
real-time approximation of radiosity, and has shown some promise [23].

Photon mapping is another approach used to approximate GI, and research is still ongoing into
making it more efficient [24]. The principle of photon mapping is to trace rays from the camera
and the light sources, and then do a merge step where the radiance in each point is generated.

Pixar, and other animation studios, have for a long period of time been a driving force in the
development of CG and GPUs in general. They were one of the first users of ray tracing in live
projects to render near photo-realistic animations [25].

Major efforts are still being made on approximating concepts that are natural to ray tracing,
to rasterization. The efforts are continuously ongoing in the field of ray tracing. And specific, as
well as general, approaches to improve performance are being explored.

4.1 Performance Optimization

One of the oldest, and depending on the algorithm, simplest ways of improve performance is by
parallelization. All modern graphical algorithms are parallelizable. Parallel programming has
played, in modern times, a vital role in the advancement and every day use of CG. GPUs were
created as hyper specialized hardware components aimed at parallel computation of the graphical
pipeline of rendering and shading 2D images. The development of parallel computation commonly
focuses on either CPU or GPU implementations. However, there are studies from other fields of CS
that show promise in hybrid strategies where the two processing units share the workload. Some
applications of hybrid CPU/GPU implementation that show promise are:

• One study [26] found an 8 time speedup when using a homogeneous hybrid CPU/GPU
solution for database queries, where the GPU performed approximate computations which
the CPU then refined. Though not directly related to ray tracing, the study shows promise
that some form of hybrid solution may perform well.

• Tasso, Gervasi, Vella, and Cuzzocrea’s research [27] shows promise that general purpose hy-
brid systems can be realized, by implementing a generic framework. Load balancing between
the CPU and the GPU is a significant problem however. In ray tracing, in particular, the
computation density can vary drastically throughout the scene.

• Another example of an area where hybrid solutions have been explored is in Neural Net-
works. Implementations based on CUDA and OpenMP have shown significant performance
improvements over pure GPU implementations [28]. Also a positive sign that a hybrid ray
tracer might be possible.

• The application of ray tracing is not isolated to CG. Ray tracing, specifically Monte Carlo
based ray tracing (MCBRT) - where recursive rays are sampled at random to simulate how
light behaves in nature - is a useful tool within medical sciences. When calculating dosages for
radiation treatment of cancer patients, MCBRT is often used. Xiao et al.’s research [29], in
the medical field, suggest that hybrid CPU/GPU ray tracing solutions may give significantly
improved performance.
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• Utilizing hybrid solutions does not only potentially provide improved performance, it might
also help with thermal management in computer devices in particular mobile devices. Like
much of the other research, some research [30] suggests that a workload balance can be
reached using hybrid solutions. The problem remains when looking at ray tracing specifically
since practically no peer-reviewed research has been performed on the topic.

When using a hybrid CPU/GPU implementation, a potential bottleneck is the data transfer be-
tween main memory and GPU memory. Heterogeneous System Architecture (HSA) [31, 32] is an
architecture designed for providing a shared memory system between different processing units,
such as CPUs and GPUs. With GPUs becoming more general purpose, the shared memory ap-
proach may be the way of the future. This approach could help eliminate the disparity between
CPU and GPU computing, and in particular help improve hybrid solutions.

Modern GPUs have moved towards general computations, following their heavy initial rasteri-
zation focus. This rise of GPGPUs has made it possible for hybrid solutions, as mentioned above.
Following the history of developmental focus on rasterization, optimized hardware for ray tracing
is poorly explored. One of the more prominent exceptions to the lack of ray tracing hardware
support, is Imagination Technologies PowerVR GPU [33]. Ray tracing and rasterization both have
their strengths and weaknesses. The PowerVR GPUs has hardware support for both ray tracing
and rasterization as a hybrid solution. Hybrid renderers, where some aspects are ray traced and
some rasterized, is an interesting area of CG which is suited for further research in the future. If
this would show to be the case going forward, it would open up for many new areas of research.
The base concept of a hybrid CPU/GPU solution would still be relevant, however.

Having access to optimized hardware helps improve how quickly a set of computations can be
performed. Another way of attacking the same problem is by reducing the amount of computations
needed. One way of achieving this in rendering, is by using acceleration structures.

In trying to optimize ray tracing, one of the most relevant operations to target is ray-object
intersection checks. In order to evaluate if a given ray collides with an object in a scene, and
find the closest intersection, a check needs to be made against every object in the scene. Running
checks for every ray and every object makes the time complexity of the algorithm grow significantly
with the amount of rays and objects: O(r×o), where r is the number of rays, and o is the number
of objects. One way of reducing the complexity of the intersection checks is by using acceleration
structures (AS).

The purpose of AS is to reduce the search space that, in this case, each ray needs to check for
intersections. Perhaps the simplest type of AS is a uniform grid [34]. The basic concept behind
a uniform grid is to divide the scene into three dimensional voxels of equal dimensions. When
checking for ray-object intersections using the uniform grid, each ray only needs to check the
objects inside the voxels the ray passes through.

One of the most well researched AS is KD-Trees [34]. The KD-Tree works by dividing the
scene into sections, similar to the uniform grid, though it stores the sections in a hierarchical tree.
Building and maintaining these structures are one of the biggest bottlenecks facing ray tracing
currently, and some research suggest novel hardware to improve this [35]. Another approach
that is explored, is to optimize parallelization of the generation of the KD-Tree [36, 37]. GPUs’
limited memory poses limits to the efficiency of hierarchical searches through KD-Trees. Xiao
et.al. [38] showed an alternate approach where hierarchy is avoided, ultimately leading to improved
performance.

Bounding volume hierarchies (BVH) [34] is another popular structure used to discretize scenes.
Instead of each ray evaluating intersections with each object, which might have complex geometry,
evaluations are instead made with some simpler geometry encompassing each object. Thus more
complex calculations only need to be made if a ray enters a bounding volume. GPU implementa-
tions of real-time ray tracing using BVH and KD-Trees are still being researched, and have shown
promise [39].

Various caching strategies are also used to reduce the overall workload of ray tracing [40]. Some
computations can be made with reduced precision to, also, reduce the workload [41].

Load balancing plays a vital role in performance for ray tracing. While AS reduces the overall
amount of computations needed, strategies to divide work efficiently across all processing units is
critical for efficiency. As has been mentioned earlier, there is no peer-reviewed research on opti-
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mizing load balancing for hybrid CPU/GPU applications. There is some research regarding load
balancing on, and between, GPUs [42] though it is not clear how applicable this is to CPU/GPU
load balancing.

Some research does suggest that an approach to hybrid CPU/GPU rendering, could be to have
the CPU and the GPU perform different tasks. Costa, Pereira, and Jorge [43] showed how a
non-homogeneous grid can be used to dynamically perform load balancing of how many rays each
thread should compute. Their implementation shows a significant improvement in frame-rate over
a static grid implementation. Theirs is an interesting approach. There is a consideration to be
made when deciding upon whether to focus on the load balancing, and off-loading that workload
on the CPU while letting the GPU handle the ray tracing, or whether to use both CPU and GPU
to ray trace. Although this might be the work most closely related to the approach of this thesis,
in particular regarding the hybrid approach, the frameworks that will be evaluated for the hybrid
solution are: OptiX and Embree.

4.2 Embree

Embree is an Intel specific CPU based ray tracing API. It utilizes Intel CPUs SIMD instructions,
such as SSE and AVX, to process the ray tracing algorithm in an efficient, and parallel, manner.
Several official papers have presented the API [9] as well as improvements made to it [8]. Sub-
division is a common technique in CG where, by starting with a crude surface, a smooth surface
can be generated. Research has shown that a lazy caching method, implemented using Embree,
improved ray tracing of subdivision surfaces significantly [44]. Embree has also been shown to be
suitable for multi-hit ray tracing [45]. Shading is an important part of the rendering process that
has not been the focus of ray tracing research. The creators of Embree, at Intel, explored whether
their API could incorporate shading in an efficient manner, with positive results [46]. Embree is
the API which the ray tracing renderer OSpray [47] is built upon. OSpray is a CPU based renderer
aimed at scientific research. While Embree is a ray tracing API, it does not specify a rendering
pipeline. OptiX, NVIDIAs GPU based ray tracing API, does specify a rendering pipeline.

4.3 OptiX

Based on the NVIDIA CUDA API, OptiX is an NVIDIA specific API aimed at giving the user an
easy, powerful, and efficient interface for creating ray tracing applications. NVIDIAs goal, with
OptiX, is for it to be similar to OpenGL, or DirectX, for ray tracing - in that it provides a level of
abstraction from the hardware, which allows for hardware upgrades without having to alter code.
OptiX has seen frequent use in CG research, as well as in other fields. Two articles have been
published by NVIDIA, showcasing the API and its development [7, 48]. Some examples of what
OptiX has been used for is: computing realistic ligthing based on video environment maps [49],
simulating and rendering sparse volumetric data [50], and realistic sound propagation in VR [51].
OptiX has also been used in hybrid rasterization/ray tracing rendering [52]. It has not been used
for hybrid CPU/GPU ray tracing however.

subsectionHomogeneous Hybrid CPU/GPU Ray Tracing
The only official claim, though one made during a lecture on a conference and has not been

tested and peer-reviewed, of a hybrid ray tracer with improved performance was made by AMD
in reference to their Radeon Prorender framework [12]. AMD’s Radeon Prorender is a ray tracing
rendering application based on OpenCL.

David Norgren [1] implemented, and evaluated, a framework for CPU/GPU ray tracing based
on two of the APIs mentioned in the background section, namely Intel’s Embree and Nvidia’s
OptiX. The APIs performed well when implemented separately. However, when part of the image
was rendered by the CPU, and the other by the GPU the performance suffered. Norgren’s work
is inconclusive as to why the hybrid solution suffered from a drop in performance. Figure 3 shows
the chart presented by Norgren to show the performance of the hybrid implementation.
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Figure 3: An illustration showing Norgren’s [1] results for the hybrid CPU/GPU ray tracer.

5 Problem Formulation

The purpose of this thesis is to explore homogeneous hybrid CPU/GPU rendering. The motivation
for targeting this specific issue is that there is a void in this field of CG research, regarding hybrid
CPU/GPU implementations of ray tracers.

Judging by the result of Norgren [1], compared to that of other research that shows promise
using hybrid CPU/GPU implementations in other fields [26, 27, 28, 29, 30, 43], an analysis of
Norgren’s framework is needed. One of the goals of this thesis is to perform this analysis and
subsequently answer the question:

• ”What is the reason for the performance drop when using the CPU/GPU implementation in
Norgren’s framework?”

Answering this question will in turn lead to insight into the question:

• ”Can the hybrid ray tracer perform better than a non-hybrid implementation, and what
factors affects its performance?”

The analysis, and subsequent improvements, of Norgren’s framework will also shed light on:

• ”How can the hybrid ray tracer be optimized for better performance?”
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6 Method

One way of assessing the efficacy of CPU/GPU ray tracing is by looking at, and evaluating, existing
implementations, how they work, and what the bottle-necks are. In this thesis the framework
made by David Norgren [1] serves as the starting point for evaluating the formulated problems.
The only known alternative to this framework is Radeon ProRender [12]. Radeon ProRender
is a retail renderer built with Radeon Rays. A piece of future work could be to construct an
equivalent framework using RadeonRays and exploring whether the same behaviour shown in the
Optix/Embree framework occur.

In the initial phase of the project, getting a deep understanding of the implementation of the
framework to be analyzed is necessary. This was done, in part, by studying the source code, and
in part by using profiling tools to evaluate the framework at run-time. At the start of the process
an abstract overview of the architecture of the framework was made. This overview served as a
simplification of the implementation and allowed for insight into the logical flow of the rendering
process.

Figure 4: An abstract illustration of the original framework.

As shown in figure 4, the original framework is built using OpenGL with three different rendering
approaches: (1) Embree, (2) Optix, and (3) Hybrid. The Embree approach performs ray tracing
computations on the CPU, resulting in a pixel-buffer containing all the colours of the pixels to
be displayed on screen. The Embree buffer is stored on the main memory. Optix performs its
ray tracing computations on the GPU, storing the results on GPU memory. The hybrid approach
performs both of these. Embree operates in all CPU threads save the one. Optix uses one CPU
thread to synchronize the GPU work. The original framework utilizes OpenGL textures in order
to write the resulting pixel-buffers into the OpenGL pipeline and eventually onto the screen.

Norgren’s framework is built using the Embree, Optix, and OpenGL APIs for rendering and
drawing frames. The platform is interactive, with a GUI giving the user access to changing render
settings at runtime, and has a variety of different options for settings. The most significant settings
are: switching between scenes, switching between renderers, changing the number of threads allo-
cated to Embree, changing the partition of the frame to be computed by Embree (for the hybrid
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renderer), turning on/off refraction, turning on/off reflection, turning on/off ambient occlusion.
It is also possible to move the camera around the scenes by using the mouse or keyboard. The
amount of variables that could be tested is vast, and in order to begin tackling thesis problems the
amount of variables were reduced.

Having an idea of the overall flow of the framework allowed for deciding on which profiling tools
to use. NVIDIA NSIGHT5 was chosen as one tool since it can be used to evaluate CPU and GPU
applications, and has built-in features in the Visual Studio IDE; which was used for this project.
The NVIDIA profiler was used to profile the GPU and the main CPU thread, to get an overview
of the computations and the distribution of the workload. The built in Visual Studio profiler was
used, in addition to the NVIDIA one, to get a more detailed view of the CPU workload.

Minor changes were made to the original framework to facilitate, and improve, the consistency
in the profiling measurements. These changes were: to have framework settings being read from
file on initialization rather than being set via I/O at run-time, and to define a set time for the
program to execute. All tests performed in this project were made using the following hardware:

CPU GPU RAM OS
i7-5960X @ 3.0GHz Titan X 16GB Windows 7 64bit

The CPU is an Intel i7-5960X which has a base clock rate of 3.0GHz and a maximum boost of
3.5GHz. The CPU has 8 physical and a total of 16 logical cores with hyper-threading. It has a
total FLOPS of 62.03 GFLOPS. The NVIDIA GTX Titan X graphics card is based on the Maxwell
architecture, has a total of 3072 CUDA cores, a base clock rate of 1000 MHz, a boosted clock rate
of up to 1075 MHz, 12 GB GDDR5 Memory, a 384-bit memory width, and a memory lock rate of
7 GB per second.

All results presented in this thesis were generated using the above hardware and software. The
idle processor usage was 0% and the idle main memory usage was 22% when the tests were run.
All fps-tests were performed 10 times to get an average result that is less dependent on variations
in each run-through of the application. For tests where the hybrid solution was tested, the load
balancing was a static 10% of the screen computed by Embree, and 90% computed by Optix. This
is because the Optix solution was, roughly, ten time faster on avarage than Embree. This 10/90
partitioning help keep the computation time for Embree and Optix roughly equal. All presented
results were generated in the Sponza scene with: reflection and refraction activated, and ambient
occlusion deactivated. Sponza is a scene consisting of 66 thousand triangles and is based on the
Sponza palace in Dubrovnik, Croatia.

Figure 5: Shows an example of the output generated with the NVIDIA profiler, in this case the
hybrid OpenGL rendering.

Figure 4 shows the output of a profiler test. In the top section, marked (A) in the figure, the
OpenGL and CUDA function calls being made by the main CPU thread are shown. Green sections
indicate CUDA, or GPU, calls whereas the red sections indicate OpenGL calls. The blue sections
by (B) indicate memory transfers from CPU to GPU or GPU to CPU. The (C) section shows the

5https://developer.nvidia.com/nvidia-visual-profiler
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CUDA kernels called on the GPU. The highlighted section, shown under (D) shows the frames
generated by OpenGL.

Following the initial profiling tests, the exposed bottlenecks were explored. At this point all
non-necessary functionality was removed, such as built in benchmarking and timers. The previous
profiling tests were performed again, resulting in the same time distribution between tasks. As it is
shown in figure 5, the hybrid solution displayed a noticeable time spent on the ”glTexSubImage2D”
funciton. This function is used to access and write to an OpenGL texture. A significant amount
of time was spent in this function when using the hybrid solution, even if the workload was shifted
100% to Optix.

Other bottlenecks existed in areas that were controllable, i.e. not in Optix binary files which
were not open source. Another area that was difficult to explore was Embree binary files that,
although open source, are difficult to trace. This was never the goal of this thesis however. The
aim was to explore the hybrid solution specifically, and not to bother with the implementation of
ray tracing algorithms in Optix and Embree.

Following the results of the initial set of profiling tests, other solutions were explored to cir-
cumvent or minimize bottlenecks. This resulted in two main versions of drawing frames in the
framework: Draw with OpenGL - where the frames are sent to the OpenGL window using built
in buffers, and a No Draw - where the framework simply produces a finished frame but does not
write it anywhere. These versions were explored and measured in order to gain insight into the
possibilities suggested by the profiling tests.

An overview of the architecture after the addition of different rendering added can be seen in
figure 6.

Figure 6: An abstract illustration of the new framework.
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7 Results

The results generated by this project are varied. The profiling results that expose potential bottle-
necks are presented, as well as a comparison of the frame rates achieved by various implementation
resulting from the profiling results.

Figure 7: A figure showing the initial break down of function calls on the main CPU thread for
the hybrid solution

One of the first things that became apparent while running tests was the prominence of certain
function calls. On the main thread of the CPU (figure 7), for all implementations where Optix
was used, the function cuEventSynchronize dominated. cuEventSynchronize is a function that is
called on the host (CPU) after all ray tracing calls are made. It blocks the thread until all the
device (GPU) work is completed. cuGraphicsUnmapResources is another type of synchronization
function that is used by the Optix API. cuMemcpyHtoD v2 and cuMemcpyDtoH v2 are both
functions for moving data from host to device memory, or device to host memory respectively.
cuGraphicsMapResources is a function used by Optix to map graphics resources and make them
accessible in CUDA, it is called implicitly through the Optix API and cannot easily be manipulated
individually.
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Figure 8: A figure showing the initial break down of function calls on the secondary threads for
the hybrid solution

The brunt of the Embree work was performed on the secondary CPU threads. Early tests, using the
built in Visual Studio profiler, exposed the most time consuming functions (figure 8). Subdividing
the embdree.dll call is not trivial and would require an analysis of the source code, which is
outside the scope of this project. It would likely not produce any interesting results seeing as we
expect the Embree API to take a significant amount of the execution time performing the ray
tracing calculations. The getPixel function is used, in the CPU base section of the framework,
to access the colour of a certain pixel when a ray hits. This function is implemented explicitly
in the framework, whereas the Optix equivalent is implemented implicitly in the Optix dll files.
embreeRenderTraceRay is the function responsible for tracing rays through a scene. The operator[]
function is the function used to look up geometries in the scene.

Figures 9 through 14 show another view of the profiling tests, namely the graphical overview of
the workflow. This view is particularly insightful for cyclical applications, such as graphical, where
a small part of the work can give information on the whole application. Figures 9 through 14 show
the computation of single frames. These frames were chosen according to the average frame rate
of the profile test.
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Figure 9: OpenGL drawing. Shows an overview of the main CPU thread, and GPU work, of a
hybrid solution where 10% of the workload is computed by Embree, and the remaining by Optix.

The red circle at (A), in figure 9, points out the glTexSubImage2D function call. This function is
used when writing the buffers generated by Embree and Optix to the GPU texture to be drawn.
The green circles by (B) indicated data transfer operation from CPU to GPU or back.

Figure 10: OpenGL drawing. Shows an overview of the main CPU thread, and GPU work, of a
solution where the Embree renderer was disabled and the entire image was rendered by Optix.

In figure 10 the red circle by (A) points out the glTexSubImage2D function call which is noticeably
smaller than in figure 8. The green circles focus on data transfers from host to device and the
reverse.

After the implementation where OpenGL handled drawing frames was tested, an implementa-
tion where the perfect case was explored, was implemented. This was done by creating a version
where there were no draw calls, assuming that the buffer transfers and drawing were instantaneous.
These implementations were examined using the same tools.

Figure 11: No drawing. Shows an overview of the main CPU thread, and GPU work, of a hybrid
solution. A 10% workload partition computed by Embree. Embree was allocated 8 threads.

In figure 11 the result of having a too fast Optix render, in contrast to Embree, is shown. Optix
finishes before Embree and waits for the remaining part of the frame to be rendered. This test was
made with a 10% partition given to Embree, with 8 threads. (A) points out the gap in execution
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where the main thread (Optix) waits for Embree to finish. In figure 12 the same partition applies,
but now Embree gets 16 threads allocated. This resulted in an almost identical render-time as
Optix and, as can be seen by comparing (A) in figure 11 and 12, the stall disappears.

Figure 12: No drawing. Shows an overview of the main CPU thread, and GPU work, of a hybrid
solution. 16 Embree cores.

Figure 13: No drawing. Shows an overview of the main CPU thread, and GPU work, of an Optix
solution.

The signature of a pure Optix implementation, running the no draw version, can be seen in figure
13. By comparing figure 12 and 13, the signatures become almost identical, with the difference of
figure 12 spending less time on sending data to and from the GPU. This is because 10%, in this
case, of the rays to be rendered are computed by Embree in figure 12.

The average frame rates for the various implementations were also recorded and can be seen in
figures 15 through 18.

Figure 14: A figure showing the average FPS while drawing with OpenGL for different imple-
mentations, and different CPU-thread numbers. The hybrid partitions were 10% Embree, 90%
Optix.
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The Embree implementation shows significant performance improvement in figure 14 from the
eight extra hyper-threading threads, increasing by 66% from 18 to 30 frames per second. This
improvement is reflected in the hybrid results, but not by as much at 10% increase in performance.

This does not take into account the increased Embree performance, and consequent need to
repartition the scene from 10% Embree to roughly 20% Embree for best load balancing. Neither
does it take into account data transfers times, and how they might differ between the Embree and
OptiX paritions.

Figure 15: A figure showing the average FPS of the no drawing version for different implementa-
tions, and different CPU-thread numbers. The hybrid partitions were 10% Embree, 90% Optix.

Looking at the results from the no drawing implementation seen in figure 15, some interesting
data arises. The improvement seen in the Embree implementation from the eight extra hyper-
threading threads, give roughly the same relative performance improvement as in the OpenGL
implementation, roughly 71% improvement. Comparing the 16 thread results from the OpenGL
and no draw implementations, the improved performance gained from not drawing the frame is
roughly 20%. This indicates that 20% of the frame time is spent on OpenGL operations such
as transfers and draw calls. Given that the fps of the 16 thread pure Embree implementation is
36, the time to render each frame is roughly 27.8ms, 20% of which is roughly 5.6ms of OpenGL
operations.

Comparing the Optix implementations, OpenGL and no draw, there is a significant performance
increase that comes from not using OpenGL. The fps increases from 115 to 250, roughly 117%.
This seems to indicate that, for the OptiX implementation and the scene and conditions tested,
OpenGL adds an overhead that takes more time than the rendering itself. The OpenGL drawing
implementation renders a frame in roughly 8.6ms (115 fps) whereas the no drawing implementation
renders a frame in roughly 4ms (250 fps). This difference indicates that the added OpenGL
operations take, on average, 4.6ms to compute for each frame.

Keep in mind that OptiX, in this case, handles 9 times more data than Embree and still takes
less time for transfer operations. Depending on whether the data transfer times scale linearly
with the data size or not, the potential benefit from rendering part of each frame on the CPU
will be affected. Due to time constraints, the nature of the OpenGL operation scaling could not
be comprehensively examined. Preliminary results indicate that, for CPU to GPU transfers i.e.
Embree, that the scaling might not be linear but this needs to be explored further for conclusive
results.

Figure 11 shows that a significant idle time is introduced to the hybrid no draw implementation
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due to improper load balancing. This is reflected in the bars in figure 15 representing the hybrid
eight Embree core implementation. The purple bar shows how the extra hyper-threading threads
boosts the Embree computations, resulting in a balanced work load distribution.

Figure 16: A figure showing the average FPS of the version drawing with OpenGL and the version
not drawing. The hybrid partitions were 10% Embree, 90% Optix.

8 Discussion

The specific problem area that this thesis seeks to explore is practically unexplored by science,
the exception being Norgren’s work [1]. In order to gain direction in exploring such an area, the
work that is most related serves as a starting point. When first exploring the framework created
by Norgren [2] some things became clear. Some function calls take a significant amount of time,
as shown in figures 6 and 7. The functions embedded in the Embree and Optix APIs deal with
their respective ray tracing computations, and are of little direct interest to evaluating the hybrid
solution.

When analyzing the graphical representation of the profiling results, and comparing it with
the framework code, some other interesting realizations surfaced. Converting the pixel buffers,
generated by Optix and Embree, to a ready frame takes a significant amount of time, see (A) in
figure 8. In particular the Embree portion, which is generated on the CPU and stored in the main
memory. Since Optix already generates its buffer in the GPU memory, and its from there that
OpenGL draws the frame to the screen, the time it takes for Optix is less significant. Looking at
figures 8 and 9, the green circles highlight the memory transfer being performed to and from the
GPU. This is performed at each frame calculation and it is something related to the Optix API,
and without having the source code it is difficult to pinpoint what is being copied, and why it
needs to be copied if we can store the entire scene in the GPU memory.

Another related issue is that OpenGL has roots in the fixed pipeline, and it’s not possible to
access the framebuffers directly. It is possible that other frameworks, such as Vulkan or DirectX,
could serve better in CPU/GPU ray tracing implementations. Exploring Vulkan and/or DirectX
and their effect on a hybrid ray tracer is an interesting area for future research.

The CPU/GPU implementations explored in other fields [26, 27, 28, 29, 30, 43] do not necessar-
ily have the same need for storing all results on the GPU memory, and may as such not suffer the
same bottlenecks. Additionally, many of the available CPU/GPU implementations are based on
heterogeneous work where the CPU and the GPU perform different tasks. This differs significantly
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from rendering where necessarily both processing units need to take the same input and produce
the same type of output.

Although the ray tracing algorithm is embarrassingly parallel there is still a problem of paral-
lelizing the writing process to the frame buffer. This is not possible on the current framework of
OpenGL. So long as Embree and Optix trace unique sections of the image to be rendered there
is no conflict. Being able to directly write to the frame buffer when a pixel is ready, would be
a significant improvement. As it stands, when either Optix or Embree accesses the GPU it be-
comes locked from the other. The same problem exists when considering if the rendering could be
pipelined so that the transfer of one partition could be performed before the rendering of the other
partition was completed. The issue with this is that it would necessarily be OptiX that needs to
finish its rendering and transfers first. This is because the GPU becomes locked from OpenGL
calls while OptiX performs its operations. Given similar performance between the CPU and the
GPU this might be an approach that could yield good results.

Figures 12 and 13 also show that the function calls are almost identical for a hybrid and a pure
optix solution, under perfect conditions.

The final set of charts in the result section show the FPS performance of the two draw methods:
OpenGL, and no draw, and the different implementations: Embree, Optix, Hybrid. An interesting
observation is that the ray tracing algorithm seem to be well suited for hyper-threading. There
was a noticeable improvement on the Embree implementation’s performance when the number of
threads allocated increased past the number of physical cores. This could also be found, but to
a lesser extent, in the hybrid online implementation. The effect on the hybrid no draw version
was significant. If the load balancing is good there is potential for the hybrid solution to perform
better than the no draw Optix solution.

The best potential improvement a CPU/GPU implementation could result in is 100%. Assum-
ing no time spent on data transfer and drawing, this is the case. In a realistic scenario this is not
plausible, and more variables affect the final performance. Since the data transfer from pixel buffer
to frame buffer cannot be parallelized between the Embree and Optix partitions, both Embree’s
and Optix’s buffer transfer times affect the overall frame rate. Even though figure 16 shows the, no
drawing, frame rates it does not consider the sequential frame buffer transfer that needs to occur.
All of the measurements are done with a 10% Embree partition, which would need to be changed
to match the relative performance of the CPU and the GPU. The partition would also need to take
into consideration the effect it has on the buffer transfer times, in order to maximize performance.

Something else to keep in mind is the potential gain of using this type of implementation, and
at what level of performance it is worth using. The theoretical potential gain from using this kind
of implementation is a division of the total workload by a factor equal to the number of different
processing units. The realistic gain depends in a large extent on the performance disparity between
the processing units. In this thesis the performance disparity for the specific test cases used for
analysis has been roughly 1:9, where for every 1 unit the CPU processes the GPU can process 9.
This limits the potential gain to an increase of 10%, which - given the 115 fps starting performance
indicated in figure 14 - would result in a 11.5 extra frames per second. Considering an application
running at 100 fps, the increase of 10 fps is significant. However, given an application running at
30 fps, an increase of 10% or 3 fps would be insignificant. In the case of 30 fps, which is arguably
the low-end of real time applications, performance improvements of close to 10 fps or more is
significant. This would mean that, for a 30 fps application, the performance disparity between the
CPU and the GPU could not be more than 1:3 in order to result in relevant improvements.

9 Conclusions

After reviewing the results, the reason why the ray tracing framework suffered in performance
when running a CPU/GPU renderer is in large part related to the memory system. Looking
at how the profiler signature changes between implementations the operations related to moving
the Embree result buffer to the OpenGL frame buffer was expensive. That’s the primary reason.
Other contributing factors were that some steps were necessarily sequential that, logically, should
not have to be. Such as accessing the OpenGL buffers sequentially. The Optix and Embree buffers
could not be sent in parallel.
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A hybrid ray tracer based on homogeneous CPU/GPU rendering could, theoretically, perform
better than a pure CPU or GPU renderer. It is dependent on some factors: (1) the relative
performance of the CPU and GPU renderers, (2) a shared memory-system such as HSA, or a
memory system with short enough transfer times, and (3) direct access to the frame buffer. Relative
performance is important because the potential benefit increases the closer in performance the two
processing units are. If two processing units can render 50% of the screen in the same amount of
time, the potential time-save is 50%. That is, twice the frame rate would be theoretically achievable.
As long as the time it takes for the buffer transfers are lower than the gained benefit from the
reduced rendering times, the net result will be an improvement in frame rates. Depending on the
target frame rate of the application, the range in which the performance between the processing
units can differ will vary. Assuming an application aimed at 30 fps, in order to achieve a relevant
performance boost the difference in performance should not exceed 1:3 in order to achieve a 10+
fps improvement.

The final problem that was explored in this thesis is highly related to the previous two. How
optimization of hybrid CPU/GPU ray tracers can be done, and what factors most affect it. Opti-
mization can be done by: (1) Optimizing the memory management and transfer. (2) Optimizing
the load balancing, so that each partition finishes rendering as closely together as possible. (3)
Optimizing the individual ray tracing algorithms, i.e. Embree and Optix in this case.

Another discovery was that Embree scales well with hyper-threading. Comparing figure 11
and 12, as well as the frame rates in figure 16, it is clear that significant performance comes from
hyper-threading.

Throughout this thesis a number of factors affecting the feasibility and performance of a hybrid
CPU/GPU ray tracer have been explored. All of these can be tweaked to change how an implemen-
tation behaves, but to what extent each does varies. The main culprit, and the one to be explore
first were this thesis to be redone or continued, is OpenGL. Changing the data management and
drawing API could help begin unraveling the memory management system. Following OpenGL,
the heterogeneous memory system itself where the CPU and GPU have access to separate mem-
ories is a significant limiting factor. Following these main two hurdles, the gap in performance
between the processing units is another highly limiting factor that can heavily affect the usability
of the system.

10 Future Work

CG, and ray tracing in particular, is a vibrant are of research. The specific part of the field that
this thesis has touched upon is still ripe for further exploration. It could, simply, be summed up
as: ”trying to maximize performance given some pieces of hardware”.

The frame drawing, and transferring the pixel buffers to the final frame buffer, have been shown
to be the biggest performance bottlenecks. Another way of approaching the same problem would
be to lock the frame rate and test to what extent the scene complexity could be pushed.

Having tried using OpenGL as a basis for drawing frames to the screen, exploring other solutions
such as DirectX and Vulkan would be interesting. Somewhat hand in hand with this would be to
have only one buffer for the rendering, that both the CPU and the GPU wrote to.

It would also be interesting to explore AMD’s Radeon Rays and see if there’s a difference.
Similarly, evaluating how DirectX and Vulkan compares to OpenGL when it comes transfering
buffers and drawing frames, would be possible future study. Hardware aimed at ray tracing [13,
14, 33] would also be interesting.

Another way of attacking the problem of the memory system would be by exploring HSAs
[31, 32]. This could be done by researching how such a platform would affect the performance of
a CPU/GPU renderer. HSA is perhaps the most promising area for future research.

Given the promise shown by hyper-threading on the CPU, exploring CPUs with more than 16
logical cores would also be an interesting area of further research.

Costa et. al’s [43] approach of looking at a heterogeneous CPU/GPU implementation opens
the possibility to explore that avenue as well. This also poses an interesting question: ”Is the best
possible solution a homogeneous CPU/GPU ray tracer, or a heterogeneous one?” I.e. is it best
to use both processing units for rendering, and performing the same tasks, or could it be done in
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another way?
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