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Abstract 

Adding semantic analysis in the process of comparing news articles enables a deeper level of 

analysis than traditional keyword matching. In this bachelor’s thesis, we have compared, 

implemented, and evaluated three commonly used approaches for document-level similarity. 

The three similarity measurement selected were, keyword matching, TF-IDF vector distance, 

and Latent Semantic Indexing. Each method was evaluated on a coherent set of news articles 

where the majority of the articles were written about Donald Trump and the American election 

the 9th of November 2016, there were several control articles, about random topics, in the set of 

articles. TF-IDF vector distance combined with Cosine similarity and Latent Semantic Indexing 

gave the best results on the set of articles by separating the control articles from the Trump 

articles. Keyword matching and TF-IDF distance using Euclidean distance did not separate the 

Trump articles from the control articles. We implemented and performed sentiment analysis on 

the set of news articles in the classes positive, negative and neutral and then validated them 

against human readers classifying the articles. With the sentiment analysis (positive, negative, 

and neutral) implementation, we got a high correlation with human readers (100%). 
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1. Introduction 

Natural language processing (NLP) is a field of study concerning human language and how to 

make computers understand how humans naturally speak, write and communicate. Humans 

communicate with computers mainly through programming languages since computers process 

language in a way fundamentally different from how humans process language. NLP gives 

computers the ability to read, understand and derive meaning from the languages humans speak 

by using linguistic insights, computational models, and statistical tools [1]. NLP is used in most 

modern software that processes and understands, to a certain degree, human language. One of 

the most well-known examples of NLP is IBM’s Watson [2]. The development of applications 

using natural language processing has increased rapidly in recent years. There is an increased 

demand for natural language processing in companies, for example, if a person wants to get 

notified automatically if something is written in a newspaper about their company [1].  

 

The focus of this thesis is if NLP could be used to find similarity and differences between 

natural language texts, primarily news articles, finding similarity between text can be difficult 

for a computer to identify because every word may have many inflections, synonyms and 

different meanings that make certain words ambiguous. That is why ambiguity is a major 

difficulty when trying to obtain an understanding of human language with computation and 

NLP techniques. The techniques used to find similarity between texts could later be used to find 

academic plagiarism [3], similar to the plagiarism software Urkund [4] used at Mälardalen 

University.  

1.1 Purpose and Research Questions 

In this thesis, a prototype will be created enabling validations of the approach and answering of 

the research questions. Techniques from natural language processing will be used to determine 

the similarity and differences (positive/negative/neutral) between a coherent set of articles.  

The research questions that will be answered in this thesis work are the following: 

1. Which similarity measurement approach performs best on a coherent set of news 

articles among a number of selected measurements methods? 

a. Three methods were selected (motivation for selection in section 3): Keyword 

matching (based on section 4.4.1, has two variations, with (section 5.5.1) and 

without synonyms (section 5.5.2)); TF-IDF vector distance, using Cosine 

similarity (see section 4.4.3) or Euclidean distance (see section 4.4.2); and 

Latent Semantic Index (see section 4.4.4).  

2. How much improvement gives the use of synonyms to a word-vector based 

approach?  

3. How easy is it to identify a semantic property such as positive/neutral/negative in 

a coherent set of news articles (similar enough according to semantically enhanced 

keyword matching)? 
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1.2 Limitations: 

This thesis work concerns the topic of natural language processing which is a big and 

complicated research field. It is, therefore, necessary to explicitly clarify what the focus is on 

the thesis work. The purpose is not to create a complete NLP system but focus on the similarity 

measurement and difference functions. 

2. Background:   

The main goal of the thesis work is to use methods used in research to build a prototype which 

analyze the similarity and differences between articles. There are a number of approaches to 

measuring text similarity, two of the most popular measures are Deerwester et al’s Latent 

Semantic Analysis (LSA) [6] and Li et al’s Sentence Similarity approach (STATIS) [7]. 

2.1 Natural Language Processing (NLP) 

Modern Natural Language Processing (NLP) applications perform computations over large text 

corpora, the majority of NLP applications use the Web as their text corpus and rely on queries 

to commercial search engines to support these computations. Cafarella et al [1] use two specific 

examples to showcase the sorts of computations NLP applications perform. The first example 

is Turney’s PMI-IR algorithm [8], PMI-IR computes Pointwise Mutual Information (PMI) 

between terms by estimating their co-occurrence frequency based on hit counts returned by a 

search engine. Turney used PMI-IR to classify words as positive or negative. Turney then 

applied this word classification technique to product reviews in order to classify the reviews as 

negative or positive. A limitation to the speed and scale of PMI-IR applications is that the 

number of search engine queries scales linearly with the number of words classified. The second 

NLP application example is the KnowItAll information extraction system [9], which is an NLP 

system that is designed to extract facts from text. KnowItAll could extract a large number of 

facts from the web but is still limited by the number and rate of search-engine queries it can 

issue, similar to the PMI-IR algorithm.  

2.2 Semantics 

The primary focus in semantics studies is the conventional meaning of words, phrases, and 

sentences. In semantics the main focus is to pinpoint the meaning of words and how words are 

constructed using many different concepts, in other words, the semantic features of a word. For 

example, the word man has the semantic features human, male, and adult. There are two 

distinctions made between meaning and that is conceptual meaning which stands for the literal 

use of a word and associative meaning where, for example, the expression low-fat can be 

associated with the word healthy. Words lexical relations are also taken into consideration in a 

semantical analysis, some of the relations are synonymy, antonymy, and hyponymy. A 

synonymy relation between words means the words share similar meanings. An antonymy 

relation between words states that the words have opposite meanings as, for example, hot – 

cold.  An hyponymy relation is when a word’s meaning is part of a more generalized word’s 

meaning, for example, the word living things is a container for the words creature, animal, and 
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cat. Semantics is concerned with the objective meaning of words and avoids mixing in the 

subjective meanings of words [20].  

2.3 Sentiment analysis 

Sentiment analysis answers the question, “what do other people think about this?”, and is also 

called opinion mining. Since more people than ever share their opinions on social media, 

product reviews, movie reviews etc. sentiment analysis is a growing and interesting area of 

research in NLP. Analyzing subjective information such as product reviews gives valuable 

information to companies about their products. The two most common problems in sentiment 

analysis is Document-level sentiment analysis and Sentence-level sentiment analysis. 

Document-level sentiment analysis assumes that the author of the document has an opinion on 

the main object expressed in the document [28]. 

Document-level sentiment analysis is the simplest form of sentiment analysis and has two main 

approaches, the supervised learning approach, and the unsupervised learning approach. In the 

unsupervised approach is based on determining the semantic orientation of phrases and words 

in the document, that will say if a phrase or word is negative, neutral or positive. The semantic 

orientation can be found using a database or lexicon of phrases and words labeled as negative, 

neutral or positive. The average sentiment orientation of phrases and words in a document is 

then used to determine if the document is either negative, neutral or positive. The average is 

usually compared to a predefined threshold, for example, if the document contains more than 

2% positive phrases and less than 1% negative phrases then the document is positive. The 

supervised learning approach uses labeled training examples that are split up in two (positive - 

negative) or more classes, for example, very negative – negative – neutral – positive – very 

positive, into which documents will be classified to. A common classification model, such as 

SVM, is used together with the training data so the systems learn how to classify new 

documents. Sentence-level sentiment analysis is a deeper analysis on each sentence in a 

document since several opinions can be expressed in a document [28]. 

2.4 Latent Semantic Analysis (LSA) 

Latent Semantic Analysis (LSA) is an approach to measure similarity between texts, LSA is 

shown to capture significant portions of the meaning not only of individual words but also of 

whole passages such as sentences, paragraphs, and short essays. LSA arose from the problem 

of how to find relevant documents from search words. LSA is designed to overcome the 

fundamental problem of comparing words to find relevant documents by instead comparing the 

concepts or meanings behind the words to retrieve documents [12].  

LSA attempts to solve this problem by mapping both words and documents into a concept space 

and doing the comparison in this space. This is done in LSA by creating a large matrix of words-

by-context derived from a corpus of text and constructing a “semantic” space where terms and 

documents that are closely associated are placed near one another. Singular-value 

decomposition is then used to arrange the matrix to reflect the major associative patterns in the 

text and ignore the smaller less important words and concepts [6]. The process of ignoring less 

important words contains removing extremely common words which bring little value to 
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analyzing a piece of text, such words are called stop words and are usually filtered out before 

processing the text [12]. 

2.5 Sentence Similarity (STATIS) 

Sentence Similarity (STATIS) is used to efficiently compute the similarity between very short 

texts or sentences. STATIS is proven to be one of the best techniques for image and web page 

retrieval precision. In web page retrieval STATIS use titles to represent documents in the page 

finding process and in image retrieval, the short text surrounding the images are used instead 

of the whole document where the image is embedded [7].  

Figure 2 shows how two different sentences are computed using the STATIS approach, both 

sentences are deconstructed and put in separate raw semantic vectors and order vectors both 

assisted by a lexical database. The order vectors keep track of the order the words in each 

sentence occur. The significant words in each semantic vector are then weighted by using 

information content derived from a text corpus. Finally, the sentence similarity is computed by 

comparing the vectors to each other [7]. 

 

 

Figure 2: Sentence Similarity computation diagram, picture from [7] 
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2.6 Urkund 

Urkund is a software used to check academic plagiarism, it’s used at Mälardalen University and 

in other universities in Sweden. Urkund works in three steps, the first step is that the students 

on a course send their documents with email to a teacher who later sends it to Urkund [4]. In 

the second step Urkund analyzes how much of the students’ documents, from 0 to 100%, is 

copied word-by-word or copied with minor modifications from the references in their texts, the 

internet or earlier works done by other students. Text that is copied will be highlighted in 

Urkund and show the shared similarities with the references, sources from the internet or text 

written by other students (as in figure 3). If the copied text is manipulated by changing a few 

words in a sentence or by using different synonyms Urkund might be able find it, if it does the 

copied text will be highlighted and show the possible text manipulations of the highlighted text. 

Depending on how much of the document is highlighted Urkund will give the document a grade 

from 0 to 100 percent representing how much of the document might be copied from other 

sources [13].  

In the third step the analysis results are sent to the teacher to review and judge if a case of 

plagiarism has occurred. Plagiarism as defined by Urkund is – “copying another person’s work 

and using the transcript as if it were their own work, without using citation quotes or specifying 

the source”. It is not plagiarism to write a paper about the same information but with your own 

words and citing the sources of the information [4]. Comparing two articles to see if they contain 

similar information is not what constitutes plagiarism, for example, news articles often write 

about the same topic using similar or even the same sources. Plagiarism in this context would 

be if a journalist had copied words or ideas from another article and then used them as if they 

were their own, that is seen as a cardinal sin in journalism [17]. Plagiarism detection software, 

such as Urkund, does not focus on understanding the concepts in a text document on a deeper 

level, that is, not purely on keywords. Checking the similarity between two text documents in 

any plagiarism detection software will show if the two text share similar sentences, words and 

paragraphs. Whereas NLP approaches for similarity measuring, such as Latent Semantical 

Analysis (LSA) [12], maps words and sentences to the concepts they convey. The similarity 

measurement is then performed on the concept space created for each text document. Plagiarism 

detection software is primarily used to check if a text document is plagiarized from other texts 

[18].  

 

 

 

 

 

 



Mälardalen University  Bachelor Thesis 

9 

 

2.7 WordNet 

WordNet was manually constructed at Princeton University in 1986, and is still being developed 

at Princeton University. WordNet is briefly described as a large lexical database of English 

containing nouns, verbs, adjectives and adverbs. WordNet is also available in Swedish and other 

languages [14]. Many NLP approaches often need extensive human-made knowledge which 

takes a long time to create and organize. Therefore, a lot of NLP approaches use machine 

learning methods combined with a lexical database, such as WordNet, to minimize the 

cumbersome work of acquiring the knowledge needed to analyze texts.  

The nouns, verbs, adjectives and adverbs in WordNet are organized in synonym sets, called 

synsets, where each set represents a distinct concept. Each set contain cognitively synonymous 

words and phrases, for example, {hit, strike} which forms a synset. Words can be members in 

several synsets, that means the word has multiple meanings. Fellbaum [15] gives an example 

of a word with multiple synonyms in WordNet, the word trunk is a member in several different 

synsets, including {trunk, tree trunk}, {trunk, torso}, and {trunk, proboscis}.  

WordNet is based on the lexical relation between words, synonymy is the primary relation but 

other relations like antonymy, morphosemantic and conceptual-semantic are fundamental to 

WordNet. An antonym relation is for words with exact opposites, for example, {night} and 

{day}. A morphosemantic relation is explained by Fellbaum [15] as a link between words from 

the four basic parts of speech, that is, nouns, verbs, adjectives and adverbs. For example, 

interrogation, interrogator, interrogate, and interrogative are interlinked. The link between 

entire synsets is called a conceptual-semantic relation. 

Nouns in WordNet are linked through hyponymy relations which link specific concepts to more 

general ones. Figure 4 represents a WordNet noun tree for the word {deceiver} in the leaf of 

the tree is coupled with synonyms for the word, traversing the tree from the leaf up to the root 

will eventually lead to the word {entity} which all noun synsets descend from. Traversing from 

the leaf upwards from the word {deceiver} shows that the word is linked with more general 

descriptions of the word, for example, {wrongdoer} to {person} to {living thing} all the way 

to the root {entity} [15]. 
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Figure 3: A WordNet noun tree [15] 

Another relation among noun synsets, which is not shown in figure 4, is meronymy. That is, 

words that belong to a bigger whole, for example {daughter} is a meronym of {family}.  

In similar fashion as the nouns, the verbs and adjectives are also put in hierarchical tree 

structures. The relation between verbs is called troponymy, where verbs are sorted after how 

specific they are. The word {deceive} is more specific than the word {interact} which is more 

specific than {act}, see figure 5. Other relations that is not shown in figure 5 is backward 

entailment (fired-employed) – being fired requires that one was employed in the first place, 

presupposition (buy-pay) – buying something entails a payment of some sort, and cause (show-

see) – showing something often leads to other seeing it [15]. 
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Figure 4: A WordNet verb tree [15] 

Adjectives in WordNet are in either one of two groups, descriptive adjectives or relational 

adjectives. Figure 6 depicts a descriptive adjective {dry} with its relations in WordNet. All 

descriptive adjectives form direct antonym pairs, the antonym for {dry} is {wet} and is located 

on the opposite side of {dry} in the adjective tree. The words {dry} and {wet} are then linked 

to words which share some kind of semantical similarity, as seen in figure 6 the word {dry} 

share some semantical similarity with the words {rainless} and {waterless}. Relational 

adjectives share an identical tree structure where related adjectives are placed in the same way 

as the antonym pairs in the descriptive adjective tree structure. The difference is that related 

adjectives are linked to morphologically and semantically related nouns, for example (atomic, 

nuclear) are linked with (atom, nucleus) [15]. 
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Figure 5: A WordNet adjective tree [15] 

2.8 Stemming 

Stemming is a pre-processing step used on text for NLP functions which reduces a words noun, 

adjective, verb, adverb etc. grammatical forms to its root form. Stemming usually removes the 

suffixes of words such that each inflectional and morphological form of a word conforms to a 

common root word in a given text. For example, the words connection, connections, connective, 

connected and connecting will all be represented as connect in the text. Words containing 

apostrophes will also be stemmed, for example, the words car, cars, car’s, cars’ will all be 

represented as car in the text. The most common stemming algorithm for the English language 

is Porter’s algorithm [24]. The basic idea of Porter’s algorithm is that suffixes in the English 

language are mostly made up of smaller and simpler suffixes [26]. 
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2.9 Negation in NLP 

Negation is the process of turning something positive, in this case a sentence, into a negative or 

vice versa. One of the more difficult problems in NLP is negation because it adds additional 

complexity to sentence structures and the process of identifying if a sentence is positive or 

negative. Nouns and verbs can be negated with a negative adjective, a negative adverb or a 

negative pronoun. Double negation increases the complexity of a sentence even further, for 

example, the sentence “The new teacher is not bad” where both not and bad are words with 

negative connotations. The word not in this context negates the negative word bad turning the 

description of the teacher into a positive description [16].  

2.10 State of the art 

In 2013 M. Capelle et al. [34] created a news agent using WordNet and semantic similarities. 

News agents is a type of recommender system which recommends articles to a user which fits 

the user’s interests. News agents visit an incredible amount of news sources to find news articles 

similar to the user’s preferences. Traditionally most news agents who recommend news based 

on its content usually use the word vector space model [35] to represent and compare articles 

but M. Capelle et al. [34] and more recent news agents combine the word vector space model 

with semantics, usually through a semantic lexicon such as WordNet. 

In 2014 Q. Le and T. Mikolov [36] proposed a new algorithm for learning word vectors [37] 

called paragraph vectors, which improves on earlier vector representation of words, such as the 

bag-of-words model [38]. The advantage of paragraph vectors compared to the bag-of-words 

model is that paragraph vectors inherit the semantics of the words, for example, the word “big” 

is closer to “giant” than to “Stockholm”. Paragraph vectors also preserve the word order to a 

certain degree.  

In 2014 A. Montejo-Ráez et al. [44] proposed an unsupervised approach to sentiment 

classification of Twitter posts (tweets). The approach combines a random walk algorithm which 

weights synsets from the text by using a combination of WordNet and SentiWordNet. The 

unsupervised approach used by A. Montejo-Ráez et al. almost performed as well as the 

supervised approach using Support Vector Machines. 

In 2015 D. Tang et al. [43]  proposed a new method for document-level sentiment classification 

using an improved version of a neural network called User Product Neural Network (UPNN). 

Earlier neural networks for document-level sentiment classification only relied on text 

information to classify documents. In the context of product reviews UPNN combines text 

information with both user preferences and product quality. For example, in a review with 1-5 

rating scales a high-quality product will get a higher rating than low-quality product. 
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3. Method 

Initial research in this thesis focuses on the numerous existing methods for classifying and 

comparing documents. Specifically, the most commonly used similarity measurements for 

document-level similarity are chosen to be implemented and evaluated. The thesis work 

consists of comparisons between the selected similarity approaches which are, Keyword 

matching, TF-IDF vector distance, and Latent Semantic Indexing. The selected methods for 

scoring documents according to their similarity is implemented and evaluated. The sentiment 

of a document is also analyzed using a lexicon-based approach. 

 

The code for the prototype is written in Python and uses a WordNet-SQL database as a lexical 

database, containing nouns, verbs, adjectives and adverbs in the English language. An extension 

to the WordNet database called SentiWordNet is used to get the semantic orientation for each 

word in a document. Python is used for the thesis work since there are several open source 

machine learning and NLP tools for Python. The main function of the prototype will be to show 

similarities scores between a corpus of documents in an excel sheet and determine the sentiment 

of each document. The similarity and sentiment functionality implementations are tested on a 

corpus of articles about Donald Trump and the American election. The news articles chosen are 

written by well-known and established newspapers and with the subject matter, Donald Trump 

after the election results from the 9th of November 2016. 

 

The sentiment analysis uses a SentiWordNet database as a lexicon to find the semantic 

orientation for each word in a document. The choice of predefined thresholds will determine 

the sentiment for each article, the predefined thresholds conform to the equation 𝑠 =  
𝑝−𝑛

𝑝+𝑛
, 

where p, n are percentages of positive and negative words in a text. If s > 0.2 the article is 

positive, if s < -0.2 the article is negative and if 0.2 > s > -0.2 the article is neutral.  

 

Two user cases where done on 18 students, between ages 20-25, from Mälardalens Högskola. 

Each user case had 9 students and 3 article snippets of 150 words from the corpus of Donald 

Trump articles where each article got classified as positive, negative or neutral by the students.  

The proof of concept for the similarity measurement is defined by three control articles in the 

set of articles, which are not about Donald Trump or the election. The similarity scores of the 

control articles compared to the Trump articles will be the metric used for how well the 

similarity measurements in the prototype performs. In the case of sentiment analysis, the 

prototype classification of articles is compared to human reader’s classification of the same 

articles. The comparison between prototype and human classification will be the proof of 

concept for the sentiment analysis. 

The results from the similarity measurements follow a quantitative evaluation (the similarity 

scores between articles) to reach a conclusion about each similarity approach. Whereas, the 

sentiment analysis results follow a qualitative evaluation (in the form of a user case) combined 

with a quantitative evaluation (in the form of prototype sentiment classifications) to determine 

the performance of the lexicon-based sentiment analysis. 



Mälardalen University  Bachelor Thesis 

15 

 

4. Theory 

4.1 Vector Space Model 

The vector space model is an algebraic model where text documents are represented as vectors 

such that each document occupies the same vector space. Representing text documents as 

vectors in a common vector space is fundamental to information retrieval operations such as 

document classification and document clustering. TF-IDF (see section 4.2) can be used to 

represent a text document as a vector. Representing documents as vectors with TF-IDF weights 

could be defined as 

𝑉𝑑 = {𝑤1,𝑑, 𝑤2,𝑑 , … , 𝑤𝑁,𝑑} 

Where, 𝑤𝑡,𝑑 = 𝑓𝑡,𝑑 ∗ log (
|𝐷|

𝑓𝑡,𝐷
) 

The vector representations share a common vector space which implies we have a system with 

linear properties such as the ability to add together two elements to create a new element in the 

system. Also, the vectors obey a number of basic algebraic rules and axioms [22].  

4.2 Term frequency – Inverse document frequency 

Term frequency – inverse document frequency (TF-IDF) is an algorithm used to weight words 

in a specific document according to each words importance in a given set of documents. The 

intuition behind TF-IDF is that if a word occurs several times in a document it is important to 

the specific document, but if the word is present in several documents and occurs several times 

in each document the weight of the word is lowered, words will not have negative TF-IDF 

weights.   

TF-IDF is composed of two parts, Term frequency which checks how many times a word occurs 

in a specific document multiplied with the Inverse document frequency which checks the 

inverse frequency of the word across several documents. There are several variants of the TF-

IDF algorithm but given a set of documents D, a word w, and a specific document d ∈ D the 

basic variant of TF-IDF can be defined as 

𝑤𝑑 =  𝑓𝑤,𝑑 ∗ log (
|𝐷|

𝑓𝑤,𝐷
) 

Where 𝑤𝑑 is the weight for a word in document d, 𝑓𝑤,𝑑 is the frequency of a word in a specific 

document d, 𝑓𝑤,𝐷 is the frequency of a word in the set of documents D, and |𝐷| is the length of 

the set of documents. Another variation to the TF-IDF algorithm is used when given a set of 

documents D, a word w, and another document d ∉ D is defined as 

𝑤𝑑 =  log (𝑓𝑤,𝑑) ∗ log (
|𝐷|

1 + 𝑓𝑤,𝐷
) 
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In this variant, the frequency is calculated according to a logarithmic scale. 1 + 𝑓𝑤,𝐷 is used to 

remove the chance of division by zero, since d ∉ D there is a chance that a word in document 

d is not in the set of documents D. 1 + 𝑓𝑤,𝐷 is primarily used when a document is used as a 

query and is not part of the corpus being used for the TF-IDF calculations [21]. 

4.3 Porter’s stemming algorithm 

Porter’s stemming algorithm is based on a set of rules on removing suffixes from a word, each 

rule is given in the form – (condition) S1  S2. Porter’s algorithm strips words of their suffixes 

in five steps, wherein each step more complex suffixes are broken down to simpler suffixes 

according to a set of rules. If a rule is accepted in any of the steps the word’s suffix is removed 

or replaced with a simpler suffix. For example, the word {caresses} have the suffix {sses} which 

can be shortened to the suffix {ss}. This is the first step in Porter’s algorithm and is written as 

 Step 1: SSES  SS caresses  caress 

Some words have their suffixes removed completely such as the word {cats} 

 Step 1: S    cats  cat 

The following steps follow the same techniques but take word length, vowels, and consonants 

into consideration [24]. 

4.4 Similarity Metrics 

The similarity metrics between documents can be defined in several ways depending on the 

representation of the documents, if the documents are represented as vectors where each 

element is a word then approaches based on Simple matching coefficient can be used. If each 

vector element is a TF-IDF value, then Cosine similarity or Euclidean distance can be used to 

see how close the vectors are to each other. Latent semantic index converts documents into 

concept space and compares the documents concept-by-concept. 

4.4.1 Simple Matching Coefficient (SMC) 

Simple matching coefficient (SMC) was introduced by Sokal & Michener in 1958 [29] and is 

one the simpler approaches for a similarity metric. SMC calculates the ratio between the total 

number of matches and the total number of elements of two or more sets. SMC for two sets a 

and b is defined as 

𝑆𝑀𝐶 =  
𝑚𝑎 + 𝑚𝑏

|𝑎| +  |𝑏|
 

Where the 𝑚𝑎,𝑏 matrices are the total matches in set a and in set b respectively [30].  
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4.4.2 Euclidean Distance 

The Euclidean distance calculates the distance in length between two vectors.  

 

Figure 6: Euclidean distance, N, between two vectors 

To use Euclidean distance as a similarity metric both vectors needs to be normalized since two 

vectors with identical semantic content, but where one of the vectors has twice the length, will 

give an incorrect similarity metric.  

 

Figure 7: Non-normalized vs normalized 

In the left coordinate system both vectors have identical semantic content but they differ in 

length in the right coordinate system both vectors are normalized to unit length.  

Normalization of vectors is achieved by dividing the vector by its magnitude 

𝑣𝑛𝑜𝑟𝑚 =  
𝑣

‖𝑣‖
 

Then a Euclidean distance for similarity between normalized vectors can be defined as 

𝑑(𝑣𝑑1, 𝑣𝑑2) =  ∑(𝑣𝑑1𝑘 −  𝑣𝑑2𝑘)2 

𝑛

𝑘=1

 

Where 𝑣𝑑1, 𝑣𝑑2 are two normalized document vectors and n is the dimension of the vector space 

[27]. 
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4.4.3 Cosine Similarity 

Cosine similarity calculates the cosine angle between two vectors to see how close they are to 

each other. Cosine similarity is used together with TF-IDF vector representations of documents 

and since TF-IDF values cannot be negative cosine similarity will generate a similarity metric 

that ranges from 0 to 1, because the greatest angle between two vectors is 90-degrees. Where 0 

is given when both vectors are orthogonal (90-degree angle) and 1 when both vectors point in 

the same direction (0-degree angle between the vectors).  

 

Figure 8: Cosine angle between two vectors. 

The cosine of the angle between two vectors of equal length is given by the dot product  

cos 𝜃 = 𝑣𝑑1  ∙  𝑣𝑑2 

Where 𝑣𝑑1, 𝑣𝑑2 are vector representation of documents. Since documents are not usually the 

same length the magnitude of vectors must be taken into consideration. A length normalizing 

cosine similarity function can then be defined as 

𝑠𝑖𝑚(𝑣𝑑1, 𝑣𝑑2 ) =
𝑣𝑑1  ∙  𝑣𝑑2 

 ‖𝑣𝑑1‖‖𝑣𝑑2‖
 

Where the numerator is the dot product and the denominator is the product of the vectors 

Euclidean lengths [23]. 
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4.4.4 Latent Semantic Index (LSI) 

Latent Semantic Indexing (LSI) is used in information retrieval to return documents and terms 

which are closest to each other according to their latent semantic structure, based on LSA [12], 

described in section 2.5. The analysis of the latent semantic structure starts as a matrix with 

terms and documents which are then analyzed by singular value decomposition (SVD) to create 

an SVD model of the matrix. A term by document (t x d) matrix, 𝐴, can be decomposed into 

the product of three other matrices: 

𝐴 = 𝑇𝑆𝐷′ 

Such 𝑇 and 𝐷 are the matrices of left and right singular vectors where the columns of 𝑇 and 𝐷 

are orthonormal, and 𝑆 is then the diagonal matrix of singular values. There are three 

comparison sorts that are of interest in the SVD model, the comparison of two terms, the 

comparison of a term and a document, and the comparison of two documents. 

Comparing two terms i and j: In the composite matrix, 𝐴, terms occupy the rows and 

documents occupy the columns. Such that, the dot product between row vectors represent the 

comparison between terms by calculating the occurrence pattern of the terms in the set of 

documents. The square symmetric matrix, 𝐴𝐴, contains all the term-to-term dot products and 

since D is orthonormal and S is diagonal, 𝐴𝐴 can be written as: 

𝐴𝐴 = 𝑇𝑆2𝑇′ 

Then, taking the dot product of row i and j in the matrix 𝑇𝑆 corresponds to the comparison of a 

cell (i, j) in the matrix 𝐴𝐴 which gives the similarity score between term i and j. 

Comparing two documents i and j: Is similar to the comparison of two terms, and even 

follows the same process, but since documents occupy the columns of the composite matrix, 𝐴, 

the square symmetric matrix, 𝐴𝐴, is written with the document-to-document dot products taken 

into consideration: 

𝐴𝐴 = 𝐷𝑆2𝑇′ 

Where the dot product of i and j rows in matrix 𝐷𝑆 gives the similarity score between documents 

i and j.  

Comparing a term i and a document j: The comparison is made directly on matrix 𝐴 since 

each cell already corresponds to the similarity score between a term and a document [6]. 
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4.5 Lexicon-based Sentiment Analysis 

A lexicon-based approach to document-level sentiment analysis determines the subjectivity and 

opinion (semantic orientation) of words through a lexicon or database where, for example, each 

word is classed as negative, positive or neutral. The average of the semantic orientation can 

then be compared to a set of predefined thresholds to classify the whole document as negative, 

positive or neutral. The thresholds x and y can, for example, be defined as 

 Document is positive, if more than x% positive words and less than y% negative words 

 Document is negative, if more than x% negative words and less than y% positive words 

 Document is neutral, if less than x% positive words and less than y% negative words 

The thresholds might need modifications for more satisfactory classification results. 

The average of semantic orientations can also be used to determine the class of the document 

and can be defined as 

𝑠 =  
(𝑝 − 𝑛)

(𝑝 + 𝑛)
 

Where p is the positive percentage of words and n is the negative percentage of words, then the 

new thresholds x and y could be 

 Document positive, if s > x  

 Document negative, if s < y 

 Document neutral, if s < x and s > y 

Negation handling in the sentiment analysis can be achieved by keeping track of negation 

words, such that, the polarity of a word next to a negator is switched. For example, changing 

the positive word great into a negative if it occurs as not great in the document [25]. 
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5. Implementation 

The three different similarity measurement methods and sentiment analysis implemented are: 

 Keyword matching, see section 5.2.1 and section 5.2.2. 

 TF-IDF vector distance, see section 5.2.2 and section 5.2.3. 

 Latent semantic index, see section 5.2.4. 

 Sentiment analysis, see section 5.3 

5.1 Preprocessing articles 

All articles are stored as txt-files in the same folder, each txt-file is opened, read, removed of 

all stop words and is split word-by-word into a list. Each list is then stored in a list of lists, such 

that, every list element is a list containing the words from an article. The list of lists stores the 

set of documents. 

5.1.1 Stemming words 

Words are stemmed using a stemmer based on Porter’s stemming algorithm [24] provided by 

the NLTK (Natural Language Toolkit) python library [42]. In keyword matching, each word 

goes through a stemming function which returns a stemmed version of the word. The stemmed 

version of each word is then used to do the word match similarity measurement. 

5.1.2 TF-IDF values 

The TF-IDF calculation is based on the theory in section 4.1 and uses the TfidfVectorizer 

module from scikit-learn [40] to convert documents to TF-IDF vectors and preserves the 

original word order of the document. The TfidfVectorizer module takes a set of documents D: 

𝐷 = {𝑑1, 𝑑2, … , 𝑑𝑛} 𝑤ℎ𝑒𝑟𝑒 𝑒𝑣𝑒𝑟𝑦 𝑑𝑛 = {𝑤1, 𝑤2, … , 𝑤𝑚} 

The TfidfVectorizer module then creates a sparse matrix, a matrix in which most elements are 

zero, where each row stores the TF-IDF values for each word in a document:  

 

 𝑤1 𝑤2 𝑤3 … … … 𝑤𝑚 

𝑑1 0.693 0 0 0 0 0 0 

𝑑2 0 0.375 0.912 0 0 0 0 

𝑑3 0 0.375 0 0 0 0 0 

… 0 0 0 0 0 0 0 

… 0 0 0 0 0 0 0 

𝑑𝑛 0 0 0 0 0 0 0 

 

Figure: TF-IDF sparse matrix example 

Depending on the similarity measurement used the TF-IDF vectors fulfills two different roles. 

In the case of keyword matching the TF-IDF matrix row are used to weight each word in a 

document. In the other similarity measurements TF-IDF vectors directly represent documents. 
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5.2 Similarity measurements 

The prototype is implemented using five different similarity measurements between documents, 

every similarity measurement is dependent on the document vector representation. One 

document vector representation is simply one word for each vector element and the other 

document vector representation uses TF-IDF values in the vector elements instead of words. 

The similarity scores are calculated in steps, such that, for every document a similarity score is 

calculated for each document in the corpus. All similarity measurements normalize the 

similarity scores based on document lengths. The similarity scores are stored in a 25x25 matrix, 

document by document. The matrix is then written to a .csv file using comma as a delimiter 

which is later used to present the results in an excel sheet.  

Pseudocode for analysis function: 

1. analysis(documents, function) 

2.      add_filenames(documents) 

3.      // function parameter selects similarity measurement 

4.      matrix = similarity_scores(documents, function) 

5.      write_matrix_to_csv(matrix) 

For each analysis a similarity measurement is chosen, the five different similarity measurements 

are: 

 Keyword matching (without synonyms), word vector representation. 

 Keyword matching (with synonyms), word vector representation. 

 Euclidean distance, TF-IDF vector representation. 

 Cosine similarity, TF-IDF vector representation.  

 LSI similarity, TF-IDF vector representation. 

5.2.1 Keyword matching 

Keyword matching is based on the theory described in sections 4.3 and 4.4.1, every word in a 

document is stemmed using the NLTK porter stemmer described in section 5.3.2. In the variant 

of keyword matching using synonyms a WordNet database is used to get synonyms for a word 

during the keyword matching process, keyword matching is the only method which uses a 

WordNet database. 

The keyword matching algorithm compares one document to every document in the corpus and 

returns a vector with all the similarity scores between the document and all other documents. 

Every document is represented as a word vector where each element is a (word, weight) pair, 

the comparison between two word vectors checks word-for-word, using the words from one of 

the word vectors, if a word exists in both word vectors. If so, a base value of 1 is returned 

multiplied with the word’s weight, else a base value of 0 is returned.  

The results from the comparison between two documents are then stored in a vector where each 

word element in the vector is replaced with either, (1 * weight), (0.5 * weight), or 0.  
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5.2.2 Keyword matching (with synonyms) 

In the variant of keyword matching using synonyms, a database query is sent to the WordNet 

database to gather synonyms for a given word. If any of the synonyms found is present in the 

other word vector a base value of 0.5 is returned multiplied with the original word weight. The 

synonym check is done on non-stemmed versions of words from both word vectors. 

5.2.3 Euclidean distance 

The Euclidean distance between TF-IDF vectors is implemented as in section 4.4.2. Because 

the Euclidean distance gives a high score if two vectors are far away from each other and a low 

score if two vectors are close to each other. The value returned from the Euclidean distance 

similarity measurement is (1 - euclidean_distance). Then a high score will correspond to high 

similarity, following the same score pattern as the other similarity measurements. 

5.2.4 Cosine similarity  

The cosine similarity between TF-IDF vectors is implemented based on the theory in section 

4.4.3. and performs the cosine function on TF-IDF vectors from the TfidfVectorizer module. 

5.2.5 Latent Semantic Index 

The implementation of LSI is based on the theory in section 4.4.4 and uses the python library 

genism [44] to create an LSI model from a set of documents. The LSI model is created in four 

steps; the first step creates a corpus from a dictionary, created from the set of documents 

represented as lists. The second step transforms the corpus into a model with TF-IDF real-

valued weights. In the third step, the TF-IDF model is transformed via latent semantic indexing 

into 400-dimensional latent space, in the 2008 study by Roger B. Bradford [39] a target 

dimensionality of 200-500 is recommended as a “golden standard”. In the fourth and last step, 

the LSI model is used with the corpus to create a matrix with all the similarities between 

documents. 

Pseudocode for LSI function: 

1. LSI_similarties(path) 

2.      // Pre-processing of documents done in read_documents() 

3.      documents = read_documents(path)   

4.      corpus = create_dictionary(documents) 

5.      tfidf_model = create_TfidfModel(corpus) 

6.      lsi_model = create_LsiModel(tfidf_model, 400) 

7.      matrix = create_similarity_matrix(lsi_model) 

8.      return matrix 
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5.3 Lexicon-based sentiment analysis 

The implementation of Lexicon-based sentiment analysis is based on the theory in section 4.5. 

The sentiment analysis uses a combination of WordNet and SentiWordNet to find the semantic 

orientation for each word in a document. The amount of negative and positive words in a 

document is counted and then divided by the document’s length to get the percentages of 

negative and positive words in the document. The percentage of negative and positive words 

are then used to classify the document according to a set of predefined thresholds.  

Pseudocode for sentiment analysis function: 

1. sentiment_analysis(document) 

2.     pos, neg = 0 

2.     for each word in document 

3.           // Database call to SentiWordNet 

4.           so = semantic_orientation(word) 

5.           if( so == 1 ) 

6.                pos = pos + 1 

7.           else 

8.                neg = neg + 1 

9.     pos = pos / length(document) 

10.   neg = neg / length(document) 

11.     sentiment = (pos - neg) / (pos + neg) 

12.   if( sentiment > 0.2) 

13.         //sentiment is positive 

14.         return 1 

15.   if( sentiment < -0.2) 

16.         //sentiment is negative 

17.         return -1 

18.   else 

19.         //sentiment is neutral 

20.         return 0 
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5.4 WordNet Database 

The keyword matching (with synonyms) implementation uses a WordNet SQL database [31]. 

WordNet SQL consists of eighteen tables. One of the most important tables in the database is 

the synsets table since it contains all the definitions within WordNet, the synsets table is used 

to map words to concepts. Each synsets table row contain a synset ID, a pos (part of speech 

field), a lexdomain ID which links to the lexdomain table and a definition of the synset. The 

database contains 117791 synsets. 

 

Figure 10: Synsets, words, lexdomains and senses-tables. 

Each word in the database is stored in the words table, which has two fields a word ID and a 

lemma. 

A lemma is the base form of a word or collocation which inflections are added upon, for 

example, sleep, sleeps, slept and sleeping are forms of the same lexeme, with sleep as the 

lemma. So in this case only the word sleep would need to be stored in the database. The words 

table contains 147478 words. 

The senses table links the words and synsets tables together, such that, words are linked to their 

definition. The entries in the sense table are referred to as “word-sense” pairs, because each 

pairing of a word ID with a synset is one complete meaning of a word. There are 207235 senses 

in the database. 

The lexdomains table is referenced by the sense table to determine which lexical domain a 

word-sense pair belongs to, in other words, if the word-sense pair is a noun, verb, adjective or 

adverb. There are only 45 lexical domains in the lexdomains table and a word-sense pair can 

only belong to one lexical domain [19]. 
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5.5 SentiWordNet Database 

SentiWordNet [32] is an extension to the WordNet database that classifies the words contained 

in the WordNet database as negative, neutral or positive.  

 

Figure 11: SentiWordNet table 

The SentiWordNet table sentiwn (figure 11) is added to the WordNet table and consists of six 

fields, pos which is part of speech that will say if the word is a noun, adjective, verb etc. an id 

for each synset, p, n for positive and negative values such that if p = 1 and n = 0 the synset is 

positive, if p = 0 and n = 1 the synset is negative, and if p, n = 0 or p, n = 1 the synset is 

neutral [33].  

6. Results 

The articles used for the similarity measurements and sentiment analysis are 24 articles, 

whereas 21 articles are written about Donald Trump during the week after the American 

election results on the 9th of November 2016 and 3 control articles about technology, the war in 

Syria, and a prison riot in Brazil. Since 21 of the articles is about the same subject, Donald 

Trump and politics, those articles should get higher similarity scores with each other than with 

the control articles. Each article is written by well-known and established newspapers, such as 

The Guardian, The New York Times, and The Washington Post.   

Each article is compared to each other using different vector representations and similarity 

measurements. Each two pair of articles are given a similarity score that is stored in an excel 

sheet. Every article is also classified as negative, positive or neutral in section 6.3. 
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6.1 Keyword matching - similarity measurement results 

The keyword matching similarity tests, with and without synonyms, are performed on the 24 

articles where each document is represented as a word vector and every word is weighted with 

a TF-IDF weight.   

6.1.1 Keyword matching (without synonyms) 

 

Figure 12: Keyword matching results 

The sample standard deviation in figure 12 is 11.65 and the confidence level for range 16-54% 

is 90%. 

6.1.2 Keyword matching (with synonyms)  

 

Figure 13: Keyword matching (with synonyms) results 

The sample standard deviation for figure 13 is 11.26 and the confidence level for ranges 21-

58% is 90%. 
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6.2 TF-IDF vector distance - similarity measurement results 

Cosine similarity and Euclidean distance is performed on the 24 articles where each document 

is represented as a TF-IDF vector. 

6.2.1 TF-IDF vector distance - Cosine similarity  

 

Figure 14: Cosine similarity results 

The sample standard deviation for figure 14 is 10.91 and the confidence level for ranges 7-43% 

is 90%. 

6.2.2 TF-IDF vector distance - Euclidean distance 

 

Figure 15: Euclidean distance results 

The sample standard deviation for figure 15 is 8.96 and the confidence level for ranges 14-43% 

is 90%. 
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6.3 Latent Semantic Indexing – similarity results 

 

Figure 16: Latent Semantic Indexing results 

The sample standard deviation for figure 16 is 16.03 and the confidence level for ranges 9-62% 

is 90%. 
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6.4 Lexicon-based sentiment analysis 

Using the lexicon-based sentiment analysis (with predefined thresholds defined in section 5.3) 

to classify the 21 trump articles, they will get divided into 3 classes. 

 

Figure 17: Sentiment analysis of 21 Trump articles 

6.5 User case - sentiment analysis 

Six articles were chosen randomly, without duplicates, from the 21 Trump articles to be used 

in two user test cases. To make the user test case less tedious only the first 150 words from each 

article was used for the sentiment analysis. There were 18 university students who participated 

in the test. 9 of the students did one variant of the test, with 3 article snippets and the other 9 

did another variant of the test, with 3 different article snippets. Every student classified the 

article snippets as positive, negative or neutral. The user case forms are in the appendix. 
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6.5.1 User case 1 – user results 

 

Figure 18: User case 1, user results 
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6.5.2 User case 2 – User results 

 

 

Figure 19: User case 2, user results 
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6.5.3 User case 1 – prototype results 

 

 

Figure 20: User case 1, prototype results 

 

6.5.4 User case 2 – prototype results 

 

 

Figure 21: User case 2, prototype results 
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6.6 Discussion of results 

In each similarity measurements the highest similarity scores between the 24 articles, 21 about 

Trump and 3 control articles about random topics, are given in the last green marked row of 

each matrix. The average of the highest similarity scores is in a yellow cell in the last row. If 

the similarity measurement used gives higher scores to the Trump articles compared to the 

control articles (kontrol1 (k1), kontrol2 (k2), kontrol3 (k3)) is a good sign that the similarity 

measurement is performing properly.  

The results, in figure 12, from the standard keyword matching algorithm scored the control 

articles high, 22%, 16%, and 34% respectively, in comparison to the Trump articles which have 

articles scored as low as 17% and 26%. The average max score for all articles was 35%, with 

max scores in the span 16-58%. 

The keyword matching algorithm (with synonyms), in figure 13, gave higher similarity scores 

than the standard keyword matching algorithm, but still gave the control articles a high 

similarity score, 27%, 20%, and 37% respectively, when there are Trump articles which have 

max scores of 20% and 30%. The average score is 40%, with max scores in the span 20-61%. 

TF-IDF vector representation with Cosine similarity, in figure 14, gave satisfactory results 

where the control articles were scored much lower than the articles about Trump. All three 

control articles have low similarity scores, 9%, 7% and 7%, whereas the lowest max score for 

a Trump articles is 15%. The average score is 24%, with max scores in the span 7-42%. 

TF-IDF vector representation with Euclidean distance, in figure 15, as a similarity measurement 

scored the control articles, 28%, 24%, and 12%, which are higher or very close to the max score 

of several Trump articles. There is no correlation found between the results in the Cosine 

similarity and Euclidean distance. The average score is 29%, with max scores in the span 12-

42%. 

The results, in figure 16, from the LSI similarity show that the control articles are scored lower, 

17%, 13% and 10% respectively, in comparison to the Trump articles where the lowest max 

score is 19%. LSI scored articles, on average, higher than cosine similarity. The average score 

is 36%, with max scores in the span 10-67%.  

The sentiment analysis results, figures 18-21, from the prototype and the user cases done by 18 

students, shows that the prototype and the majority of students classified the articles exactly the 

same. 
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7. Discussion 

The similarity measurements in this thesis focus on one small group of news articles, Donald 

Trump and the American election with the inclusion of three control articles about random 

topics, to get more generally applicable similarity measurements they need to be evaluated on 

several groups of news articles.   

The results from the similarity measurements between a set of articles mainly show that LSI 

and Cosine similarity are the better measurements out of the five similarity measurements. 

Cosine similarity scored the 3 control articles who are not about the topic, Trump, and the 

American election, to 9%, 7%, and 7% respectively which are low scores. The lowest max score 

between Trump articles is 16%. The max similarity score of all similarity score in the cosine 

similarity results are only 42% and that can be interpreted as a bad similarity score if it’s taken 

out of context. The scores from LSI reflects the major associative patterns between articles and 

has a max similarity score 67% for the set of articles. The control articles in the LSI similarity 

measurements are scored higher, 17%, 13%, and 10% respectively, compared to Cosine 

similarity, but are still the lowest scored articles in the set of articles where the lowest max score 

between Trump articles are 20%.  

The results from the Euclidean distance similarity measurement did not perform as well and 

gave scores that are very scattered that does not represent the similarities between each article 

in a semantical sense. The max Euclidean distance scores for the control articles are in the span 

12-28% and the Trump articles are in the span 16-42%. Keyword matching performed slightly 

better than Euclidean distance but still scored control articles higher than some articles about 

the same topic. The max keyword matching (with synonyms) scores for the control articles are 

in the span 16-34% and the Trump articles are in the span 17-58%. With synonyms, the scores 

for the control articles are in the span 20-37% and the Trump articles are in the span 20-61%. 

A problem with using Term Frequency-Inverse Document Frequency (TF-IDF) values in a 

coherent set of news articles is that the IDF part of the calculation gets ruined. For example, the 

set of articles used in this thesis, 21 Trump articles and 3 random articles, have low IDF values 

for topic defining words such as Trump, election. That means words that are important for each 

article such as Trump get weighted down since the word Trump occurs in all but 3 articles in 

the set of articles. 

The sentiment analysis results from the prototype and user cases of the 6 articles snippets shows 

that the prototype is performing well and classifies the set of user case articles as the majority 

of human readers who participated in the user case did. The sentiment analysis needs to be 

evaluated further on several articles about different topics to really see if the prototype is 

performing well. 

7.1 Ethical aspects  

Depending on a student’s stand to the topic, Donald Trump and the American election, the 

classification given by a student might be biased to one of the three classes negative, positive 

or neutral in the user case. For example, if a student dislikes Donald Trump and an article writes 

negatively about Donald Trump, the student might find the article as slightly more positive 
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since it conforms to the student’s opinion and the student might end up classifying the article 

as neutral. 

8. Conclusions 

1. Which similarity measurement approach performs best on a coherent set of news 

articles among a number of selected measurements methods? 

By knowing which news articles are about the same topic and which are not, we wish the 

similarity measurement to clearly point out which articles belong together and which don’t 

belong to the set. Every article was compared with every other article and given a similarity 

score. Of the five similarity measurements used cosine similarity and LSI were the only two 

which separated the control articles from the Trump articles. Cosine similarity and LSI scored 

the control articles, 3 randomly selected articles not related to the topic at all, lower than in the 

other similarity measurements. Cosine similarity gave the best results where control articles got 

max scores in the span 7-9% and the Trump articles in the span 15-41%. The LSI had the second 

best results where control articles got max scores in the span 10-17% and the Trump articles in 

the span 19-67%. Keyword matching and Euclidean distance did not separate the Trump articles 

from the control articles since the control articles got higher similarity scores than some of the 

Trump articles.  

 

2. How much improvement gives the use of synonyms to a word-vector based approach?  

Using synonyms gives better similarity scores to the keyword matching similarity 

measurement, synonyms increased the average similarity score by 5% and the similarity score 

relations between documents remained the same.   

3. How easy is it to identify a semantic property such as positive/neutral/negative in a 

coherent set of news articles (similar enough according to semantically enhanced keyword 

matching)? 

Using the SentiWordNet database to identify the semantic orientation of each word in an article 

is pretty straightforward. Then by creating a set of predefined thresholds for the classification 

of each article based on an article’s average semantic orientation. A coherent set of news articles 

can be classified into several groups, in this case positive, negative and neutral, by dividing the 

sum of the percentage of positive and negative words with the difference between the 

percentage of positive and negative words.    

8.1 Future Work 

The similarity measurement, Keyword matching (with synonyms), could be improved by 

grading each synonym on how close they are to the original word to obtain a more preferable 

similarity measurement.  

Implementing text categorization to the prototype could broaden its similarity measurements 

by comparing documents to topics. Text categorization could be implemented using machine 

learning classifiers, for example, Support Vector Machines or K-Nearest Neighbor, to classify 

articles depending on their topic.   
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The prototype could also be expanded into a sort of objective search engine where, for example, 

a search query, “Donald Trump election 9th November”, returns 3 positive articles, 3 neutral 

articles and 3 negative articles about the topic.  
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Appendix 

User case 1 
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User case 2 

 


